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Abstract

Inflation affects many economic processes, and it is therefor crucial for eco-
nomic agents to have reliable forecasts of it. In this thesis, single hidden
layer feedforward artificial neural networks were used to predict the year-on-
year consumer price index inflation rate in Sweden for the period 2013-01-01
– 2016-06-30. Separate networks were estimated for each prediction horizon,
ranging from 1 to 24 months. The root mean square errors were computed for
each horizon, which were then compared with the predictions issued by the
Riksbank and two linear models (Autoregressive Moving Average and Autore-
gressive) for the same period.

The results show that the networks outperform the Riksbank’s predictions
on 1–5 and 11–24 months, the ARMA model on 1–5 and 9–24 months, and
the AR model on 1, 3, 5 and 20 – 23 months.

The main conclusion is that artificial neural networks do have potential in
forecasting the Swedish consumer price index inflation rate. There are, how-
ever, several limitations in this thesis that need to be addressed and potential
improvements to be investigated before a clear verdict can be made.

Keywords: Inflation Forecasting, Artificial Neural Networks, Feedforward Neu-
ral Networks.



Sammanfattning

Prisinflation påverkar många ekonomiska processer, och det är därför av störs-
ta vikt för ekonomiska aktörer att ha tillförlitliga prognoser för denna. I den-
na kandidatuppsats implementerades framkopplade artificiella neurala nätverk
med ett gömt lager för att prognostisera den årliga konsumentprisinflations-
takten i Sverige för perioden 2013-01-01 – 2016-06-30. Separata nätverk passa-
des för varje prediktionshorisont mellan en och 24 månader. Roten ur medel-
kvadratfelet beräknades för varje horisont, och jämfördes sedan med prognoser
utfärdade av Riksbanken samt två linjära modeller (ARMA och AR) för sam-
ma period.

Resultaten visar att nätverken presterar bättre än Riksbankens prognoser
på horisonter mellan en och fem månader, samt på horisonter mellan elva och
24 månader, och presterar bättre än ARMA-modellen på intervallen en till fem
månader och nio till 24 månader, samt bättre än AR-modellen på en, tre och
fem samt 20 till 23 månader.

Den huvudsakliga slutsatsen från arbetet är att artificiella neurala nätverk
har potential som verktyg för att prognostisera den svenska konsumentprisin-
flationstakten. I uppsatsen görs emellertid flera antaganden och förenklingar
som bör undersökas närmre, och författarna identifierar potentiella förbätt-
ringar som också bör utforskas i framtida arbeten innan någon klar dom kan
utfärdas.

Nyckelord: Inflationsprognostisering, artificiella neurala nätverk, framkopplade
neurala nätverk.
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Nomenclature

Unless otherwise stated, the following nomenclature is used

b. . .c Floor function

µ Mean

� Standard deviation

I Identity matrix

s(l) Vector of all the weighted and summed inputs in layer l

t Vector containing the target values of the ANN, where each row repre-
sents a time step

w(l) Matrix of all the weights connecting the lth and the (l + 1)th layer

X Matrix containing all the inputs to the ANN, where each row represents
a time step, and each column a variable

x(i) Vector containing the ith inputs to the ANN, where each row represents
a time step

y Vector containing the outputs of the ANN, where each row represents
a time step

FFNN
x

Network for the xth horizon

✓(s) Activation function of a node

h(x) Function describing the neuron

J Cost function used during the training procedure

tanh(x) Hyperbolic tangent function
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w

(l)
ij

Weight belonging to the lth layer, connecting the ith node of the (l�1)th
layer to the jth node of the lth layer

x

(l)
i

Output of the ith node of the lth layer

y Output from the network
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Acronyms

AI Artificial Intelligence. 4, 30

ANN Artificial Neural Network. 3–8, 13, 28–30

AR Autoregressive. 5, 6, 19, 21, 23–25, 28, 29, 41–43

ARIMA Autoregressive Integrated Moving Average. 6

ARMA Autoregressive Moving Average. 19, 21, 23–25, 41–43

BVAR Bayesian Vector Autoregressive. 3

CPI Consumer Price Index. 3, 25, 27, 33

CS Computer Science. 4, 30

DSGE Dynamic Stochastic General Equilibrium. 3

FFNN Feedforward Neural Network. 7–11, 13, 15, 16, 19, 20, 23–28, 35,
41–43

LMA Levenberg–Marquardt Algorithm. 12, 13

ML Machine Learning. 4, 30

NIER National Institute of Economic Research. 27, 31

OECD Organisation for Economic Co-operation and Development. 5, 15, 28,
35

RB Riksbank. 3, 4, 15, 16, 25–28, 31, 35, 41–43

RMSE Root Mean Square Error. 6, 15, 20, 21, 23–27, 41–43

YoY Year on Year. 3, 5, 6, 16, 25, 33

3



4



1 Introduction

Inflation is an important macroeconomic variable since it affects many eco-
nomic processes; wage setting, investment and saving strategies as well as trade
are all influenced by inflation, and therefor also the overall economic growth.
For this reason it is crucial for economic agents to have reliable forecasts of
inflation, both on short and long horizons.

In this thesis, Artificial Neural Networks (ANN) are applied to the task
of forecasting the Year on Year (YoY) Consumer Price Index (CPI) inflation
rate in Sweden on monthly intervals from 1 to 24 months. The question to be
answered is: Are ANN models suitable for forecasting the Swedish CPI inflation
rate? This is done by comparing the ANN forecasts to forecasts issued by the
Riksbank (RB) and two linear econometric models. The comparison is done in
a pseudo out-of-sample manner, meaning that a portion of the historic inflation
rate data is set aside and not used in the model estimation, but instead it is
used to compare the ANNs’, RB’s and linear models’ prediction accuracies.

1.1 The Riksbank’s Forecasting

The RB mainly use three different models in order to model the Swedish econ-
omy: Ramses, a Dynamic Stochastic General Equilibrium (DSGE) model;
Moses, a Vector Error Correction Model; and a Bayesian Vector Autoregressive
(BVAR) model (Iversen et al., 2016)1. Each of these models produce forecasts
for several macroeconomic variables, e.g. CPI inflation. The different fore-
casts from the various models are then combined to produce one prognosis,
in combination with empirical knowledge and reasoning. This means that the
prognoses that the RB present neither are the results from one isolated model,
nor are they only the work of numerical and statistical models, but they are

1There are also other additional, smaller models used for special sectors and markets.
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combinations of models, experience and reasoning.

1.2 Artificial Neural Networks in Economics

In the field of Computer Science (CS), large strides have been made in the past
decades. Even though novel methods were quickly adopted by researchers and
engineers in various domains such as time series analysis, system identification,
control theory, etc., they have not yet been implemented on nearly as large a
scale within the field of macroeconomics. Following the progresses in compu-
tational power; techniques and processes that were formerly merely theoretical
are now implementable – also for real time applications.

Perhaps the most talked about areas of CS in recent years are Artificial
Intelligence (AI) and Machine Learning (ML). Both AI and ML are broad
terms, and there is no clear demarcation between them. Generally, they can
be considered to constitute a cross-disciplinary sub-field of CS using results
from statistics and drawing inspiration from the human cognitive behaviour.
One such method is ANNs.

Even though ANNs are not part of the standard family of forecasting mod-
els used by central banks and research institutes, some research has been car-
ried out in this field (see chapter 2). The advantage of ANNs compared to
traditional methods is their ability to model nonlinear relationships – relation-
ships that are likely to be found in inflation dynamics (Stock and Watson,
1999). These studies, although limited, show promising results compared to
traditional methods of forecasting. The RB do not use any ANNs in their
work, nor have they published any official reports or working papers on the
subject2.

2According to Tor Jacobson at the research department at the RB.
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2 Previous Work

We have found five papers that implement ANNs within the scope of inflation
forecasting (Bayo Mohammed, John Kolo, and Solomon A., 2015; Choudhary
and Haider, 2008; Haider and Hanif, 2007; Monge, 2009; Nakamura, 2004).
All of these found the use of ANNs beneficial.

Further, within the whole field of economics, we have also found attempts
at using ANNs for GDP, exchange rate and various other financial time series
analyses (Bajracharya, 2010; Claveria and Torra, 2013; Rech, 2002; Swanson,
1997; Tkacz and Hu, 1999).

In Nakamura, 2004, the author used a simple one layer, two node ANN
in an Autoregressive (AR) manner to predict the U.S. inflation on 1 to 4
quarters, and compared its outcomes with a linear AR model with lags between
1 to 8 quarters. Nakamura finds that, on average, the ANN outperforms the AR
model on prediction horizons of 1 and 2 quarters, while performing equivalently
for 3 quarters and predominantly worse for 4 quarters.

In Bayo Mohammed, John Kolo, and Solomon A., 2015, the au-
thors used a similar network to the one Nakamura used, to predict monthly
YoY inflation for Nigeria, and they also come to a similar conclusion: the ANN
performs better than the linear AR model for horizons of 1 and 2 quarters,
equivalently for 3 quarters and worse for 4 quarters.

In Choudhary and Haider, 2008, the authors also implemented an
AR version of an ANN to predict inflation rates for 28 Organisation for Eco-
nomic Co-operation and Development (OECD) countries and compared the
method to conventional AR models on the term of how good they have been
able to predict the inflation on average for all countries. Similar to the above
mentioned works, the authors find that the ANN performs better on short
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horizons. The authors also conclude that using arithmetic combinations of
several ANNs can be beneficial.

In Monge, 2009, the author compares three established models of infla-
tion forecasting – the Philips curve, the treasury bills model and the monetarist
model – using both ordinary least square approximation and ANN models for
Costa Rican inflation data. The author found that using a systematic way
of comparing different network architectures, the ANNs outperform the ordi-
nary linear least square method for all three compared models. Out of the
three ANN models, the Philips curve had the lowest Root Mean Square Error
(RMSE).

In Haider and Hanif, 2007, the authors forecast the YoY inflation rate
for Pakistan, using ANNs, AR models and Autoregressive Integrated Moving
Average (ARIMA) models. The outcomes are then compared and the result is
consistent with the above mentioned works: the RMSE of the ANN over the
test period is lower than for the other models.

Both Nakamura, 2004 and Bayo Mohammed, John Kolo, and Solomon A.,
2015 conclude that the early stopping procedure (see section 3.4.3) was benefi-
cial compared to earlier works applying ANNs that did not employ this method
in the forecasting of inflation.

Of the above mentioned works, only Monge, 2009 and Haider and Hanif,
2007 used more advanced comparisons than AR models, and only Monge,
2009 studied horizons greater than 12 months. Most central banks and more
sophisticated economic institutes and actors only use such models as the ones
mentioned above, as part of bigger models. From what we have found in this
literature study, no previous papers have been published that compare such
complex models with ANNs.
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3 Theory

ANN is a term used for a wide range of graph-like structures inspired by
biology trying to mimic the behaviour of neural processes. The specific type
used in this thesis is an instance of ANNs called a fully connected, single
layer, Feedforward Neural Network (FFNN), and is described in section 3.2.
Henceforth, the term FFNN is used when referring to this type of network.

3.1 The Neuron

To understand a FFNN, it is wise to first look at its smallest component; the
neuron (see fig. 3.1).
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Figure 3.1: A schematic view of a neuron
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an activation function ✓ to generate a total output

h(x(l�1)
,w(l)

i

) = ✓(s) = ✓

 
nX

i=1

w

i

x

i

!
= x

(l)
i

. (3.1)

By connecting a number of neurons, a FFNN is generated.
It is through the choice of a nonlinear activation function (e.g. sigmoid,

step, etc.) that the FFNN obtains its flexibility to model virtually any system.
In this thesis the activation function, unless otherwise stated, is a hyperbolic
tangent (eq. (3.2)), with an output range of [�1, 1] and a domain of [�1,1],
mathematically expressed as

✓(s) = tanh(s) =
e

s � e

�s

e

s + e

�s

. (3.2)

3.2 Feedforward Neural Networks

A FFNN, as seen in fig. 3.2, has the following characteristics:

• The nodes are organised in layers. The total number of layers determines
the depth of the network.

• The connections only occur between adjacent layers, i.e. the nodes of
the lth layer receive signals only from the (l � 1)th layer and only feed
to the (l + 1)th layer.

• The nodes are connected to all the nodes in the adjacent layers.

• All connections between nodes are associated with a weight w

(l)
i,j

. These
are the parameters of the model that are adjusted during training.

• A layer does also, except from its variable inputs, have a static unit
input with a corresponding weight. These inputs are called biases in
ANN terminology, and are analogous to the intercept of a regression
function (see fig. 3.1).
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Since the only layers that are visible from outside the network are the input
and output layers, the rest are called hidden (see fig. 3.2). Networks with more
than one hidden layer are sometimes referred to as deep neural nets.

The FFNN is defined by its number of nodes, its number of layers, the choice
of activation function and its weights. All of these parameters, except the
weights, are usually fixed in advance, leaving only the weights as parameters
for the actual fitting of the network to the problem at hand. The weights
are then iteratively updated during the training of the network (described in
section 3.4). The beforehand fixed parameters are in this thesis henceforth
referred to as the architecture of the FFNN.

In fig. 3.2, a schematic depiction of a single hidden layer, single output
FFNN is shown. The nodes of the input layer contain neither activation func-
tion nor summation, but rather passes the value of the inputs to the next layer.
The nodes of the hidden layer function as described in section 3.1. The node of
the output layer is similar to the ones in the hidden layers, with the exception
that it has a linear activation function. Hence, it only performs a summation
of its inputs.

All the connections between the nodes are associated with weights. If there
are N

i

inputs, N
o

outputs, N
n

neurons in the hidden layer and biases connected
to both the hidden and output layer, the resulting number of total weights N

w

are

N

w

= (N
i

+ 1)N
n

+ (N
n

+ 1)N
o

.

Increasing the numbers of parameters, increases the flexibility of the network.
Given enough training samples, this is a useful property. If however N

w

is not
much smaller than the number of training samples, the risk of over-fitting1 the
network to the training set is large.

1A complex model with a large number of weights may fit the training data perfectly, but
perform poorly on new data. Hence, after some level of model complexity the performance
out-of-sample may deteriorate.
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A FFNN is a very flexible tool, capable of approximating any continuous
function given enough data and number of weights (Alexeev, 2010). Because
of its flexibility and its generality, it is however difficult to draw any heuristic
insight from the model. This is an important point to keep in mind when
applying FFNNs to economics, and especially finance, since there is often a
legal requirement to be able to explain what one’s decisions are based on.

Hidden layer

x1

x

Ni

...

Inputs

1

N

i

1

...

Input
layer 1

N

n

1

...

...

1

Output
layer

y

Outputs

Figure 3.2: A schematic view of a fully connected single hidden layer, single
output FFNN.

3.3 Data Subsets

The in-sample data used to train the network is composed of the input X and
target t. The target is the actual output of the system that is to be modelled.

The input and the target data are split in three corresponding subsets:
Training, Validation and Test. The training and validation sets are used during
the training of the network as described in section 3.4. The test subset is used
to evaluate how well the trained network estimates data that was not available
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during training – an indication of how well it will perform on the actual out-
of-sample data.

There are several ways of choosing the different subsets. In this thesis a
random partition with pre-given ratios is used, e.g. a certain percentage chosen
randomly is selected for the respective subsets.

3.4 Training and Validation

Training means to fit the FFNN with respect to the input/output data. The
procedure of training is to solve an optimisation problem, where a cost function
J is minimised with respect to the weights2. As the problem does not have
a closed form solution, it has to be solved numerically using what is called a
training algorithm. Furthermore, as the problem generally also is non-convex,
there is no guarantee of convergence to a global minimum.

3.4.1 Cost Function

A well proven cost function for FFNNs, that is also used in this thesis, is the
mean square error

J =
1

n

nX

i=1

(t
i

� y

i

)2 , (3.3)

where y

i

is the estimated output from the FFNN using x

i

as input, t
i

is the
corresponding output from the sampled data and n is the number of samples
in the subset. On vector form eq. (3.3) becomes

J =
1

n

(t� y)T (t� y). (3.4)

The partial derivatives of the cost with respect to the weights between the

2The weights are initialised with a stochastic distribution
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hidden layer and the output layer are given by

@J

@w(2)
= � (t� y) ✓0(s(3))

@s(3)

@w(2)
. (3.5)

The partial derivatives of the cost with respect to the weights between the
input layer and the hidden layer are given by

@J

@w(1)
= �X

T (t� y) ✓0(s(3))
�
w(2)

�
T

✓

0(s(2)). (3.6)

s(l) is a vector of all the weighted and summed inputs in layer l, w(l) is a matrix
of all the weights connecting layer l and l + 1. ✓

0(s(l)) is the derivative of the
activation function applied to s(l) element-wise.

The derivations of eq. (3.5) and eq. (3.6) can be found in Priddy and Keller,
2005 and are therefor omitted.

3.4.2 Training Algorithm

As in the case of deciding on a cost function, the choice of training algorithm
may yield vastly different results in terms of performance, and there is no
clear cut method of choosing the best algorithm since they all have different
advantages and drawbacks. The training algorithm used in this thesis is the
Levenberg–Marquardt Algorithm (LMA), and as the full derivation can be
found in LeCun et al., 2012, the following explanation is by no means exhaus-
tive.

Consider Newton’s method for minimisation of the cost J with respect to
w. It states that w should be updated according to

�w(i) = ⌘

✓
@

2
J

@w(i)2

◆�1
@J

@w(i)
, (3.7)

where ⌘ 2 (0, 1) is a parameter called the step size. After the weights w
are updated the cost J is also updated according to eq. (3.3), and the pro-
cess is iterated until |�w| or |�J | becomes smaller than some threshold set
beforehand.
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In practice however, calculating the inverse Hessian is computationally de-
manding and therefor not practical. Instead, the Hessian can be approximated
as the square of the Jacobian, and eq. (3.7) becomes

�w(i) = ⌘

 ✓
@J

@w(i)

◆
T

@J

@w(i)

!�1
@J

@w(i)
. (3.8)

Equation (3.8) is called Gauss-Newton’s method. Gauss-Newton’s method is
not stable if the eigenvalues to the estimated inverse Hessian are small. To
handle this, a damping parameter µ is introduced to eq. (3.8), which yields
the LMA:

�w(i) = ⌘

 ✓
@J

@w(i)

◆
T

@J

@w(i)
+ µI

!�1
@J

@w(i)
. (3.9)

In ANN terminology the number of iterations is called epochs, and the step
size is called learning rate.

3.4.3 Validation and Early Stopping

If the training is iterated for a fixed number of epochs there is a risk of over-
fitting the FFNN to the training data. In this thesis, this risk is mitigated
through the concept of early stopping as described below.

After every iteration of the training algorithm, the validation data is applied
to the FFNN, whereupon the cost is computed. If the cost computed for the
validation set is decreasing, the training is reiterated. If the cost is increasing,
the training is stopped (illustrated in fig. 3.3). One can also set a threshold
for which if the validation cost is decreasing slower than, the training is also
stopped.
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4 Method

4.1 General Approach

A separate FFNN is estimated for each prediction horizon ranging from 1 to
24 months. This is done to take full advantage of the ability of the FFNN
to find relationships between input and output. This allows the FFNN to
use all parameters (weights) to predict one specific horizon, instead of making
all predictions using one single network, which would result in a compromise
between the horizons.

Because separate FFNNs are used, different combinations of input data can
also be used to further optimise the FFNN for its specific horizon. Both the
inputs chosen and the lags can therefor vary between the different FFNNs.

The in-sample test RMSE is used as an indication of how well the FFNN
will predict the out-of-sample data. This is the performance measure used
to choose which network architecture to use on each prediction horizon. The
assumption that a lower in-sample test RMSE yields a lower out-of-sample
RMSE is by no means always true, but it is often used (Yaser, Malik, and
Hsuan-Tien, 2012).

To model, estimate and evaluate the FFNNs, Matlab’s Neural Network
Toolbox was used (Hudson Beale, Hagan, and Demuth, 2014).

4.2 The Data

Part of the data used is publicly available from the OECD. The remaining
data was obtained directly from the RB 1.

The data consists of 9 macroeconomic indicators sampled at a monthly
rate and 22 sampled quarterly for the period 1985-06-30 to 2016-06-30, and

1Via contact with the research department at the RB.
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the variables used are explained in appendix B.

4.2.1 Time Range

For a FFNN, as with all statistical methods, it is useful to have as many data
points as possible. In the case of inflation forecasting, there are however factors
that need to be taken into consideration when choosing the time range of viable
data points. One such factor is the changing dynamics of the inflation – a
dynamic one wishes the FFNN to capture. Since the RB have had different
goals over time and since the Swedish economy has become more open and
globally intertwined, it is reasonable to assume that the dynamics of inflation
has changed accordingly. The most recent change, and the current goal of the
RB, is the 2 % YoY CPI inflation rate target implemented in 1995 (Dennis
and Franzén, 1993). Therefor, the beginning of 1995 is used as starting point
for the target data used. If all available time samples were to be used, the
risk is that the FFNN would compromise between the different dynamics that
are probable to have existed during the whole period data is available, and
therefor would perform poorly on the out-of-sample data2.

Since the RB have concluded that most forecasters have been further off
than usual during the period 2013–2015 (Löf, 2015), 2013-01-01 is chosen as
the start for the pseudo out-of-sample data. This means that the target data
(i.e. the inflation rate) ranges from 1995-01-01 to 2012-12-31 for the in-sample
period t

in

, and 2013-01-01 to 2016-06-30 for the out-of-sample period t
out

(see
table 4.1 and appendix A). The inputs (including the inflation rate itself, as
an autoregressive variable), since they are lagged, are allowed to start up to
40 months before the above mentioned periods.

2This practice is also used by the RB (Iversen et al., 2016)
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Table 4.1: Time range and number of observations for the target data

Start date End date No. observations
t
in

1995-01-01 2012-12-31 217
t
out

2013-01-01 2016-06-30 42

4.2.2 Preprocessing

Preprocessing the data has shown to be beneficial using FFNNs – both pre-
diction accuracy and learning time can be significantly improved (Priddy and
Keller, 2005).

It is important that the preprocessing is done in such a way that it only
uses data previous to the sample being processed, since it would otherwise
see the out-of-sample data. All transformations must also be applied in the
same way for both in- and out-of-sample data. This means e.g. for a scaling,
that this would be done on the in-sample data, and then applied in the same
manner for the out-of-sample data during the pseudo-forecast.

There are many methods available for preprocessing the data. The method
used in this thesis follows:

1. All potential inputs sampled quarterly are transformed into monthly data
using a cubic spline extrapolation3 for the months in-between the quar-
ters. This is necessary since the target data, i.e. the inflation rate, is
reported monthly, and therefor all inputs must also be presented monthly.

2. All input time-series that are expressed in terms of absolute numbers or
as an index are transformed into monthly percentage change, differen-
tiated backwards (i.e. for some variable q(t): �q(t)

q(t) = q(t)�q(t�1)
q(t) ). This

mitigates the problem of trends in the data that could potentially satu-
rate the node outputs.

3To meet the requirements stated above, interpolation can not be used
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3. All potential inputs are linearly scaled such that the values lie in unit
range (±1). This is not crucial, but due to the choice of activation
function (see section 3.1), it facilitates the training procedure.

4.2.3 Division of the In-Sample Data

The in-sample data is divided as described in section 3.3.
There is no theory to base the choice of the ratio between the different data

sets on, but there are some common rules of thumb (Priddy and Keller, 2005).
In this paper the ratio is therefor set according to table 4.2.

Table 4.2: Ratios for the three subsets for the in-sample data

Subset Ratio No. samples
Training 70 % 151
Validation 15 % 33
Test 15 % 33

4.2.4 Input Variable Selection

The number of training data points is small (see table 4.2), making it im-
possible to use all potential inputs since this would result in over-fitting. For
example, for a network with one output, no biases and one hidden layer with
as many hidden neurons as inputs, the number of weights (N

w

) is given by

N

w

= N

n

N

i

+N

n

. (4.1)

As N

n

= N

i

, eq. (4.1) is a quadratic function. This implies that the number
of data points required also is a quadratic function of N

i

. This phenomenon
is often referred to as the curse of dimensionality (Bellman, 1957).
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Hence, the input-variables have to be selected carefully. There are many
methods of input selection available, but there are no clear rules on which to
use for a given problem type. The method used in this thesis follows:

1. The cross-correlation between the CPI inflation and all inputs are com-
puted for lags ranging from 1 to 40 months. Also, the auto-correlation
for the CPI inflation is computed over the same lags.

2. The variables (all potential input variables and the output itself) showing
the highest cross-correlation at lags that are greater than, or equal to
the prediction horizon at hand are chosen (the number of inputs vary
depending on network architecture as described in eq. (4.2)).

4.3 Network Selection

All FFNNs in this thesis are restricted to a single hidden layer. Thus, left to
be specified are the number of inputs and the number of neurons. The rule
of thumb says that one should have at least 10 times as many training data
points as weights (Yaser, Malik, and Hsuan-Tien, 2012).

Therefor, if the number of neurons is chosen beforehand for a network as
the one shown in fig. 3.2, the maximum admissible number of inputs N

i

is
determined by

N

i

=

�
N

s

� 10

10N
n

� 2

⌫
, (4.2)

where N

s

is the number of samples in the training set and N

n

is the number
of neurons, and with one bias in the hidden and one in the output layer.

In this thesis the model structure for each prediction horizon is selected
using the algorithm described in fig. 4.1.
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Figure 4.1: A schematic view of the selection of the FFNN for one prediction
horizon
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4.4 Linear Models for Comparison

In order to allow for comparisons with the previous work discussed in chap-
ter 2 – and future studies – two linear models are estimated; one AR and one
Autoregressive Moving Average (ARMA).

The AR model is chosen as the simplest model possible, denoted AR(1)
(often referred to as a random walk). The AR(1) is a commonly used bench-
mark for econometric forecasting models. Mathematically it can be expressed
as

y

t

= �1yt�1 + ✏

t

, (4.3)

where y

t

is the variable to be predicted and ✏

t

is Gaussian white noise. �1 is
the parameter to be fitted minimising the in-sample, 1 month ahead RMSE.

The ARMA model is also chosen as the best fit in terms of in-sample,
1 month ahead RMSE, but with the difference that the number of AR and
MA lags are allowed to take any combination of 1 to 10 months4. For some
combination of AR and MA lags (i, j) the ARMA process is mathematically
defined by

y

t

� �1yt�1 � . . .� �

i

y

t�i

= ✏

t

+ ✓1✏t�1 + . . .+ ✓

j

✏

t�j

. (4.4)

Hence, 100 different ARMA models are evaluated on the in-sample data set.

410 months is chosen as the upper limit as an ARMA(10,10) model results in 20 param-
eters to be fitted, which is almost 1

10 of the number of data points in the in-sample data
set.
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5 Results

One FFNN was estimated for each prediction horizon following the method
described in chapter 4 (the specific characteristics of the FFNNs are described
in detail in appendix C). Each FFNN was used to forecast the inflation rate
over the time period 2013-01-01 to 2016-06-30, resulting in 42 forecasts for
each prediction horizon. The predictions were then compared to the actual
inflation outcome to compute the RMSEs.

Since the out-of-sample results are not known beforehand in this pseudo
out-of-sample forecast, these results cannot be used to optimise the overall
prediction power of the FFNNs. Instead, the in-sample results for the test
subset were used. From fig. 5.1 it is clear that the prediction RMSEs for
the FFNNs are not monotonically growing with the prediction horizon for the
in-sample test subset. This means that one would achieve a better forecast
on some horizons using the prediction results from a FFNN with a greater
prediction horizon; instead of using the FFNN10, it is, given the in-sample
error, better to use the FFNN15. This set of FFNNs is henceforth referred to
as optimal FFNNs. The resulting in-sample RMSEs are shown in fig. 5.1 and
the specific optimal FFNNs for each horizon are presented in appendix C.

The linear models used as benchmarks to compare with the FFNNs are
AR(1) and ARMA(7,5), as explained in section 4.4. These models were used
to make pseudo out-of-sample forecasts for the same time period as the FFNNs.

From fig. 5.1 it is clear that the FFNNs outperform the AR and ARMA
models on the in-sample data 1. Hence, if one 2013-01-01 was to decide which
model to use to forecast the inflation for the coming years, one would be
inclined to use FFNNs.

1The linear models are evaluated over the whole in-sample period, while the FFNNs are
evaluated over the test period only. Thus, the linear models are evaluated on data that they
have been estimated on, which should if anything give them an unfair in-sample advantage.
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5.1 The Riksbank’s Forecasts

The RB present forecasts for different macroeconomic variables 6 times a year
in the Monetary Policy Reports (Riksbank, 2016), among which the Swedish
YoY CPI inflation rate is one. These do not, however, always come on the
same dates from year to year, and rarely on the same dates as the data used in
this thesis. This poses a problem, since it is not possible to compare individual
forecasts to each other. Instead the forecasting RMSEs over a period of time
are compared. The period chosen (described in section 4.2.1) is 2013-01-01
to 2016-06-30. During this period the RB have on average presented 21 (±1)
forecasts per prediction horizon.

5.2 Out-of-Sample Comparison

The FFNNs out-of-sample results are compared to the forecasts made by the
RB, as described in section 5.1, and to the linear models (see section 4.4) as
seen in fig. 5.2.

Both the in-sample optimal set of FFNNs and the un-optimised set of
FFNNs roughly follow the same trajectory. Both prediction sets perform
marginally better than the RB on horizons up to 5 months, and perform
gradually better on horizons from 11 to 24 months. Compared to the lin-
ear models, the optimal FFNNs perform better on horizons up to 5 months
and for horizons ranging between 9 and 24 months for the ARMA(7,5). The
optimal FFNNs perform better than the AR(1) model for horizons 1, 3 and 5
months, and from 20 to 23 months.
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6 Discussion, Conclusions and

Future Work

6.1 Discussion and Conclusions

First of all, it must be remembered that this is one isolated study, evaluating
the forecasting power of FFNNs with a limited amount of predictions for each
horizon1 for the time period 2013-01-01 to 2016-06-30. It could be the case
that the method described in this thesis is particularly suited for this specific
period of time, but a bad choice outside it. The period chosen is also one
in which several forecasters have had a larger prediction error than what has
previously been the case (Löf, 2015). The out-of-sample period stands out in
comparison with the preceding time period, in the sense that it exhibits much
lower volatility (see appendix A).

It could be argued that a different period should have been used for evaluat-
ing the FFNNs (e.g. pre-2013). Unfortunately, if restricted to using post-1994
inflation data, one either has to use less data for fitting the FFNNs or use data
from a more recent period than the model is intended to predict for. Either
way is unfavourable: In the first case, one is then limited to simpler FFNNs.
In the other case, one would violate the real-life restriction that only data
available at the time of forecasting can be used for estimating the FFNN.

In this thesis, the RB was chosen as the benchmark. This was largely
due to the availability of prognosis data. The National Institute of Economic
Research (NIER) has published two reports comparing the forecasting power of
different economic institutes, governmental agencies, banks and labour unions
(National Institute of Economic Research, 2015, 2016). In these reports, NIER
compares the one to two year prediction accuracies for CPI inflation in terms

142 predictions for the FFNNs and 21 predictions on average for the RB
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of RMSE. Neither for the forecasting periods 2014 nor 2015 have the RB been
largely off the mark compared to other forecasters. This would suggest that it
is, in the context of this thesis, adequate to compare the FFNN models to the
RB’s in order to assess their performance.

The predictions from the RB are obtained from their monetary policy re-
ports. This means that they are, as discussed in section 1.1, a combination
of mathematical models and manual adjustments. This must be remembered,
as our FFNN models are compared not to a purely mechanical model, but a
– by human hand – altered prognosis. This should, if anything, give the RB
an unfair advantage when comparing the results as they then can take non-
quantifiable factors into account while the FFNNs in this thesis are restricted
to the time series provided by the OECD and the RB.

The relative performance between the FFNNs and the linear models differ
greatly between the in-sample and out-of-sample periods. The FFNNs clearly
outperform the linear models on the in-sample period. On the out-of-sample
period, for some intervals, the difference in performance between the AR(1)
and the FFNNs is small, while on other intervals the AR(1) performs better
or much better. As mentioned above, the out-of-sample period stands out in
the whole time range used – the fact that it exhibits much lower volatility
favours the AR model2. Albeit that the FFNNs do not consistently perform
better than the AR model on the out-of-sample period; without knowledge of
the future inflation, one would choose the FFNNs if given the choice between
the four methods compared on the in-sample period.

Comparing our method to the studies mentioned in chapter 2, the results
are inconsistent with the earlier results regarding shorter horizons. The pre-
vious reports in chapter 2 found that their ANN models perform better than
the AR(1) models. In this study, this is not always the case (as can be seen

2The AR(1) actually performs better on the out-of-sample data than on the in-sample
data.
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in fig. 5.2 and appendix D). This is probably due to the test period chosen, as
discussed above. It is also worth noting that three out of five of the previous
studies used developing countries: Nigeria, Costa Rica and Pakistan. These
economies probably exhibit greater volatility and are thus harder to predict
using linear models such as AR, which gives ANNs an advantage.

The method of choosing input variables is based on cross-correlation (see
section 4.2.4). Cross-correlation analysis is sensible when applying linear the-
ory (Billings, 2013), while in this thesis no assumptions of linearity were made.
As seen in fig. 5.1 and fig. 5.2, the assumption that a larger cross-correlation
makes for better predictions is not always true, neither in- nor out-of-sample.
Even though this method is sub-optimal, it is well-proven and definitely not a
bad choice. Moreover, it is a very simple way of choosing input variables, and
for these reasons it was used in this thesis.

Both the greatest strength and weakness with ANNs lie within their gener-
ality. On one hand, because of this, it is not required to know anything about
the underlying dynamics, only what inputs/outputs to use. On the other hand
however, this renders the resulting model hard to interpret (i.e. a black-box
model). For policy makers, it is often required that they can explain their
decisions in words and not only in numbers, and therefor ANNs should be
used with care. Further, another drawback of ANNs is that, since they lack a
rigorous theoretical foundation (compared to linear systems theory), it is also
hard to understand when the model is not working properly.

As stated in chapter 2, the body of research concerning inflation forecasting
using ANNs is relatively small. In this thesis some new concepts, in comparison
with the previous studies conducted, have been implemented. Both the concept
of network architecture selection and the wide use of exogenous inputs are, in
this scope, novel.

Returning to the research question in chapter 1, the results indicate that
ANNs do have potential in forecasting the Swedish CPI inflation rate. There
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are, however, several limitations and potential improvements that first need to
be addressed, and more research needed before a clear verdict can be made.

6.2 Future work

Based on the discussion and conclusions in section 6.1, we suggest that future
work implementing AI/ML in inflation forecasting focus on the following:

Preprocessing and selection of input data. For instance, different
types of smoothing, detrending and transformations can be applied to the
time series. Also, as cross-correlation analysis is sub-optimal, one could try
other methods of input selection, and perhaps compare the results to what can
be obtained from exhaustively trying all possible input combinations. This was
not carried out in this thesis due to limited time and computational power.

Different types of ANNs. As the dynamics are thought to be time-
variant, it would be wise to investigate how this can be taken into consid-
eration. We suggest that recurrent neural networks are to be used, and in
particular one specific instance called long term short term memory ANNs.

Repeating the experiment in other countries. To investigate how
general the results are, it would be interesting to see if similar results can
be obtained using the same method but with data from other small, open
economies.

Using other AI/ML methods. As ANNs are inherently hard to inter-
pret heuristically, one could instead use other AI/ML methods. If it is essential
that the forecast can be motivated in words, one could instead use an expert
system. An expert system is a computer system based on if-then rules and the
concept was conceived the 1970’s, which makes it mature in a CS context.
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Figure A.1: The Swedish YoY CPI inflation 1985-06-30 – 2016-06-30 (see sec-
tion 4.2).
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B Data

Table B.1: Data description for the variables used by the FFNNs.

From the RBa

Name Description

CPI total
Sweden, CPI is based on prices of a basket of goods and
services that are typically purchased by specific groups
of households

GDP gap Sweden
Import of goods and
services

Sweden, total economy

Owner occupied hous-
ing interest cost index

Sweden, interest cost, index month to year

REPO spread percent-
age

Sweden, spread used by the RB in the policy process

From the OECDb

Name Description

BCI OECD
OECD, BCIs are based on enterprises’ assessment of
production, orders and stocks, as well as its current
position and expectations for the immediate future

CLI SWE
Sweden, CLIs show short-term economic movements in
qualitative rather than quantitative terms

GDP at market price
Sweden, GDP at market prices is the expenditure on
final goods and services minus imports

a
Received from the research department at the RB.

b
Retrieved 2016-11-10 from https://data.oecd.org/.
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C Network architectures

Table C.1: Network architectures for all horizons

Horizon N

h

a Input (lags)b

RMSEc

Test Out Opt.d

1 2 CPI total (1, 2) 0.248106 0.272319 1

2 2 CPI total (2, 3, 4) 0.374366 0.269910 2

3 1 CLI SWE (3, 4), CPI total (3, 4, 5) 0.459440 0.318294 3

4 1
BCI OECD (4, 5), CLI SWE (4, 5, 6),
CPI total (4, 5, 6), GDP at market
price (6)

0.550918 0.363777 4

5 1
BCI OECD (5), CLI SWE (5, 6), CPI
total (5, 6), GDP at market price (5, 6)

0.599762 0.371375 5

6 1
CLI SWE (6, 7), CPI total (6), GDP
at market price (6, 7, 8, 9, 10), Import
of goods and services (7, 8, 9)

0.671734 0.391701 23

7 1
CLI SWE (7), GDP at market price (7,
8, 9, 10), Import of goods and services
(7, 8, 9)

0.853210 1.368625 23

8 3
GDP at market price (8), Import of
goods and services (8)

0.861973 1.529637 23

9 2
GDP at market price (9, 10), Import of
goods and services (9)

0.883602 1.423363 23

10 1

GDP at market price (10, 11, 12, 13),
GDP gap (18, 19, 20), Hours gap
(10), Import of goods and services (10),
Owner occupied housing interest cost
index (16, 17)

0.879550 1.162477 23
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Table C.1: Network architectures for all horizons, cont.

Horizon N

h

a Input (lags)b

RMSEc

Test Out Opt.d

11 1

GDP at market price (11, 12, 13), GDP
gap (18, 19, 20, 21), Owner occupied
housing interest cost index (16, 17, 18),
REPO spread percentage (16)

0.848455 0.872008 23

12 1

GDP at market price (12, 13), GDP
gap (17, 18, 19, 20, 21), Owner occu-
pied housing interest cost index (16, 17,
18), REPO spread percentage (16, 17)

0.827819 0.976502 23

13 2
GDP at market price (13), GDP gap
(19, 20), Owner occupied housing in-
terest cost index (16, 17)

0.720449 0.876752 23

14 2
GDP gap (19), Owner occupied hous-
ing interest cost index (16, 17)

0.718369 0.662092 23

15 2
GDP gap (19), Owner occupied hous-
ing interest cost index (16, 17)

0.718369 0.662092 23

16 2
GDP gap (19), Owner occupied hous-
ing interest cost index (16, 17)

0.718369 0.662092 23

17 3
GDP gap (19), Owner occupied hous-
ing interest cost index (17)

0.787905 0.896871 23

18 4 GDP gap (19) 0.664927 0.797398 23

19 4 GDP gap (19) 0.664927 0.797398 23

20 4 GDP gap (20) 0.675895 0.878562 23

21 4 GDP gap (21) 0.668681 0.934466 23

22 4 GDP gap (22) 0.664257 1.035744 23

23 4 GDP gap (23) 0.660478 1.054831 23
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Table C.1: Network architectures for all horizons, cont.

Horizon N

h

a Input (lags)b

RMSEc

Test Out Opt.d

24 2
CLI SWE (24, 25, 26), GDP gap (24,
25)

0.747552 1.129628 24

a
Number of hidden neurons. This also determines maximum admissible number

of inputs N
i

, as described in eq. (4.2).

b
For details on the inputs, see appendix B.

c
In-sample test and out-of-sample RMSE.

d
The corresponding FFNN

x

found to be optimal for this horizon, as described in

chapter 5.
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D Results

Table D.1: In-sample RMSEs.

Horizon FFNN
Opt.
FFNN ARa ARMAa RB

1 0.2481 0.2481 0.3881 0.3434 N/A

2 0.3744 0.3744 0.5873 0.5127 N/A

3 0.4594 0.4594 0.7489 0.6661 N/A

4 0.5509 0.5509 0.8916 0.8001 N/A

5 0.5998 0.5998 1.0228 0.9423 N/A

6 0.6717 0.6605 1.1384 1.0615 N/A

7 0.8532 0.6605 1.2405 1.1297 N/A

8 0.8620 0.6605 1.3319 1.1831 N/A

9 0.8836 0.6605 1.4124 1.2334 N/A

10 0.8795 0.6605 1.4843 1.2737 N/A

11 0.8485 0.6605 1.5531 1.3159 N/A

12 0.8278 0.6605 1.6209 1.3621 N/A

13 0.7204 0.6605 1.6500 1.3729 N/A

14 0.7184 0.6605 1.6671 1.3783 N/A

15 0.7184 0.6605 1.6777 1.3813 N/A

16 0.7184 0.6605 1.6788 1.3795 N/A

17 0.7879 0.6605 1.6767 1.3727 N/A

18 0.6649 0.6605 1.6771 1.3658 N/A

19 0.6649 0.6605 1.6774 1.3610 N/A

20 0.6759 0.6605 1.6796 1.3571 N/A

21 0.6687 0.6605 1.6802 1.3513 N/A

22 0.6643 0.6605 1.6860 1.3495 N/A
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Table D.1: In-sample RMSEs, cont.

Horizon FFNN
Opt.
FFNN ARa ARMAb RB

23 0.6605 0.6605 1.6870 1.3457 N/A

24 0.7476 0.7476 1.6822 1.3380 N/A

a
AR(1).

a
ARMA(7,5).

Table D.2: Out-of-sample RMSEs.

Horizon FFNN
Opt.
FFNN ARa ARMAa RB

1 0.2723 0.2723 0.2736 0.3084 0.3219

2 0.2699 0.2699 0.2692 0.3696 0.2816

3 0.3183 0.3183 0.3403 0.5067 0.3505

4 0.3638 0.3638 0.3615 0.6001 0.4194

5 0.3714 0.3714 0.3825 0.7231 0.4665

6 0.3917 1.0548 0.4190 0.8298 0.6325

7 1.3686 1.0548 0.4559 0.9365 0.6856

8 1.5296 1.0548 0.4766 1.0180 0.8135

9 1.4234 1.0548 0.5065 1.0969 0.9003

10 1.1625 1.0548 0.5431 1.1724 1.0476

11 0.8720 1.0548 0.5800 1.2543 1.1783

12 0.9765 1.0548 0.6486 1.3364 1.2926

13 0.8768 1.0548 0.6739 1.3844 1.4134

14 0.6621 1.0548 0.7558 1.4381 1.5534

15 0.6621 1.0548 0.7970 1.4837 1.6637
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Table D.2: Out-of-sample RMSEs, cont.

Horizon FFNN
Opt.
FFNN ARa ARMAb RB

16 0.6621 1.0548 0.8765 1.5350 1.8897

17 0.8969 1.0548 0.9431 1.5850 1.9927

18 0.7974 1.0548 0.9972 1.6299 2.1001

19 0.7974 1.0548 1.0303 1.6604 2.2478

20 0.8786 1.0548 1.0636 1.6908 2.3711

21 0.9345 1.0548 1.0963 1.7231 2.5162

22 1.0357 1.0548 1.1121 1.7512 2.6248

23 1.0548 1.0548 1.1198 1.7759 2.6566

24 1.1296 1.1296 1.1226 1.7962 2.7412

a
AR(1).

a
ARMA(7,5).
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