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Abstract

A large volume of data has become commonplace in many domains these days.
Machine learning algorithms can be trained to look for any useful hidden pat-
terns in such data. Sometimes, these big data might need to be summarized
to make them a manageable size, for example by using histograms, for vari-
ous reasons. Traditionally, machine learning algorithms can be trained on data
expressed as real numbers and/or categories but not on a complex structure
such as histogram. Since machine learning algorithms that can learn from data
with histograms have not been explored to a major extent, this thesis intends
to further explore this domain.

This thesis has been limited to classification algorithms, tree-based classi-
fiers such as decision trees, and random forest in particular. Decision trees are
one of the simplest and most intuitive algorithms to train. A single decision
tree might not be the best algorithm in term of its predictive performance, but
it can be largely enhanced by considering an ensemble of many diverse trees as
a random forest. This is the reason why both algorithms were considered. So,
the objective of this thesis is to investigate how one can adapt these algorithms
to make them learn better on histogram data. Our proposed approach considers
the use of multiple bins of a histogram simultaneously to split a node during
the tree induction process. Treating bins simultaneously is expected to capture
dependencies among them, which could be useful. Experimental evaluation of
the proposed approaches was carried out by comparing them with the standard
approach of growing a tree where a single bin is used to split a node. Accuracy
and the area under the receiver operating characteristic (ROC) curve (AUC)
metrics along with the average time taken to train a model were used for com-
parison. For experimental purposes, real-world data from a large fleet of heavy
duty trucks were used to build a component-failure prediction model. These
data contain information about the operation of trucks over the years, summa-
rized as histograms. Experiments were performed further on the synthetically
generated dataset. From the results of the experiments, it was observed that
the proposed approach outperforms the standard approach in performance and
compactness of the model but lags behind in terms of training time.

This thesis was motivated by a real-life problem encountered in the oper-
ation of heavy duty trucks in the automotive industry while building a data-
driven failure-prediction model. So, all the details about collecting and cleans-



ing the data and the challenges encountered while making the data ready for
training the algorithm have been presented in detail.
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1. Introduction

1.1 Background

In recent times, advances in new technologies and their accessibility has made
it much easier to generate a large volume of digital data. Such a large volume
of data probably contains a lot of useful information if only one can mine it
using proper techniques. The field of data mining deals with methods and var-
ious techniques to look for useful hidden patterns in the data and make useful
predictions based on such acquired knowledge. Various statistical techniques
and machine learning algorithms are explored in this field.

In data mining, machine learning algorithms are trained on a large set of
training examples. Usually, the training data are structured as a matrix where
rows correspond to examples or observations while columns correspond to
various features or attributes of these observations. Feature values are usually
of numeric or categorical type (e.g. "yes", "no"). This is a standard way of
representing training data. Most of the learning algorithms can read the data
accordingly. However, lately in many domains, large volumes of data are a
common occurrence. For various reasons (e.g., limited storage capacity or
the need to achieve uniform data representation without sparsity), sometimes
these large volumes of data are summarized such that the resulting data are
manageable in size while still retaining much of the information from the orig-
inal data. Feature variables for such summarized data could be lists, intervals,
histograms, distributions [1], and so on, which are not compatible with the
standard structure of training data for traditional learning algorithms. A small
community of researchers in the field of Symbolic Data Analysis (SDA) [2; 3]
is dealing with the issues related to training machine learning algorithms on
such complex data structures, but the area is still relatively unexplored. Sim-
ilarly, in the field of relational data mining [4], some researchers have been
trying to deal with data of complex nature, for example in [5]. This field is
about looking for patterns in multiple related tables in a relational database
using techniques such as Inductive Logic Programming [6]. Considering fully
fledged first-order logic is of course possible but expected to incur a substantial
computational overhead. Our focus in this thesis, however, is rather limited,
so we leave the deeper investigation of more powerful solutions for the future.
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Our research interest here is to learn from data that have features or attributes
expressed as histograms. Few research works on handling histogram feature
variables can be found [7–10]. The research presented in this licentiate the-
sis is an effort to explore methods of handling histogram feature variable(s) in
large datasets.

1.2 Research Problem

Machine learning algorithms that can learn from data where features are ex-
pressed as histogram(s) have not yet been widely explored. Histogram data
are frequently encountered in domains where multiple observations are ag-
gregated. The specific field of SDA [2] attempts to address issues of dealing
with complex data structures such as histograms. Some of the studies that can
be found on learning from data with histogram features apply linear regres-
sion [9], principal components analysis (PCA) [7], and clustering [8]. How-
ever, in most cases, the histogram features considered have a varying structure
(such as number, width, and boundaries of bins) across observations. In such
cases, the histogram is treated as coarse distribution. Our initiative for han-
dling histogram features is motivated by a practical problem encountered in
the automotive domain. In this domain, histogram features are common when
collecting operational data from vehicles. Each histogram feature is identical
in structure across observations. So, the type of histogram that is of inter-
est here is simpler than the ones considered by the SDA community. Trying
to replicate such SDA approaches in our case would be to overdo and hardly
feasible when there are many histogram features to be considered. In cases
where the structures of histogram features are identical across observations,
it can be tempting to treat each bin as an independent feature (regardless of
the meta-information; i.e. each bin is a part of a histogram) [11]. However,
the bins of a histogram can have dependencies that can be informative. Such
information is easily overlooked if the bins are considered independently as
a standard numeric feature variable. So, histograms need to be treated in a
special way by considering information across all of their bins together while
learning from such data. The knowledge gap we are trying to bridge here is the
lack of understanding on how to learn from data that have features represented
as histograms.

The research problem can be addressed in various ways. For instance, a
histogram feature can be transformed into new simpler variables that describe
it and still retain much of the information. This has to do with data representa-
tion techniques. On the other hand, learning algorithms can be adapted to learn
from histogram(s) as a feature variable in addition to traditional numeric and
categorical feature variables. The data representation approach can be pursued
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but more information loss would be expected. So, the approach of adapting
learning algorithms is what we investigate in this licentiate thesis. However,
it is not feasible in practice to explore all of the available learning algorithms,
and hence selecting the right learning algorithm to begin with is rather impor-
tant. We choose to investigate this problem setting using tree-based learning
algorithms. The reason for this is that models obtained using tree-based meth-
ods are very intuitive and easy to interpret. They are transparent and yet often
shown to deliver decent performance. Further, if the performance of the model
is the main focus rather than its interpretability, the same trees can still be used
as an ensemble as random forests for enhanced performance. This research
work is delimited to the domain of tree-based methods and classification prob-
lems in particular.

1.3 Research Question

Based on the problem outlined earlier and considering the delimitations, the
research question for this dissertation is as follows:
How can a decision tree classifier and random forest algorithm be improved
to learn from data that has feature variable(s) represented as histogram(s)?
In an attempt to answer this research question, the following objectives have
been set:

• Investigate, implement, and evaluate a decision tree algorithm that ex-
tends the standard approach to support learning from histogram feature
variables in training data.

• Implement a random forest of decision trees for histogram feature vari-
ables and compare its performance to the standard random forest algo-
rithm.

• Investigate the applicability of the approach by building and testing a
component-failure prediction model for heavy duty trucks.

Improvement is evaluated by comparing the performance of proposed approach
against the standard approach.

1.4 Contributions

The standard approach of inducing a binary decision tree [12; 13] and finally
the random forest [14] from an ensemble of such decision trees has been ex-
tended to make them learn from data that have histograms as feature variables.
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The main contribution of this licentiate thesis has been distributed among four
publications as listed below. Three of these publications, papers I [15], II [16],
and IV, mainly focus on the algorithmic aspect. The paper III [17] mainly fo-
cuses on the application of the proposed approach in the automotive domain.
Models for predicting component failure in heavy duty trucks using the pro-
posed approaches have been presented in these publications.

• PAPER I: Learning decision trees from histogram data
This paper investigates the possibility of adapting a decision tree algo-
rithm to learn from histogram data. It investigates whether using all the
bins of a histogram for node-splitting evaluation is beneficial. A splitting
hyperplane is searched in a multidimensional space corresponding to the
bins of a histogram. The proposed approach has been shown to improve
the performance, especially in the synthetically generated dataset. Eval-
uation on the synthetic dataset was necessary to examine whether the
algorithm actually works as it is supposed to, since the inherent pattern
is already known in such data. This paper provides a base for all the
remaining papers.

• PAPER II: Learning decision trees from histogram data using multiple
subsets of bins
This paper can be considered an extension of Paper I and a slight im-
provement over it. Some of the challenges of the proposed approach in
Paper I are addressed in this paper. An approximation method is intro-
duced to handle the presence of large histograms (with many bins) in
the data. For each histogram feature variable, subsets of it’s consecutive
bins are formed and node splitting evaluation is performed on each sub-
set by searching for the best splitting hyperplane. The best hyperplane
thus discovered can be further refined using an adjustment technique
that has been proposed. The experimental results on synthetic and real-
world data are promising. This method of using multiple subsets of bins
is proposed to suit random forest generation, since subsets of bins can
be randomly selected while growing individual base trees, which will
hopefully result in more diverse trees. This has allowed the algorithm
to train on a dataset that has histogram feature variable(s) with a large
number of bins.

• PAPER III: Predicting NOx sensor failure in heavy duty trucks using
histogram-based random forests
This paper mostly evaluates the proposed algorithm by first implement-
ing a random forest that can learn from histogram data and finally train-
ing it on heavy duty trucks’ operational data to predict the impending

22



failure of NOx sensors in those trucks. The performance of the proposed
method has been shown to outperform the standard approach. Various
important features for NOx sensor failure predictions are also explored.

• PAPER IV: Learning random forest from histogram data using split spe-
cific axis rotation
This paper is related to Paper II with regard to the use of multiple subsets
of bins for split evaluation but differs in terms of how the node should
be split based on one of those bin subsets. Instead of looking for a best
splitting hyperplane in a d-dimensional space (if the bin subset has d
bins), it suggests the transformation of the points (observations) in d-
dimensional space to a new space such that each point in the new space
carries (linear) information from all the dimensions (bins) in the original
space. Node-splitting evaluation is carried out on these new variables
in the new space by treating each one as a standard numeric variable.
The proposed transformation is performed by using the PCA method lo-
cally at each node and node-splitting evaluation is done on each principal
component. The random forest algorithm based on trees built using this
new approach is implemented and evaluated on heavy duty trucks’ data.
In addition, this paper also elaborates on how data for heavy duty trucks
were prepared by adding new shadow variables that represent changes
in the histograms over time. The experimental results show that the pro-
posed method outperforms the standard approach. Although the new
PCA approach performed as well as our previous approach, the same
level of performance was achieved with fewer node splits.

This thesis contributes to the field of data mining by extending our knowl-
edge on how classification algorithms, particularly decision trees and random
forests, can be improved to train them better on data that have feature vari-
ables represented as histograms. The main author contributed the majority
of the work in the publications that form the basis of this thesis. The main
research work in all four publications, including exploring and designing the
algorithms, preparing data, and conducting experiments, was carried out by
the main author. However, the main author relied heavily on other authors
for insightful discussion and suggestions on the proposed methods. The other
authors also contributed to producing the final manuscripts. The papers were
submitted for publication after discussion and approval from all authors.

1.5 Disposition

Chapter 2 provides an introduction to the application domain: prognostics in
heavy duty trucks. This chapter explains how predicting an impending fail-
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ure of important components in a truck is essential, presents a broad view of
the various methods used, and finally describes how the findings of this re-
search could be useful for this application domain. Chapter 3 introduces the
tree-based method, which is important to understand the proposed approach.
Chapter 4 presents the scientific approach, where the philosophical assump-
tions, overall research strategy, validation method, and performance evaluation
metrics are presented. Chapter 5 describes the overall process of collection
and preparation of data from a large fleet of heavy duty trucks. Failure of NOx
sensors is investigated throughout the research work. Operational data from
trucks suitable for predicting NOx sensor failure are presented in this chapter.
Chapter 6 summarizes the overall contributions and findings of this disserta-
tion. Chapter 7 presents the concluding remarks with a discussion in relation
to the research question and direction of future work.
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2. Prognostics in Heavy Duty
Trucks

This chapter provides an introduction to the application domain that motivated
the research. How the findings of this research might help address the practi-
cal problem encountered in the domain is mentioned towards the end of this
chapter.

2.1 Data Mining Scope

Data mining methods have widespread applications in various domains. They
are gaining popularity in the automotive industry, be it in production lines,
market analysis, or maintenance services. With advances in technologies, the
automotive sector is no different in terms of how vehicles have largely evolved
from simple mechanical units to smart and more complex mechatronic entities.
Various sensors and electronic units onboard the trucks keep track of their
operation and other additional information about the environment in which
they operate. These large volumes of data obtained from the sensors could be
used for facilitating smooth operation and ensuring a longer lifetime of trucks,
among many other things, by implementing various data mining and machine
learning techniques [18].

2.2 Vehicle Maintenance Services

Within the automotive sector, especially in the operation of heavy duty trucks,
it is important to ensure the availability of the trucks and to avoid any un-
expected breakdowns on the road. Such an unexpected breakdown (vehicle
off-road situation) can not only inflict heavy loss in terms of business income
but also result in life-threatening situations. Therefore, timely check-ups and
maintenance are essential for smooth truck operations and for prolonging the
overall useful lifetime. Hence, such timely check-ups ensure maximum vehi-
cle reliability, longevity, and personal safety. The current trend in the truck
industry is shifting from selling products to selling transport service solutions
to customers who demand uptime guarantees [19]. Manufacturers are looking
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for opportunities to provide maintenance services to customers that generate
more revenue and profit. Customers and end users, on the other hand, are
willing to pay for the usage of products or services rather than taking full own-
ership. This setup also helps manufacturers to improve design and production
by using the in-service feedbacks. They benefit from the knowledge and expe-
rience of previous failures and maintenance strategies of other customers [20].
However, too much maintenance is not optimal due to the costs of planned
downtime and workshop actions. So a smart maintenance strategy is always in
demand.

2.3 Vehicle Maintenance Strategies

Maintenance is performed either before or after the failure actually happens.
Corrective maintenance is performed after failure has occurred and can be
rather expensive depending on the business case at hand. Maintenance per-
formed before major failures can generally be classified into two types: pre-
ventive and predictive. Preventive maintenance is by its nature rigid, where
vehicles are usually scheduled for workshop visits based on time, mileage, en-
gine hours, litres of fuel used, and so on. It does not take into account the
actual state of equipment or parts, and could therefore lead to unnecessary
workshop visits and maintenance. Predictive maintenance or condition-based
maintenance (CBM), on the other hand, takes into account the actual condi-
tion of the equipment or the parts and therefore the workshop visit schedules
can be adjusted accordingly. Having such knowledge of the current health of
components enables planner(s) to make workshop visits more flexible, often
also taking into consideration various constraints such as business cases [21].
In the fleet of trucks, transportation tasks can be assigned to trucks accord-
ing to their overall health condition; for example, important assignments can
be given to healthier trucks. Therefore, it is very useful to accurately esti-
mate the well-being of important components of trucks so that any impending
faults can be discovered and dealt with before they cause trouble. Predictive
maintenance not only diagnoses existing faults but also predicts likely future
failures as well. In recent years, CBM has evolved into a separate discipline,
prognostics and health management (PHM), which focuses on prognostics for
managing the health of equipment. In PHM, information from the past and
present about the operation of equipment is used to assess health, predict and
diagnose faults, and manage failures. The major part of PHM is prognostic,
dealing with prediction of the remaining useful life (RUL) of the component.
RUL is an estimate of how far ahead in the future the device could be used
without compromising the performance such that it falls below a certain ac-
ceptable level. Assuming that the new device is completely healthy, RUL can
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also reflect the current health status of the device.

2.4 Prognostic Approaches

In a broad view, there are two approaches that are frequently employed in prog-
nostics to predict likely failures: the model-based approach and the data-driven
approach. The model-based approach, such as [22; 23], concerns the design
of physical models to monitor degradation rates and then predict the remain-
ing useful life of the components. The data-driven approach [24], on the other
hand, is based on building models using data mining and machine-learning
methods by training on data collected from trucks over time. The model-based
approach usually results in better predictions but requires both extensive prior
domain knowledge and effort, whereas the data-driven approach typically re-
quires less involvement of domain experts and can therefore be less expen-
sive. Hybrid approaches that mix model-based and data-driven approaches,
such as [25], are also common. Our focus, however, is on exploring various
methods for data-driven approaches as they require less domain knowledge
and result in a model that is more or less generic for different components of
trucks in terms of the methods used and hence less expensive to build overall.

Research works on data-driven approaches using different data mining and
machine learning methods for prognostics in vehicles are abundant [24]. How-
ever, not many of them deal with learning from historical data logged from
vehicles over time [26; 27]. A modern truck is composed of various complex
mechatronic units which consist of many sensors and actuators. Electronic
Control Units (ECUs) control and monitor them. ECUs also keep track of var-
ious readings from sensors and store such data onboard to be retrieved at au-
thorized workshops. Being able to create good training data from a large fleet
of trucks and build a predictive model for prognostics has great business value,
among many other benefits. A predictive model that automatically learns from
usage profiles of a huge fleet of trucks can make such maintenance predictions
by discovering useful patterns that are indicative of failures. Vehicle industries
are currently highly reliant on manual expert knowledge based approaches for
diagnostics and prognostics, which could be less reliable [21], more expen-
sive, and difficult to scale up as the system grows more complex. Automated
learning and prediction methods could be useful.

2.5 Failure Prediction Model

Predictive models are built by training machine learning algorithms on a large
volume of operational data from the trucks. In most of the heavy duty trucks,
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operational data are not transmitted immediately but are stored onboard and
extracted only during workshop visits. In order to save storage space onboard,
which is expensive, continuous data streams of sensor readings are usually ag-
gregated and summarized, which results in the loss of actual information to
various degrees. For instance, aggregation smooths any sudden changes that
could be indicative of failure [20]. Although there are ongoing researches
on how to use such data for maintenance prediction [26; 27], clear achieve-
ments have not been observed yet. Many grey areas still exist. For instance,
one method commonly deployed to summarize information onboard is the use
of histograms. Readings from sensors, such as the one that measures ambi-
ent temperature, are converted into a histogram, where each bin is a frequency
count that describes how often the vehicle operated when the surrounding tem-
perature was, for example, between 5 and 10 degrees Celsius. Such aggrega-
tion of the data results in information loss, so one of the challenges is to be
able to make a sensible prediction using the information at hand. In this partic-
ular case, one of the many directions to explore is to either adjust the machine
learning algorithms to suit the learning process from data formatted as a his-
togram or to transform the histogram data into a format that is familiar to the
standard algorithms. In addition to this, various practical (domain-specific)
challenges need to be addressed while preparing training data in the first place.
For example, in heavy duty trucks, most of the trucks built have different con-
figurations, so only small fractions of trucks have common parameters. Op-
erational variables that correspond to these parameters can be different; for
example, operational variables in different generations of trucks can have dif-
ferent versions for the same parameter. So, one can expect highly sparse data
when the large fleet of trucks are considered together. More about the details
of data preparation will be explained later. Nonetheless, it should be clear by
now that the automated models for predicting maintenance needs for trucks are
highly desirable but various challenges exist. This research intends to explore
techniques to address one of these challenges of training the learning algo-
rithm when the data contain variables that are represented as histograms. The
test bed for the proposed methods is the data from heavy trucks for predicting
maintenance needs based on their usage pattern.

As a bridge between theory and application, knowing how to handle com-
plex structures such as histograms in training data will help build better failure-
prediction models. As mentioned earlier, not many studies have been per-
formed on creating data-driven models for prediction of maintenance needs for
heavy duty trucks by learning from historical data (not the real-time streaming
data).
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3. Tree Based Classifiers

This chapter provides a background for understanding machine learning algo-
rithms and standard decision trees and random forest in particular.

3.1 Prediction Models

Predictive modelling is a process of creating a mathematical tool by training
on a set of data that then can be used to make hopefully accurate predictions
for new data. Various machine learning algorithms can be used to learn from
historical data. Machine learning algorithms can be either supervised or un-
supervised. In supervised learning, the dataset has input variables or features
(X) and an output variable (Y ) that represent each example or instance in the
dataset. The purpose of a learning algorithm is to approximate mapping func-
tion f from input to output as Ŷ = f (x). The output variable (Y ) can be either
a category such as "Yes" or "No" or a numerical value. Learning problems of
the first kind are classification problems, while those of the second kind are
regression problems. The algorithm typically tries to adjust the function iter-
atively such that it makes as few mistakes as possible or obtains the smallest
errors possible on the training examples. On the other hand, in unsupervised
learning, the dataset only has input variables (X). The goal here is to find the
underlying structure or distribution in the data. Since classification problems
are what we are concerned with in this thesis, our focus will be on supervised
classification algorithms to begin with.

3.2 Prediction Versus Interpretation

In predictive modelling, there has always been a trade-off between predictabil-
ity and interpretability of a model. On a prediction interpretation continuum,
those models with highly accurate prediction are usually least interpretable
(e.g. artificial neural networks) and vice versa (e.g. rule based methods). In-
terpretable models are transparent such that it is easy to understand the reasons
why something will (or will not) happen. The preference for predictive power
or interpretability of a model depends on the application domain. For exam-
ple, for a spam classifier, one would prefer highly accurate model and care less
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about why a particular email is classified as spam. However, in the medical
domain, although the primary goal is to have an accurate model, it is equally
important to interpret the model and understand why it works. As the model
becomes more complex, accuracy improves but interpretability degrades.

3.3 Decision Tree Classifier

A decision tree [12; 13] is a tree structured method where the algorithm re-
peatedly partitions the input space of feature vectors into disjoint subspaces.
Each subspace is a node in a tree structure. So the algorithm repeatedly splits
examples in a node into smaller child nodes. Although a node can be split into
multiple child nodes, we will consider only binary splits for simplicity. The
decision tree method was described independently by Breiman et al. [12], and
Quinlan [13].

The popularity of decision trees can be attributed mainly to their simplicity
and ease of interpretation, while they have also been shown to provide fairly
good prediction. Besides being simple, decision trees are non-parametric,
which allows them to learn complex concepts when given a sufficient training
data. They support heterogeneous input vectors, which are a common occur-
rence in the real world. Missing values are inevitable in most of the real world
data and decision trees can effectively handle them. Further, an ensemble of
decision trees can form more robust state-of-the-art predictive models such as
random forest and boosting algorithms.

The tree induction process begins at a root node in all the examples. The
basic idea of growing a tree is to find the best split among all the possible splits
in each node such that the child nodes are purest with respect to the class dis-
tribution of examples in child nodes. The split evaluation is done at each node
for each variable in turn. For a categorical variable with I categories, 2I− 1
splits are possible while for numerical variable with K different values, K−1
splits are possible. The process continues recursively until some stopping cri-
terion is met. Usually the stopping criterion is the limit on the size of the node
(when examples in a node is less than a pre-specified number) or the fact that
the node is pure; that is, all the examples in the node have an identical value of
the dependent or target variable. The general algorithm for tree induction is as
follows.

1. For a given node, check whether the stopping criterion is met. If yes,
stop splitting the node; else go to step 2.

2. For each attribute, find the best split that maximizes the splitting crite-
rion.
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3. Among the best splits found in step 2, select the attribute with the overall
best split.

4. Repeat the process from step 1 for each child node.

The basic idea of growing a tree is to increase purity (or decrease impurity)
of a node such that as we traverse down the root node, nodes come purer. For
a binary split s in a node t, decrease in impurity Im is expressed as

Im(s, t) = It − ntR
nt

ItR− ntL
nt

ItL

where,
It =Impurity measure in node t
ItR =Impurity measure in right child node
ItL =Impurity measure in left child node
nt =Number of instances in node t
ntR =Number of instances in right child node
ntL =Number of instances in left child node

For a classification problem, the most popular impurity measures are En-
tropy and Gini index.

Ientropy(t) = ∑c∈Y p(c|t)log2 p(c|t)
Igini(t) = 1−∑c∈Y p(c|t)2

where, c is class category in target attribute Y and p(c|t) estimates the proba-
bility of c based on class frequencies in node t. For implementation purpose,
we will be using the entropy measure. Entropy measures degree of uncertainty
or randomness in a node. Decrease in impurity Im(s, t) when entropy is used is
called information gain. So the split with the highest information gain are the
most favorable ones to split the node with during tree induction process.

For example, figure 3.1 shows a decision tree model according to whether
or not they have diabetes. Tree induction process begins from root node with
all patients. The tree induction process begins from the root node with all
patients. The algorithm searches for the attribute that splits the patients into
two subgroups in the best possible way such that the two subgroups are as pure
as they can be. As shown in the figure, attribute Plasma Glucose with cutoff
value at 123.5 gives the best split at the root. Patients with Plasma Glucose
levels below 123.5 are classified as healthy. Those with Plasma Glucose levels
greater than 123.5 are split further into two subgroups by the model. This
time the best attribute for performing the split is again Plasma Glucose but at
a cutoff value of 154.5. All the patients with Plasma Glucose levels greater
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Figure 3.1: Decision tree model

than 154.5 are now classified as diabetic. Again, the model further splits those
with Plasma Glucose levels below 154.5 but above 123.5 using the Body Mass
Index attribute. Finally, those with a Body Mass Index of less than 29.5 are
classified as non-diabetic and the others as diabetic.

Decision tree models are easy to interpret. They can be easily parsed by
traversing down the root node to one of the terminal nodes to form a non-
overlapping rule. For example, a patient whose Plasma Glucose level is greater
than 123.5 but less than 154.5 and whose Body Mass Index is greater than 29.5
is diabetic.

3.4 Random Forest

Random forest [14] is an ensemble of many diverse decision trees. Decision
trees in general have low bias and high variance. Randomization is expected to
reduce variance without significantly increasing bias. An ensemble of such di-
verse trees has been shown to provide better predictions than individual trees.
The performance of random forest is considered to be on a par with state-
of-the-art learning algorithms such as Support Vector Machines (SVM) and
neural networks, as has been shown by empirical comparison of supervised
algorithms by Caruana et al.[28]. It can handle thousands of input variables
without having to prune them. It also gives an estimate of which variables are
important for classification or regression problems. Randomization is incorpo-
rated in the random forest algorithm by growing several trees from randomly
generated bootstrap samples from a training set and by randomly selecting a
subset of variables to be evaluated for each node split.

A high-level description of the random forest algorithm is as follows. As-
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sume that a training set has n observations and m predictor variables. Also
assume that a random forest considers N decision trees. Each tree induction
follows these steps.

1. Randomly select n samples from the training set with replacement.

2. At each node:

(a) For a total of m predictors, randomly select a smaller subset (e.g.√
m) of predictors.

(b) Among randomly selected predictor variables, find the one that
splits the node in the best possible way.

(c) Split the node into two child nodes using the predictor variable
obtained in 2b.

(d) For each child node, repeat the whole process until a stopping cri-
terion is met.

3. When all of the trees have been built, predictions for a new unseen ex-
ample are obtained by dropping it down the root node of each tree and
aggregating results from all N trees.

Random forest is popular due to its good predictive performance but may
not be as interpretable as a single decision tree. However, random forest can
rank the importance of predictor variables based on their importance scores.
For instance, in order to find the importance score of a predictor j after train-
ing the model, jth predictor in the training data is randomly shuffled. The out
of bag (OOB) error before and after shuffling the predictor variable is obtained
and the difference is calculated and averaged among all trees to get the im-
portance score of the predictor. The OOB sample for a decision tree consists
of examples in the training set that are not actually used to build that tree.
Therefore, OOB evaluation is expected to give a close to realistic measure of
performance without overestimating it.
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4. Methodology

This chapter presents philosophical assumption underlying this thesis and de-
scribes the adopted research strategy.

4.1 Research Strategy

The research paradigm that has been adopted in this dissertation is positivist
in nature, as it assumes that knowledge is acquired empirically through ob-
servations and experimentation. It relies on an assumption that the science
only deals with things that can be seen and measured through an objective ap-
proach. The positivist approach relies on quantifiable observations that lead to
statistical analysis [29]. Most research in machine learning and data mining
is deductive in nature [30], which fits perfectly with the positivist framework,
where hypotheses generated from existing theories are empirically evaluated.
Research involving predictive modeling is based on this positivist assumption.

Under the positivist paradigm, an experimentation approach is deployed as
a research strategy in this thesis. Experiments are conducted in a controlled en-
vironment, where one or more input parameters are adjusted and their effect on
the output variable is observed and documented [31]. This helps to understand
the cause-and-effect relationship between input and output variables. The in-
put variable in our particular context could be techniques to handle histogram
features in a dataset while the output could be a measure of performance of
the deployed techniques. The metric used to measure the performance of the
technique is usually quantitative numerical values that can be compared with
some known standard value. The research question in the dissertation revolves
around investigating and improving techniques to handle histogram data while
learning decision trees and using the random forest algorithm. Therefore, in
our setup, the performance achieved by the proposed techniques is compared
with the performance obtained from the standard approach to evaluate whether
or not the proposed approach is better than the standard one according to the
performance metrics. Moreover, exploration of techniques to handle histogram
variables is also performed, which perhaps qualifies this research approach, in
part, as exploratory in nature.
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4.2 Experiment Design

Experiments are usually conducted in a controlled setup such that there are
factors that can be manually manipulated to see how the outcome changes in
response [31]. In machine learning experiments, the manipulated factors are
usually the choice of learning algorithm and its parameters, while the change
in outcome that occurs as a response to such manipulation is measured, which
is usually some performance metric such as accuracy. It is important to set an
objective for conducting an experiment, which is usually a hypothesis test [32].
In this study, new techniques to handle histogram variables in a dataset are
proposed. So the experiment should enable researchers to objectively reach
a conclusion that determines whether or not the proposed approach is better
than the current standard approach. So, the factor that is manipulated in the
study is the technique of handling histogram variables while generating tree-
based learning methods. The measure of being good should be well specified
and properly quantified, which in our case is basically the accuracy and the
AUC [33] value of the trained model.

In a scientific study, the research methods deployed should ensure repro-
ducibility, reliability, and generalizability. In our study, procedures of how
the experiments were conducted have been described in length to ensure re-
producibility of the experiments and the proposed techniques. Although the
experimental setups are explained well, the data are confidential. Although
the real-world data on truck operations cannot be accessed by the public, syn-
thetic datasets are created which mimic the pattern in real-world data and can
be made available for the purpose of reproducibility. In order to show the
strength of the new proposed algorithm, it should be enough to show how it
behaves in a case where the ground truth is already known. The experimental
setups and synthetic data generation have been explained well in Papers I, II,
III, and IV. Reliability and generalizability are interrelated. In the case of a
proposed technique, the outcomes of the experiments that determine whether
the new method actually performs better than the existing ones are more reli-
able if they are conducted on a large variety of datasets. However, given the
nature of the specific data type in which we are interested, it is difficult to find
such data in abundance in public domains. On the other hand, the objective
of handling such data is a new domain in itself, which therefore further limits
the availability of histogram data. However, the use of two synthetically gen-
erated datasets along with two publicly available ones and one obtained from
a truck manufacturing company is sufficient to allow conclusions to be drawn.
As mentioned earlier, data with histogram feature attributes are not commonly
available in the public domain, but this does not mean that such data do not
exist. Histogram data are frequently encountered in domains where large data
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need to be summarized. The automotive domain is a case in point, especially
with regard to heavy duty trucks, where large streams of data read from sen-
sors that are used to track the vehicle’s operation are summarized and stored as
histograms. Scania AB1 is a popular truck manufacturing company in Sweden
that keeps such records. This company keeps track of its thousands of trucks
operating in different parts of the globe. Because of the proprietary nature of
such data, they are not publicly available. So, in order to evaluate the perfor-
mance of an algorithm that can be trained on histogram data, access to such
data was necessary, which led us to collaborate with Scania and use their data.
However, data from Scania are just a case in point and the method should be
equally applicable to any data that have histograms as feature variables.

The proposed method is an extension of the existing popular decision tree
and random forest algorithms. The adaptation was proposed to make the stan-
dard algorithms learn from histogram feature variables in the training data.
The implementation of the new adaptation was done in the R programming
language2. R is a programming language and environment for statistical com-
puting and graphics. It is an open-source GNU project that facilitates data
manipulation, calculation, and graphical display. The whole experiment, in-
cluding preprocessing of the experimental data, was performed in the R pro-
gramming environment. However, the standard R packages randomForest and
randomForestSRC were used for training standard random forest models and
rpart and tree packages were used for training standard decision tree mod-
els to compare the performance of the proposed approach with the standard
approach. Performance metrics for the trained model should be evaluated on
new unseen data. If the performance is evaluated on the same data, the perfor-
mance is typically overestimated. With the optimistic measure of performance,
the model seems to perform very well but will actually fail to perform well on
new data. This can be associated with the reliability and generalizability issues
of a trained model. Therefore, training and testing are usually done on a sep-
arate dataset by splitting a given dataset into two parts. In order to make use
of all the examples in a dataset for training in turn, an alternative technique of
k-fold cross-validation [34] is performed. In this technique, the given dataset
is split into k non-overlapping chunks. The model is trained by merging k âĂŞ
1 folds and tested on the leftover chunk. So, k models are trained and tested
and finally the performance measures are aggregated over all the folds. This
makes the model comparison more reliable.

The general procedure for conducting an experiment for evaluation is to
first obtain access to the dataset in question. The data are split into K folds and
the kth fold is set aside for testing while training is performed on the remain-

1https://www.scania.com/world/
2https://www.r-project.org/
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ing data. The learning algorithms used are tree-based methods with proposed
changes and finally without changes. The hyper-parameters for the algorithms
are set to be identical. The performance of each k models is evaluated and
aggregated. The final aggregation is compared to see how well the algorithms
have performed. The methods were evaluated using the K-fold cross-validation
method, with K usually set to 5 or 10 folds.

4.3 Evaluation Metric

Various evaluation metrics are used in the data mining and machine learning
domain to compare the performance of trained models such as accuracy, AUC,
precision, recall, F1-score, and so on. However, we have limited ourselves to
using the accuracy and AUC metrics.

4.3.1 Accuracy

Accuracy provides a ratio of correctly predicted examples over all the pre-
dictions. Sometimes the error rate or misclassification rate is also used as an
alternative to accuracy. Accuracy is popular as an evaluation metric due to its
simplicity.

4.3.2 Area Under ROC Curve (AUC)

Accuracy is easy to use and interpret but not always suitable. For instance,
in cases where the class distributions are not balanced, it cannot communicate
the true performance of the trained model. A model that always predicts that
a new example belongs to the majority class would still achieve high accuracy
and would hence present a distorted impression of the model. Therefore, other
metrics are preferred for class-imbalanced classification problems.

The AUC [35; 36] stems from signal detection theory. It represents the
probability that a model will rank a true positive instance above any true nega-
tive instance [33]. Ranking is usually done based on the probability of being a
positive class assigned to an instance by the model. A perfect model that ranks
all the positive cases above negative cases will receive a score of 1, whereas a
model that randomly assigns class labels to instances will receive an expected
AUC value of 0.5. The R package ROCR was used to compute the AUC.

4.4 Ethical Consideration

The ethical concern while conducting the research work has to do with proper
handling of the truck data provided by the truck manufacturing company. The
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data are confidential and a confidentiality agreement was signed before access-
ing them. This provision of data confidentiality issue is protected by Swedish
law under the SFS 1990:409 Act on Protection of Trade Secrets (Lag 1990:409
om skydd för företagshemligheter) which states in Section 6 that anyone who
intentionally or negligently utilizes or disclose a company secret that he has
gained in connection with a business relationship with him shall provide reim-
bursement for the damage resulting from his actions. The processing of data
was done on a machine provided by the company. Also, the data repository
exists on the company premises and only a small portion of the experimental
data was downloaded to the local machine when needed. This confidentiality
of the data is associated with the validity of the scientific work produced from
it. It has to do with scientific transparency. In order to address this in part,
synthetic datasets were generated and the proposed methods were evaluated
on them. Moreover, the data preparation phase for heavy duty trucks has been
presented in great detail for the purpose of transparency.

Most scientific researches are done with the justification for the well-being
of mankind. Researchers should be well aware of how their research findings
could affect society. The findings of our research could be a better way of
learning from or training learning algorithms on a specific type of histogram
data. Such methods could be used in real life in various domains that consist
of histogram data, such as to create component-failure prediction models for
automobiles, particularly heavy duty trucks. If the model makes a wrong pre-
diction that a component is healthy when in fact it is very likely to fail and
eventually does so in the middle of the road, it could result in heavy business
loss. Sometimes, such failures could be life threatening. Such mishaps of
wrong predictions could be minimized by finding the right cutoff point on a
failure probability scale, also taking into consideration the business cost that
will be incurred if trucks have to be manually inspected at the workshop.

4.5 Alternative Research Approach

Although an experimental approach was chosen to conduct our research, the
design science approach can be considered its closest alternative. Design sci-
ence is suitable in cases where practical problems need to be solved. It con-
cerns the explication of a problem, designing and developing an artefact to
solve the problem, and finally demonstrating and evaluating the artefact [37].
The practical problem that needs to be solved in our case is the limited knowhow
about training learning algorithms, particularly decision trees and random forests,
on histogram data. The solution to this problem as proposed in our work
is an extension of the traditional decision tree and random forest algorithm.
Implementation of the proposed approach and evaluation of its performance
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against a traditional or standard algorithm would correspond to demonstrat-
ing and evaluating an artefact in the design science paradigm. However, the
artefact-building part is not the prime focus of our work. Besides, we are ex-
tending an already existing standard decision tree and random forest algorithm
by making slight modifications to address the problem at hand. So, although a
part of our work involves implementing an algorithm, we preferred to conduct
our research under the experimentation approach.
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5. Operational Data Preparation

This chapter presents a detailed description of the procedure followed to as-
semble, cleanse, and make ready the operational data from a large fleet of
heavy duty trucks for training a learning algorithm and building a failure pre-
diction model. It is very important to determine whether the data from these
trucks contain any useful pattern that can distinguish trucks with faulty com-
ponents (or nearly faulty) from those with healthy components. In order to
achieve a good result, in addition to having a good learning algorithm, it is
equally important to have well-prepared data for training the algorithm. The
predictive model is built individually for various important components. This
research focuses especially on predicting NOx sensor failure. Therefore, this
chapter explains how the data were acquired and prepared for that purpose.

5.1 NOx Sensor

This research study considers failure of a single component for the time being.
The component of interest in this case is an NOx sensor [38–40], but the overall
procedure is generic and reproducible for any other component of choice. For
instance, Paper I deals with battery failure cases. The NOx sensor is selected
as it is one of the most important components in the truck and usually cannot
be repaired but needs to be replaced, which is rather expensive. This sensor
measures the NOx concentration present in the exhaust gas produced as a result
of burning fuel. The NOx contents present in the exhaust gas are atmospheric
pollutants. Therefore, it is a legal obligation to cleanse the exhaust gas before
releasing it into the atmosphere to bring the NOx content down to an acceptable
level. The NOx sensor is an integral part of this cleansing system and must be
in working condition at all times during the truck’s operation. Besides, it is
one of the components that fail most frequently in heavy trucks.

5.2 Operational Data

The trucks considered in the analysis are manufactured by Scania AB, a large
truck-manufacturing company in Sweden. Trucks built by Scania follow a
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modular design that allows customers to choose different modules while as-
sembling a truck. This results in large variations in the configurations of trucks.
Because of such variations, the data collected from different trucks may vary
substantially, not only in terms of feature values but also with respect to what
feature values are available. Similarly, trucks manufactured at different times
differ as well. In the more recent batches, new sensors have been added and
the software in the ECUs has been upgraded, leading to some new features or
new versions of old features. Therefore, missing data are abundant when large
fleets of trucks are considered together for analysis.

Information about a truck’s operation is logged on the ECUs onboard the
truck, and is extracted during its visit to authorized workshops. Each extract
is called a snapshot that has information about the extraction date in addition
to other information about the truck’s operation. Various operational variables
are stored as histograms. Snapshots of trucks are stored in a central database,
which we will hereafter refer to as the Operational Database. Usually, a truck
has multiple snapshots recorded that correspond to each workshop visit. How-
ever, the intervals between any two consecutive snapshots are not regular and
also the number of snapshots per truck varies.

5.3 Truck Selection

In order to train a model to distinguish faulty examples from healthy ones, we
need to assemble trucks of both kinds in the training data. Trucks manufac-
tured during the period from 2008 to 2013 were considered. Two additional
databases, the Warranty Database and the Workshop History Database, were
used to distinguish between trucks that actually had problems with NOx sen-
sors and those without problems. The Warranty Database has all the informa-
tion about the claims reported for any broken part that occurred during the war-
ranty period. The Workshop History Database has information about which
component was ordered for which truck. We simply assumed that the replace-
ment was ordered to make up for a broken one. All the trucks for which claims
were made for faulty NOx sensors and those for which NOx sensors were or-
dered were selected. These trucks were then finally selected as faulty examples
only if they had operational profiles recorded in the Operational Database. For
healthy examples, all the trucks in the Operational Database were considered
if they were not already in the Warranty Database or the Workshop History
Database for NOx sensor issues. To ensure homogeneity of the trucks under
consideration, only trucks built for a particular purpose of usage were selected,
namely the Scania R series, which were built for long-distance haulage pur-
poses. Figure 5.1 depicts the process.
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Figure 5.1: Selecting trucks for analysis

5.4 Snapshot Selection

Selected trucks could have multiple snapshots, but we aim to select the one that
is most informative. Most operational variables in a snapshot are cumulative
in nature. For example, if we consider Ambient Temperature, it is represented
as a histogram of 10 bins. Each bin has a frequency count for the number of
times that truck operated under a particular temperature range described by
those bin boundaries. For any later snapshot for a truck, the count in the bin is
non-decreasing. Instead of selecting one random snapshot, we select the most
informative snapshot, which in the case of faulty trucks is the snapshot taken
just before the breakdown. For trucks that had multiple NOx sensor break-
downs, only the first breakdown is considered. The data do not state exactly
when the breakdown occurred, so we assumed that the repair date registered
in the Warranty Database or the truck’s arrival date at the workshop in the
Workshop History Database was the approximate breakdown date.

We aim to select the snapshot that was taken just before the breakdown
occurred. However, we plan to avoid any scenario where the selected snapshot
happened to be extracted after or on the same day as the actual breakdown be-
cause the data might have been tampered with at the workshop, which could
then influence the quality. In order to avoid such a scenario, we try to keep
a safe margin of at least seven days was deliberately chosen so that the time
difference could be used later (as the RUL) to train the model and make a
prediction regarding future breakdown given a snapshot. The process of snap-
shot selection for a truck is shown in Figure 5.2. For healthy examples, the
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Figure 5.2: Selecting best snapshot for analysis

second to last snapshot was selected when it fulfilled the margin criteria of 7
and 30 days, as shown in Figure 5.2; otherwise, the third to last snapshot was
considered, and so on.

5.5 Attributes Considered

Attributes in snapshots were selected by consulting experts from Scania. This
was important as the number of technical specifications and operational vari-
ables was too large to consider all of them. Only very few technical specifi-
cations and some operational variables that might have an influence on NOx
sensor breakdown and the exhaust system were selected.

As mentioned earlier, many variants of the same feature are used in various
trucks. For instance, the operational variable Coolant Temperature has at least
two variants and they differ in terms of the bin structure for the histogram.
Some trucks use the first variant while others use the second. We decided to
use only one variant for an attribute because for others the observation (truck)
would have missing values. We simply pick the variant that is used by most
trucks and remove the truck that has missing values for the selected variant.
By doing so, we can expect that the trucks that are in the dataset will be more
alike. At the end of this process, a total of 16980 trucks were available, of
which 951 had faulty NOx sensors. The following attributes are considered
for these selected trucks.
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Categorical Attributes
Engine Type (16 categories)
Engine Stroke Volume (3 categories)
Power (9 categories)
Chassis Number (4 categories)

Numerical Attributes
Age
Technical Weight
Remaining useful life (RUL)

Histogram Attributes
Ambient Temperature (10 bins)
Atmospheric Pressure (10 bins)
Boost Air Pressure (10 bins)
Coolant Temperature (10 bins)
Fuel Consumption Speed Volume (20 bins)
Fuel Temperature (10 bins)
Inlet Air Temperature (10 bins)
Vehicle Speed (10 bins)

Matrix Attributes
Engine Load Matrix (Engine Load Percentage (11 bins) × RPM (12 bins) =
132 cells)

5.6 Derived Attributes

5.6.1 Mean and Standard Deviation of histogram

In order to account for the distribution of a histogram across the bins, for
each observation, new variables are generated. For each observation, for a his-
togram variable, the frequency count across the bins is normalized such that the
bins sum to 1, which can then be seen as a probability distribution. Assuming
that the distribution roughly follows a normal distribution, mean and standard
deviations are calculated for each observation for that histogram. The matrix
variable is a two-dimensional histogram that can then be split by considering
the marginal distribution. The mean and standard deviation for each of them
are then calculated. So in total there are 20 new derived variables for eight
histogram variables and one matrix variable. The process has been explained
in Paper III.
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5.6.2 Tracking changes in bin values across snapshots

In the data prepared so far, one snapshot per truck is considered while discard-
ing all other snapshots extracted before the one that was selected. Operational
variables (usually histograms) in these snapshots are cumulative in nature; that
is, the frequency count in a bin is a non-decreasing value for each subsequent
snapshot. Therefore, those snapshots could be informative about how the fre-
quency count in the histogram bins has changed over time (considering each
snapshot extraction date as a checkpoint). The rate of increase in count (value)
in each bin is calculated over two subsequent snapshots and finally all the rates
are aggregated. This gives a new derived variable for each bin. Two aggre-
gation approaches are considered: simple averaging and weighted averaging.
The justification for weighted averaging is a simple assumption that recent ac-
tivities (near to the breakdown point) are more relevant for breakdown than the
distant ones, and hence the former should be given higher weight. There are
222 bins in total in the dataset so far. So, 222 more new variables as shadow
variables for each bin are derived once using simple averaging and again us-
ing weighted averaging. Details of the simple and weighted averaging are
explained in Paper IV.
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6. Decision Trees and Random
Forest for Histogram Data

This chapter summarizes the main contribution of the work of the thesis. It
summarizes the proposed approach of adapting standard decision trees and the
random forest algorithm to consider dependencies between bins when using
histogram data. It begins with an introduction to the type of histogram data on
which the research work focuses, followed by the motivation for the proposed
approach. Finally, the third subsection describes the workings of the proposed
approach.

6.1 Histogram Data

Histogram data have variables that represent the frequency counts of some
(implicit) variables. For example, we may use three variables (bins) to repre-
sent the relative frequency distribution of days during a month with average
temperature lower than zero degrees Celsius, between zero and twenty de-
grees Celsius, and above twenty degrees Celsius. Histogram data can have
standard categorical and numeric variables in addition to some histogram vari-
ables. Histogram data are frequently encountered in domains where multiple
observations are aggregated. One reason for aggregating data can simply be
to save storage space, for example, when dealing with big data, while in other
cases the aggregation is necessary in order to represent all data points (obser-
vations) in the same format, that is, with the same number of variables. For
example, if each customer in a database corresponds to one data point where
information on the purchase amounts should somehow be represented, then
since the number of purchases may vary from customer to customer, each sin-
gle purchase cannot be represented by a unique variable without introducing
problems with missing variables and undesired ordering effects. Instead, the
information can be readily represented by a histogram where the different bins
correspond to intervals for the purchase amounts.

For a histogram data with n histogram variables Xi,such that i = 1...n, with
mi bins xi j,such that j = 1...mi, if histogram is normalized, each bin has a
value ri j such that ∑

mi
j=1 ri j = 1. Each observation has a target variable Yi. It
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should be clear by now that the type of histogram that is of interest here has
same structure (number of bins and bin intervals) across all the observations.
In the subsection that follows, we intend to propose and describe the method
for learning from histogram data.

6.2 Motivation

Learning algorithms for dataset where feature variables are expressed as his-
tograms have not been widely explored yet. Although a small cohort of re-
searchers in the field of SDA is trying to address issues of handling complex
data structures such as histograms, the field is still young and not much re-
search has been published yet. In order to understand how one can learn from
histogram data, it would be helpful to begin with a learning algorithm that is
simple and easy to understand. Decision tree algorithms are one such easily
interpretable and popular method. Later on, a more complex and robust ap-
proach, namely random forest algorithms, can be used to achieve state-of-the-
art performance. Therefore, we delve into exploring how decision trees can be
grown by considering dependencies between bins when using histogram data.
We intend to focus on inducing simple binary trees for simplicity.

The standard binary tree classifier can carry out split evaluations only on
variables that are either numeric or categorical in nature. The algorithm needs
to be slightly adapted to the situation in which the variables are histograms.
When the structure of histogram variables is identical across observations, as
explained earlier, it might be tempting to treat each bin of such a histogram as
a separate numeric variable. However, the bins of a histogram might have de-
pendencies that could be informative. Such dependencies might be overlooked
if the bins are considered individually for the split evaluation. One way to
capture such inherent dependencies could be by considering information from
all the bins while carrying out the node-splitting evaluation on such histogram
variables. In Papers I and II, we propose a technique that aims to adapt the
standard decision tree algorithm to do so.

6.3 Decision Trees for Histogram

In Paper I, a simple and straightforward approach of using all the bins of the
histogram is proposed. The histogram variable(s) is viewed as a generalization
of a standard numeric variable but in a higher dimension. In the standard bi-
nary tree classifier, for a numeric variable, the best cutoff value is determined
such that all examples with values less than or equal to the cutoff value route
to one child node while the remaining ones route to a second child node. The
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best cutoff value tends to make the child nodes as homogenous as possible.
For a histogram variable, example is considered as a point in m-dimensional
space (assuming m bins in the histogram). Partitioning of examples takes place
by finding a separating hyperplane in the corresponding space. The best split
plane for each histogram variable is obtained and then compared to the best
splits of the other histogram variables as well as to splits obtained from the
regular numeric and categorical variables. The split with the highest split cri-
terion (information gain) is finally selected for partitioning the examples in the
node.

6.3.1 Searching for best splitting hyperplane

The histogram that is considered in Paper I are normalized such that all the
bins in a histogram for an observation sum to 1. Consider that a histogram has
m bins. So, all the observations represented by this histogram are a point in
m-dimensional space that lie on a plane represented by the equation

x1 + x2 + ...+ xm = 1 (6.1)

Let the equation of splitting hyperplane be

c1x1 + c2x2 + c3x3 + ...+ cmxm = 1 (6.2)

where C = (c1,c2,c3, ,cm) are the unknown coefficients to be solved. Hy-
perplanes represented by equation 6.1 and 6.2 are assumed to be orthogonal,
which results in following linear equation

[
1 1 ... 1

]
·


c1
c2
|

cm

= 0

c1 + c2 + c3 + ...+ cm = 0 (6.3)

Solving for m unknown coefficients in C requires m linear equations. In addi-
tion to linear equation obtained from orthogonal assumption, we select m− 1
points and substitute for X = (x1,x2,x3, ,xm) in equation 6.2 which would give
a sufficient number of equations to solve for C.

1 1 ... 1
x1,1 x1,2 ... x1,m
| | | |

xm−1,1 xm−1,2 ... xm−1,m

×


c1
c2
|

cm

=


0
1
|
1
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1 1 ... 1

x1,1 x1,2 ... x1,m
| | | |

xm−1,1 xm−1,2 ... xm−1,m


−1

×


0
1
|
1


Selection of m− 1 points out of n data points can be done in

( n
m−1

)
possible

ways.

6.3.2 Complexity issues

Three things in particular make the histogram tree induction difficult in prac-
tice: the number of training instances (n), the number of variables (consider-
ing all numerical, categorical, and histogram types), and the size of histogram
(number of bins m) variables. If we consider a case of evaluating one his-
togram variable with m bins for splitting a root node with all n examples, the
algorithm has to examine as many as

( n
m−1

)
possibilities and clearly the com-

plexity increases rapidly with both n and m. An approximation approach to
handle complexity is presented in the subsequent sections.

6.3.3 Approximation for large number of observations

Instead of using all the points in a node to build and evaluate splitting hyper-
planes as described in Algorithm I in Paper I, we can generate and use a
small number of candidate split points to do so. If num_points is the number
of candidate split points such that num_points� n and num_points > m−1,
then the algorithm only needs to consider

(num_points
m−1

)
combinations.

In order to select the predefined number of candidate split points, basically,
the algorithm considers a cluster of Nc (nearest) points around each point in a
node. Nc is predefined and treated as parameter. If a decision boundary exists
and the cluster lies in a boundary region (for example cluster B in Figure 6.1,
left), the cluster consists of points of both classes. B is an ideal type of cluster
that the algorithm prioritizes. Clusters with higher entropy values are pre-
ferred. Cluster centres are calculated and ordered by descending value of clus-
ter entropy. Predefined numbers of the best cluster centres (i.e. num_points
as the parameter) are selected as candidate split points to build and evaluate
the approximate split plane. As shown in Figure 6.1 (right), candidate split
points (marked by asterisks) spread around the decision boundary are selected
for creating and then evaluating split planes. Traditional clustering algorithms
such as K-means with a predetermined number of cluster centres could have
been used but this might result in clusters that are not very useful for our par-
ticular purpose since we are interested only in clusters that might lie around
the decision boundary.
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Figure 6.1: Left: Generating split points, Right: Forming splitting plane

Although the approximation approach described above seemed to work,
it is still computationally heavy when the number of observations (points) in
a node is large. This is because the algorithm has to consider a cluster of a
given size around each of those points, evaluate the entropy for each cluster,
and so on. A simple but faster heuristic can be deployed. The overall objective
is to find the points around the class boundary region, assuming that such a
boundary exists.

According to this approach, the centroid C+ for all points of the positive
class and the centroid C− for all points of the negative class are calculated
by taking the mean as depicted in Figure 6.2 (top right). Now, the distance
from each point to the centroid of points from the opposite class is calculated.
For example, if a point is from a positive class, the distance from this point
to the centroid of points of negative class C− is calculated and vice versa. In
the most ideal case, when there is a clear separation between two classes, the
points closest to the opposite classed centroid will be the ones near the optimal
boundary (points marked as asterisks), as depicted in Figure 6.2. The pre-
specified numbers of points with the shortest distance to their opposite class
centroids are selected as split point candidates. The algorithm for this approach
has been explained in Paper II.

6.3.4 Handling large number of bins

A large number of bins in a histogram variable contributes to the complexity
of the tree induction process. Limiting the number of bins could be achieved
by simply merging bins together when the total number exceeds a specified
threshold. Two or more consecutive bins can be added together to form a single
wider bin. This approach has been adopted in Paper I. Although simple, we
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Figure 6.2: Split point selection heuristics

can expect to lose much of the information when bins are merged. So, a more
elaborate approach was needed.

Instead of using all m bins of a histogram simultaneously to find a splitting
hyperplane, only l bins are considered, where 1 ≤ l ≤ m. It was observed
that the algorithm for finding the best splitting hyperplane seemed to perform
poor when the number of bins is large. Besides, not all of the bins are equally
important; in fact some of them might be very noisy. By considering only l
bins at a time, the algorithm needs to evaluate only

(m
l

)
possible hyperplanes,

which is still expensive. So, we suggest considering only those combinations
that have adjacent bins in sequential order of their bin boundaries. In real-
world situations, bin boundaries of histograms are often naturally ordered, so
considering adjacent bins together might be useful. This leaves us with only
m− l +1 sets of bins to evaluate.

A sliding window of size l is used to group the set of consecutive bins
together. A value of l can be made to vary from minimum l_min to maximum
l_max. As shown in Figure 6.3, by sliding the window of given size across the
ordered set of bins, all the possible groups of bins to be evaluated are obtained.

A sliding window method works even for two-dimensional histograms
(matrix variables). A two-dimensional square window as shown in Figure 6.4
is slid across the region. The sliding window method for grouping bins of
histogram has been elaborated in Paper II. Induction of histogram tree using
sliding window has been depicted in Figure 6.5. In Papers II, III and IV, the
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Figure 6.3: Sliding window to group bins

Figure 6.4: Sliding window for matrix variable
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Figure 6.5: Histogram tree induction using sliding window

sliding window method is further explained and used.

6.3.5 Refining approximation of best hyperplane

As described in Paper II, the best splitting hyperplane obtained after deploy-
ing approximation heuristics can be further refined. Basically, new candidate
split points are obtained such that they are the ones closest to the current best
split plane. These points are then used to create a new hyperplane that is again
compared with the previous best plane.

As shown in Figure 6.6, the red line depicts the best split plane obtained af-
ter deploying approximation methods. Candidate split points (asterisks) clos-
est to this plane are discovered and used to find a new splitting hyperplane
(shown as a blue line) that could be better than the previous best approxima-
tion.

6.4 Decision Tree for Histogram using PCA

The quality of the best splitting hyperplane obtained by deploying the method
explained above is highly dependent on the quality of candidate split points
discovered and the heuristics used to find them. It also depends on the num-

54



Figure 6.6: Refining approximation of best hyperplane

ber of candidate split points allowed as a pre-determined model parameter.
The higher the number of split points allowed, the larger the number of possi-
ble split hyperplanes and hence the higher the chances of discovering a better
split. The downside of this, however, is the computational cost of the larger
search space. Besides, with the abovementioned method of generating a split-
ting hyperplane, it is possible to solve for the coefficient of the splitting hyper-
plane only if the inverse of the matrix created by using the selected candidate
split points exists or else the combination of those points is simply discarded.
Besides, the heuristic for selecting candidate split points only works for clas-
sification problems. Therefore, a different approach of splitting the node on a
set of bins is needed.

The purpose of using multiple bins simultaneously for splitting is to make
sure that the split utilizes relevant information of all bins, which might ensure
that any dependencies between them are captured. Instead of searching for the
best splitting hyperplane in d-dimensional space (for d bins), the split eval-
uation is done in a new transformed space such that the new variable in the
new space carries information from all of the variables (d bins) in the original
space. One way of carrying out such a transformation is by using PCA [41],
where each principal component is a linear combination of the original vari-
ables (bins) and is obtained by rotating the direction of the original axis along
the direction of maximum variance as shown in Figure 6.7. These new vari-
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Figure 6.7: Left: Original Space, Right: Rotated Space for two bins

ables (principal components) in the transformed space can be treated as stan-
dard numeric variables. This approach has been explored in Paper IV.

It should be noted that the rotation is performed only for evaluating splits
of a histogram variable within a node, and the original values for the bins are
kept intact (in the original space) in each resulting child node. So PCA is
performed locally within a node, which differs from the approach followed by
Rodriguez et al [42] in rotation forest, where PCA is performed before actually
growing a tree.

6.5 Random Forests for Histogram

The random forest algorithm is a modern state-of-the-art learning method that
uses an ensemble of diverse decision trees as the base learner. Learning ran-
dom forest for histogram data as an ensemble of histogram trees is straightfor-
ward. Variables in histogram trees can be numeric, categorical, or histograms.
When a histogram variable is considered for split evaluation, not all of the bin
sets (obtained from the sliding window method) are evaluated. Instead, using
the standard heuristics, only a few bin sets (e.g. the square root of the total
number) are randomly chosen. This enhances randomization at yet another
level, possibly resulting in even more diverse trees. However, readjustment
of the best splitting hyperplane is not performed while growing trees to en-
sure diversity. The histogram random forest has been explored and evaluated
in Paper III. Learning random forest for histogram data as an ensemble of
histogram trees using PCA for node-splitting evaluation follows the same pro-
cedure and this has been studied in detail in Paper IV.
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7. Empirical Investigation

This chapter summarizes the empirical investigations carried out in the re-
search and the results observed. The chapter concludes by presenting findings
related to the application domain of heavy duty trucks.

7.1 Study Design

As an empirical investigation, an experiment was conducted to find out whether
treating bins of histogram variables together to split the tree node during the
tree induction process gives a better result compared to when bins are consid-
ered individually. The proposed approach was compared in terms of the AUC
and accuracy measure to the standard approach of inducing binary decision
trees and eventually random forests. The real-world dataset used for the ex-
periment was a large fleet of heavy duty truck data. In addition, synthetically
generated data were used for evaluation. It should be noted, however, that the
heavy duty truck data were obtained and processed over time. Therefore, the
same dataset was not used in all papers. Rather, the data evolved over time as
more information was acquired. The purpose of generating a predictive model
on truck data was to be able to distinguish faulty or fault-prone (for specific
component) trucks from healthy ones. In Paper III, the dataset was slightly
modified to make the prediction model predict whether the component was
likely to fail in a predetermined future time horizon.

7.2 Main Findings

In Paper I, it was shown that the proposed histogram approach performed bet-
ter than the standard approach in synthetic data experiments for different pa-
rameter settings when compared in terms of accuracy. Moreover, the smaller
size of trees in the case of histogram trees suggested that it was able to summa-
rize the information (dependency) among bins very well. However, the same
level of performance gain was not evident in heavy duty truck data. This was
probably because of the small number of trucks (600) used for the experiment
and only four histogram variables used to compensate for the very high train-
ing time. Moreover, the number of bins in one of the histogram variables was
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Table 7.1: Performance Comparison on synthetic data.

Random Forest (RF) AUC Accuracy Leaf Nodes
Hist. RF (x=1) 0.9852 94.19 62
Hist. RF (x=2) 0.9862 94.19 53
Hist. RF (x=3) 0.9868 94.24 47.8
Hist. RF (Logistic reg.) 0.9222 92.62 27.6
Hist. RF (Perceptron) 0.9758 94.08 36.4
Hist. RF (Linear SVM) 0.8239 91.15 3
Standard RF 0.9633 93.25 83.4

significantly reduced by simply merging them, thereby losing probably useful
information.

As shown in Paper II, , the accuracy and AUC were observed to be bet-
ter for the histogram approach compared to the standard approach in synthetic
data experiments, especially when the dependency among bins was linear. The
use of the sliding window method allowed the algorithm to be trained on very
large histograms (a large number of bins). The performance of the AUC mea-
sure was much better for the same parameter settings using the same number
of split points. The training time was significantly reduced as well. In gen-
eral, it was observed that the average number of nodes in a tree dropped as the
number of split points (parameter) increased, whereas the accuracy and AUC
increased.

In Paper III, the random forest generated from the histogram trees was
evaluated. In the synthetic data experiment, the proposed approach was com-
pared with the standard approach as well as using logistic regression, a per-
ceptron, and linear SVM for creating splitting hyperplanes. The proposed ap-
proach seemed to do well especially when bins had linear dependencies as
shown in Table 7.1.

The histogram random forest approach seemed to do well when comparing
the prediction model for NOx sensor failure on trucks, as shown in Figure 7.1.
Histogram RF A and B are the respective models when the bins of histograms
are normalized and kept intact. Standard RF A and B are standard random
forest models. Standard RF B uses 20 additional derived variables that are the
mean and standard deviation of each histogram variable.

Finally, in Paper IV, the random forest for a histogram that uses PCA in its
base tree learner was evaluated. The PCA approach seemed to outperform the
standard approach but also performed at least as well as the previous histogram
approach, as shown in Figure 7.2. In this experiment, the truck dataset had ad-
ditional shadow variables for each bin that tracked changes in the bin value.
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Figure 7.1: Comparing model AUC vs tree curves

Figure 7.2: Comparison of AUC vs tree curves with PCA method

These shadow variables were also treated as histograms. The use of shadow
variables as the weighted average seemed to perform better compared to when
these new variables were not used or when simple averaging was used. The av-
erage number of leaf nodes in the PCA approach seemed to be smaller overall,
which suggests that the PCA approach may have discovered better splits.

7.3 Prediction of NOx Sensor Failure

In Paper III, a classification model for distinguishing trucks with faulty NOx
sensors from those with healthy NOx sensors was obtained from the dataset
that was prepared as explained in Chapter 5. A random forest that can learn
from histogram data was found to perform better than the standard approach
where bins are treated as individual numeric variables. An average AUC value
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of 0.848 was observed for the best model. In general, what this means is that
for a randomly selected pair of faulty and healthy trucks, the probability of
the model ranking the faulty truck above a healthy one as being faulty is 0.84.
Variables that were considered important by the model are ranked as shown in
Figure 7.3.

Matrix variable Engine Loadmatrix was considered most significant by the
model. Since it is composed of 132 cells, we can look further into the impor-
tance of each cell using a heat map, as shown in Figure 7.4. The low RPM
(rotations per minute) region of the engine load matrix seemed to have higher
significance for the classification.

In the second setup, the model to predict whether the NOx sensor in a truck
will survive for the next 90 days was examined. The dataset was modified ac-
cordingly using the derived variable RUL. Histogram random forest was used
and an average AUC measure of 0.791 was observed for the best model. As
shown in Figure 7.5, the model assigns higher probability of failure on aver-
age to the trucks that actually failed before the 90-day margin (red horizontal
line) compared to healthy trucks (green line). Even the trucks that eventually
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suffered NOx sensor breakdown after 90 days obtained a higher probability
of failure on average (shown by dashed red lines) although they were used as
healthy ones for training the model.

In order to make an explicit decision about whether to call a truck in to a
workshop for inspection, it is necessary to have a best cutoff value of a proba-
bility measure of how likely it is that the trained model will predict failure of
the truck’s NOx sensor in the future (e.g. 90 days ahead). The overall objec-
tive of the prediction model is to optimize the overall cost. The cost incurred
by false positive and false negative cases varies. The overall cost needs to be
considered when determining the best cutoff probability value. The best cutoff
value for a hypothetical scenario where the cost of a false negative was five
times that of a false positive was sought and found to be around 16 percent, as
shown in Figure 7.6.

Implementing the PCA method for histogram random forest in addition
to newly derived variables helped obtain a better prediction model, as shown
in Paper IV. Important variables were ranked according to information gain
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Figure 7.7: Comparing variable importance ranks

criteria as well as the minimal depth, where the variables selected for splitting
nodes closer to root node are considered important. Two ranks were compared
and they seemed to agree in general, as shown in Figure 7.7. It is interesting to
see that the newly derived variables with the theta prefix seemed to rank higher
than their counterparts.
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8. Concluding Remarks

This chapter concludes the dissertation, explaining how the research question
posited in Chapter 1 is addressed. It also provides some directions for future
work.

8.1 Conclusion

The work of the thesis began with a general question about how one can train
a learning algorithm on data that have feature variables represented as his-
tograms. Histograms are frequently encountered in domains that need to ag-
gregate a large amount of data to be able to easily store or manipulate it. Big
data have become a common occurrence in various domains, and therefore it
is likely that histogram data will be encountered more often in the years to
come. However, traditional learning algorithms are designed to learn only on
standard numeric and categorical variables. So, it was necessary to start ex-
ploring ways of handling histograms as variables in training data. Tree-based
methods, binary decision trees, and random forests were specifically chosen
since trees are one of the simple learning algorithms, easy to interpret yet of-
ten powerful. The tree-based methods could also be used as a base learner in
an ensemble such as random forest to form a more robust learning method.
Random forests are considered state-of-the-art learning algorithms on a par
with neural networks and SVM. Therefore, a tree-based method was selected
for adaption to make it learn from histogram variables. An evaluation of the
proposed method was carried out to see how well it performed compared to
the standard method when the bins of the histogram were treated as individual
numeric variables. The focus of the study is limited to the type of histogram
where the bin structure in terms of number, width, and bin boundaries of a
histogram variable is identical across all observations. The study also limited
itself to the investigation of tree-based methods only.

The contributions of the dissertation are spread among four publications.
Experiments were conducted to evaluate the new proposed method of handling
histograms. The experiments were aligned with the two objectives, which were
to investigate and implement a decision tree classifier for histogram data and to
implement and evaluate a histogram-based random forest to find out whether
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the histogram treatment improved the algorithm compared to the standard ap-
proach.

Paper I, II and IV in part deal with the first objective of investigating
and implementing a histogram-based decision tree classifier. The experimen-
tal results of these papers suggest that the proposed approach outperformed the
standard approach when the performance was measured in terms of the accu-
racy and AUC values of the trained model. In terms of the complexity of the
node split and training time, the proposed approach was poor, which was ex-
pected. Papers III and IV deal with the second objective of implementing and
evaluating the histogram-based random forest algorithm. The findings of the
experiment are positive as the proposed approach seemed to do well. The eval-
uations were done on synthetically generated data and operational data from
a large fleet of trucks. A failure prediction model was created for the NOx
sensor in heavy duty trucks.

So as to answer the research question of how to improve binary decision
tree classifier and such tree based random forest to perform better on his-
togram data, it seems that handling the histogram bins in a group together
preserves and makes use of any inherent dependencies among them to give a
better node split while growing a tree and hence a better performing tree. Us-
ing only a few subsets of a group of bins to make the splitting decision while
growing a tree in random forest might help get an ensemble of even more di-
verse trees. Such a histogram-based random forest was shown to outperform
its standard counterpart where bins are individually treated as single numeric
variables. In the random forest setup, the proposed approach also helps to rank
the variables’ importance in terms of the histogram variables as a whole.

8.2 Future Work

There are many future directions that can be pursued based on the research so
far. Handling missing values of histogram data was completely ignored by sim-
ply removing the observations with missing values. So, one specific agenda for
the future could be to investigate this issue of handling missing values further.
Another direction for future research would be to extend the histogram-based
method to other frameworks, including random survival forests [43], to predict
survival curves showing the probability of the considered component surviving
a certain amount of time given the current snapshot. Yet another direction for
future research concerns the confidence in the predictions. The conformal pre-
diction framework [44; 45] allows the user to determine a level of confidence
in the predictions. Besides tree-based methods, histogram-based learning can
be explored in other learning methods as well.
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The use of multiple variables when evaluating node splits during the con-
struction of the decision tree has also been considered within multivariate
decision trees [46–48], using methods such as linear discriminant analysis
(LDA) [49; 50]. In principle, these approaches can be applied to also in-
clude the bins of the histogram variables with the only difference being that
the method needs to perform multiple multi-variate split evaluations. So, in
future, implementation and comparison of such methods can be done with the
approach proposed here.
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Abstract—When applying learning algorithms to histogram
data, bins of such variables are normally treated as separate
independent variables. However, this may lead to a loss of
information as the underlying dependencies may not be fully
exploited. In this paper, we adapt the standard decision tree
learning algorithm to handle histogram data by proposing a
novel method for partitioning examples using binned variables.
Results from employing the algorithm to both synthetic and
real-world data sets demonstrate that exploiting dependencies
in histogram data may have positive effects on both predictive
performance and model size, as measured by number of nodes
in the decision tree. These gains are however associated with an
increased computational cost and more complex split conditions.
To address the former issue, an approximate method is proposed,
which speeds up the learning process substantially while retaining
the predictive performance.

Index Terms—histogram learning, histogram tree

I. INTRODUCTION

Standard machine learning algorithms are designed for han-

dling data represented by numeric and categorical variables.

Even in cases when it is known that the data does have

some structure, e.g., some groups of variables are related,

such information is lost when the data is encoded as ordi-

nary numeric and categorical variables and provided as input

to the standard learning algorithms. One particular type of

structure that we focus in this paper is histogram data, i.e.,

sets of variables representing the frequency distributions of

some (implicit) variables. For example, we may use three

variables (bins) to represent the relative frequency distribution

of days during a month with average temperature lower than

zero degrees, between zero and twenty degrees, and above

twenty degrees. Histogram data is frequently encountered in

domains where multiple observations are aggregated. One

reason for aggregating data can simply be to save storage

space, e.g., when dealing with big data, while in other cases

the aggregation is necessary for being able to represent all

data points (observations) on the same format, i.e., with the

same number of variables. For example, if each customer in a

database corresponds to one data point, where information on

the purchase amounts should somehow be represented, then

since the number of purchases may vary from customer to

customer, each single purchase cannot be represented by a

unique variable without introducing problems with missing

variables and undesired ordering effects. Instead, the informa-

tion can readily be represented by a histogram, e.g., where the

different bins correspond to intervals for the purchase amounts.

Histograms are also widely used to aggregate data streams

where data are collected over time, e.g., readings in sensor

networks.

Research on complex data structures, such as histograms,

has been undertaken within the field of symbolic data analysis

(SDA) [1]. Symbolic data represents complex data types which

do not fall under the traditional categories of numeric and

categorical variables. One specific type of histograms that

have been studied are categorical in nature with a relative

frequency assigned to each bin. Such histograms are classified

as modal multi-valued variables in the terminology of the

SDA framework, while Diday [2] refers to such histograms

as categorical histogram data. More formally, for observations

with n categorical histogram variables Xi, i = 1...n , with mi

bins xij , j = 1...mi each bin is assigned a relative frequency

rij such that
∑mi

j=1 rij = 1 and each observation is associated

with a class label Y . For all observations, bin descriptions of a

histogram variable are identical. This is the type of histogram

we will be considering in this study.

Research on learning from histogram data is still at an

early stage. To the best of our knowledge, no studies have

been published on learning classifiers from histogram data.

However, there have been some studies on applying linear

regression [3], [4], PCA [5] and clustering [6] to histogram

data. While most of the considered approaches take into

account the actual bin boundaries, the work on adapting PCA

for categorical histogram data [5] deals with data of the same

type as considered here. It should be noted, however, that

the approach in [5] is aimed for dimensionality reduction

and not for performing classification. The type of histogram

data considered in this study and in [5] is closely related to

”compositional” variables within compositional data analysis

[7], where weights associated with each variable represent

distributions over possible values. However, the research in

compositional data analysis has not been on learning classi-

fiers.

In this paper, we will propose an adaptation of the stan-

dard decision tree algorithm [8] to allow for learning from

categorical histogram variables. We will compare the per-

formance of the adapted learning algorithm to using the

standard learning algorithm with histogram data represented

by ordinary variables, i.e., with no structural information. The

main contributions of the paper are:
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• A novel approach for learning decision trees from his-

togram data, including an approximation to allow for

substantial speedup

• An empirical evaluation comparing the new approach to

the standard decision tree learning algorithm on both

synthetic and real-world data sets

• Findings concerning the utility of exploiting the structure

in histogram data when learning decision trees

In the next section, the novel approach for learning decision

trees from histogram data is presented. In Section III, the

experimental setup and results are presented. The empirical

findings and limitations of the proposed approach are dis-

cussed in Section IV. Finally, in Section V, we summarize the

main conclusions and point out directions for future research.

II. METHOD

The standard decision tree algorithm [8] was adapted to

learn from histogram data. Therefore, the approach can be

viewed as a generalization of the standard algorithm where

the bins of each histogram is handled as a vector and par-

titioning takes place by finding a separating hyperplane in

the corresponding space. Fig. 1 provides an illustration of the

approach. The best split plane for each histogram variable is

obtained and then compared to the best splits of the other

histogram variables, as well as to splits obtained from the

regular numeric and categorical variables. The split with the

highest information gain is finally selected for partitioning

the examples in the node. Similar approaches to employing

multivariate splits have been proposed in the past, e.g., using

linear combination of multiple features to perform splits at

each intermediate nodes [9], [10]. In these approaches, all the

features are considered simultaneously for splitting, while in

our case, multiple variables considered for a split are bins

of same histogram variables with unit sum constraint. Hence,

there can be more than one histogram variable in a dataset

that would require evaluation of multiple multivariate splits.

In this section, we first provide a formalization of the node-

splitting part of the adapted decision tree learning algorithm

and then illustrate its workings with two very simple examples.

We proceed by providing an analysis of the computational

complexity of the algorithm and end the section by proposing

an approximation of the original method for speeding up the

node-splitting process.

A. The node-splitting algorithm

The aim of the algorithm is to find the optimal node splitting

hyperplane. Because of the unit sum constraint, a histogram

with m bins is a vector point that lies in a hyperplane, which

is represented by

x1 + x2 + ...+ xm = 1 (1)

Let the equation for the linear splitting hyperplane be

c1x1 + c2x2 + c3x3 + ...+ cmxm = 1 (2)

Fig. 1. Overview of the node splitting approach

where C = (c1, c2, c3, ..., cm) are the unknown coefficients to

be solved. Hyperplanes represented by equation 1 and 2 are

assumed to be orthogonal, which results in

[
1 1 ... 1

] ·

⎡
⎢⎢⎢⎣

c1

c2

|
cm

⎤
⎥⎥⎥⎦ = 0

c1 + c2 + c3 + ...+ cm = 0 (3)

Solving for m unknowns in C requires m linear equations.

In addition to equation 3, substituting m-1 points for

X = (x1, x2, ..., xm) in equation 2 would give sufficient

number of equations to solve for C. Selection of m-1 points

out of n data points can be done in
(

n
m−1

)
ways. The resulting

system of linear equations can be solved as follows.

⎡
⎢⎢⎢⎣

1 1 ... 1

x1,1 x1,2 ... x1,m

| | | |
xm−1,1 xm−1,2 ... xm−1,m

⎤
⎥⎥⎥⎦×

⎡
⎢⎢⎢⎣

c1

c2

|
cm

⎤
⎥⎥⎥⎦ =

⎡
⎢⎢⎢⎣

0

1

|
1

⎤
⎥⎥⎥⎦

⎡
⎢⎢⎢⎣

c1

c2

|
cm

⎤
⎥⎥⎥⎦ =

⎡
⎢⎢⎢⎣

1 1 ... 1

x1,1 x1,2 ... x1,m

| | | |
xm−1,1 xm−1,2 ... xm−1,m

⎤
⎥⎥⎥⎦

−1

×

⎡
⎢⎢⎢⎣

0

1

|
1

⎤
⎥⎥⎥⎦

Algorithm 1 specifies the node splitting process. For an

m binned histogram, m-1 vector points are chosen in
(

n
m−1

)
ways. Each combination is examined for a split plane (lines 5

to 24). The left hand sides of m linear equations are captured

in mXm square matrix A (line 6). The right hand sides of

these linear equations are represented as column vector B of

size m (line 8). If the inverse of A exists, the product of the

inverse of A and B results in coefficients of the split plane

(line 9). For all the points in the node, the scalar product of

the point and coefficient vector gives a value that determines

whether to assign the point to the left or the right node (lines

10 to 17). The information gain obtained from the split can

be calculated and compared with the previous best gain (lines

18 to 22).
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Algorithm 1 Finding best split plane in a node

Input: obs: observations in a node

histogram variables: names of histogram variables

Output: best split plane: coefficients of best split plane

1: for all histogram in histogram variables do
2: m← number of bins in histogram
3: h points← histogram values in obs
4: combinations ← ways of choosing m-1 points from

h points
5: for all combn in combinations do
6: A ← matrix of m-1 points in combn with all

elements of first row 1.

7: if A−1 exists then
8: B ← column vector of m-1 ones, first element 0.

9: split plane coefs← multiply A−1 and B
10: for all point in h points do
11: value ← multiply point and

split plane coefs
12: if value < 1 then
13: l obs← assign point to left node

14: else
15: r obs← assign point to right node

16: end if
17: end for
18: info gain← get information gain of the split

19: if info gain is greater than previous best then
20: best info gain← info gain
21: best split plane← split plane coefs
22: end if
23: end if
24: end for
25: end for

B. Examples

We illustrate the workings of the algorithm using histogram

variables with two and three bins respectively. The left graph in

Fig. 2 shows the splitting process when the histogram variable

has two bins x1 and x2. All the points (x1, x2) lie on the line

AB. The splitting line CD is orthogonal to AB and passes

through a point in AB. The coefficients of CD, a and b, can

be determined by solving two linear equations. The process

is repeated allowing CD to pass through all the points and

choosing the one that gives the highest information gain. The

process is similar for a histogram variable with three bins, as

illustrated by the right graph in Fig. 2, in which all vector

points are spread in the 3-D plane ABC. A three-dimensional

splitting plane DEFG can be defined by the equation ax1 +
bx2+cx3 = 1. DEFG is orthogonal to ABC and passes through

two vector points. Three linear equations on a, b and c can be

formed to solve for these unknowns.

Figure 3 shows a 3-D scatter plot for a small sample set

of 100 observations that has a histogram variable with three

bins x1, x2 and x3. A simple pattern was injected in the data,

if x1 + x3 < 0.3 then class label y = 1 else y = 0. Green

Fig. 2. Splitting in two and three binned histogram

Fig. 3. Split plane in 3-binned histogram variable

and blue points correspond to the negative and positive cases

respectively. The red plane is the splitting plane discovered by

the algorithm. The equation of this splitting plane turns out to

be: 0.885x1−1.769x2+0.885x3+1 = 0. Projecting the plane

intothe 2-D plane of x1 and x3 would result in x1+x3 = 0.29
which is approximately the same pattern injected in the data

set. More experimental results will be presented in Section III.

C. Computational complexity

The computational cost of the proposed approach increases

as the number of observations n and number of bins m
increase. The cost is due to the combinatorial explosion of

having to evaluate
(

n
m−1

)
combinations while searching for

the best separating hyperplane. Therefore, the computational

complexity of the algorithm is proportional to O(nm).

D. Speeding up the node-splitting process

The computational cost can be reduced by either limiting the

number of bins m or the number of observations n or both.

The former was in this study handled in a straightforward

manner, by merging bins for details see Real-world Data in

the Experiments section. The latter, i.e., limiting the number

of observations, was addressed using a more elaborate approx-

imation method.

1) Approximation Approach: Each observations in a node

for a histogram variable can be considered as a point in a

m-dimension space, m being the number of bins. So, for

convenience, observations in a node shall be referred as points
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henceforth. In this approach, instead of using all the points

in a node to build and evaluate splitting planes as described

in algorithm 1, we generate small number of candidate split

points and then build and evaluate split planes out of those

newly generated points. It should be noted that new points

are synthetically generated from original ones as will be

described later in algorithm 2. The parameter num points is

the number of such candidate split points, as a consequence the

algorithm only needs to consider
(
num points

m−1

)
combinations.

By choosing num points < n, the computational cost can

be significantly reduced. In order for such approximate plane

to make a good split, the new points that the plane passes

through should be carefully generated.

As shown in the right half of figure 4, if there exist an

optimal decision boundary, we want best split plane to pass

along this decision boundary as shown by red line. This is

only possible when newly created synthetic split points lie

close to the optimal decision boundary as shown by asterisks

(*). Therefore, the first step in the approximation approach is

to generate new candidate split points that are likely to fall

around optimal decision boundary. Algorithm 2 describes the

process of generating new synthetic candidate split points.

The algorithm first tries to locate the boundary regions since

new synthetic points should come from such regions. This is

done by examining the neighborhood around each point. For

each point, a certain number e.g. 10 nearest neighbors are

taken to form a group, which we shall simply refer as a cluster.

The size of a cluster i.e. the number of nearest neighbors

around the point is treated as parameter (Nc). Basically, the

algorithm builds a cluster of Nc neighboring points around

each point in a node. If the cluster lies in boundary region,

its member points will be of different classes. As shown in

the left half of figure 4, cluster A and C have all its members

of same class whereas cluster B has a mix of both classes.

So, cluster B is an ideal type of clusters that the algorithm

prioritizes. The entropy value of the cluster determines how

ideal the cluster is. Higher entropy values are preferred. Once

the entropy of the clusters is calculated, they are prioritized

according to the entropy value. A certain number of best

clusters (num points) e.g. 15 are selected and their centers

are obtained. The cluster centers are used as new synthetic

candidate split points to build and evaluate an approximate

split plane.

If we were to use a standard clustering algorithm e.g. K-

means it probably would result in new split points from regions

that are not useful in finding optimal splits, as K-means do not

focus on finding clusters with high class entropy (actually it

would penalize different classes). As shown in the left half

of figure 4, split points around the region of cluster A and

C will not contribute much in finding optimal split. However,

evaluating these points to search for an optimal split plane

would consume valuable search time. Therefore, the tailored

approach of obtaining relevant split points as explained in the

algorithm 2 was preferred.

A scatter plot of a small sample training set with three

binned histogram is shown in figure 4. Blue and green points

Algorithm 2 Finding split points around decision boundary

Input: h points: observations for a histogram variable

class: class label of h points
num points: number of split points required

Nc: number of nearest neighbors to consider

Output: split points: candidate split points

1: if |h points| > num points then
2: for all point in h points do
3: cluster ← find Nc nearest points around point
4: center ← find center of cluster
5: entropy ← get entropy of cluster using class
6: list← save center and entropy in a list

7: end for
8: d list← sort list in descending order of entropy

9: new points← get top num points centers in d list
10: split points← new points
11: else
12: split points← sample points
13: end if

Fig. 4. Left: Generating split points, Right: Forming splitting plane

correspond to examples from each of the two classes, respec-

tively. In the right part, the points marked with an asterisk (*)

are the candidate split points generated by using algorithm 2.

The approximate split plane obtained by using the algorithm

is shown as red line which passes through two of these split

points. In the left part, three clusters A, B and C are shown just

for illustration with some cluster centers marked with asterisks

(*).

III. EXPERIMENTS

The proposed approach has been implemented in R1. Exper-

iments were performed on a synthetic, a semi-synthetic and a

real-world data. The bin values in the synthetic data set were

obtained using uniform random sampling. The bins of a his-

togram were later normalized to satisfy the unit sum constraint.

Synthetic dependencies among the bins were then injected by

labeling the examples according to a set of formulated rules.

The purpose of synthetic data set is to show that the algorithm

can exploit the dependencies in the bins better by treating

them together compared to when bins are treated individually.

1http://www.r-project.org/
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The semi-synthetic data set was derived from the publicly

available ’iris’ data set [11] where original numeric variables

were converted into histogram variables. The purpose of the

semi-synthetic experiment was to investigate the robustness

of the algorithm when bins have no inherent dependencies,

i.e., the class labels are not dependent on interactions among

the bins. The real-world data was provided by the heavy

truck manufacturing company Scania CV AB and consists of

histogram variables that describe operational profiles of trucks.

Certain pattern among the bins of a histogram might reveal

information about the truck’s usage that could be associated

to the breakdown of various component in the truck. The goal

of the algorithm therefore is to discover useful pattern among

the histogram bins by treating them together. The predictive

performance of both standard decision tree learning algorithm

and the proposed approach are compared with respect to

classification accuracy measured using cross validation. In

addition to accuracy, the tree size, i.e., the number of nodes, is

also presented for each method. We here report only the results

of applying the histogram approach using the approximation

method. Using the exact approach, i.e., using all samples

for generating split planes, was practically infeasible due to

the excessive computational cost. Brief descriptions of the

data sets, the experimental settings and the results observed

from the experiment with each data sets are provided in the

following sub-sections.

A. Synthetic Data

Two synthetic datasets, each consisting 1000 observations

with equal proportions of observations labeled as positive

and negative, were considered separately in two different

experiments. First dataset consists of single histogram variable

X with 4 bins. Simple pattern was injected in this dataset: if

X1 + X3 < 0.3 then target class variable Y = 1, otherwise

Y = 0. X1, X2, X3 and X4 are the bins of histogram X .

Similarly, second dataset has two histogram variables; X1 with

four bins and X2 with five bins. A more complex pattern was

injected in the data which involve both histogram variable: if

(X1 1 +X1 3 < 0.3 and 0.3 < X2 1 +X2 3 < 0.7) then

Y = 1 else Y = 0, where Y is the target (output) variable.

For both experiments parameter settings were identical. The

termination condition for the tree building algorithm i.e.,

stop expanding the current node, is when the number of

observations in a node drops below 5 or the split does not

provide any information gain. Three values for the number of

new split points (num points in algorithm 2) to be used for

forming splitting plane, were examined: 7, 11 and 15. This

can be any value higher than number of bins but higher value

result in longer model training time. In order to cover wider

range, these 3 values were chosen. Three different cluster sizes

i.e. number of points considered to form a cluster (Nc in

algorithm 2), were examined: 10, 15 and 20. 10-fold cross-

validation was performed. The outcome of the experiment with

the first dataset is presented in table I whereas the results of the

second dataset is presented in table II. The columns of tables

respectively show the number of points used for approximating

TABLE I
SYNTHETIC DATASET: FOUR BINS

Split Points Cluster Size Tree Nodes Accuracy
7 10 8.2 99.6
7 15 11.6 99.8
7 20 11 99.7

11 10 7 99.4
11 15 9.4 99.2
11 20 8.8 99.2
15 10 5.6 99.6
15 15 8.2 99.6
15 20 8.6 99.4

Bins Treated Individually (Standard Tree Algorithm)
— Decision Tree 38.8 98.2

TABLE II
SYNTHETIC DATASET: FOUR AND FIVE BINS

Split Points Cluster Size Tree Nodes Accuracy
7 10 29.2 97.3
7 15 41.6 95.7
7 20 38.2 96.3

11 10 13.6 99.3
11 15 16.2 98.1
11 20 17 97.9
15 10 11.4 98.7
15 15 11.2 98
15 20 11 98.6

Bins Treated Individually (Standard Tree Algorithm)
— Decision Tree 50.8 95.9

optimal split, the size of the cluster considered for generating

new split point, the tree size and the accuracy, where the latter

two correspond to averages over the ten folds.

B. Semi-synthetic Data

A semi-synthetic dataset was generated from the publicly

available Iris dataset [11]. The dataset has four numeric

variables: petal length, petal width, sepal length and sepal

width. Each observation belongs to one of three classes: Iris-

versicolor, Iris-setosa and Iris-virginica. The data set contains

150 observations, 50 from each class. Each of the four

variables was used to generate a synthetic histogram variable

by including two additional variables such that they satisfy unit

sum constraint. For example, in order to transform numeric

variable petal length into histogram variable, it was first

normalized to lie between 0 and 1. Let it be X1. For each X1,

two integers in the range of 1 to 100 were uniform randomly

selected. These two integers, X2 and X3 were then scaled

down as:

X2 => X2 ∗ (1−X1)/(X2 +X3)
X3 => X3 ∗ (1−X1)/(X2 +X3)
The new dataset hence has four histogram variables, each

with three bins. 5-fold cross validation was performed. The

same termination condition for the tree growing as applied

in the previous experiment was used. Number of split points

used for searching split planes were: 5, 7 and 9. The chosen

number should be higher than number of bins in the histogram

variable. Model training time would increase as we select

higher numbers, so for simplicity only three values were
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TABLE III
SEMI-SYNTHETIC: IRIS DATASET

Split Points Cluster Size Tree Nodes Accuracy
5 10 13 91.67
5 15 12.6 92.33
5 20 13.8 89
7 10 12.2 91
7 15 10.6 89
7 20 11.4 85
9 5 11.4 91
9 10 10.6 92.33
9 15 10.6 88.33

Bins Treated Individually (Standard Tree Algorithm)
— Decision Tree 9.4 92.67

examined. Three different cluster sizes i.e. number of points

used to form a cluster, were arbitrarily chosen: 5, 10 and 15.

The results of the experiment are shown in table III.

C. Real-world Data

Each observation in operational data is a snapshot of oper-

ational profile of a truck. Histogram variables in operational

data holds information about how often the truck had operated

under a particular feature range. The histogram variable, for

example temperature, has 10 bins. Each bin measures the

number of times the truck had operated within certain ambient

temperature range. Temporal information about the truck’s

operation at various ambient temperature is transformed into

relative frequency count as histogram over time. The histogram

transformed data is extracted from the truck when it visits

workshop for maintenance. Certain patterns within the bins of

a histogram might reveal useful information about the truck’s

usage that are related to breakdown of certain components.

The objective of the experiment is to distinguish trucks with

battery failure from those without failure by using histogram

feature variables. Bins of the histograms are normalized. The

original data set had 33603 observations spread along 308

variables (counting bins as independent variables). There are

17 histogram variables of various length. The data set is very

sparse and skewed in terms of battery failure as class label.

Out of the 33603 observations, only 720 had battery problems.

For experimental purposes, a smaller data set was extracted.

Given the computational cost that would incur, it was a nec-

essary step. Out of these, only four histogram variables which

were deemed as important were selected. Only histogram

variables were selected for the experiment because the purpose

here was to compare the performance when training tree as

histogram against training by treating the bins individually.

So the influence from any other variables either numeric or

categorical was not desired. Issues related to missing values

and skewed class distribution were set aside by including

observations that had no missing values and selecting an equal

number of positive and negative cases. Finally, a data set with

300 positive and 300 negative cases was extracted for the

experiment. For confidentiality purpose, original variables are

anonymised.

TABLE IV
OPERATIONAL DATA SET

Split Points Cluster Size Tree Nodes Accuracy
13 10 82.4 59.17
13 15 68.8 59.33
13 20 77.8 57.83
15 10 73 57.17
15 15 65.8 56.17
15 20 68 58.67
17 10 67.8 61.67
17 15 64 59.83
17 20 58.2 57.33

Bins Treated Individually (Standard Tree Algorithm)
— Decision Tree 106.8 59

First histogram variable has 9 bins. Originally this variable

was a 6X6 matrix. In order to handle computational complex-

ity, adjoining 4 cells were merged resulting in 3X3 matrix.

These 9 cells were then treated as bins. Second histogram

variable also has 9 bins which was similarly transformed from

6X6 matrix. Third and fourth histogram variables have 10 bins.

10-fold cross validation was performed. The stop criteria was

set to 15 or less observations in a node or if the split did

not ensure any information gain. Three values for the number

of split point used for forming split plane were examined:13,

15 and 17. Three different sizes of cluster (i.e. number of

neighboring points used to form a cluster) were examined: 10,

15 and 20. The result of the experiment is shown in table IV

and the description of the table is same as those in table II.

Results are discussed further in Discussion section.

IV. DISCUSSION

Results in the tables I, II, III, IV show the performance

of the algorithm at various parameter settings for four data

sets. Performance of the standard decision tree approach has

been shown at the bottom of the table as a base line. As

observed from the synthetic data experiment results in table I

and table II, the proposed method is better or at least as

good as standard decision tree algorithm for all the parameter

settings examined. Size of the tree in terms of number of nodes

is significantly smaller than that of standard tree. When the

number of approximate split points (cluster centers) increases,

number of tree nodes decreases while accuracy increases as

expected. Influence of the size of the cluster is however not

clearly evident in the results.

Purpose of the experiment on semi-synthetic iris data set

was to examine the robustness of the algorithm when the

bins of histogram do not have any inherent dependencies.

The result as shown in table III suggest that the performance

of the proposed method does not suffer heavily because

of non-informative bins. Accuracy performance was almost

comparable with base line performance except in some cases

where accuracy drops by around 7%. One reason for this high

variation in performance could probably be attributed to the

small size of data set which is only 150. On the best parameter

settings, accuracy raised up to 92.33% which was very close

to base line performance of 92.67%.
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Experiment results on operational data presented in table IV

could not decide clear winner. With some parameter settings,

average accuracy of proposed method exceeded base line

performance while at other instances performance dropped

well below the base line. It should however be noted that since

the purpose of the experiment is the comparison of proposed

approach against standard tree method, poor performance in

both approach should not be a concern. This poor performance

could be attributed to the smaller size of dataset or insignifi-

cance of variables selected. Since, some of the variables were

heavily reduced in size by merging the bins together, we might

have lost the information about the patterns inherent in those

bins. Presence of such inherent dependency among bins is

where the proposed method thrives on. This probably could

be one reason why proposed method could not perform better

all the time.

Considering all four experiments as a whole, out of 36

occasions, histogram approach was better in 21 occasions

although most of the wins were from synthetic data exper-

iments. Although promising, there are some downsides to

this approach. The histogram approach has some inherent

limitations. The first limitation is due to number of bins,

the higher the number of bins the higher the computational

complexity. So, somehow, higher number of bins have to be

merged to get fewer bins which will result in information loss.

Another inherent limitation of the approach lies in the least

number of observations required at each node for making a

split decision. Since, solving the system of linear equations

lies at the heart of the model, at least as many observations

are needed as there are number of bins in order to be able

to solve such a system. One of the inherent limitation of the

proposed method is that it assumes linear separation in the data

and tries to approximate linear separation when the decision

boundary is nonlinear. This linear approximation of possibly

nonlinear pattern in histogram variables in operational data

could be another reason why the method was not always the

winner.

Probably the most prominent limitation of the approach lies

in interpretation of split condition. Unlike in standard decision

tree where nodes store information about best split variable

and split point, here each node stores the information about

the best split plane. It is usually difficult to interpret the split

plane in the context of the variable.

V. CONCLUDING REMARKS

Standard learning algorithms are designed to learn from

numeric and categorical variables. However, practitioners in

both academia and industry often have to deal with more

complex variables. Histograms in the form of frequency dis-

tributions is one of such example. To the best of our knowl-

edge, no previous learning algorithms have been designed to

generate classifiers from histogram variables. Instead, bins

of histograms are commonly handled as separate variables,

ignoring the underlying structure. In this paper, we adapted

the standard decision tree learning algorithm to learn from

histogram variables. Experimental results from both synthetic

and real-world datasets would suggest that gains in terms of

predictive performance and a reduction of the number of nodes

might be obtained by exploiting the underlying structure of

histogram variables.

Although encouraging, the proposed approach could be

refined in various ways. Some directions for improvement

include investigating techniques for efficiently handling his-

togram variables with large numbers of bins which at the

moment is addressed simply by merging some of them thereby

losing information. Comprehensive study of comparing the

performance of the proposed method against existing multi-

variate split methods can be done in future. This study has

shown one of the ways to extend the basic decision tree

learning algorithm to handle histogram data; directions for

future research include similar extensions of the numerous

other standard learning algorithms, e.g., SVMs, random forests

etc.
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Abstract

The standard approach of learning decision trees from his-
togram data is to treat the bins as independent variables.
However, as the underlying dependencies among the bins
might not be completely exploited by this approach, an al-
gorithm has been proposed for learning decision trees from
histogram data by considering all bins simultaneously while
partitioning examples at each node of the tree. Although the
algorithm has been demonstrated to improve predictive per-
formance, its computational complexity has turned out to be
a major bottleneck, in particular for histograms with a large
number of bins. In this paper, we propose instead a sliding
window approach to select subsets of the bins to be consid-
ered simultaneously while partitioning examples. This signif-
icantly reduces the number of possible splits to consider, al-
lowing for substantially larger histograms to be handled. We
also propose to evaluate the original bins independently, in
addition to evaluating the subsets of bins when performing
splits. This ensures that the information obtained by treat-
ing bins simultaneously is an additional gain compared to
what is considered by the standard approach. Results of ex-
periments on applying the new algorithm to both synthetic
and real world datasets demonstrate positive results in terms
of predictive performance without excessive computational
cost.

Introduction

The standard decision tree learning algorithm is trained on
data represented by numeric or categorical variables (Quin-
lan 1986; Breiman et al. 1984). The histogram decision tree
learning algorithm is an extension of this standard decision
tree algorithm that considers also the data in the form of his-
togram variables (Gurung, Lindgren, and Boström 2015) on
the following form: each histogram variable Xi, i = 1...n
, has mi bins xij , j = 1...mi where each bin is assigned a
relative frequency rij such that

∑mi

j=1 rij = 1. Each sin-
gle bin can of course be handled as a single feature, which
means that the standard decision tree learning approach can
be applied to histogram data. However, the extended al-
gorithm was introduced to exploit dependencies among the
bins, which are ignored when bins are represented as ordi-
nary variables.

Copyright c© 2016, Association for the Advancement of Artificial
Intelligence (www.aaai.org). All rights reserved.

Research on histogram variables are not in abundance
and this is also the case for research on learning classifiers
from histogram variables. One exception to this is (Gu-
rung, Lindgren, and Boström 2015), in which an algorithm
for constructing decision trees that utilize histogram vari-
able(s) is introduced. In that study, results from employing
the histogram tree algorithm to both synthetic and real-world
datasets were presented, showing that the exploitation of de-
pendencies in histogram data may have positive effects on
both predictive performance and model size. These gains
were however associated with an increased computational
cost, mainly as a result of the employed brute force approach
for finding the best splitting hyperplane. In order to reduce
this complexity, an approximation was proposed, which con-
sidered only a small number of data points to generate split-
ting hyperplanes. This approximation method was useful
for handling large numbers of observations (n) in a node.
However, the computational complexity also depends on the
size (number of bins) of histogram variable. A straightfor-
ward approach of compromising the resolution of histogram
by merging some bins was performed. This however would
risk in giving away potentially useful information.

In this paper, we propose an extension of the histogram
tree learning algorithm (Gurung, Lindgren, and Boström
2015) to address the important issue of handling large num-
bers of bins. In addition to this, the heuristic approach to
select a small number of data points has been simplified,
while at the same time, a technique to refine the approxi-
mate splitting hyperplane has been introduced to produce a
better split.

In the next section, the proposed method is described
in detail. The simplified method for finding relevant split
points is first presented, followed by the algorithm for refin-
ing the splitting hyperplane. In the Experiment section, the
experimental setup and results are presented. The empirical
findings of the experiment and limitations of the proposed
approach are discussed in the Discussion section. Finally, in
Concluding Remarks section, we summarize the main con-
clusions and point out directions for future research.

Method

In the earlier algorithm for learning decision trees from his-
togram data (Gurung, Lindgren, and Boström 2015), the
number of evaluated splits for a histogram variable X with
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m bins, would be
(

n
m−1

)
, where n is number of observa-

tions. Clearly, the computation cost increases with both n
and m. The problem of handling large n was addressed by
an approximation that considered only a few candidate data-
points sp (sp�n) to be used for generating splitting hyper-
planes. In order to handle the problem of large m, we here
propose that instead of using all m bins simultaneously to
find a splitting hyperplane, l bins can be considered, where
1 ≤ l ≤ m. However, the algorithm still would have to
evaluate

(
m
l

)
combinations of bins which is expensive. So,

out of all the possible combinations, we suggest to consider
only those combinations that have adjacent bins in sequen-
tial order. Assuming that bins that are adjacent to each other
are relevant to be considered simultaneously, we can limit
the possible combinations to have only bins that are in con-
secutive order of their bin boundaries. In real world situ-
ations, bin boundaries of histograms are often naturally or-
dered, so considering adjacent bins together might be useful.
This leaves us with only m − l + 1 sets of bins to evaluate.
So, the complexity of finding the best split in a node for a
histogram variable X is linear to

(
sp
l

)
. Using a smaller sub-

sets of histograms could be useful if some of the bins are non
informative or even noisy. The explanation of the algorithm
follows in the various subsections below.

Using a sliding window to select subsets of bins

The number of bins of histogram variable to be evaluated si-
multaneously, l ranges from lmin to lmax where 1 ≤ lmin ≤
lmax and lmin ≤ lmax ≤ m. For a given value of l, slid-
ing window of size l is assumed across an ordered set of
bin indices. Bins are ordered according to their bin bound-
aries. Bins covered by the window are selected as set of
bins to be evaluated together for determining best splitting
hyperplane. For example, consider a histogram variable
of 5 bins. So, the bin indices bidx = (1, 2, 3, 4, 5). Let
lmin = 3 and lmax = 4 be range of window size l. Then,
the set of indices of bins to be evaluated together would
be {(1, 2, 3), (2, 3, 4), (3, 4, 5), (1, 2, 3, 4), (2, 3, 4, 5)}. The
first part of the algorithm therefore is to find the set of all
bins to be considered together given a range of window size.
The procedure is presented in algorithm (1). Bins of his-
togram are indexed sequentially in variable b idx. For in-
creasing window size from lmin to lmax, consecutive bins
are selected from b idx and a list bin combinations is
formed (lines 2 to 9).

Split points selection method

Observations for each set of bins would be considered as a
point in l dimensional space, if l bins are in the set. Only
sp points out of n points are used for generating the split-
ting hyperplane such that l ≤ sp ≤ n. sp is updated as
sp = sp + number bins (line 1). Each point in l dimen-
sion space has a class label. The objective is to find the
points around the class boundary region assuming that there
exists such a boundary. The algorithm for selecting candi-
date split points is presented in algorithm 2. The centroid
C+ for all points of the positive class is calculated by taking
mean and similarly centroid C− is calculated for points of

Algorithm 1 Find sets of bins to evaluate simultaneously
Input: b idx: ordered list of bin indices in a histogram

lmin: minimum number of bins to be selected
lmax: maximum number of bins to be selected

Output: bin combinations: list of set of bins to be evalu-
ated

1: m← total number of bins, size of b idx
2: for all l in between lmin and lmax do
3: if l ≥ 1 and l ≤ m then
4: for all i from 1 to (m− l + 1) do
5: bin set← indices in b idx from i to (i+ l − 1)
6: bin combinations← add bin set to the list
7: end for
8: end if
9: end for

the negative class (lines 3 and 4). Euclidean distance of all
points of negative class from C+ and distances of all points
of positive class from C− point are calculated (lines 5 to 12).
All the points are ordered in ascending order of its distance
from opposite classed centroid (line 13). In the most ideal
case, when there is a clear separation between two classes,
the points closest to the opposite classed centroid will be the
ones near the optimal boundary as shown in figure 1. The sp
points from top of the ordered list are selected (line 14).

Algorithm 2 Selecting split points for a given set of bins
Input: h bins: indices of bins in selected combination

h points: points formed by bins in h bins
hp class: class label of h points
sp: number of split points required

Output: split points: candidate split points
1: sp← sp+ |h bins|
2: if |h points| > sp then
3: C+ ← get centroid of points of positive class
4: C− ← get centroid of points of negative class
5: for all point in h points do
6: if point is positive class then
7: dist← distance from point to C−
8: else
9: dist← distance from point to C+

10: end if
11: point dist list← add dist for point and save
12: end for
13: asc point dist ← sort point dist list by ascending

dist
14: split points← take top sp points in asc point dist
15: else
16: split points← h points
17: end if

Figure 1 shows split point selection process for syntheti-
cally generated experimental data that has single histogram
variable with three bins. Only two bins (first and third) are
plotted and the patterns injected is such that if bin1+bin3 <
0.5 point belongs to positive class else it belongs to negative
class. There is clear boundary between two classes as shown
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Figure 1: Selecting candidate split points

in top left figure. Centroids of two class are marked as two
big circles as shown in top right part of the figure. Selected
split points are marked as asterisk. The best splitting hyper
plane is obtained by using the selected points as shown by
straight line in the figure.

Generating splitting hyperplane

For each set of bins, corresponding best splitting plane is
determined. The algorithm is presented in algorithm 3. De-
tails of the algorithm can be found in(Gurung, Lindgren, and
Boström 2015). If sp is the number of candidate split points
and l is the number of bins used in a set,

(
sp
l

)
split planes

need to be evaluated (line 3). For each combination of l
points, square matrix A is created (line 5). If inverse of A
exists, it is multiplied by column vector B of length l that
has value 1s (lines 7 and 8). Multiplication of inverse of
matrix A and B gives the coefficients of the splitting plane
split plane coefs(line 8). Information gain obtained by the
split is obtained and the split plane is preserved if it is better
than previous best split (lines 9 to 21).

Refining the best split plane

Once the best splitting hyperplane is obtained for one of the
set of bins of a histogram variable, it can further be read-
justed. The idea is to again find sp points that are closest
to this splitting hyperplane and use those nearest sp points
to find new splitting hyperplane. We select the new best
splitting hyperplane if it is better than previous one. The al-
gorithm for refining best split is presented in algorithm 4.
sp nearest points to the current best split plane are selected
(lines 2 to 7) which are then used to find new best split plane
(line 12). The new best plane is preserved if it is better than
the previous best plane (lines 14 to 18). Figure 2 shows the
refining of the best split plane. The points closest to best
split plane are marked by asterisks in the figure. The refined
splitting hyperplane is shown as blue line in bottom right
section of the figure.

Overall algorithm: putting the pieces together

The overall algorithm obtained by putting together all its
subroutines, explained before, is presented in algorithm 5.

Algorithm 3 Generate a split plane for a given set of bins
Input: h points: observations in a node for selected bins

of a histogram variable
hp class: class label of each h points
split points: points to use for generating split plane

Output: best split plane: coefficients of best split plane
1: best info gain← 0, initialize variable
2: l← number of bins considered in h points
3: split p combns ← ways to choose l points in

split points
4: for all p combn in split p combns do
5: A← l by l matrix of points in p combn
6: if A−1 exists then
7: B ← column vector of l ones.
8: split plane coefs← multiply A−1 and B
9: for all point in h points do

10: value←multiply point and split plane coefs
11: if value < 1 then
12: l obs← assign point to left node
13: else
14: r obs← assign point to right node
15: end if
16: end for
17: info gain← info gain(split plane coefs)
18: if info gain > best info gain then
19: best info gain← info gain
20: best split plane← split plane coefs
21: end if
22: end if
23: end for

Algorithm 4 Refining the best split plane in a node
Input: h points: observations of selected set of bins

current best plane: coefficients of best split plane
sp: number of split points required

Output: refined split plane: coefficients of refined
plane

1: if |h points| > sp then
2: for all point in h points do
3: dist ← find distance of point from

current best plane
4: point dist← append dist with point and save
5: end for
6: asc dist ← sort point dist by ascending value of

dist
7: refine points← fetch first sp points from asc dist
8: else
9: refine points← h points

10: end if
11: best info gain← info gain(current best plane)
12: new best plane← find best plane(refine points)
13: new best info gain← info gain(new best plane)
14: if new best info gain > best info gain then
15: refined split plane← new best plane
16: else
17: refined split plane← current best plane
18: end if
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Figure 2: Refining best split plane

For each histogram variable, a list of the set of bins
list bin sets for window size from lmin to lmax is gen-
erated (line 8, algorithm 1). For each set of bins bin set
in list bin sets, split points are obtained (line 16, algo-
rithm 2). The best splitting hyperplane is obtained by using
split points (line 17, algorithm 3). If the bin set has single
bin, standard decision tree method to find best cutoff point
is used (lines 12 to 15).

The best split planes of all the sets of bins for all his-
togram variables are sequentially compared which ulti-
mately results in the best set (lines 19 to 25). Once the
best set is selected, its best split plane is saved for further
readjustment (line 29 to 31, algorithm 4). Readjustment /
refinement is applied on the best split plane.

Experiments

The proposed approach has been implemented in R1. Ex-
periments were performed on a synthetic and real-world
datasets. The bin values in the synthetic dataset were ob-
tained from uniform random sampling. The bins of a his-
togram were later normalized to satisfy the unit sum con-
straint. Synthetic dependencies among the bins were then
injected by labeling the examples according to a set of for-
mulated rules. The real-world dataset was provided by the
truck manufacturing company Scania CV AB and consists
of histogram variables that describe operational profiles of
trucks. Operational profiles of trucks are used to classify
trucks with broken NOx sensor from those that has fully
functional NOx sensor. One publicly available dataset from
the domain of image recognition was also used for the exper-
iment. The predictive performance of both standard decision
tree learning algorithm and the proposed approach are com-
pared with respect to classification accuracy and area under
ROC value as estimated using five fold cross validation. Re-
sults of previous histogram tree method are also presented
where applicable. In addition to average accuracy and AUC,
the tree size, i.e., the number of nodes, is also presented for
each method. Average training time relative to average train-
ing time for standard decision tree is also reported. If the

1http://www.r-project.org/

Algorithm 5 Overall algorithm
Input: obs: observations in a node

hist vars: list of histogram variable names
sp: Number of split points to use
lmin: minimum size of sliding window
lmax: maximum size of sliding window

Output: best split plane: coefficients of best split plane
1: best info gain← 0, initialize best information gain.
2: best var ← ∅ stores best variable.
3: best split plane← ∅ initialize split plane.
4: best bin set← ∅ initialize best set of bins.
5: for all hist in hist vars do
6: m← number of bins in hist
7: b idx← indices of bins in hist
8: list bin sets ← find list bin sets(b idx, lmin, lmax)
9: for all bin set in list bin sets do

10: h points← points in a node for bin set
11: hp class← class label of each h points
12: if |bin set| is 1 then
13: all cutoffs ← candidate cutoff points for nu-

meric variable
14: split plane ← find best cutoff point, standard

tree method
15: else
16: split points ←

get split points(bin set, h points, hp class, sp)
17: current split plane ←

get best split(h points, hp class, split points)
18: end if
19: info gain ← get info gain(current split plane)
20: if info gain > best info gain then
21: best info gain← info gain
22: best var ← hist
23: best split plane← current split plane
24: best bin set← bin set
25: end if
26: end for
27: end for
28: num bin bestvar ← |best var|
29: if num bin bestvar > 1 then
30: best split plane ←

refine split plane(h points, best split plane, sp)
31: end if

number of training examples in a node is equal or lower than
5 examples, no more splitting is done to that node. 20 per-
cent of training data is set aside for post pruning. The num-
ber of split points to use, is set to 1, 5 and 7 for synthetic
experiments and 1, 3 and 5 for all real world experiments.
The window size range used is 1 to 4 in all the experiments.
Brief descriptions of the datasets, the experimental settings
and the results observed from the experiment are provided
in respective sub-sections.

Synthetic Data

Experiments on two synthetic datasets were conducted.
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Table 1: Synthetic Data: Linear pattern
Histogram Approach with sliding window

Split pts. Win. Nodes Time Acc. AUC
1 1-4 56.2 1.24 92.05 0.953
5 1-4 41 1.48 92.67 0.970
7 1-4 42.2 2.20 93.14 0.976
Histogram Approach without sliding window
1 — 57 1.98 90.69 0.928
5 — 32.2 1.41 92.57 0.952
7 — 35.4 1.28 93.41 0.963

Bins Treated Individually (Standard Tree Algorithm)
— — 77.8 1 90.01 0.947

Histogram with Linear Pattern This dataset has two his-
togram variables. One histogram variable has four bins and
other has five bins. A linear pattern was injected among
some of the bins of these histograms. The first injected
pattern in the first histogram is V 11 + V 12 < 0.8. Sim-
ilarly the second injected pattern in the second histogram
is V 21 + V 22 + V 23 < 0.8 where V ij represent bin j of
histogram variable i. An indicator variable was assigned to
each histogram that is set TRUE if condition as specified in
the pattern is satisfied. Observations are assigned as positive
class if indicator variables for both histograms are TRUE. In
order to blur the boundary region, 25 percent of the points,
(V 11, V 12) in first variable and (V 21, V 22, V 23) in second
variable, that are closest to their respective injected bound-
ary patterns, were selected, and for 10 percent of them, their
indicator variable was flipped. Again the class label for each
observation is re-evaluated. This dataset has 1912 observa-
tions out of which 440 are positive examples and 1472 are
negative examples after noise injection.

Histogram with Nonlinear Pattern The second synthetic
dataset has one histogram variable with 4 bins. A non lin-
ear pattern was injected in this histogram as (V1 − 0.3)2 +
(V2 − 0.3)2 < 0.32 which is a circle with radius 0.3 cen-
tered at (0.3, 0.3) in 2D space of first and second bin. Any
points (V1, V2) inside the circle was assigned the positive
class while others were assigned the negative class. The
boundary region was blurred by using similar technique of
noise injection. This dataset has 1912 observations out of
which 624 are positive examples while 1288 are negative
examples after noise injection.

The new improved histogram tree was trained on these
two synthetic datasets. The results of the experiments are
shown in Table 1 and Table 2. The columns of each table,
respectively show the parameters: number of split points,
range of window size, average number of nodes in tree
model, average training time relative to standard approach,
average accuracy and average value of Area Under ROC
over five folds.

Real-world dataset

Two datasets from real world that have histogram as at-
tributes were used for the experiment.

Table 2: Synthetic Data: Nonlinear pattern
Histogram Approach with sliding window

Split pts. Win. Nodes Time Acc. AUC
1 1-4 94.2 0.97 85.25 0.935
5 1-4 77.8 1.05 85.61 0.939
7 1-4 75.8 1.24 86.24 0.938
Histogram Approach without sliding window
1 — 83.4 2.19 84.83 0.925
5 — 63.4 1.23 85.40 0.923
7 — 57.8 0.95 84.62 0.927

Bins Treated Individually (Standard Tree Algorithm)
— — 110.6 1 84.83 0.934

Table 3: Real Data: Operational Dataset
Histogram Approach with sliding window

Split pts. Win. Nodes Time Acc. AUC
1 1-4 43.4 1.58 94.81 0.830
3 1-4 49.4 2.43 94.61 0.828
5 1-4 51 5.44 94.86 0.840
Histogram Approach without sliding window
1 — 36.6 3.82 94.56 0.721

Bins Treated Individually (Standard Tree Algorithm)
— — 57.8 1 94.80 0.837

Operational data of heavy trucks Each observation in
this dataset is a snapshot of operational profile of a truck.
Experiment was conducted to classify trucks with faulty
NOx sensor from those with functional ones (healthy). Each
snapshot consists of six histogram variables, four of them
have 10 bins, one has 20 bins and the sixth one has 132 bins.
This dataset has 5884 trucks out of which 272 have faulty
NOx sensor while 5612 are healthy. The dataset has no miss-
ing values. The results of the experiment are presented in
Table 3. Previous implementation of histogram tree was not
able to train on this dataset when parameter number of split
points was set to 3 and 5.

Corel Image Dataset This dataset consist of 1000 images
of ten different categories such as human, buildings, bus, an-
imals etc. Each category has 100 images2. Each picture is
represented as two histogram variables each with 512 bins.
The experiment is set up as binary classification to classify
first category from all the remaining categories. So, 100
observations of first category are considered to be positive
cases while all the remaining 900 observations are consid-
ered to be negative cases. The results of the experiments are
reported in table 4. Earlier implementation of histogram tree
could not be trained on this dataset, as it cannot cope with
the size of the dataset / histogram.

Discussion

Results of experiments on synthetic data shows that treating
bins as histogram was better when there was dependencies

2http://users.dsic.upv.es/∼rparedes/english/research/rise/
MiPRCV-WP6-RF/
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Table 4: Real Data: Corel Image Dataset
Histogram Approach with sliding window

Split pts. Win. Nodes Time Acc. AUC
1 1-4 9.4 3.08 94.0 0.885
3 1-4 9.8 8.14 94.5 0.888
5 1-4 9 20.04 94.3 0.888

Bins Treated Individually (Standard Tree Algorithm)
— — 10.6 1 93.9 0.889

among bins. In both synthetic experiments, histogram ap-
proach had better accuracy and AUC measures compared to
standard decision tree approach and earlier implementation
of histogram tree. However, growing the histogram trees
were slightly slower, around 2.2 times slower than standard
approach in worst case. Linear patterns were learned better
compared to non linear patterns as shown in Table 1 and 2.
The size of the trained tree for the histogram approaches
were smaller in general compared to the standard approach.
In general, the size of tree dropped as the number of split
points increased whereas accuracy and AUC increased.

However, the results of experiments on real world data
did not show a clear gain by using histogram approaches. In
Table 4 for corel dataset, histogram approach was better than
standard approach by narrow margin in terms of accuracy
where as AUC was almost equivalent. In case of operational
dataset as shown in Table 3, histogram approach was almost
equivalent to standard approach.

In all the experiments, window size varied from 1 to 4.
When window size was 1, each bin was individually evalu-
ated for splitting the node just as in standard decision tree
algorithm. This would ensure that performance of the pro-
posed approach in general is at least as good as standard
decision tree algorithm. Any gain obtained by using multi-
ple bins simultaneously would then be additional informa-
tion. One of the reasons why the results of experiments on
real world data did not show any considerable gain could
be because of algorithm’s limitation to capture only linear
pattern. This was hinted by comparing AUC values in the
results of synthetic experiment for data set with linear and
nonlinear pattern. So, in the future, focus could be on im-
plementing methods to capture non linear patterns as well.
Simpler splits in terms of number of bins, are always pre-
ferred in case of tie during the split. Ties, in cases of equal
number of bins, are however, not addressed at the moment
but is something that could be addressed in the future.

Concluding Remarks

The histogram tree classifier learns from histogram variables
in addition to standard numeric and categorical variables. It
exploits dependencies among bins of histogram by treating
them together (simultaneously) during node splitting pro-
cess. However, high computational complexity has been one
major drawback of the method, specially when histogram
variables have large number of bins. So, in this paper an
approximation method was introduced such that only small
chunk of bins are used simultaneously at a time during the
node splitting phase. The size of the chunk can be varied as

a parameter. Some of the real world datasets in the experi-
ments conducted had histogram variables of length 132 and
some even of length 512. It was practically impossible to
the train the histogram tree on these big histograms with the
earlier implementation. However, with the current imple-
mentation this is not a problem anymore. The results from
both synthetic and real-world datasets suggest that gains in
terms of predictive performance and AUC, and a reduction
of the number of nodes might be obtained with slight in-
creased learning time compared to using a standard decision
tree.

In the future a comprehensive study of comparing the per-
formance of the proposed method against existing multivari-
ate split methods such as Linear Discriminant Trees (John
1995; Loh and Vanichsetakul 1988), and Perceptron Trees
(Utgoff and Brodley 1990; Sethi and Yoo ) are planned. Ap-
proaches for non-linear split conditions shall also be exam-
ined.
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ABSTRACT

Being able to accurately predict the impending failures of
truck components is often associated with significant amount
of cost savings, customer satisfaction and flexibility in main-
tenance service plans. However, because of the diversity in
the way trucks typically are configured and their usage un-
der different conditions, the creation of accurate prediction
models is not an easy task. This paper describes an effort in
creating such a prediction model for the NOx sensor, i.e., a
component measuring the emitted level of nitrogen oxide in
the exhaust of the engine. This component was chosen be-
cause it is vital for the truck to function properly, while at the
same time being very fragile and costly to repair. As input to
the model, technical specifications of trucks and their opera-
tional data are used. The process of collecting the data and
making it ready for training the model via a slightly modified
Random Forest learning algorithm is described along with
various challenges encountered during this process. The op-
erational data consists of features represented as histograms,
posing an additional challenge for the data analysis task. In
the study, a modified version of the random forest algorithm
is employed, which exploits the fact that the individual bins
in the histograms are related, in contrast to the standard ap-
proach that would consider the bins as independent features.
Experiments are conducted using the updated random forest
algorithm, and they clearly show that the modified version
is indeed beneficial when compared to the standard random
forest algorithm. The performance of the resulting prediction
model for the NOx sensor is promising and may be adopted
for the benefit of operators of heavy trucks.

1. INTRODUCTION

In heavy duty trucks, it is important to ensure the availabil-
ity of the truck and especially avoid any unexpected break-

Ram B. Gurung et al. This is an open-access article distributed under the
terms of the Creative Commons Attribution 3.0 United States License, which
permits unrestricted use, distribution, and reproduction in any medium, pro-
vided the original author and source are credited.

down during operation. Such an unexpected breakdown not
only can inflict heavy loss in terms of business income but
also could result in life-threatening accidents. Therefore it is
very important to accurately estimate the well-being of im-
portant components of trucks so that any impending faults
could be discovered and dealt with early on. The informa-
tion about the current health of the components of trucks
may also be useful in organizing flexible maintenance plans
rather than relying on fixed maintenance schedules, speci-
fying when trucks should visit workshops independently of
their condition (Lindgren, Warnquist, & Eineborg, 2013). This
is also in accordance with a current trend in the truck indus-
try which is shifting from selling products to selling transport
service solutions for customers that demand up-time guaran-
tees. In fleets of trucks, transportation tasks can be assigned
to trucks according to their overall health condition, e.g., im-
portant transportation tasks are assigned to healthier trucks.
The field of prognostics and health management (PHM) deals
with such issues of predicting the impending failures, estima-
tions of remaining useful life and assessment of the overall
health of vehicles.

In PHM, for prognostics, there are mainly two frequently em-
ployed approaches; the model-based approach (Daigle &
Goebel, 2011) (Bolander, Qiu, Eklund, Hindle, & Rosen-
feld, 2009) and the data-driven approach (Si, Wang, Hu, &
Zhou, 2011). The model-based approach concerns designing
physical models to monitor degradation rates and then pre-
dict the remaining useful life of the components. However,
this approach typically requires both extensive prior knowl-
edge and effort, in particular since a separate model needs
to be constructed for each specific component. The data-
driven approach, on the other hand, is based on building mod-
els through statistical analysis and machine learning using
data collected over time. It typically requires less involve-
ment of domain experts and can therefore often be less ex-
pensive. Hybrid approaches, i.e., mixing both model-based
and data-driven approaches, are also common (Liao & Köttig,
2016). This paper focuses on using a data-driven approach to
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build a predictive model for the NOx sensor in heavy trucks.
As heavy trucks are getting increasingly complex, building
physical models are also getting increasingly challenging and
therefore data-driven approach are gaining in popularity and
attention. However, as will be seen, the increased complex-
ity of the trucks is also a challenge for the data-driven ap-
proaches.

One particular challenge that will be considered in this pa-
per is that currently large volumes of operational data are not
transmitted immediately, but stored on-board and transmit-
ted first during maintenance or workshop visit. Moreover,
to save storage space, multiple measurements are aggregated
into histograms, rather than keeping all individual measure-
ments. It is therefore of utmost importance that the analysis
methods can effectively handle such histogram data. Previous
work on how to exploit such accumulated operational data
from trucks in histogram format are quite rare. The authors
are only aware of two such studies, (Frisk, Krysander, & Lars-
son, 2014) and (Prytz, Nowaczyk, Rgnvaldsson, & Byttner,
2015), which recently presented studies with very similar ob-
jectives of predicting failures of the components in the heavy
duty trucks, but focusing on different components; Frisk et al
investigated battery failure in trucks, while Prytz et al investi-
gated compressor failure. Erik et al worked on data similar to
the one used in this study, but they did not elaborate on how
their data was collected. Prytz et al, on the other hand, have
provided an elaborate explanation of how their dataset was
prepared, but the number of considered vehicles in their study
was very limited. Furthermore, multiple instances of the same
vehicle were treated as independent observations, hence in-
validating the standard assumption of data being drawn in-
dependently from an identical distribution (iid). However,
some related work on predicting vehicle component break-
down could be found. For example Eyal et. al (Eyal et al.,
2014) has published their work on survival analysis of auto-
mobile components. However, most of the paper is focused
on explaining their proposed method and very few details on
the data used. Earlier work by Lawless et. al (Lawless, Hu, &
Cao, 1995) could also be mentioned where they have studied
on failure distributions from automobile warranty data.

The component of interest for this particular paper is the NOx
sensor, but the overall procedure is generic and reproducible
for any other component of choice. The NOx sensor was se-
lected because it is one of the most important components
and very expensive to repair. NOx contents present in the
exhust gas are atmospheric pollutants and so forced by legis-
lation to cleanse below acceptable level before releasing into
atmosphere. NOx sensor is an integral part of this cleansing
system and must be in working condition at all time during
truck’s operation. Moreover, this is one of the most frequently
failing components of heavy trucks. By using a predictive
model for this component, one could save money by cor-
rectly predicting the failure early on, but one could of course

also lose money when incorrectly replacing or inspecting the
component at a workshop. The overall objective of using a
predictive model is usually to optimize the total cost and/or
up-time, for example by aligning workshop visits with the de-
livery schedule of haulage operators, parametrize the cost of
down-time, etc. Whenever new operational data is extracted
from a truck, such a predictive model can provide an estimate
of how likely it is that the NOx sensor will fail in the near
future and based on this information, one can decide whether
there is a need to schedule a workshop visit or not. In this
paper, we will also elaborate on various challenges encoun-
tered while preparing input data for training the NOx predic-
tion model. The data that has been used for training has at-
tributes represented as histograms and two dimensional ma-
trices along with many numeric and categorical types laden
with many missing values. We therefore have modified the
standard random forest algorithm to exploit the fact that bins
in a histogram are related rather than treating them as inde-
pendent features.

In the next section, we provide more background about the
NOx sensor. In Section 3, we describe and discuss the prepa-
ration of the input data. Details of the modified random forest
algorithm are given in Section 4, while the results and analy-
sis of the learned model are presented in Section 5 and 6. Fi-
nally, in Section 7 we summarize the main findings and point
out directions for future research.

2. THE NOX SENSOR

Fuel combustion in internal combustion engines result in ex-
haust gas that contains particulate matter, oxides of Nitrogen
(NOx) etc. which are atmospheric pollutants and can harm
human health. Nitrogen oxides are responsible for photo-
chemical smog that can harm respiratory functions and af-
fect visibility. They form nitric acid in the atmosphere and
eventually cause acid rain. NOx gases are also responsible
for the global warming. Oxides of Nitrogen come in various
forms such as nitric oxide (NO), nitrogen dioxide (NO2)
and nitrous oxide (N2O)1. With the increasing number of
heavy trucks produced every year, the legal limits of accept-
able NOx emission by heavy trucks are getting increasingly
stringent. In EU and EEA member states, European emis-
sion standards define acceptable limits of exhaust emissions.
Emission standards have evolved over time from the first Euro
I (1992) to the latest Euro VI (2013) and for heavy duty diesel
trucks, standards are measured in engine energy output, g/kWh.
For instance, the acceptable level of NOx emission in Euro
IV (2005) emission standard was 3.5 g/kWh, which has now
been made stricter to 0.40 g/kWh by the most recent Euro
VI (2013) standard2. Cleansing the exhaust gas to keep the
NOx content on an acceptable level has been one of the ma-

1http://www.eea.europa.eu/data-and-maps/indicators/eea-32-nitrogen-
oxides-nox-emissions-1

2http://ec.europa.eu/environment/air/transport/road.htm
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jor challenges in automotive industry. So it is very important
for heavy truck manufacturers to install state-of-art emission
control systems in their vehicles and keep track of the emis-
sion at all times when the vehicle is in operation.

In heavy duty diesel trucks, one way of minimizing the NOx
content in exhaust is by recirculating the engine exhaust back
to the combustion chamber, which results in a lower temper-
ature. Since nitrogen and oxygen need a higher temperature
to form NOx, less NOx is hence generated. After-treatment
purification methods could also be used. A NOx purification
system uses a NOx Storage Reduction (NSR) and/or Selec-
tive Catalytic Reduction (SCR) system (Devarakonda, Parker,
& Johnson, 2012) (Sawada & Imamura, 2012). Sensors to
measure NOx concentration are positioned before (upstream)
and after (downstream) NOx purification in the exhaust path.
The NSR catalyst can absorb NOx in the exhaust gas when
the air-fuel ratio of the exhaust gas is lower than a predeter-
mined threshold and release the stored NOx as nitrogen when
the air-fuel ratio of the exhaust gas is higher than the pre-
defined threshold. Once the NSR catalyst cannot store any-
more NOx, i.e., when it has reached a saturation state, then
reducing agents are supplied to release the stored NOx. This
process of releasing the stored NOx can begin when the NOx
sensor downstream detects leakage of NOx. SCR systems
are more popular than other exhaust NOx treatment process
in heavy duty trucks as it is very effective at cleansing exhaust
NOx. In a SCR system, Diesel Exhaustive Fuel (DEF, often
urea solution) is used as a reducing agent in which NOx is
subjected to and result in nitrogen, water and small amounts
of carbon dioxide. The SCR system needs to replenish DEF
on a periodic basis. Most of all, a correct measure of NOx
concentration of the final exhaust gas has to be done to as-
sess the performance of the purification system. These NOx
readings are also used as feedback control. Hence, the NOx
sensor is an important component in the exhaust purification
system. Truck manufacturers are these days forced by legis-
lation to design their vehicles such that the truck suffers from
power limitations if NOx emissions levels are not met and
within a certain period of time the trucks are forced to a stand-
still, to prevent it from being used with a defective emission
control system. So it is extremely important to have a healthy
and properly working emission control system for a vehicle
to operate properly.

NOx sensors are an integral part of the emission control sys-
tem. Usually one sensor is positioned in the tailpipe where
they are exposed to harsh conditions, with very high temper-
ature of exhaust emissions, varying from 500 to 1000 degrees
Celsius. The NOx sensors are usually made of materials that
can withstand such harsh working environments, such as ce-
ramic type metal oxide, yttria-stabilized zirconia (YSZ) being
the most common one. The benefit of using YSZ is that it can
conduct oxygen ions in high temperature. Besides this func-
tional advantage, YSZ is physically strong and stable at high

temperatures (Schubert, Wollenhaupt, Kita, Hagen, & Moos,
2016). YSZ along with electrodes of noble metals such as
platinum or gold is used to build a NOx sensor and the con-
centration of NOx is communicated via an electrical signal.
Good NOx sensors usually have a high sensitivity, especially
given a very low ppm (100 to 2000) of NOx to be measured
at fluctuating high temperature. Moreover, the response time
should be very short, since its readings are used for feedback
control. This makes the NOx sensor very difficult to build,
which also makes it one of the expensive components in the
vehicle but at the same time also very prone to breakdowns.
High exhaust temperature can de-laminate the electrodes over
time and soot particles can degrade the material. Sometimes
a tiny drop of water (e.g., dew) on very hot ceramic can crack
the sensor rendering it useless. Because of these serious is-
sues, it is one of the prioritized components in heavy trucks
that need to be studied for its failure patterns to allow for ac-
curate prediction of any impending failures.

3. DATA PREPARATION

The data that will be considered for analysis is collected from
trucks manufactured by Scania. Because of their modular de-
sign, there is great differentiation in their configurations, i.e.,
two trucks only rarely have the same configuration. This in
turn implies that data collected from different trucks may vary
substantially, not only in terms of feature values, but with re-
spect to what feature values are available. Moreover, more
sensors are added to the trucks over time and the software
in Electronic Control Units (ECU) gets upgraded, leading to
completely new features or that the generation of values for
old features changes. As a consequence, missing data are
abundant.

Information about the operation of individual trucks and their
operating environment is stored in the ECUs on-board the
trucks, which usually are readings from various sensors. This
information is normally extracted when trucks visit autho-
rized workshops. Each extraction is called a snapshot and
each truck will typically have multiple snapshots taken over
time. It should be noted that the intervals between any two
consecutive snapshots are not regular and the number of snap-
shots per truck will vary as well. Some trucks might not even
have any snapshot at all. Various features are used in a snap-
shot to describe operation of the truck. All the snapshots are
uploaded and stored in a central database at Scania. Two
other databases that can be useful when constructing predic-
tion models are the warranty claims database and the work-
shop orders database.

The warranty claims database stores all the information about
the claims made by owners of trucks for its broken parts.
Usually warranty claims cover any breakdown during the first
year after the delivery of a truck, while warranty claims for
some components could be extended well beyond a year. Sim-
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Figure 1. Selecting trucks for analysis

ilarly, the workshop orders database contains information of
the components ordered by workshops when repairing the
trucks. One can typically assume that a component has been
ordered to replace a component that has failed. These two
databases are important for identifying trucks that have had a
faulty component of interest and at which date the fault oc-
curred. In many fault prediction scenarios, the components of
interest could be continuously monitored over time, but this is
not the case here as the trucks normally visit workshops only
a couple of times during a year. From these databases, the
operational data (snapshots) for all the trucks that have had a
faulty NOx sensor during 2008 and 2013 have been extracted.
Similarly, we also select all the snapshots for trucks without
any reported problems with the NOx sensor for the same pe-
riod. The process of selecting data for the trucks is shown in
Figure 1.

Most variables in the snapshots are cumulative in nature, e.g.,
if a variable in a snapshot is ambient temperature, it is rep-
resented as histogram of 10 bins where each bin would have
a count for how long the truck operated under that particu-
lar temperature range defined by the bin boundaries. So, the
count in the bin of ambient temperature variable is always in-
creasing for snapshots taken afterwards. This means that dif-
ferent snapshots for the same truck often is highly correlated.
However, for our purposes, we will only select one snapshot
per truck. Rather than choosing a random snapshot, we want
the snapshot to be the most informative, which in case of
NOx sensor failure means the last snapshot taken before the
breakdown occurred. For some trucks, the NOx sensor were
broken multiple times, but for these we will only consider
the first breakdown. The data does not state exactly when a
breakdown occurred, but instead we consider the repair date
registered in the warranty claims database or the truck arrival
date in workshop order history information database as the
approximate breakdown date. After an approximate break-

Figure 2. Selecting the best snapshot for a truck

down date has been determined, we thus need to find the lat-
est snapshot prior to this. In order to avoid that a snapshot
is taken from after the breakdown, which e.g., may happen
since snapshots are frequently extracted by mechanics while
performing some tests in workshop. Moreover, it is also pos-
sible that the records of faults are not filed on the same day
or when the truck arrives to the workshop some days after
breakdown. So, we try to keep a safe margin of seven days
such that the snapshot selected should be taken at least one
week before the estimated breakdown day. Furthermore, the
snapshot to be selected should be taken at least after truck has
operated more than thirty days after delivery, in order to ex-
clude trucks with very short operating history. For the trucks
with a non-failed NOx sensor, we select the snapshot sec-
ond from the last and again the selected snapshot should have
been extracted at least a month after the truck was delivered.
The overall procedure of selecting snapshots for trucks (with
a faulty or non-faulty NOx sensor) is shown in Figure 2.

To increase homogeneity of the trucks under consideration,
only trucks built for a particular purpose of usage were se-
lected, namely Scanias R series of trucks that are built for
long distance haulage travels.

A total of 16 980 trucks were obtained from the above sources,
out of which 951 had a faulty NOx sensor. Furthermore,
the trucks were selected in such a way that none of the at-
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tributes selected in the snapshot had missing values in them.
Since the values were not missing at random, they needed
to be treated specially and we intend to work on that in fu-
ture. These trucks were considered ultimately for experimen-
tal dataset from around 72 000 trucks in the beginning. As
mentioned before, there were many variants of same feature
used in various trucks. For example,Coolant Temperature
histogram variable has at least two variants, some trucks use
the first variant while others use the second variant. Other fea-
tures also similarly have multiple variants. In order to keep
the setup simple, we decided to select the variant that is used
by most trucks. In doing so, the number of trucks at the end
are largely limited to 16 980 only. So, we expect these final
set of trucks to be of similar nature in their configuration and
ECUs installed. Although random forest algorithm that shall
be used for training the predictive model can handle missing
values internally, we decided to refrain our analysis from how
missing values were handled by the algorithm which can be
something to be explored further in detail in future.

Attributes in snapshots were selected by consulting with ex-
perts from Scania. This was important as the number of tech-
nical specifications and operational variables were too many
to consider all of them. Only very few technical specifications
that would distinguish trucks were chosen while for opera-
tional variables only those that might have influence on NOx
breakdown and exhaust system were selected.

Categorical attributes
Engine Type (16 unique values)
Engine Stroke Volume (3 unique values)
Power (9 unique values)
Generalized chassis number (4 unique values)

Numerical attributes
Age, Technical total Weight

Histogram Variables
Ambient Temperature: 10 bins
Atmospheric Pressure: 10 bins
Boost Air Pressure: 10 bins
Coolant Temperature: 10 bins
Fuel Consumption Speed Volume: 20 bins
Fuel Temperature: 10 bins
Inlet Air Temperature: 10 bins
Vehicle Speed: 10 bins

When histogram is normalized in such a way that the bins
sum to one, it can be viewed as a probability distributions.
The shape of this probability distribution depends on how the
width of the bins are set. Nevertheless, we assume histograms
to be normally distributed across bins and use formula for
normal distribution to calculate mean and standard deviation
to summarize its distribution. So, for each truck, for a given
histogram variable, mean and standard deviations were cal-

culated using frequency of the bins and midpoint of the bins
(using bin breakpoints). In some of the histograms, the first
and last bins have open boundaries (< or >), so we decided
to assume the width of those bins to be equal to second and
second last bin respectively. So, for the above listed eight his-
togram variables, 16 new additional numeric attributes were
generated.

For a histogram variableH withm bins, mean (µH
i ) and stan-

dard deviation (σH
i ) for ith observation are calculated as fol-

lows,

µH
i =

m∑
j=1

xHj .f
H
j , s.t.

m∑
j=1

fHj = 1 (1)

σH
i =

√√√√ m∑
j=1

(xHj − µH
i )2.fHj (2)

where fHj is the normalized frequency in jth bin and xHj is
the midpoint of jth bin obtained from the bin breakpoints for
histogramH . For histogram variables in the data set we have,
we already know about the structure of histogram variable
such as how many bins there are and what the bin boundaries
are. For example, for the histogram variable ambient temper-
ature, we can calculate bin midpoints using bin boundaries
and its bin midpoints turns out to be

(−35,−25,−15,−5, 5, 15, 25, 35, 45, 55).

In addition to this, an algorithmic approach to treating his-
togram variables is described in the next section.

Matrix Variable
Engine Load Matrix: 11 × 12 = 132 cells (Engine Load Per-
centage × Engine RPM)

For each matrix variable, marginal frequencies were calcu-
lated along the two axes. The matrix variable was simply
split into two constituting histogram variables and mean and
standard deviations for them were calculated. So, four new
numeric variables were generated from each matrix variable.
The algorithmic approach of handling matrix variables is de-
scribed in the next section.

4. RANDOM FORESTS FOR HISTOGRAM DATA

The random forest algorithm (Breiman, 2001) is one of the
most widely applied learning algorithms, often reaching state-
of-the-art performance. In previous attempts of predicting
component failure in vehicles by Frisk et. al (Frisk et al.,
2014), they have used a variant of random forest to build their
predictive model and similarly Prytz et. al (Prytz et al., 2015)
had demonstrated that the random forest algorithm outper-
forms all the other considered learning algorithms. Specially
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Figure 3. Sliding window for histogram with 10 bins

in survival analysis setup, tree based methods seem to be get-
ting popular, for instance random survival forest by Ishwaran
et. al (Ishwaran, Kogalur, Blackstone, & Lauer, 2008) and
use of mutually exclusive forest by Eyal et. al (Eyal et al.,
2014) to list the few. Interested readers can also look into
work by Zhou et. al (Zhou & McArdle, 2015) for further
details on rationale and applications of tree based survival
methods. Because of this, we decided to use the random
forest algorithm for developing the NOx sensor failure pre-
diction model, but with a slight modification enabling it to
learn from histogram and matrix variables. Below, we will
briefly explain how the algorithm behaves when a histogram
variable has been selected for evaluating splitting of a node
while growing a tree. A more detailed description of learn-
ing (single) decision trees from histogram data can be found
in our previous work (Gurung, Lindgren, & Boström, 2015),
(Gurung, Lindgren, & Boström, 2016).

For a histogram variable, the bins are sequentially arranged
according to the bin boundaries. If for example the histogram
variable is ambient temperature, the lower (higher) ordered
bins would correspond to operation in cold (warm) weather.
If the bins of a histogram are represented as separate numeric
attributes, this can result in many correlated attributes. Apart
from increasing dimensionality, which may have a negative
impact on predictive performance, the standard random for-
est algorithm would underestimate the variable importance
score for those variables. Furthermore, if there are any de-
pendencies among the bins of a histogram, they might not be
fully exploited when evaluating the bins individually. So in-
stead, the modified version of the algorithm handle the bins of
a histogram variable jointly, evaluating the regions of the his-
togram by considering groups of adjacent bins. For example,
if the group of bins 1, 2 and 3 for ambient temperature gives
good separation into trucks with faulty and healthy NOx sen-
sors; then the operation in cold weather can be considered to
be a useful factor for predicting failure. In order to select the
size of region (how many adjacent bins to consider), we use
a sliding window approach, where the size of the window is
determined by a parameter that can be tuned. Figure 3 illus-
trates the use of the sliding window method for a histogram
with 10 bins with a window size set to 3.

For example, consider the histogram variable ambient tem-
perature, which has 10 bins whose midpoints are

(−35,−25,−15,−5, 5, 15, 25, 35, 45, 55)

corresponding to bins (1, 2, 3, 4, 5, 6, 7, 8, 9, 10). So, if we
choose to let the sliding window size to vary from 2 to 4, we
get the following groups of bins for evaluating split of a node,
obtained by sliding the window of each given size along the
ordered histogram bins:

{(1, 2), (2, 3), (3, 4), (4, 5), (5, 6), (6, 7), (7, 8), (8, 9),
(9, 10), (1, 2, 3), (2, 3, 4), (3, 4, 5), (4, 5, 6), (5, 6, 7), (6, 7, 8),
(7, 8, 9), (8, 9, 10), (1, 2, 3, 4), (2, 3, 4, 5), (3, 4, 5, 6),
(4, 5, 6, 7), (5, 6, 7, 8), (6, 7, 8, 9), (7, 8, 9, 10)}

When the ambient temperature histogram needs to be evalu-
ated for splitting a tree node, the algorithm randomly selects
d
√
m combne number of bin sets to investigate (similar to the

original random forest algorithm which in a standard default
setting considers the square root of the number of available
variables for each node split). Here, in the example above
m combn = 24. So, the algorithm would in this particular
case randomly pick d

√
24e = 5 bin sets.

Let us assume that the set {3, 4} is among the selected bin
sets for evaluating the node split. In this particular case, all
the observations (trucks) are represented as a point in a two-
dimensional space of bins 3 and 4. Each point has a class
label assigned to it as either faulty or healthy. Now the al-
gorithm tries to find the linear hyperplane that can split the
observations (trucks) into faulty and healthy trucks in best
possible way as shown in the Figure 4. In order to find the
best splitting hyperplane, a small number of special unique
points are carefully selected first. Each splitting hyperplane
in the given space is obtained by assuming it to pass through
these points. The algorithm selects these special points such
that they lie closest to the centroid of points from the opposite
class. The number of special points to be used for creating
splitting hyperplane is obtained using a tuning parameter sp
as following:

number of split points = size(chosen bin set) + sp

Here sp is a natural number. As shown in the Figure 4, the
special points (marked as asterisks) are chosen as the nearest
points to centroids (two big dots) of points from the opposite
class and later these points are used to generate a splitting
hyperplane. Let us assume that sp is set to 10, so that the
algorithm would select 12 special points to be used for gener-
ating the splitting hyperplane in the case where bin set {3, 4}
is selected. Out of the 12 selected special points, 2 (dimen-
sions of the space) of them are chosen at a time to get the
equation of the linear hyperplane that passes through these 2
points.

For this particular case, when the bin set {3, 4} is selected,
let the two points (x1, y1) and (x2, y2) be selected from the
12 special points. Let the equation of splitting hyperplane be
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Figure 4. Selecting split points and best split plane

C1.X + C2.Y = 1 (3)

Now, we use two selected points to solve for coefficients of
this hyperplane such that

[
x1 y1
x2 y2

]
×
[
C1

C2

]
=

[
1
1

]
[
C1

C2

]
=

[
x1 y1
x2 y2

]−1

×
[

1
1

]
The hyperplane using these two points is possible only if the
inverse of the matrix exists. Once the linear hyperplane has
been generated, the algorithm tries to evaluate how well it
separates the remaining points into two child nodes. The
more homogeneous (or pure) the resulting child nodes are,
the better the split is. The performance of the hyperplane is
measured as information gain obtained after the split.

All the possible combinations of 2 points selected out of 12
special points,

(
12
2

)
, i.e., 66 splitting hyperplanes are eval-

uated and the best (most informative) one is selected. The
best hyperplane from the bin set (3, 4) is now compared with
the best hyperplanes of 5 (i.e.

√
m combn) other randomly

selected bin sets for ambient temperature histogram. Ulti-
mately, the best splitting hyperplane and the bin set is deter-

Figure 5. Node split evaluation process

mined and will represent the ambient temperature histogram
to be compared with best splits from other histogram vari-
ables and numeric and categorical variables for the final split
decision. The procedure is depicted in Figure 5 where the
splitting process in intermediate node 2 is further elaborated
for clarity.

The procedure for handling matrix variables is similar to the
procedure for handling histogram variables, the only differ-
ence being the way in which groups of adjacent bins (cells)
are assembled. Since a matrix variable has two dimensions,
a sliding window should be able to move in both dimensions.
For simplicity, a window of size 2 × 2 is selected, so that 4
adjacent cells of a matrix form a window which can sweep
throughout the matrix cells as shown in the Figure 6. The
matrix variable in the figure has 132 cells, X variable with
12 bins and Y variable with 11 bins. For the given matrix
variable, 110 blocks of such 4 adjacent cells (size 2× 2) can
be generated. So if this matrix variable is to be evaluated for
splitting a node, d

√
110e = 11 such blocks are randomly se-

lected. For each of these blocks, the best splitting hyperplane
is determined.

5. EXPERIMENT

Before training the adapted random forest algorithm on real
data, it was first tested on synthetic data to verify that it works
as it is expected. Two synthetic data sets were generated.
All the experiments and the implementation of the modified
random forest algorithm was done using the R language3.

3https://www.r-project.org/
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Figure 6. Sliding window for matrix variable

5.1. Dataset I: Linear pattern

The first synthetic dataset has two histogram variables with
four and five bins, respectively, where the bins of each his-
togram sums to 1. Bin values are uniform randomly gen-
erated to lie between 0 and 100 first and then normalized
to sum to 1. A class label for an observation is based on
a linear pattern H1

1 + H1
2 < 0.8 in the first histogram and

H2
1+H

2
2+H

2
3 < 0.8 in the second histogram, whereHi

j rep-
resents the jth bin of the ith histogram variable. An indica-
tor variable is used for each histogram to determine if an ob-
servation satisfies the condition in the linear pattern for both
histograms. Indicator variables for an observation for each
histogram variable are set to TRUE if the condition is satis-
fied. The class label of the observation is set to 1 if indicator
variable for both histograms are TRUE otherwise 0. Noise
s introduced around the boundary region (linear pattern) to
blur the class boundary. Twenty five percent of the points for
first histogram and twenty five percent of points for second
histogram are selected and for randomly selected ten percent
of those points, the indicator variables are flipped. After in-
troducing the noise, the class label for each observation is re-
evaluated i.e. class label for an observation is reassigned as
1 only if indicator variables for both histogram variables are
still TRUE. However, indicator variables are there only for
determining the class label and introducing noise, they are
removed from the final experimental data. So the final data-
set has only two histogram variables for 1912 observations
among which 440 have class label 1.

5.2. Dataset II: NonLinear pattern

Second synthetic data-set has one histogram variable with
four bins. Similar to first synthetic dataset, bin values are

uniform randomly generated between 0 and 100 and later nor-
malized to sum to 1. The class label for an observation is set
to 1 if the histogram satisfies a condition (H1−0.3)2+(H2−
0.3)2 < 0.32 which is non linear in nature. Here, Hj refers to
jth bin of histogram H . Observations that satisfy the pattern,
or observation for which point (H1, H2) in 2D space of first
and second bin lies inside the circle with center (0.3, 0.3) and
radius 0.3 has class label 1 else 0. Noise is injected along the
boundary region using similar technique as in first dataset.
The final dataset has 1912 examples out of which 624 have
class label as 1.

5.3. Experimental setup and results

A random forest model for the synthetic data was built. In the
first setting, all the histogram variables in the dataset were
treated as histograms (using sets of adjacent bins to make
splitting decision). In the second setting, all the histogram
bins were treated as standard numeric variables (using the
standard random forest algorithm). The parameter that was
varied was the number of special points to use (sp) for gen-
erating splitting hyperplanes. The values for sp were set to
1, 2 and 3 respectively. The larger the value for sp, larger
would be the number of split planes to examine and better the
chances of finding an informative split. However, the training
time increases accordingly. For histogram approach of ran-
dom forest model, sliding window size was set to vary from
2 to 3. The window size can be varied between any number
from 2 to the size of histogram, but for simplicity only the
smallest sizes from 2 to 3 were considered. Five-fold cross-
validation was performed and the results were then averaged
over these five folds. In total 300 decision trees were built in
each forest. Again, a larger number of trees could have been
chosen but the computational cost increases accordingly so
only 300 trees were chosen. The node splitting process would
stop when the number of examples in the node was less than 5
or the node had all the observations with same class label. In
Table 1 and 2, the results for the experiments with synthetic
data are presented. The area under ROC curve (AUC) and ac-
curacy were used to evaluate the random forest models. The
average number of leaf nodes in the trees of the forests built
under different settings are also shown.

In addition to the above presented approach of finding the best
splitting hyperplane for a histogram variable, commonly em-
ployed linear classifiers such as logistic regression, the per-
ceptron algorithm and the Support Vector Machine (SVM)
with a linear kernel were also examined to generate the best
splitting hyperplane during tree construction. For logistic re-
gression, the publicly available GLM R package was used,
while for SVM, the e1071 R package was used. Logistic re-
gression and linear SVM were trained with default settings
as provided in their respective R packages. While searching
for the best splitting hyperplane, several such linear models
need to be trained for each histogram variable in every node
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Table 1. Results of classification on synthetic data I.

Random Forest Models AUC Accuracy Leaf Nodes
Hist. RF (sp=1) 0.9852 94.19 62
Hist. RF (sp=2) 0.9862 94.19 53
Hist. RF (sp=3) 0.9868 94.24 47.8
Hist. RF (Logistic reg.) 0.9222 92.62 27.6
Hist. RF (Perceptron) 0.9758 94.08 36.4
Hist. RF (Linear SVM) 0.8239 91.15 3
Standard RF 0.9633 93.25 83.4

Table 2. Results of classification on synthetic data II.

Random Forest Models AUC Accuracy Leaf Nodes
Hist. RF (sp=1) 0.9580 87.02 115.2
Hist. RF (sp=2) 0.9590 86.92 100.4
Hist. RF (sp=3) 0.9597 87.12 92
Hist. RF (Logistic reg.) 0.7968 78.13 21.4
Hist. RF (Perceptron) 0.9283 84.25 23.2
Hist. RF (Linear SVM) 0.7159 76.09 3
Standard RF 0.9552 86.55 110.2

of many trees in the forest model. Tuning the parameters for
every single model would be cumbersome, so the default set-
ting was used here for convenience. The results obtained with
the various implementations are also shown in Table 1 and 2.
Implementations are compared in terms of AUC, Accuracy
and average size of leaf nodes in each model. A model with
small number of leaf nodes in average would indicate that the
trees in the random forest are less bushy which further indi-
cates that the splits in the tree nodes are few but compact. For
instance, if two models are equivalent in performance (e.g.,
AUC) but differs in average tree size, we can assume that the
model with smaller size carries compact information in each
split.

The results of the experiments on synthetic data has shown
that the histogram-based random forest approach performed
better than the standard random forest algorithm. The result
also shows that the histogram-based approach tend to perform
better when the number of special points to be used for form-
ing splitting hyperplane is increased, which also results in re-
duced average size (nodes) of the trees in the forest as indi-
cated by decreasing average number of leaf nodes. The gain
is more accentuated for the task regarding a relatively easy
linear pattern compared to when a non-linear pattern has to
be identified. When comparing the original histogram-based
approach to alternatives that find splitting planes using logis-
tic regression, the perceptron or a linear SVM, only the use
of the perceptron algorithm gives comparable results, in par-
ticular in the first experiment that concerns linear patterns in
the data set. However, the perceptron algorithm needs to up-
date the weights of best plane sequentially and a very large
number of repetitions is needed for convergence, or if there
is no clear separation, the algorithm has to execute the maxi-
mum number of allowed repetitions, something which is very

costly for large datasets. When using an SVM, the tree cannot
typically be grown past two splits on average, hence leading
to low variance. Even logistic regression did not do very well.

6. NOX SENSOR FAULT PREDICTION

6.1. Comparision of random forest models

The heavy truck dataset that was described in section 3 in-
cluded two types of trucks; one with faulty NOx sensors and
others with functional NOx sensors, and the considered task
here was to classify trucks for which the status of the NOx
sensor was not known into one of these groups. Table 3
presents the result of the random forest models built under
four different set ups. Histogram RF A is a random forest
model built using the dataset where histogram bins were ex-
pressed as percentages, such that bins sum up to 100. In the
Histogram RF B model, the bins instead were represented by
real values, which were normalized individually such that the
values fall into the range between 0 and 1. An implementa-
tion of the standard random forest classification algorithm by
Ishwaran et al (Ishwaran et al., 2008) was used to build Stan-
dard RF A and Standard RF B using data set that was used
for building Histogram RF B. In addition, 20 attributes rep-
resenting the mean and standard deviation of the histogram
variables were included in Standard RF B. This was done to
see if there would be any improvement in model performance
by adding these additional derived variables. For all models,
the number of trees was set to 500. Nodes with homogeneous
set of observations or those with less than 5 observation were
converted to a leaf node. For the histogram approach, the
window size was varied between 2 to 4. However, for the
matrix variable the size was fixed to 4 cells in a block. The
parameter sp that concerns the number of special points used
to form splitting hyperplanes was set to a minimum value 1,
to keep the setup simple and computationally efficient. In Ta-
ble 3, the results for all four models are presented. Since the
data was highly skewed in terms of class distribution, accu-
racy would not give a clear picture of models performance, so
it was dropped from the result table. For example, if 94% of
observations in a dataset are of negative class, a useless model
that always predicts a test observation as negative would still
have accuracy of 94 percent which gives an impression of a
good model although it is clearly not. On the other hand,
in AUC measure, observations are ranked according to some
measure assigned by the model (probability in this case). If
all the positive observations are ranked higher than negative
observations, the model has AUC score of 1. Any random
guessing model would have AUC score of 0.5. Since, skew-
ness of class distribution has no influence in AUC score, it
is a preferred measure for model evaluation when dataset has
highly skewed class distribution. The result from the classifi-
cation experiment reveals that the histogram-based approach
of building random forests delivered better results in term
of the AUC measure. However, the average number of leaf
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Table 3. Results of classification on NOx sensor data.

Random Forest Models AUC Leaf Nodes
Histogram RF A 0.8360 503.6
Histogram RF B 0.8479 522.8
Standard RF A 0.8108 422.3
Standard RF B 0.7955 411.9
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Figure 7. AUC vs Trees in random forest models

nodes for the histogram approach is higher. However, as was
evident from the synthetic data experiment, the size can be re-
duced by increasing the parameter sp . Surprisingly, Standard
RF B was the worst model among the four, probably because
of including the 20 new features (means and standard devi-
ations) introduced more noise than guidance. Although 500
trees were used in the random forest models, from the plot of
AUC versus number of trees as shown in Figure 7, the AUC
performance starts to stabilize after 200 trees. Again from the
plot, it can be clearly seen that the histogram-based random
forests outperform the two variants of the standard approach.

6.2. Variable importance

A variable importance rank for the best performing histogram-
based random forest model Histogram RF B is shown in Fig-
ure 8, where the importance score has been normalized to
sum to 100. The variable Engine Loadmatrix is ranked as the
most important variable. It can be seen that all of the his-
togram variables are ranked relatively high in the list, which
can be explained as various combinations of their bins were
found to give the most informative split.

As previously explained, groups of adjacent bins of histogram
(or cells of matrix) variables were used for evaluating splits
for the histogram-based approaches. The variable importance
rank in Figure 8 simply list whole histogram (including its
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Power

Weight
Chassis Group
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Atm. Pressure

Age
Coolant Temp.

Fuel Temp.
Ambient Temp.
Boostair Press
Vehicle Speed
Inletair Temp.

Fuel Consumption
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Figure 8. Variable importance rank

bins). However, we can further look into each histogram or
matrix variable and see which set of bins were more useful
than others during the node splitting phase while growing
trees in the random forest model. Set of bins that were consid-
ered simultaneously while splitting a node are said to be more
important if the split gives a better separation or it results in
more homogeneous group of observations in child nodes. De-
scription of bin boundaries also give a notion of a region in a
histogram. For instance, bins 1,2 and 3 of ambient tempera-
ture histogram, ambient temp would represent case when a
truck was driving in cold and similarly bins 9 and 10 would
represent operation in very hot region in histogram. Similarly,
the matrix variable Engine Loadmatrix has two dimensions,
so the region in the matrix towards the bottom left corner rep-
resents the case when truck was driving with light weight and
with low RPM. Similarly, regions towards the top right cor-
ner represent cases when truck was driving with heavy weight
and at high RPM.

Since Engine Loadmatrix turned out to be the most important
variable as listed in the variable importance rank, we further
looked into importance of its bins (cells) and plotted the im-
portance score using a heat map. In our histogram approach,
for a matrix variable, a square block of 4 adjacent cells ( 2×2)
was used which is equivalent to sliding window size of 4 for
one dimensional histogram variables. These 4 cells of a block
were simultaneously used while evaluating the node split. In
total 110 of such blocks could be generated by sliding the
block of size 2 × 2 around the given matrix variable of size
11 × 12. However, not all 110 of such blocks were used for
evaluating a split, rather only

√
110 of them were randomly

used. If a block is used for splitting a node, it gets an impor-
tance score as an information gain obtained because of the
split. Importance score for the matrix variable as a whole is

10



INTERNATIONAL JOURNAL OF PROGNOSTICS AND HEALTH MANAGEMENT

1 2 3 4 5 6 7 8 9

1
0

1
1

1
2

RPM

1

2

3

4

5

6

7

8

9

10

11

L
O

A
D

Figure 9. Important regions in Engine load matrix variable

an aggregation of these importance score by these blocks. In
order to plot a heat map of importance score for matrix vari-
able, we assumed that each cell of the 2 × 2 block gets the
same importance score as does the block. If a cell appears in
more than one block, the importance score for this cell will
be the one that has the highest score. A heat map based on the
importance score for each cell was then plotted and shown in
Figure 9. The distinct yellow region towards the left of the
heat map reveals that driving at low RPM might have some
relation with NOx sensor breakdown as this region seems to
be considered more important by the random forest model
while training from operational data.

6.3. Model for predicting failure

Classification of trucks into those with faulty vs. healthy NOx
sensor is not very useful unless it can be used to make failure
prediction for the future, for example to be able to say that
the NOx sensor will probably fail in next three months from
now. This can be done if the classification task is set up to
meet this goal. In order to achieve this, the existing dataset
for heavy duty trucks was slightly changed. A new variable
remaining useful life (RUL) was generated which is the dif-
ference in the number of days between the selected snapshot
extraction date and the NOx breakdown date. Now, trucks
with a breakdown of the NOx sensor before 90 days in fu-
ture, i.e., RUL less than or equal to 90, were considered as
positive cases while trucks whose NOx sensor survived be-
yond that point were considered as negative (healthy) cases.
Note that trucks whose NOx sensor broke after 90 days were
hence considered healthy. Trucks in the existing dataset with
no observed breakdown of the NOx sensor and whose RUL
values were less than 90 days were simply removed because it
cannot be determined for them if they have survived past the
90 days margin. In this way, a new dataset with 8633 trucks

Table 4. Results of NOx sensor failure prediction.

Random Forest Models Trees Used AUC Leaf Nodes
Histogram RF 500 0.791 314.6
Standard RF A 1000 0.749 255.4
Standard RF B 1000 0.726 247.4

was obtained, out of which 540 were positive (non-healthy)
cases.

Three different random forest models were built with similar
set up as explained in earlier experiments. The histogram ap-
proach with bins normalized to sum up to 100 was left out as
it was outperformed by histogram approach where bins were
real values. 1000 trees were used in the standard random for-
est models instead of only 500 as in previous case. This was
done simply to see if performance would enhance further by
increasing the number of trees. However, since the training
time increases heavily with number of trees as large as 1000
trees in case of histogram approach, number of trees were
limited to just 500.

Results are presented in Table 4 and as evident, again the his-
togram approach has outperformed the standard approaches.
However, the AUC dropped well below what was observed in
the previous experiment. This could probably be the result of
how we set up the dataset. In this dataset, the trucks for which
a broken NOx sensor was observed after the 90 days margin
were labeled as healthy cases. There might be some common
pattern among all the faulty trucks regardless of the 90 days
margin that the model seems to capture and hence even for
them it tend to assign higher probability of being faulty. This
has been depicted in the Figure 10 where the probability as-
signed to all the faulty trucks of being faulty has been plotted
against the RUL value (after how many days in the future the
breakdown occurred). The vertical dashed line is the 90 days
margin that separates positive from negative cases. The av-
erage probability of all the faulty trucks labeled as positive is
indicated by the solid red line. Similarly, the average proba-
bility of being faulty for all the faulty trucks that were labeled
as negative because they survived beyond the 90 days margin
is shown with a dashed red line, which is very close to the
average probability for the positive cases. The green dashed
line shows the average probability of being faulty assigned to
healthy trucks. The average assigned probability of NOx sen-
sor being faulty in all these three cases reveal that the model
assigns higher probability in general to the cases where actual
fault has occurred regardless of 90 days margin. It should be
noted that in this experiment, the choice of the future pre-
diction horizon was arbitrarily set to 90 days. The predictive
performance (AUC) is likely affected in a positive direction
by considering more distant time horizons (similar to what is
done in the first experiment), while moving the horizon closer
in time will most likely lead to a further reduction in predic-
tive performance. However, what is a suitable time point is
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Figure 10. NOx sensor failure probability assigned to faulty
trucks

not only determined by the predictive performance, but pri-
marily by the business case, i.e., what time frames can be
acted upon.

Once as a trained model has been obtained, it can provide an
estimate of the probability that a truck is going to fail. But
in order to make a decision, for example regarding whether
or not to send a truck to a workshop, a cutoff point need to
be chosen such that any truck with a probability higher than
that should be selected. It is not trivial to choose such a cut-
off point and it depends heavily on the business case. There
are costs associated with each miss-classification made by the
model. For instance, the expense associated with predicting
a faulty truck as healthy can be very high compared to pre-
dicting a healthy truck as faulty. If we consider faulty trucks
as positive cases, the cases of incorrectly predicting faulty
trucks as healthy are the false negative (FN) cases. Similarly,
incorrect predictions of healthy trucks as faulty are the false
positive (FP) cases as shown in Figure 11. The cost associated
with false negative (FN) and false positive (FP) cases could
be very different depending on the business case. The opti-
mal cutoff point should take these costs into consideration so
that the total expected cost is minimized. For example, if the
cost for false negatives is set very high compared to false pos-
itives, the cutoff should be set to avoid as many false negative
as possible.

Using a simple business case where false negative cost was
set to be five times higher than the false positive cost, we tried
to find the optimal cutoff point for the model we trained ear-
lier for predicting failure before the 90 days prediction hori-
zon. Candidate cutoff points were searched in the whole re-
gion of 0 to 100 percent in 1 percent increments. The cutoff
point with lowest average total cost was selected as shown

Figure 11. Confusion matrix for fault prediction
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Figure 12. Selecting optimal cutoff point for fault prediction

in Figure 12, which shows that a cutoff threshold at around
16 percent minimizes the total cost. So, a truck with an esti-
mated probability of being faulty equal to or higher than 16%
should be called in for a checkup at a workshop.

7. CONCLUDING REMARKS

The primary objective of the paper was to investigate whether
operational and environmental data from truck usage can be
used for predicting component breakdown. This task is par-
ticularly challenging, since the trucks can be configured in
many different ways and they operate under very different
conditions. An additional complexity is that the task is also
dependent on the way in which the driver uses the vehicle.
There are hence many variables that can influence the risk for
breakdown. Selecting the appropriate variables is hard, and,
as a consequence, the task of coming up with an accurate pre-
diction model is quite a challenge. Nevertheless, this paper
provides some insights and findings from undertaking such a
task.

Experimental data was collected from heavy duty trucks pro-
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duced by Scania AB. The information about operation of these
trucks were described by features that were expressed as his-
tograms. Not many learning algorithms can train on his-
togram data. Random forest is one of the best machine learn-
ing algorithms for classification and regression purpose. There-
fore, it was chosen and was slightly modified to allow it to
handle histogram features. It was necessary to make the al-
gorithm learn from histogram as it only seemed natural to
treat histograms as they are. This modified algorithm was
shown to outperform the standard approach. As evident from
the experiment results, it seems that there are some common
patterns among trucks with faulty NOx sensors vs. healthy
trucks, since the observed AUC measure was observed to be
around 0.85 in the best case. This means that faulty and
healthy trucks can be quite accurately ranked with respect to
risk of failure.

In the experiment with a prediction horizon of three months,
even the cases where a failure of NOx sensor was observed af-
ter three months had around same average failure probability
as the ones whose NOx sensor failed before that margin pe-
riod. This clearly indicates that there could be some common
pattern among the faulty trucks that the model was able to dis-
cover, even though the data was manipulated to treat such late
failures as healthy ones. From a different perspective, trucks
with apparently healthy NOx sensors were deemed to have
a high risk of failing by the model. This apparently seems
like a right thing to do since the trucks that eventually had
faulty NOx sensor were assigned a higher failure probability
on average. This also hints towards the fact that the prediction
model should be working well.

The explicit decision of whether to call in a truck to a work-
shop for inspecting the NOx sensor should be done based on
a rational selection of the cutoff point, which is used in con-
junction with the probability scores output by the model. This
selection depends heavily on the business case, such as the
costs associated with incorrect predictions, and the choice of
threshold should be as to minimize the total cost. For the
considered scenario, where the cost of false negatives was set
to be five times higher than the cost of false positives, the
optimal cutoff point for the estimated probability of a break-
down was found to be 16 percent, hence leading to a decision
that trucks with a relatively higher estimated probability for
breakdown should be further investigated.

The overall result looks promising and seems to open up more
opportunities to conduct research in various directions. This
particular study has focused on NOx sensor breakdown, but
the overall approach is generic and can be expected to work
for any component of interest, as long as the functioning of
the component can be determined by available operational
and environmental data. One specific aspect that was not con-
sidered in this study is how to most effectively handling miss-
ing values. Further, only single snapshot for each truck was

used for the analysis, in future, investigation could be carried
out on how to effectively make use of multiple snapshots.
Another direction for future research would be to consider
other underlying models, including random survival forests
(Ishwaran et al., 2008) to predict survival curves showing the
probability of the considered component surviving a certain
amount of time, given the current snapshot. This would al-
low for investigating various horizons even after the model
has been built. Another direction for future research concerns
the confidence in the predictions. The conformal prediction
framework (Devetyarov & Nouretdinov, 2010) (Johansson,
Bostrm, & Lfstrm, 2013) allows the user to determine a level
of confidence in the predictions, which can be directly used
e.g., for the three months prediction horizon experiment. Ex-
tending this to survival analysis, e.g., with confidence inter-
vals around the survival curves, is another possible direction
for future work.
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Liao, L., & Köttig, F. (2016, July). A hybrid framework com-
bining data-driven and model-based methods for sys-
tem remaining useful life prediction. Appl. Soft Com-
put., 44(C), 191–199.

Lindgren, T., Warnquist, H., & Eineborg, M. (2013). Improv-
ing the maintenance planning of heavy trucks using
constraint programming. In Proceedings of the 12th in-
ternational workshop on constraint modelling and re-
formulation co-located with the 19th international con-

ference on principles and practice of constraint pro-
gramming (modref) (p. 74-90).

Prytz, R., Nowaczyk, S., Rgnvaldsson, T., & Byttner, S.
(2015). Predicting the need for vehicle compressor
repairs using maintenance records and logged vehicle
data. Engineering Applications of Artificial Intelli-
gence, 41, 139 - 150.

Sawada, H., & Imamura, S. (2012, July 10). Nox sen-
sor malfunction diagnostic device and malfunction di-
agnostic method. Google Patents. Retrieved from
http://www.google.com/patents/
US8219278 (US Patent 8,219,278)

Schubert, F., Wollenhaupt, S., Kita, J., Hagen, G., & Moos,
R. (2016). Platform to develop exhaust gas sensors
manufactured by glass-solder-support joining of sin-
tered yttria-stabilized zirconia. Journal of Sensors and
Sensor Systems, 5, 25-32.

Si, X.-S., Wang, W., Hu, C.-H., & Zhou, D.-H. (2011). Re-
maining useful life estimation-a review on the statisti-
cal data driven approaches. European Journal of Oper-
ational Research, 213, 1-14.

Zhou, Y., & McArdle, J. J. (2015). Rationale and applica-
tions of survival tree and survival ensemble methods.

Psychometrika, 80, 811-833.

14



IV





  

 

Abstract— Machine learning algorithms for data containing 

histogram variables have not been explored to any major extent. 

In this paper, an adapted version of the random forest algorithm 

is proposed to handle variables of this type, assuming identical 

structure of the histograms across observations, i.e., the 

histograms for a variable all use the same number and width of 

the bins. The standard approach of representing bins as 

separate variables, may lead to that the learning algorithm 

overlooks the underlying dependencies. In contrast, the 

proposed algorithm handles each histogram as a unit. When 

performing split evaluation of a histogram variable during tree 

growth, a sliding window of fixed size is employed by the 

proposed algorithm to constrain the sets of bins that are 

considered together. A small number of all possible set of bins 

are randomly selected and principal component analysis (PCA) 

is applied locally on all examples in a node. Split evaluation is 

then performed on each principal component. Results from 

applying the algorithm to both synthetic and real world data are 

presented, showing that the proposed algorithm outperforms the 

standard approach of using random forests together with bins 

represented as separate variables, with respect to both AUC and 

accuracy. In addition to introducing the new algorithm, we 

elaborate on how real world data for predicting NOx sensor 

failure in heavy duty trucks was prepared, demonstrating that 

predictive performance can be further improved by adding 

variables that represent changes of the histograms over time.  

 
Index Terms—Histogram Random Forest, Histogram Data, 

Random Forest PCA. Histogram Features 

 

I. INTRODUCTION 

Learning algorithms for data where the features are 

expressed as histograms have not been widely explored yet. 

Histogram data is frequently encountered in domains where 

multiple observations are aggregated over time. The type of 

histogram that we focus in this study assumes that each 

histogram of a variable has the same number of bins and bin 

size (width) across all the observations. The bins of a 

histogram may have dependencies that are easily overlooked 

if the bins are treated as separate numeric variables. So, 

exploiting such dependencies in histogram variables may 

have a potential positive effect on predictive performance. 

 The field of Symbolic Data Analysis (SDA) attempts to 
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address issues of dealing with complex data structures [1], 

with histograms being one example of such complex data 

structure. There are few studies on applying PCA [2] and 

clustering [3] on histogram data. These studies are 

considering a slightly more general scenario than what is 

considered in this study, by allowing varying bin structures 

for different observations. However, none of these studies 

consider learning predictive models from multiple histogram 

variables, possibly mixed with standard numerical and 

categorical variables, with the exception of our own work on 

decision tree learning from histogram data [4,5]. In these 

studies, decision trees for histogram data were shown to give 

better results compared to their standard counterparts. Such 

histogram decision trees may seem to be employed quite 

straightforwardly in random forests, to further improve 

predictive performance (at the cost of interpretability). 

However, the employed search heuristic in the algorithm for 

generating histogram trees has some limitations, which makes 

it less suited for generating forests (these limitations will be 

discussed in detail in the following section). In this paper, an 

alternative search heuristic is instead proposed to overcome 

those limitations by using the well-studied principal 

component analysis (PCA) method [6]. 

In the next section, the limitations of the existing algorithm 

for learning decision trees from histogram data are discussed 

together with some improvements that are proposed and 

discussed. In section III, data preparation, experimental setup, 

and results from both synthetic and real world data are 

presented and discussed. In section IV, we briefly discuss 

related approaches. Finally, in section V, the main 

conclusions are summarized and directions for future research 

are pointed out. 

 

II. METHOD 

The binary decision tree algorithm [7] repeatedly tries to 

partition the examples in a node based on a variable (only 

numerical or categorical) that separates the examples in the 

best possible way until some stopping criteria are met. It may 

be adapted to handle features containing histograms. Bins of a 

histogram might have dependencies that can be captured if 

they are considered simultaneously, while making a node 

splitting decision, as illustrated by the algorithm proposed in 

[5]. When a histogram variable is selected for split evaluation 

by this algorithm, sets of bins are considered simultaneously. 

The number of bins to be considered simultaneously is a 

parameter of the algorithm, which employs a sliding window 

of this size over the ordered bins as illustrated by Fig. 1. 
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Fig. 1. Sliding window approach on histogram 

 

Histogram trees can be used as base models in a random 

forest [8]. Employing randomization when generating 

multiple trees has been shown to result in smaller error rates 

compared to using single decision trees. Randomization is 

incorporated in the random forest algorithm by growing 

several trees from randomly generated bootstrap samples and 

by randomly selecting a few candidate variables to be 

evaluated for each split. For a histogram tree in a random 

forest, when a histogram variable is selected for split 

evaluation, not all the bin sets (obtained by the sliding 

window method) are evaluated. Instead, using the standard 

heuristics, a subset of the bin sets are randomly selected and 

hence considered as candidates for partitioning the examples. 

This includes randomization at yet another level, possibly 

resulting in even more diverse trees. In the following section, 

the previous approach for splitting a node is described in more 

detail, followed by a description of the proposed novel 

approach.  

A. Current Node Splitting Method 

In the algorithm proposed in [5], for a given histogram 

variable, each observation is considered to be a point in d 

dimensional space where the number of bins is equal to d. For 

example, consider a scenario when there are only two bins, as 

shown in the Fig. 2, where the bins are represented along x 

and y axes of each subplot. Assume there is a simple linear 

decision boundary between the points of each of the two 

classes. In order to find the best splitting hyperplane, the 

previous algorithm employed a crude approach where first a 

small set of special points (supposedly near the decision 

boundary) were selected to create possible splitting 

hyperplanes. A simple heuristic was used to select the special 

points, by choosing the centroids of each class and then calculating 

the distance of all points of one class against the centroid of 

the opposite class and vice versa, as illustrated by second and 

third subplots in Fig. 2. The number of such special points 

was determined by a parameter and the points with the 

shortest distances from opposite centroids were selected. If 

for example six such special points are to be chosen, two of 

them (determined by the number of bins in the set) are taken at 

a time to get a hyperplane that passes through them as  

 

        (1) 

 

 If   and  are two randomly selected special 

points, the coefficients of a hyperplane through these two 

points can be calculated as 

 

       (2) 

       
 

 
Fig. 2. Splitting hyperplanes 

 

Limitations: Apparently, the quality of the split depends on 

the selected special points, which in turn are dependent on the 

employed point selection heuristic. Moreover, the quality also 

depends on the number of such special points that are 

considered, as the number of possible hyperplanes is 

proportional to this number, and hence the chances of 

obtaining a good split increase with this number. However, 

the computational cost also increases rapidly with the number 

of selected special points. Moreover, the coefficients of the 

hyperplane can only be found when the inverse of the matrix 

created by using the selected points exists, otherwise the 

combination of selected points are simply discarded. Also, 

this heuristics works only for classification problems. 

B. Proposed Node Splitting Method 

The purpose of using multiple bins simultaneously for 

splitting is to make sure that the split utilizes relevant 

information from all the bins and adhere to possible 

dependencies among bins. However, searching for the 

splitting plane in $d$ dimensions with a lot of freedom (any 

direction or inclination) results in a very large search space. 

Using heuristics to limit the search space has a possibility of 

missing good splits. Therefore, we propose to search for a 

split in a transformed space such that the new variable in the 

new space carries information from all the variables in 

original space. This new variable in the new space can be 

treated as a standard numerical variable and we can expect it 

to contain information about (linear) dependencies that are 

present in the original space. We use the Principal Component 

Analysis (PCA) method to transform the space such that each 

principal component is a variable in the new space. Principal 

components are linear combinations of the original variables 

and the new transformed space is obtained by rotating the 

original axis along the direction of maximum variance. We 

can expect to find the best split in the rotated space more 

easily by looking for splits orthogonal to the axis, as done in 

standard approach when handling numerical features. It 



  

should be noted that the rotation is performed only for 

evaluating splits of a histogram variable within a node, and 

the original values for the bins are kept intact (in the original 

space) in each resulting child node. 

C. High Level Description of the Algorithm 

1. Draw B bootstrap samples from the original data. 

2. Grow a histogram tree from each bootstrap sample until the 

stopping criteria are met. 

 At each node of the histogram tree, randomly select a 

subset of p candidate variables. 

 For each numeric variable, find the most informative 

cutoff value. 

 For each histogram variable, randomly select   of 

the n possible sets of bins that can be generated (using 

a fixed window size for one-dimensional histograms 

and using a 2×2 window for two-dimensional 

histograms). Apply PCA and find the most informative 

principal component and cutoff value. 

 Partition according to the most informative split. 

3. When a test example is to be classified, it is dropped down 

from the root node of all base trees. When a node with a 

histogram split variable is reached, the PCA rotation 

coefficient for the selected bin set is used to transform 

the bin set of a test case into the new space, using the 

saved cutoff value to determine which child node the 

example should be routed to. 

4. The predictions of all base models are combined. 

III. EMPIRICAL EVALUATION 

Our proposed random forest algorithm for handling 

histogram variables was implemented in R and evaluated on 

two synthetic datasets and a real world data set. 

A. Synthetic Data 

The first synthetic dataset has two histogram variables 

(with four and five bins respectively) where the decision 

boundary is defined by a linear pattern in each variable. The 

bins of each histogram sums to 1. The linear pattern for the 

first histogram variable is while it is 

 for the second histogram variable, where 

 represents  bin of  histogram. The observations are 

assigned the positive class if they fulfill the conditions of both 

histograms (with some noise injected around the boundary 

region by flipping the class labels randomly). The resulting 

dataset consists of 1912 observations of which 440 are 

positive. 

The second synthetic dataset was generated using a 

nonlinear pattern for a single histogram variable with four 

bins. A nonlinear decision boundary is set as 

. Noise is injected along 

the boundary region using similar technique as in first 

data-set. The final data-set has 1912 examples out of which 

624 are positive. 

B. Real World Data: Heavy Duty Trucks 

The objective here is to identify trucks with a faulty NOx 

sensor using information about the operation of individual 

trucks, which have been extracted during their workshop 

visits. Each extract is a snapshot covering various operational 

features, such as ambient temperature, vehicle speed, fuel 

temperature etc. stored as histogram variables. In order to 

limit our analysis to a homogeneous fleet, only trucks built for 

long haulage operation are considered. This data has been 

provided by Scania AB, a large truck manufacturing company 

in Sweden. 

Typically, each truck has multiple snapshots extracted 

during each workshop visits and operational variables in these 

snapshots are cumulative in nature (value in histogram bins 

adds up) over corresponding snapshots. For positive cases, 

i.e., trucks with a faulty NOx sensor, the latest snapshot taken 

at least 7 days before the first time breakdown is considered, 

while for the negative cases, the last snapshot extracted at 

least 7 days before the final snapshot is selected, see Fig 3. 

Instead of discarding the remaining snapshots, they are used 

to track the change (increase) in value of bin over time (taking 

each snapshot as a time point). The rate of change of the bin 

value over time is then aggregated over number of snapshots. 

Two aggregation approaches are considered; simple average 

or weighted average. The use of weighted average can be 

justified by the assumption that recent activities (close to the 

breakdown point) are more relevant for the breakdown than 

the more distant ones, and hence the former should be given 

higher weight. 

 

 
Fig. 3. Snapshot selection in a truck 

 

Let,  

 = number of days since truck was delivered to when  

snapshot was extracted such that  assuming that  

snapshot is chosen for the truck. 

 

 = value in bin j of histogram h in i
th

 snapshot. 

 

Rate of increase in bin value from to snapshot is 

calculated as: 

 

, where      (3) 

 

So, for bin , Simple Average Rate (SAR) is 

 

          (4) 

 

For weighted average, weight function is chosen to be a 

decaying function over time. 

 

Let,  , which ensures  

The weight assigned to is set as  

 



  

           (5) 

 

This function ensures that the weight 1 for the n
th 

(selected) 

snapshot and it gradually decreases as we go back in time. 

  

Weighted Average Rate (WAR) for bin  is  

 

        (6) 

 

Finally, SAR and WAR for all bins of histogram variables are 

calculated for all trucks. 

The original dataset has eight one-dimensional histogram 

variables, of which seven have 10 bins and one has 20 bins. 

There is also one two-dimensional (matrix) histogram 

variable with 11× 12 (132) bins. So, in total there are 222 bins 

belonging to the original histogram variables. For each of 

these bins, the average rate of change is calculated. The 

resulting variables (here called shadow variables) are also 

treated as histograms. So, in total there are 444 variables 

associated to histogram variables. The considered dataset has 

around 12,500 trucks (of which only around 900 have a faulty 

NOx sensor) with overall 450 variables including technical 

specifications of trucks such as power, engine stroke volume, 

age, technical weight etc. 

C. Experiment and Results 

For the synthetic data sets, five-fold cross validation was 

performed. Five-fold cross validation was chosen instead of 

more common ten-fold to counter the computation time it 

incurs. For the random forests with histogram trees generated 

using the previous approach, the number of special points for 

generating a splitting hyperplane was varied between  x = 1, 2 

and 3 plus the number of bins in the histogram (number of 

special points = x + number of bins). The number of trees in 

the random forest was set to 300. Each tree was grown until 

each node was either pure or had only five observations. The 

results on the two synthetic datasets are shown in Table I and 

Table II. 

 
TABLE I:  SYNTHETIC DATA WITH LINEAR PATTERN 

Random Forest Models AUC Accuracy Leaf Nodes 

Standard RF  0.9633 93.25 83.4 

Histogram RF (x=1) 0.9852  94.19 62 

Histogram RF (x=2) 0.9862 94.19 53 

Histogram RF (x=3) 0.9868 94.24 47.8 

Histogram RF (PCA) 0.9839 93.87 47.2 

 

 
TABLE II:   SYNTHETIC DATA WITH NON-LINEAR PATTERN 

Random Forest Models AUC Accuracy Leaf Nodes 

Standard RF  0.9552 86.55 110.2 

Histogram RF (x=1) 0.9580 87.02 115.2 

Histogram RF (x=2) 0.9590 86.92 100.4 

Histogram RF (x=3) 0.9597 87.12 92 

Histogram RF (PCA) 0.9594 87.70 82.2 

 

The results on the synthetic data shows that the new 

approach of using PCA in node splits outperforms the 

standard approach (Standard RF row in the table) but also 

performs at least as good as using the previous histogram 

approach. It can also be seen that when using PCA, the trees 

become less bushy. Improvements over the standard approach 

are more significant when the decision boundary is linear 

while still comparable to our earlier approach in terms of 

AUC and accuracy. However, computation time for PCA 

approach was not found to be any better than our previous 

approach. 

For the NOx sensor data set, the experimental setup was 

identical to the one used for the synthetic datasets, with the 

exception that the number of split points parameter x was set 

to 1 (number of split points equals x plus number of bins). 

Setting the value for x larger than 1 was computationally very 

expensive and was therefore refrained. Here we also used the 

new shadow variables as we mentioned earlier, resulting in 

five different models and their results shown in Table III. 

 

1. Standard RF: using original variables and weighted 

average rates. 

2. Histogram RF (x = 1): using original variables and 

weighted average rates. 

3. Histogram RF (PCA): using original variables and 

weighted average rates. 

4. Histogram RF (PCA): using only original variables. 

5. Histogram RF (PCA): using original variables and 

simple average rates. 

 
TABLE III:  NOX SENSOR FAILURE PREDICTION 

RF Models Description AUC Leaf Nodes 

Standard RF  With weighted avg. rate 0.8519 397.8 

Hist. RF (x=1) With weighted avg. rate 0.8735 426.8 

Hist. RF (PCA) With weighted avg. rate 0.8809 312.8 

Hist. RF (PCA) With simple avg. rate 0.8622 315.8 

Hist. RF (PCA) Only original variables 0.8494 356.4 

 

The results clearly show that the proposed approach 

outperforms the other in terms of AUC in the context when 

weighted average rate were used (comparing the methods 

with respect to accuracy is not very informative in this case 

due to the dataset being heavily imbalanced). In addition, the 

low average number of leaf nodes resulting from the PCA 

approach suggests that it was good at discovering informative 

node splits. The PCA approach was further compared with 

cases firstly when new variables were simple average rates of 

bins and secondly when the new variables were not 

considered at all. The comparison shows that using weighted 

average outperforms both cases. The AUC plot against the 

number of trees in Fig. 4 shows that the AUC gain of the 

model almost stalls after 300 trees. 

 



  

 
Fig 4. AUC comparison and variable importance rank 

 

Variables considered important are ranked as shown in Fig. 

4 for the random forest model with PCA (with weighted 

average variables). Importance score was calculated based on 

their contribution on information gain while splitting the 

node. The names of the variable followed by theta suffix are 

the new shadow variables. It is interesting to see that in most 

of the cases, shadow variables are ranked higher than the 

corresponding original variables. Besides ranking based on 

information gain, the level or depth of the node where 

variable was used by the model to make the node split can also 

give additional information about how important the variable 

was. If the variable is used early in the tree, it can be 

considered important in general. Based on this assumption, 

minimum depth for each variable was calculated and 

averaged over all trees. The minimal depth rank is compared 

with variable importance rank as shown in Fig. 5 (left subplot) 

and both approaches seem to agree in general. 

 

 
Fig 5. Important variable 

 

The shadow variable of Engine Loadmatrix englm_theta 

seems to be most significant one. This is a matrix of size 

11×12, containing in total 132 bins. A square matrix of size 

2× 2 was used as sliding window to get 110 possible bin sets. 

11 sets were randomly selected for node split evaluation, so 

each bin set gets a significance score according to information 

gain. Each cell in the selected bin set gets the same score. 

Based on this score, a heat map was plotted for each cell as 

shown in Fig. 5 (right). Low RPM regions seem to be more 

significant for classification as depicted by the yellow 

regions. 

IV. RELATED WORK 

The idea of using PCA together with random forests is not 

entirely novel, and it has been considered in so-called rotation 

forests [9]. However, in that algorithm, the considered 

variables are not histograms and all the (numeric) variables 

are divided into a number of disjoint subsets and PCA is 

applied in turn to each subset to obtain the rotation matrix. 

The original dataset is multiplied by the rotation matrix which 

gives a new rotated dataset. This rotated dataset is then used 

to train base tree learner. So, in rotation forests, PCA is 

applied on (a bootstrap sample of) the whole training set 

before growing a tree, which is different from the approach 

proposed here, which uses PCA on a specific bin set, for split 

evaluation locally at each node. Since the transformation is 

applied only for split evaluation, it allows the random forest 

algorithm to estimate variable importance in the original 

space. 

The use of multiple variables when evaluating node splits 

during decision tree construction has also been considered 

within multivariate decision trees [10], using methods such as 

LDA (Linear discriminant analysis) [11]. Clearly, these 

approaches can in principle be applied to include also the bins 

of histogram variables, hence potentially exploiting 

dependencies among the bins. However, it has not been 

investigated how well such trees would perform within 

forests, e.g., whether or not they are too stable to achieve 

optimal performance of the forest and how well they perform 

on data with histograms.  

V. CONCLUSION 

In this work, the random forest algorithm has been adapted 

to learn from histogram data by evaluating multiple bins 

together when splitting a node during tree growth, which 

allows for exploiting dependencies among the bins. However, 

searching for splitting hyperplanes in the same number of 

dimensions as there are bins, as done earlier in a previous 

approach, is computationally very costly. 

In this work, a much more efficient approach is considered, 

which employs a sliding window to form groups of bins and 

then use PCA to generate principal components of the 

selected bins, for which the most informative cutoff point is 

selected.  

Experimental evaluation based on synthetic data and real 

world data shows that this method seems to outperform the 

standard random forest approach and performs on par with the 

computationally costly approach. The high AUC measures 

and small tree sizes suggest that the proposed approach is 

highly competitive in finding informative splits. The use of 

shadow variables in the considered real-world dataset 

demonstrated that performance can be further significantly 

improved. 

One direction for future work is to compare the proposed 

approach to other approaches for combining multiple features 

in decision trees and forests. Another direction for future 

research is to consider random survival forests [12], which 

can be used to predict the survival pattern of trucks. Rather 

than being able to say whether the truck is faulty or healthy, it 

could be more useful to be able to predict when a breakdown 

might happen. 
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