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Abstract
Networks, consisting of nodes and of edges, can be used to model numerous phenomena, e.g, web pages linking to each
other or interactions between people in a population. Edges can be directed, such as a one way link from one web page to
another, or undirected (bi-directional), such as physical contacts between pairs of people, which potentially could spread
an infection either way between them. Edges can also have weights associated with them, in this thesis corresponding to
the probability that an infection is transmitted on the edge.

Empirical networks are often only partially known, in the form of ego-centric network data where only a subset of
the nodes and the number of adjacent edges of each node have been observed. This situation lends itself well to analysis
through the undirected or partially directed configuration model - a random network model where the number of edges of
each node (the degree) is given but where the way these edges are connected is random.

The four papers in this thesis are concerned with the properties of the configuration model and with the usefulness
of it with respect to its ability to model the spread of epidemics on empirical networks. Paper I proves the asymptotic
convergence to a given degree distribution for the partially directed configuration model. In Paper II it is shown that
epidemics on some empirical and theoretically constructed networks grow exponentially, similarly to what can be seen
on the corresponding configuration models. Finally, in Papers III and IV, large population analytical results for the
reproduction number, the probability of a large epidemic outbreak and the final size of such an outbreak are derived
assuming a configuration model network with weighted and/or partially directed edges. These results are then evaluated
on several large empirical networks upon which epidemics are simulated. We find that on some of these networks the
analytical expressions are compatible with the results of the simulations. This makes the model useful as a tool for analyzing
such networks.
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1. Introduction

This chapter introduces the reader to the subject of the four papers in this
thesis. Someone already experienced in the field may want to start with the
overview of the papers in Chapter 4 and then read the four papers at the end of
the thesis. If the reader intends to perform similar computations or simulations
as in these papers the brief discussion of these methods in Chapter 3 could be
valuable.

Below, Section 1.1 gives a brief introduction to early epidemic models.
This is followed by an introduction to modeling of populations (and other phe-
nomena) through graphs in Section 1.2 including a description of the config-
uration model. In this section epidemics on graphs and branching process
approximations are also discussed.

The reader who is not familiar with probability theory is advised to read
some introductory text on the subject, e.g. Alm and Britton (2008) (in Swedish).
As an alternative, Chapter 2 gives a brief introduction to some of the mathe-
matical notation used in the papers and in this introduction.

1.1 Early Epidemic Models

This section describes a few early mathematical epidemic models. The con-
tents in this section can be found in many mathematical text books on epi-
demics, e.g. Diekmann et al. (2012).

One can understand the interest in epidemics given that humanity has and
does still experience regular outbreaks of different diseases, some devastating.
Why do some outbreaks affect so many, while other outbreaks only infect a few
people? If only small outbreaks are seen, does this mean that large outbreaks
cannot occur? Modeling epidemics using mathematical methods can help to
answer questions like these.

1.1.1 The SIR model

A simple epidemic model, that is still reasonable for many diseases, is the so-
called SIR model that was used already by Kermack and McKendrick (1927).
It divides the total population into three compartments:
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• Susceptible people that have not yet been infected, but that can be in-
fected by someone else who is infectious.

• Infectious people that have been infected and can infect other people dur-
ing their infectious period. People are infectious only for some limited
time so that they eventually recover.

• Recovered people that used to be infectious, but who are now recovered
and can no longer spread the infection, nor can they be infected again.

Thus, people can only move between the compartments in one direction,
S→I→R. Eventually the epidemic must stop, not necessarily when there are no
more people in the S-compartment, but rather when there are no more people
in the I-compartment.

In SIR models the development of the number of people in the three
compartments are studied over time and so S(t), I(t) and R(t) denote the
number of susceptible, infectious and recovered people, respectively. Usu-
ally it is assumed the total number of people N is a given constant so that
S(t)+ I(t)+R(t) = N. Often used starting conditions are I(0) = 1 (a single
infectious person, also called the index case) and S(0) = N−1 (everyone else
is susceptible).

This model can be explored in different settings, e.g.

• a deterministic setting, were the random interactions between people are
not directly taken into account and where S(t), I(t) and R(t) are solutions
to differential equations, or a

• a stochastic setting, where the stochastic nature of an epidemic is taken
into account and epidemics can develop differently, even with the same
initial conditions.

1.1.2 Deterministic Model

An influential paper on the SIR model was that by Kermack and McKendrick
(1927). In their model they assume that everyone in the population interacts
with everyone else (called complete mixing). While this can seem like an un-
realistic assumption it still leads to some interesting insights.

To get some quantitative results, assume that an infectious person causes
on average α = 2 potentially infectious events per day. By a potentially infec-
tious event is meant an event that would lead to the other person being infected
if that person were susceptible. Also, assume that people who are infectious
recover at a rate of γ = 1 per day (so that it typically takes only 1 day to recover
from the disease. From these assumptions one would guess that an infectious
person on average infects 2 people before recovering, assuming the people he
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tries to infect are susceptible. Later into the epidemic some of the people he
tries to infect will already be infected or recovered and will not be affected
by the attempt. Initially N−1 are susceptible and after time t, the proportion
who are susceptible is S(t)

N−1 . Thus, the mean number of secondary infections
caused by an infected person will change throughout the epidemic. Intuitively
one might also guess that if he on average infects less than one person, then
the epidemic should decline and if he infects more than one person it should
increase. The number of secondary infections that a single person causes early
on in an epidemic, when essentially the entire population is susceptible is of
special interest and is strongly linked to whether a large outbreak is at all possi-
ble or not. This number is called the basic reproduction number and is denoted
R0. It is one of the parameters that are studied in this thesis.

How S(t), I(t) and R(t) develop over time can be described by differential
equations. The equations given below are essentially the ones formulated by
Kermack and McKendrick (1927).

dS(t)
dt =−α · I(t) · S(t)

N−1

dI(t)
dt = α · I(t) · S(t)

N−1 − γ · I(t)
dR(t)

dt = γ · I(t)

(1.1)

The three rows in turn describe how the number of susceptible, infectious
and recovered people change per unit of time.

• The term −α · I(t) · S(t)
N−1 in the first equation is negative, meaning that

the number of susceptible people decreases with time. The decrease is
proportional to the number of infectious people and to the rate at which
infectious people have potentially infectious contacts with other people.
However, the contacts only cause infection if the contacted person is
susceptible and thus the proportion of all people that are still susceptible
is included.

• The term γ · I(t) in the third equation is positive, meaning that the num-
ber of recovered people increases with time. The increase must be pro-
portional to the number of infectious people and to the rate at which they
recover.

• In the middle equation these two terms come together with opposite
signs. This is because susceptible people who become infected enter
the infectious compartment and people who recover leave the infectious
compartment.

In Figure 1.1 the solution to the equations has been plotted (for N = 1000).
The figure shows some interesting properties of epidemics in the model – prop-
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Figure 1.1: The figure shows how the proportions of susceptible, infectious and
recovered change by numerically solving Eq. 1.1 using α = 2, γ = 1, N = 1000
and I(0) = 1. The time scale is arbitrary and depends on the actual disease.

erties that can also be seen for many real epidemics. The number of infec-
tious people grows exponentially in the beginning, but then levels out and de-
creases. The proportion of recovered people asymptotically approaches some
level lower than 1. In the figure this level is approximately 0.8, so in this case
80% of the population would have been infected during the epidemic, while
the remaining population escaped infection. This behavior is typical for epi-
demics.

This is a deterministic model and as such it has some shortcomings. E.g.
not all real outbreaks of a disease grow to become large outbreaks. Also, in the
beginning of the epidemic the number of infectious people can both increase
and decrease before the epidemic either dies out or takes off and becomes a
large outbreak. Even if the average infectious person infects two new people,
this will not necessarily happen every time. The deterministic model cannot
predict the possible variation in epidemic size early in the outbreak, nor can it
predict how likely it is that there will be a large outbreak at all. Especially, it
does not handle small populations well.

1.1.3 Stochastic Model

It is possible to define a stochastic model that is analogous to the deterministic
model above. In the stochastic model the two events that can happen are

1. that someone is infected or

2. that someone recovers.

Both events require that there are still infectious people. Assume that the
infectious period TR is exponentially distributed with parameter γ and write
TR ∼ Exp(γ). Also, assume that, while a person is infectious, the time between
potential infectious attempts is TI ∼ Exp(α).
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Figure 1.2: The figure shows how the proportion of recovered people in 100
simulated stochastic epidemics using α = 2, γ = 1, N = 1000 and I(0) = 1,
just as for the deterministic model in Figure 1.1. The time scale is arbitrary. It
will depend on the actual disease. Large epidemics are shown in blue and small
epidemics (typically only a few nodes) are shown in red.

Just as for the deterministic model the epidemic is described by S(t), I(t)
and R(t). The time to the next event (infection or recovery) is distributed as
Exp(αI(t) S(t)

N−1 + γI(t)). Here, the same terms as in Eq. 1.1 appear. Given that

an event occurred, the probability that it was an infection is pI =
α

S(t)
N−1

α
S(t)
N−1+γ

, thus

independent of I(t). The probability that is was a recovery is pR = 1− pI , since
no other events are possible in this model.

From the above, a simple algorithm that simulates an epidemic can be con-
structed. This epidemic will no longer be deterministic since the quantities are
now random variables. E.g. if there is only one infectious person and the next
event is a recovery, then after the event the epidemic has ended. On the other
hand, if the event is an infection, then after the event there are two infectious
people who can spread the infection. As long as the epidemic stays small there
is a distinct probability that it dies out before growing large, even if each in-
fectious person on average infects more than one new person. As soon as there
are many infected (which typically means between 10-100) it is unlikely that
the epidemic dies out, since that would require that none of the infectious peo-
ple infect new ones. The model can thus produce small epidemics and large
epidemics.

In Figure 1.2 several epidemics have been simulated using this algorithm,
with the same parameters as for the deterministic model in Eq. 1.1. Only R(t)
has been plotted. A comparison with the deterministic model (1.1) shows that
the stochastic epidemics grow in a similar way, but that some take off earlier
and some later. Also, some reach a larger final size and some are smaller.
Something that is difficult to see from the figure is that there is a significant
number of small epidemics (drawn in red in the figure). They are difficult to
see because these epidemics typically end after a short time and involve few
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Figure 1.3: The figure shows a histogram of the relative final size of 100 000
epidemics using α = 2, γ = 1, N = 1000 and I(0) = 1. The number of bins is
100. Note the bimodal distribution.

people.
For illustration a histogram of the relative final sizes of 100 000 simulated

epidemics, using the same parameters as before, are shown in Figure 1.3. The
distribution of the relative final size appears to be bimodal. There is a dis-
tinct group of very small epidemics (typically only a few infected people) and
a second group with a relative final size of approximately 0.8, a significant
proportion of the total population. In this example about 48% of all simu-
lated epidemics are large outbreaks. From the model one can also obtain the
distributions of the small epidemics and of the large epidemics.

As the population increases, in this model the distinction between the two
modes (small and large outbreaks) becomes even clearer. Exactly where to
place the limit between them becomes less important since (essentially) there
will be no outbreaks with sizes in between. Whenever this is the case it is
possible to talk about large outbreaks and of the probability of a large outbreak
without ambiguity.

1.1.4 Discussion

One issue with both models above is that neither takes the actual structure of
the population into account and instead assumes complete mixing. Some struc-
tural properties are possible to introduce into the models simply by adding a
number of compartments to the model. E.g. there could be different compart-
ments for people of different age, for people with different infectious period
etc. This is also a common way of modeling some epidemics today. However,
such models can become very complicated as the number of compartments in-
creases and it is also difficult to model the exact way in which people interact
with each other through this method. The next section discusses epidemics
on graphs where such modeling is possible, but sometimes at the cost of less
tractable models.
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Figure 1.4: The figure shows the creation of one sample of a simple undirected
configuration model graph. First a degree is assigned to each of the nodes (left),
then half-edges are connected uniformly at random (center) and finally left-over
half-edges, parallel edges and self-loops are deleted. Note that the final degrees
differ from the given degrees.

1.2 Epidemics on Graphs

A graph consists of nodes (also called vertices) and of edges that connect pairs
of nodes. The number of edges that are attached to a node is called the degree
of the node. When modeling epidemics a natural choice is to let people be
represented by nodes and interactions between people by edges. Graphs can
also be used to model other systems, like web pages with links between them
or emails being sent (with edges representing the direction in which the email
was sent).

Edges can be undirected or directed. Being friends with someone would
perhaps best be represented by an undirected edge and sending an email by a
directed edge. However, in many empirical networks that consist of directed
edges, reciprocal edges (edges that go in both directions between two nodes)
are common. In many cases it is natural to interpret reciprocal edges as undi-
rected edges. E.g. if emails are exchanged on a regular basis between two
individuals, it can be more natural to think of the connection as undirected,
rather than as two separate directed edges. When both undirected and directed
edges are allowed in a graph it is called partially directed.

Usually graphs are required to be simple. Simple means that

1. there are no unconnected half-edges,

2. there are no parallel edges (several edges of the same type between two
nodes) and

3. there are no self-loops (edges that start and end at the same vertex).

In Figure 1.4 the middle figure shows a graph that is not simple. The rightmost
figure shows the result when two edges and one half-edge are erased to create
a simple graph.
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Figure 1.5: The figure shows the relative frequency of the degrees of an empirical
network (blue) and the Poisson distribution with the same mean (red).

One of the first and simplest graph models, that can still produce interest-
ing results, is the ER-model which is an undirected random graph model. It
is named after the authors of (Erdős and Rényi, 1959) who showed some im-
portant properties of such graphs. One way to create an ER-graph is to start
with a given number of nodes n, without any edges. Between any two nodes
an edge is created with probability p, independent of all other pairs of nodes.
Since each node can potentially connect to any of the other n−1 nodes it can
have a degree between 0 and n− 1. A node that is selected uniformly at ran-
dom from the graph will have a binomially distributed degree, more exactly
Bin(n− 1, p), Thus, the expected degree will be (n− 1)p. To make this in-
dependent of the size of the graph, let p = λ

n−1 , where λ is a given constant.
The expected degree of a randomly selected node is then simply λ . In the
limit of a large population, the binomial distribution (defined as above) tends
to a Poisson distribution, more specifically Po(λ ). This distribution has both
expectation and variance equal to λ .

This network is in many respects analogous to the two epidemic models in
Section 1.1 in the sense that similar epidemics develop on the ER-graph as in
the previous models. It is tempting to let this model represent real world inter-
actions between people. There is however one serious issue with this approach
and that is that empirical networks in general have very different degree distri-
butions than ER-graphs. Figure 1.5 shows a plot of an empirical distribution
(from the Live Journal social network – see Paper II) and the corresponding
Poisson distribution (having the same mean). The two distributions are very
different, indicating that epidemics spreading on ER-graphs versus the empir-
ical graphs may also be very different.

Empirical networks often have distributions that resemble scale-free distri-
butions. These are heavy tailed distribution in the sense that there is a signifi-
cant probability of having high degree nodes in the graph, such that these high
degree nodes cannot be ignored. At the same time most nodes have low de-
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grees. The existence of low degree nodes has a great impact on the probability
that the epidemic dies out before becoming large. The variance of the degree
distribution is much larger for these networks than for a Poisson distribution
with the same expected degree. Let pk denote the probability that a node has
degree k. Then the tail of a scale-free distribution goes as pk ∼ k−η , where η

is often in the range 2 to 3 for empirical networks. This is a proper distribution
only if η > 1, the expectation is finite only if η > 2 and the variance is finite
only if η > 3. Now, the empirical networks always have a finite maximum
degree, so this is mainly a problem when modeling networks using a scale-free
distribution.

A random graph model that can produce scale-free degree distributions
and that also mimics how one can imagine that some networks form is the
preferential attachment model, see Barabási and Albert (1999). In one version
of the model the graph starts with only two nodes with an edge between them.
Then new nodes are added one by one and each new node receives an edge to
one of the already existing nodes. The probability of connecting to an existing
node is proportional to the degree of that node. This is a plausible model of
how many social networks form, as those who are already well known tend to
attract even more followers. Eventually many nodes will have low degrees, but
also some nodes will have very high degrees. In the limit of a large population,
the degree distribution for this specific preferential attachment model is scale-
free with η = 3. The model can be modified to produce other values of the
parameter.

While it is possible to define a specialized random graph model for virtu-
ally any desired degree distribution, it would be good to have a more general
model that could reproduce any given degree distribution. This is where the
configuration model comes in (Molloy and Reed, 1995). A simple undirected
configuration model graph can be created through the following procedure:

1. Start with given graph size n.

2. Assign a degree to each node. This can e.g. be a given degree sequence
or the degrees can be drawn (independently) from a given degree distri-
bution.

3. Connect half-edges uniformly at random.

4. Erase any left-over edge (for an undirected graph there can be 0 or 1
such half-edges).

5. Merge multiple (parallel) edges into one.

6. Erase any self-loops.
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Erasing the edges lends this model the name the erased configuration model.
For the procedure to be meaningful the simple graph should have the same
degree distribution as the given one, at least asymptotically as n→ ∞. That
this is the case was proved for the erased undirected configuration model e.g. in
Britton et al. (2006). Paper I shows that this is also true for partially directed
graphs and the proof in the paper can be extended to any finite number of
different types of undirected or directed edges. This lays the foundation for
what is then done in Paper IV where one can rely on the asymptotic results
being obtained for precisely the distribution that was given to start with. The
only restriction for these proofs to work is that the first moment of the degree
distribution is finite for each edge type. This is not always the case. E.g. for
scale free distributions the first moment is infinite if η ≤ 2.

The configuration model can be very useful when modeling empirical net-
works, since for such networks often only egocentric data is available, such
as information on the degree of some subset of the nodes of a network. This
gives information on the degree distribution, but not on the exact structure of
the network. This is an ideal situation for the configuration model which only
requires a degree distribution to work. However, for the model to be useful,
there must exist empirical networks that resemble configuration model graphs.
This is part of the scope of Paper II, Paper III and Paper IV.

The configuration model has the interesting and useful property that, in the
large population limit, it is locally tree-like. This for instance means that there
are (essentially) no triangles or short cycles in the graph. A triangle is created
when two friends of a node also share an edge with each other. The lack of such
structures is caused by the way half-edges are connected uniformly at random,
so that it is very unlikely that two friends connect to each other when there are a
lot of other possible nodes to connect to. The tree-like structure is useful since
it allows the use of a branching process approximation (briefly touched upon
below) for modeling the initial phase of the epidemic. The lack of triangles is
also a problem for the model since triangles tend to be very common in social
networks. Typically, our friends also know each other. They may not have
before they met us, but then our social activities make our friends meet and
also become friends. Thus, it is not self-evident that empirical networks can
be modeled by configuration model graphs. This needs to be investigated.

The development of epidemics on empirical graphs (where the edges of
the graph are given by the empirical structure of the network) and on the cor-
responding configuration model graphs (where the degree sequence or degree
distribution of the empirical graph is preserved, but the edges between nodes
are in other respects random) are studied. In both cases the SIR model is as-
sumed. The epidemic always starts with a single infected person (the index
case), which is selected uniformly among all nodes of the graph. This is not
necessarily how epidemics start, it is easy to imagine that the level of social
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activity of a person could affect the risk of contracting a disease, but this is
how the modeling is usually performed.

Two common ways of studying how the epidemic develops is to use dis-
crete time or to use continuous time (typically with a Markovian setting in the
latter case).

• In discrete time a person is infectious only for one time-step. After this
time-step he recovers and becomes immune forever. During the time-
step each infected person can infect his friends given that they are sus-
ceptible. A weight is used for each edge to indicate the probability that
the edge will transmit an infection during the time-step. In the simplest
model all edges have the same weight. In more complicated models
(as in Paper III and Paper IV) different edge types can have different
weights. At the beginning of the next time-step either the epidemic has
died out or there is a new group of infected nodes that can spread the
infection on. Each edge spreads the infection independently of all other
edges. On a finite graph an epidemic of this type always ends after a
finite time and when it ends some nodes may have escaped infection.
This is certainly true for nodes that cannot be reached through any se-
quence of nodes connected by edges in the graph. This can also happen
by chance even if the path exists, but the probability of infection via one
or more of the edges along the path is less than one. Then the model is
stochastic, even if the graph itself is given.

• In continuous time an infected node is infectious for an exponentially
distributed time, before it recovers and becomes immune. Just as for the
stochastic model in Section 1.1.3 the infectious events on each edge are
independent of each other (as long as the node is infectious) and the time
between such events are exponentially distributed. If an infectious event
has occurred on an edge and if the node on the other end was susceptible
at this time, then it will be infected. Some friends of an infectious node
can escape infection if no infectious event occurs on the edge connected
to them. While infectious events on different edges are independent
while a node is infectious, the final probabilities of infectious events
on the edges still become dependent in this model. This is because all
edges of a given node are simultaneously affected by the length of the
infectious period. If the infectious period is short, then there is a low
probability for all edges to have transmitted an infectious event. If the
infectious period is long, there is a high probability for all edges to have
transmitted an infectious event. This is different from the discrete time
model, where edges are independent. In the simplest model all nodes
have the same rate of recovery and all edges have the same infectious
activity. In more complex models different nodes have different rates of
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recovery and different edges have different infectious rates. In Paper III
the recovery rate is the same for all nodes, but there are two types of
edges with different infectious activity.

Simulations of both the above models are relatively simple on graphs.
Starting with the index case the edges of the graph are followed to infect new
nodes, taking the probability of spreading the infection into account.

Samples of finite configuration model graphs can be created starting with
the exact same degree sequences as in the empirical networks. The develop-
ment of simulated epidemics on the empirical graphs can be compared with
simulated epidemics on the corresponding configuration model graphs. If they
are similar, then the graphs (at least with respect to the development of epi-
demics on the graphs) resemble the configuration model and the model can
then be used to analyze this type of graph.

A slightly different approach is to obtain analytical results from configura-
tion model graphs and to use these results in the analysis instead of simulating
actual epidemics, which can be computer intensive (see also Chapter 3). The
analytical results are easiest to obtain in an asymptotic setting, letting the size
of the graph tend to infinity. In this setting, as mentioned before, the graph
becomes locally tree-like, and the epidemic can be approximated by a branch-
ing process. In Paper II it is argued that, for a finite graph, the branching
process approximation is valid until approximately

√
n of the nodes have been

infected. For a graph of size n = 1000000 the branching process approxima-
tion can thus be used until about 1000 nodes have been infected, which is a
quite small proportion of the entire network. The branching process approxi-
mation is discussed in Appendix C in Paper III.

Although the analytical results obtained in the papers come from the
asymptotic setting of an infinite population, many result still hold for finite
populations. This has to do with the properties of some random graphs, espe-
cially with the formation of what is called a giant component. Here the dis-
cussion is limited to undirected graphs. There can be several components on a
graph, and within each component all nodes can reach each other by following
a sequence of edges – a path through the graph. A giant component is a com-
ponent that grows with the size of the graph, such that that it asymptotically
contains a nonzero fraction of the nodes in the graph. In the ER-graph letting
λ > 1 ensures that there is a giant component and when λ ≤ 1 all components
are small (typically only a few nodes). The transition is quite abrupt and can
be seen even for finite graphs. This effect is what causes the bimodality seen
in Figure 1.3. Even for finite graphs it is possible to talk about small and large
components, although a definition is somewhat arbitrary for small graphs.

In the papers also the size biased distribution and the usefulness of the
backward branching process are discussed.

The size biased degree distribution appears when investigating the degree
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of a node selected by following a uniformly selected edge, as opposed to select-
ing the node uniformly. Let X be a random variable with the same distribution
as the degree distribution. When following an edge, the probability of ending
up at a node with degree k should be proportional to pk = P(X = k), but it
should also be proportional to k. Using tilde to denote this new distribution,
one can write p̃k ∼ kpk. This is called the size biased distribution because it
depends on the degree of the node. This expression needs to be normalized to
be a distribution. Since

∞

∑
k=0

kpk = E(X) = µ, (1.2)

dividing by µ yields

p̃k =
kpk

µ
, (1.3)

assuming that µ is finite (and nonzero).
Let µ̃ denote the expectation of the size biased distribution. Then

µ̃ =
∞

∑
k=0

kp̃k =
∞

∑
k=0

k2 pk

µ
=

E
(
X2
)

µ
= µ +

Var(X)

µ
, (1.4)

where the last step is obtained using Var(X) = E
(
X2
)
−µ2. Thus, the expec-

tation of the size biased distribution is at least as large as the expectation of
the degree distribution, but then an extra term is added. When the variance
of the degree distribution is much larger than the expected degree, then µ̃ can
be much larger than µ . Indeed, this is often the case in empirical networks,
and this is the cause of the rapid growth of epidemics described in the pa-
pers in this thesis. An epidemic spreads by following edges and as such more
resembles the way the size biased distribution was defined – by following a
uniformly selected edge. In the configuration model (as long as the branch-
ing process approximation is valid) the size biased distribution is not just an
approximation but is indeed the degree distribution of the newly infected in-
dividuals (ignoring the index case which was not selected through an edge).
An additional comment, which also explains the appearance of −1 in several
places in the papers, is that a node infected through an edge cannot spread the
infection back along the same edge. Thus, 1 must be deducted from the degree
of the newly infected node. There is always at least one edge to deduct since
a node must have at least one edge to be possible to infect through an edge.
In the undirected configuration model with a single edge type the basic repro-
duction number R0 = µ̃ − 1. For a configuration model with different edge
types (different weights or a mixture of directed and undirected edges) the ba-
sic reproduction number is the largest eigenvalue of the next generation matrix
(see e.g.Paper III, Section 3.1.2 or Paper IV, Section 3.1). For a finite graph
often the instantaneous reproduction number is of interest (see e.g. Paper IV,
Section 3.1). This was also studied in Paper II.
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When using the branching process approximation to analyze the develop-
ment of an epidemic on a configuration model graph it turns out that the back-
ward branching process is also important. It is discussed in the papers that the
probability that the forward branching process survives (grows to infinity) cor-
responds to the probability that the epidemic becomes a large outbreak. For an
epidemic in discrete time on an undirected graph (as defined above) this prob-
ability is equivalent to the relative final size of the epidemic. However, this
is not generally true. Instead the backward branching process can be used to
determine the relative final size of a large outbreak. The backward branching
process starts with a uniformly selected node and then following edges back-
wards to find the so-called susceptibility set which consists of all nodes that
would have infected the selected node if they had been infected. The probabil-
ity that the susceptibility set is infinite (that the backward branching process
does not die out) is precisely the probability that this uniformly selected node
becomes infected and this is equal to the proportion of nodes that become in-
fected in a large outbreak. This can be intuitively understood by considering
that a large outbreak consists of some nonzero proportion of all nodes. If the
susceptibility set is infinite, then almost surely the large outbreak must at some
time also infect one of the nodes in the susceptibility set. In the discrete time
setting discussed above the forward branching process is the same as the back-
ward branching process and this is the reason why the probability of a large
outbreak and the relative size of a large outbreak are equal in this setting.
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2. Some Notes on Notation

This section is intended to give some help to those who are not familiar with
mathematical statistics, although some experience with mathematics in general
is required.

Mathematical statistics involves working with random variables. They are
usually denoted by upper case letters, e.g. X . Most stochastic variables used in
this thesis are discrete and non-negative, and so they can only attain the values
0,1,2, . . . . They typically denote the number of infected people, or similar.
For a discrete stochastic variable one must specify which values it can attain
and the probability of each of those values. For a six-sided symmetrical die
we may for instance define that it can take on the values 1,2, . . . ,6, each with
probability 1/6. More formally a discrete stochastic variable X can be defined
through the probability mass function

pk = P(X = k),

where P(X = k) means the probability that X takes on the value k. For any
discrete non-negative proper stochastic variable

∞

∑
k=0

pk = 1.

In the example with the die it is enough to specify the probability of the
outcomes that the die can attain, thus

pk =
1
6

, for k = 1,2, . . . ,6,

Although not explicitly written, it is assumed that for all other values of k,
pk = 0. The sum of all six probabilities equals 1 so this is indeed a proper
stochastic variable.

A sample from this distribution can be collected, e.g. by throwing a regular
six-sided die repeated times, and then the mean (average) and the variance can
be calculated for the sample. When repeated several times, typically a different
mean and a different variance are obtained each time. The sample mean and
the sample variance have their counterparts for stochastic variables. They are
the expected value (or expectation) E(·) and the variance Var(·), respectively.
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Mathematically these are defined through the probability mass function,
starting with the expectation

µ = E(X) =
∞

∑
k=0

kpk. (2.1)

This is the sum of all possible outcomes, weighted by their respective proba-
bility. Thus, outcomes that are more likely to occur also affect the expectation
more. For the die E(X) = 7

2 .
While the probabilities sum to 1 (for a proper stochastic variable), the ex-

pectation is not necessarily finite. When summing over infinitely large out-
comes the sum can also become infinite if the probabilities of the large out-
comes are not small enough. While this at first might appear academic, it is
not. This situation occurs in the models investigated in this thesis (see e.g. Sec-
tion 1.2 when scale-free degree distributions are discussed) and it must also be
taken into account in the proofs (see e.g. Paper I). In some situations it must
be verified that E(X)< ∞.

The definition of the variance is similar to its sample counterpart in that the
sum is over the square of the deviations from the expectation. More formally

σ
2 = Var(X) = E

[
(X−E(X))2]= ∞

∑
k=0

(k−µ)2 pk. (2.2)

As for the expectation it is not certain that the variance is finite. In fact it may
be the case that the expectation is finite, but that the variance is not. The square
that appears in the equation makes the large outcomes even more important for
the variance than for the expectation. It can be shown that

Var(X) = E(X2)− (E(X))2. (2.3)

Thus, the variance can be calculated as the expectation of the square minus the
square of the expectation. E(X2) is called the second moment of the distribu-
tion and E(X) is called the first moment. In the same way higher moments
can also be defined. While it can be shown that all moments are finite in the
example with the die, this is not generally true. For the scale-free distribution
mentioned before only the lowest moments (if any) will be finite. This causes
some problems when looking at epidemics since the variance (and thus the
second moment) appears in some of the analytical results, see e.g. Paper III
already on page 4, Eq. 2. In such cases care must be taken when selecting the
parameters of the distribution.

When analyzing real datasets in the papers, they are often modeled through
graphs on which epidemics are repeatedly simulated. The results of the sim-
ulations are compared with analytical results, e.g. the mean is compared with
the expectation. Repeated simulated epidemics correspond to taking samples
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and the sample mean and the sample variance are denoted by µ̂ and by σ̂2,
respectively. The ”hat” indicates that we are talking about statistics that are
estimates of their theoretical counterparts. In the papers this terminology has,
to a large extent, been hidden from the reader, by talking about simulations and
results without specifying in detail what is meant. While this method may be
acceptable when illustrating a model, more care must be taken when drawing
precise conclusions. Such conclusions require the statistical model to be well
defined.
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3. Numerical Methods

This chapter discusses the computational methods used to perform the simu-
lations and to obtain the numerical results from the analytical results for the
configuration model. Most of the contents of this section are not part of the
papers. Rather this can be thought of as supplementary materials for the pa-
pers.

3.1 Simulation of Epidemics

Numerical methods are a big part of the papers in this thesis, especially the
three last papers, although details are only rarely mentioned in the papers.

Simulating complete epidemics on graphs requires keeping track of all
nodes that are infected during the epidemic and of all edges of those nodes.
For a small outbreak this process is easy since such an outbreak typically ends
after only a few infected nodes. However, when a large outbreak occurs, in
many settings this means that most of the nodes and the edges are somehow
involved in the epidemic. As an example, the Sweden dataset (see Paper II)
consists of order 107 nodes and of order 108 to 109 edges, depending on how
the empirical dataset is processed. Often it is an advantage to be able to per-
form simulation on standard computers and today such computers in general
have available memory of order 1010. They can thus store the required datasets,
but only if they are treated with care. As an example, it is not possible to store
the full adjacency matrix, unless it is stored in some sparse format. Instead
most data have been stored in arrays (not matrices) representing the edges
directly. Following the development of an epidemic consists of indexing per-
formed within such arrays. To obtain maximum processing speeds time critical
parts have been implementation in C code (Matlab MEX). Even then, one epi-
demic may take up to a second and thus 1000 epidemics take about 20 minutes.
Most simulation performed for this thesis took from milliseconds up to a few
hours, using 10 parallel processors on a standard Unix workstation.

3.2 Numerical Methods for Analytical Results

For the analytical results the problem moves from counting nodes and follow-
ing edges to manipulating the degree distribution. Here it helps a lot that it is
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often sparse for the empirical networks. This is discussed briefly in Paper IV.
This makes it possible to perform the mapping required for the so-called map-
ping function (see e.g. Paper IV, Section 3.2) in reasonable time. Summing
over all possible i, j (see the paper) requires the central loop to be executed of
order 1010 times. As already mentioned, the empirical degree distributions are
often sparse and only of order 105 of all pi jk are nonzero. This makes the loop
run only 105 times, a significant improvement when the nature of the data is
exploited.

When trying to use the copula model, that gave interesting results in Pa-
per III, the sparsity of the degree distribution is not preserved and this causes
problems with execution time when modeling the partially directed networks
in Paper IV. Calculating the copulas for different values of the correlation
between the edge types for the partially directed networks is very computer
intensive. Although there were (only) two different edge types in both models
the situation is complicated by the high maximum degree of the empirical net-
works and by the three-dimensional degree distribution in the partially directed
model.
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4. Overview of the Papers

This section gives brief summaries of the papers in this thesis. Equations, plots
and similar are not repeated here since they are readily available in each paper.

Paper I starts by defining the partially directed configuration model and
states an important theorem (Section 2.3, Theorem 1) that the so-called em-
pirical degree distribution converges asymptotically to the given degree distri-
bution. The empirical degree distribution in this context is simply the degree
distribution of a simple partially directed configuration model graph that is
constructed according to the algorithm given in the paper, drawing the degrees
of the nodes from the given degree distribution. In the algorithm parallel edges
(several edges going between the same pair of nodes) and self-loops (edges
starting and ending at the same node) are deleted and this modifies the degree
distribution. The proof of the theorem is partially based on a similar proof for
the undirected configuration model given by Britton et al. (2006), but takes
into account both undirected and directed edges and deviates in the final de-
tails of the proof. The given proof can be extended to any finite number of
undirected and directed edge types, each type connecting only with the same
type. A requirement for the proof to work is that the first moment for each edge
type is finite. The theorem is important since the main idea of the configura-
tion model is to be able to preserve the given degree distribution. In addition
the paper shows that empirical graphs can consist of a substantial proportion
of both undirected and directed edges. It gives examples where the partially
directed configuration model is better at modeling the empirical network than
an undirected or a directed configuration model, thus justifying the need for
the model.

Paper II studies the shape of growth of epidemics on undirected graphs
and tries to determine if the growth in the early phase of the epidemic can be
classified as exponential or not. This is important since in many epidemic mod-
els the basic reproduction number is strongly connected to a branching process
approximation of the epidemic. In the limit such a process should show expo-
nential growth in the early phase of the epidemic. Data were fitted to a non-
linear parametric model called the generalized growth model (see Section 2.5)
that has previously been used both to investigate sub-exponential growth and
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super-exponential growth. Two parameters, one relating to the shape of growth
and one relating to the rate of growth, were plotted versus each other. In the
figures several different graphs with known and unknown shape of epidemic
growth were also plotted, including configuration model graphs. It can be seen
(Section 3, Figure 2) that several of the empirical graphs show early epidemic
growth similar to that of the configuration model graphs. This is somewhat
surprising, since it was originally assumed that at least some of the graphs
would show sub-exponential growth because of possible spatial restrictions of
the graphs. Instead several graphs that have spatial restrictions also showed
exponential-like growth - e.g. epidemics on a 6-dimensional regular lattice.

Paper III and Paper IV study the weighted undirected and the weighted
partially directed configuration models, respectively. For these models analyt-
ical expressions for the basic reproduction number, the probability of a large
epidemic outbreak and the final size of such an outbreak are derived in the large
population limit. Analytical results are then compared with results from simu-
lated epidemics on empirical networks over the full range of the weights on the
edges. For the undirected model also the correlation between the edges types
is varied using standard normal copulas to model the dependence between the
edge types. The conclusions are that on some of these networks the analytical
expressions are compatible with the results of the simulations. This makes the
model useful as a tool for analyzing such networks. Paper IV also notes that
performing the numerical calculations for the analytical results using the de-
gree distribution from the empirical networks are much less computer intensive
because of the sparse nature of the empirical degree distributions.
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Sammanfattning

Nätverk (också kallade grafer) består av noder och av kanter som binder ihop
par av noder. Sådana nätverk kan användas för att modellera system i den verk-
liga världen. Exempel är websidor med länkar till varandra och människor som
interagerar med varandra. I det senare exemplet låter vi noderna representera
människor och kanterna anger vilka människor som kan interagera med varan-
dra. Kanter kan vara riktade så att den ena noden kan påverka den andra, men
inte tvärtom. De kan också vara oriktade så att båda noderna kan påverka
varandra. När det gäller websidor är det vanligt att en sida pekar på en annan
som inte pekar tillbaka på den första. I samma nätverk kan det finnas andra
sidor där båda pekar på varandra. Om vi i stället studerar epidemier så kan
man se oriktade kanter som sådan där båda personerna kan smitta den andra
om någon av dem blir sjuk. Denna symmetri gäller många sjukdomar, men
det finns också exempel där sjukdomar lättare sprids åt ena hållet än åt andra,
exempelvis kan HIV spridas på det sättet vid vissa typer av sexuella kontak-
ter. I sådana fall kan riktade kanter vara lämpligare att använda i modellen.
Därutöver kan man tilldela olika kanter olika vikter. I den här avhandlingen
låter vi dessa vikter vara ett mått på sannolikheten att smitta sprids mellan de
två personer som förbinds av kanten, givet att en av dem är smittsam.

Antalet kanter en nod har kallar man för nodens grad. De andra noder som
man kan nå direkt via dessa kanter är nodens vänner. I nätverk kan man också
prata om gradtalet för en slumpmässigt vald nod ur nätverket. Då kan man
definiera gradfördelningen, som anger sannolikheten att den nod man drar ur
nätverket har ett visst gradtal.

Empiriska nätverk är svåra att få full kunskap om. Oftast kommer man
bara åt en delmängd av alla noder och deras grad. Detta är vanligt i så kallade
egocentriska studier, då man exempelvis intervjuar en delmängd av människo-
rna i en organisation, men där man inte har möjlighet att få kunskap om hela
nätverket. När data ser ut på detta sätt så är konfigurationsmodellen ett lämpligt
verktyg för vidare analys, givetvis förutsatt att grafen i grund och botten har en
struktur som liknar konfigurationsmodellen. Att så ibland är fallet ser vi från
de artiklar som ingår i den här avhandlingen.

I konfigurationsmodellen utgår man från ett givet antal noder som ännu
inte har några kanter. Sedan tilldelas varje nod kanter i enlighet med den
gradfördelning man är intresserad av, exempelvis en gradfördelning från ett
empiriskt nätverk. Nätverket består nu av noder och ett antal halv-kanter givna



för varje nod. Halvkanterna kopplas ihop två och två, slumpmässigt så att
alla hopparningar är lika sannolika. Detta kan göras både för oriktade nätverk,
för riktade nätverk och för partiellt riktade nätverk. I det sistnämnda fallet så
består nätverket både av oriktade och av riktade kanter.

De fyra artiklarna i den här avhandlingen behandlar olika egenskaper hos
konfigurationsmodellen och dess användbarhet vad gäller att modellera sprid-
ning av epidemier på nätverk. Modellerna kan också användas för andra
ändamål, exempelvis för hur rykten sprids i sociala datornätverk.

I artikel I definieras den partiellt riktade konfigurationsmodellen och ett
viktigt teorem bevisas. Teoremet säger att nätverkets empiriska gradfördel-
ning konvergerar mot den givna gradfördelningen, givet att gradfördelningens
väntevärden är ändliga. Detta är viktigt för resultaten i de övriga artiklarna.
Beviset bygger på ett liknande bevis för den oriktade konfigurationsmodellen
(Britton et al., 2006), men tar hänsyn till både oriktade och riktade kanter och
avviker också i sina detaljer från det ursprungliga beviset i det oriktade fallet.
Beviset går att utsträcka till varje ändligt antal oriktade eller riktade kanttyper.
Artikeln ger också exempel på empiriska nätverk som är partiellt riktade.

I artikel II studeras hur epidemier tillväxer på oriktade nätverk och försöker
klassificera om tillväxten kan sägas vara exponentiell eller inte. Detta är vik-
tigt eftersom det i många epidemiska teorier görs antaganden som direkt eller
indirekt leder till exponentiell tillväxt. I artikeln anpassas data från simuler-
ade epidemier på grafer till en generell tillväxtmodell som tidigare har använts
antingen för att studera både sub- och superexponentiell tillväxt, se avsnitt
2.5 i artikeln. Modellen har tre parametrar, varav vilka två kan tolkas som
formen respektive hastigheten för tillväxten. När skattningar av dessa två
parametrar plottas mot varandra utifrån många simulerade epidemier från varje
nätverk så ser man att punkterna samlar sig på ett sätt som antyder att vissa av
nätverken tillåter exponentiell tillväx av epidemier. För några nätverk var re-
sultatet överraskande eftersom man hade väntat sig att nätverken skulle vara
rumsligt begränsade. I stället blev resultatet att tillväxt som liknar exponen-
tiell även går att åstadkomma på exempelvis ett 6-dimensionellt regelbundet
rutnät, i varje fall i början av epidemin.

Slutligen visas i artikel III och IV att asymptotiska analytiska lösningar
stämmer väl med simulerade epidemier på vissa empiriska nätverk. I artikel III
behandlas oriktade nätverk och i artikel IV riktade nätverk. Detta gör att kon-
figurationsmodellen kan vara användbar vid analys av vissa typer av nätverk,
dvs sådana som till sin struktur har likheter med konfigurationsmodellen. De
parametrar som studerats i dessa artiklar är R0 (reproduktionstalet), sanno-
likheten för ett stort utbrott och storleken på ett sådant utbrott. Både viktade
och oviktade modeller studeras.

Flera av metoderna som använts för analysen är datorintensiva. Några av
dem går att genomföra på rimlig tid på en vanlig PC tack vare att gradfördel-



ningen för empiriska grafer är glesa i den mening att endast på grader har en
sannolikhet som är skild från noll, vilket reducerar mängden beräkningar som
behöver göras kraftigt.
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