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Abstracts

Consumption Dynamics under Time-Varying Unemployment
Risk We study the response of households' demand for durable goods

to uctuations in unemployment risk. First, using survey data, we document that household durable expenditures react strongly to unemployment risk, while the eect on nondurable expenditures is indistinguishable from zero. Second, we construct a buer-stock savings model that
includes adjustment frictions for durable goods. We show that although
not targeted in the calibration, the model reproduces the semi-elasticities
of expenditures to unemployment risk estimated in the data. Third, using the model, we nd that the inclusion of adjustment frictions raises
the aggregate demand response of durable goods to uctuations in perceived unemployment risk by approximately 200 percent. Moreover, the
aggregate consumption dynamics are state dependent. Upon experiencing an adverse risk shock, the responsiveness of durable goods demand
to the interest rate and income changes is dampened, thus constraining
monetary and scal transfer policies in stabilizing consumption during
recessions.
The Labor-Market Origins of Cyclical Income Risk We use
Danish administrative data 1980-2013 to study the underlying mechanisms generating uctuations in income risk. We partition the population
into 37 narrowly dened educational categories and document the cyclicality of labor income risk for each category separately. For the individual
educational categories, mean income growth is strongly correlated with
income growth skewness, with an average correlation of 0.87-0.88. We
show that the connection between income growth skewness and mean
income growth is not only strong in the time dimension, but also in
the cross section. Across the 37 educational categories, the correlation
between mean income growth and income growth skewness is 0.93-0.96.

We show that labor-market frictions together with variations in productivity growth generate the relationship between mean income growth
and income growth skewness. In a quantitative job-ladder model, variations in productivity growth quantitatively capture both the time-series
and cross-sectional relationship. In contrast, variations in the job-nding
rate, the job-separation rate and the oer-arrival rate for employed fail
to generate the relationship between mean income growth and income
growth skewness in our framework.
A Pareto-Distribution Perspective on Top-Income Gender
Disparities We propose a novel decomposition of top-income gender
disparities into a top-income gender gap coecient, capturing the absolute underrepresentation of women in the top, and a glass ceiling coefcient, capturing the relative underrepresentation of women at the very
top given the representation of women at the top. The decomposition
uses that the top of both the male and female income distributions are
well approximated by Pareto distributions. We apply our decomposition
to Danish labor income data 1980-2013. We nd that the gender gap
coecient is slowly and steadily falling over the whole period while the
glass ceiling coecient has been stable since 1995.
We perform heterogeneity analysis along three dimensions. First, we
perform the decomposition for dierent age groups. The glass ceiling coecient has been largely stable across both time and age groups since
1995. Second, we perform the decomposition for parents and non-parents.
The glass ceiling coecient is larger for parents, but this stems from the
dierent income distribution of fathers and non-father men. Mothers and
non-mothers have similar glass ceiling characteristics. Third, we perform
the decomposition for the two most represented educational degrees in
the top one percent, medical doctors and lawyers. Whereas the glass ceiling coecient is small for medical doctors, it is much larger for lawyers.
A Note: The Eect of Assortative Mating on Income Inequality I provide a theoretical upper bound on the eect of assortative
mating on income inequality by comparing perfect assortative mating
with random mating. The percentage drop in the Gini coecient from

perfect assortative to random mating is bounded by 1 − √12 ≈ 29%. Furthermore, I compare the Gini coecient of the income distribution of
actual households with the Gini coecient under random mating using
US census data. Under all specications, the eect of randomization on
the Gini coecient is never larger than 0.015.

To Mia

Acknowledgments
An argument could be made that one does not need to be at a research
institution to conduct research anymore. As long as we have Internet
access, we have access to lectures, papers, code and data wherever we
go. Sure, it helps to have steady access to coee, scrap paper, and a
printer but beyond that, what can really an oce provide?
Maybe some people do not need the support of a community but that
was certainly not the case for me. My thesis, if at all completed, would
have been signicantly poorer without the continuous discussions with
and support from people around me. I am going to list people that have
helped me below, but bear in mind that the lasting impression on my
mind is not a series of individuals but concentric vibrant communities.
In the innermost circle, we have my coauthors. In a very tangible way,
Niels-Jakob Harbo Hansen, Hans Henrik Sievertsen, and Erik Öberg have
substantially improved this thesis. Especially the continuous cooperation
with Erik on my rst research project (which eventually became Chapter
1 of this thesis) made me a considerably better economist. The years of
discussions with Saman Darougheh and Hannes Malmberg have also been
a integral part of my training as an economist.
Then we have the graduate student generation at IIES, including
Anna Ævarsdóttir, Serena Cocciolo, Sirus Dehdari, Divya Dev, Richard
Foltyn, Selene Ghisol, Mathias Iwanowsky, Matilda Kilström, Kasper
Kragh Sørensen, Jonna Olsson, Josef Sigurdsson, Miri Stryjan and Magnus Åhl. I have learned immensely from all of you and we have had
tremendous fun. With you the line between research and idle curiosity,
between work and leisure, is forever blurred.
The overall macro community at IIES has been fantastic. My advisor
Per Krusell has continually nudged me in fruitful directions with his
questions and suggestions. Per was also incredibly generous and a rock
to lean on during the stressful parts of the job market. The macro faculty
at IIES, Timo Boppart, Tobias Broer, John Hassler, Sebastian Koehne,
Alexandre Kohlhas, Kurt Mitman and Kathrin Schlafmann, have all been

very available, very kind, and tremendously helpful.
The IIES at large has been a wonderful workplace in all dimensions,
ranging from the craysh parties to the Scandinavian history reading
group, from the lunch conversations to the speed brown bags. Jon de
Quidt and Kurt Mitman were fantastic placement directors throughout the job market, Ulrika Gålnander was instrumental in guiding me
through the process of turning my research into a thesis (this book!), and
Christina Lönnblad has been all-around resourceful and helpful throughout my years at IIES. Ultimately, I thank Assar Lindbeck for building
and maintaining the IIES community.
An even larger circle includes the greater Stockholm economics community. Before I started my PhD, I worked as a research assistant at the
Riksbank together with Mats Levander, Matias Quiroz and Tommy von
Brömsen. Had I not been hired in 2011 by Tor Jacobsson and Kasper
Roszbach, it is fully possible that my life would have taken a dierent
path. I was enrolled at the Stockholm School of Economics for the rst
year of the PhD program and worked closely with Eleonora Freddi, Marta
Giagheddu, Nadiia Lazhevska and Gustaf Lundgren on our problem sets.
Outside of Stockholm, I have appreciated and learned a lot from Jeppe
Druedahl and Axel Gottfries.
With the benet of hindsight, it is clear that my extended families
instilled in me an interest in economics (mother's side) and research
(father's side). The unconditional support of my mother Ulrika, my father
Johan, and my sister Sara has vastly and immeasurably improved me.
Finally, I want to thank my wife Mia. You are my best friend, intellectual sparring partner, life coach and occasional clown all combined
into one. You have made me a considerably better person and I owe you
everything. Without your support throughout these years, this thesis
would not have been completed.
Karl Harmenberg
Stockholm, Sweden
May 2017

Contents
Introduction
1

1

Consumption Dynamics under Time-Varying Unemployment Risk

9

1.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . .

9

1.2

Evidence from survey data . . . . . . . . . . . . . . . . . . 15

1.3

Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 25

1.4

Decision functions . . . . . . . . . . . . . . . . . . . . . . 35

1.5

Validation . . . . . . . . . . . . . . . . . . . . . . . . . . . 38

1.6

Aggregate consumption dynamics . . . . . . . . . . . . . . 44

1.7

Concluding remarks . . . . . . . . . . . . . . . . . . . . . 52

References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 54
1.A Data description . . . . . . . . . . . . . . . . . . . . . . . 59
1.B Robustness of the empirical analysis . . . . . . . . . . . . 63
1.C Solving the consumption model . . . . . . . . . . . . . . . 71
1.D Details of calibration procedure . . . . . . . . . . . . . . . 75
2

The Labor-Market Origins of Cyclical Income Risk

79

2.1

Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . 79

2.2

Data and Empirical Method . . . . . . . . . . . . . . . . . 86

2.3

Empirical Results on Income Growth Risk and Mean Income Growth . . . . . . . . . . . . . . . . . . . . . . . . . 90

2.4

Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 97

2.5

Concluding Remarks . . . . . . . . . . . . . . . . . . . . . 117

CONTENTS

References . . . . . . . . . . . . . . . . . . . . . .
2.A Additional Tables and Figures . . . . . . . .
2.B Proof for Generalizing the Simple Example
2.C Model Solution . . . . . . . . . . . . . . . .

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

.
.
.
.

. 118
. 122
. 124
. 127

3 A Pareto-Distribution Perspective on Top-Income Gender Disparities
133

3.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . 133
3.2 A First Glance at the Data . . . . . . . . . . . . . . . . . 137
3.3 Pareto Methodology . . . . . . . . . . . . . . . . . . . . . 140
3.4 Application to Danish Data . . . . . . . . . . . . . . . . . 147
3.5 Heterogeneity Analysis . . . . . . . . . . . . . . . . . . . . 149
3.6 Concluding Remarks . . . . . . . . . . . . . . . . . . . . . 157
References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 158
3.A Proofs . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160
3.B Figures for Five-Year Income . . . . . . . . . . . . . . . . 163
3.C Inferring the Glass Ceiling Coecient from Guvenen et al.
(2014) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 168

4 A Note: The Eect of Assortative Mating and Inequality171

4.1 Introduction . . . . .
4.2 Empirical Analysis .
4.3 Theoretical Analysis
4.4 Discussion . . . . . .
References . . . . . . . . .
4.A Proof of Theorem . .

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

Sammanfattning (Swedish Summary)

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

.
.
.
.
.
.

. 171
. 175
. 178
. 179
. 180
. 182
184

Introduction

My dissertation consists of four independent and highly specialized contributions to economic research. It has served the dual purposes of advancing our scientic understanding as well as preparing me for a career
in research.
All four chapters of the dissertation study the distribution of income,
broadly understood. Chapter 1 and 2 study income risk while Chapter
3 and 4 study income inequality. Both risk and inequality measure the
dispersion of an outcome, but they dier with respect to which outcomes
they compare. Risk measures the dispersion of an outcome for a given
individual across several possible futures while inequality measures the
dispersion of an outcome across several individuals at a given point in
time. Figure 1 illustrates this point.
Chapter 1 and 2 study income risk and its relationship
to economic decision making and the macroeconomy at large.
Why are there recessions? One hypothesized causal mechanism is as
follows: Some workers lose their jobs, and as a response they cut their
consumption. When consumption expenditures fall, the rms notice or
anticipate this fall in demand, and lay o workers, which in turn causes
an even further fall in demand. The inital shock is amplied through a
feedback mechanism.
Another hypothesized causal mechanism is as follows: The risk of becoming unemployed increases for a broad class of workers. These workers
become worried and begin to cut down on consumption. When consumpIncome risk
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Figure 1: Risk and inequality measure dierences in outcomes along dierent
dimensions. Risk is the dierence in outcome for one individual across many
possible futures, inequality is the dierence in (actual) outcome across dierent
individuals.
Tomorrow

Comparison
Today

Comparison
Risk, diﬀerences across possible futures

Inequality, diﬀerences across individuals

tion expenditures fall, the rms notice or anticipate this fall in demand,
and begin considering laying o workers, which in turn increases the
unemployment risk and causes an even further fall in demand.
The two causal mechanism are structurally similar in that events in
the labor market cause changes in income, which in turn cause a fall
in consumption, as depicted in Figure 2. But the rst mechanism is
about the direct fall in income, whereas the second mechanism is about
an increase in income risk. Which eect is the most important? Does
aggregate consumption primarily fall because of the households that see
their income fall, or does aggregate consumption primarily fall because
of the households that are worried about risks?
Two intuitions point in dierent directions. It is clear that households
who actually face economic hardship cut their consumption more than
households who are merely worried about potential economic hardship.
The direct income eect is more important than the income risk eect for
a given individual household aected. However, fewer households actually

3

Figure 2: A stylized model of how the labor market aects consumption, and
how aggregate consumption may in turn aect the labor market. Chapter 1 studies how unemployment risk from the labor market aects consumption purchses.
Chapter 2 studies what statistical properties of income can tell us about the labor
market.
Labor market

Income

Consumption

(Demand feedback)
Chapter 1
Unemployment risk
Labor market

Purchases
Income moments

Chapter 2

face economic hardship than the households who have reasons to be
worried about future economic hardship. Which matters the most, a
large eect for few people or a small eect for many people?
To make progress, we need to measure income risk and we need to
study the response of consumption to income risk. In Chapter 1, jointly
written with Erik Öberg, we study the eect that unemployment risk has
on consumption. We start with an empirical investigation using Italian
household survey data. We estimate the unemployment risk for household heads and relate uctuations in risk to consumption expenditures.
We are also careful to distinguish between expenditures on durable goods
such as cars and furniture and expenditures on non-durable goods such
as food. We document that the expenditure response to unemployment
risk is about ten times as large for durable expenditures than it is for
non-durable goods, but only about two to three times as large in response
to changes in income.
To relate the documented micro-level relationship to broader macroeconomic questions, we introduce a model of household consumption and
saving decisions. In the model, households can freely adjust their consumption of non-durable goods but face an adjustment cost when adjust-
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ing their consumption of durable goods. To sell an old car and purchase a
new car is associated with various costs, which we capture by introducing
an adjustment cost to the model.
We pick the parameter values of the model to match key characteristics of the wealth, income, and purchase distribution in the data and we
validate the model by performing the same statistical tests in the model
as we did on the Italian household data. Since we reproduce the empirical micro-level estimates of the consumption response to unemployment
risk, we view our model framework as a useful framework for evaluating
policy interventions. We show that, in the context of our model, consumption is less responsive to monetary and scal policy in periods of
high unemployment risk.
In Chapter 1, we take a specic type of income risk, namely unemployment risk, and study its eect on consumption. In Chapter 2, jointly
written with Hans Henrik Sievertsen, we take a commonly used income
risk statistic and ask what it can tell us about the labor market.
Measuring income risk is inherently dicult since risk is ultimately
a subjective experience. Risk depends on the knowledge and theoretical
framework of the decision maker, not of the knowledge and theoretical
framework of the social scientist trying to understand the decision maker.
What may appear to be surprises to us as observers may be well-known
in advance to the decision maker, which would lead us to overestimate
the risk. Conversely, we observers may anticipate certain events which
the decision maker is unaware of, which may lead us to underestimate
the risk of the decision maker.
Nevertheless, a broad-strokes approach to estimating the magnitude
of income risk is the following: Take all the individuals in the economy,
and for each individual record how her income changed at some horizon
(for example, the last year). Gather all the income changes in one big
histogram and use the statistical moments of that histogram as measures
of the income risk that an average individual faces. We perform this
exercise using Danish administrative data and track how the incomechange histogram evolves over time.

5
Of course, the business-cycle properties of income risk may be dierent for dierent groups. We therefore break the population down into narrow educational categories and follow how income risk evolves for the different groups. Surprisingly, the income risk of the dierent groups share a
common characteristic: The income risk features cyclical skewness. Statistically, this means that the third moment of the income-change histogram moves with the local business cycle of the educational category.
In layman terms, it means the following: In good times, large income
changes are mostly positive while in bad times, large income changes are
mostly negative. The small income changes show little cyclicality. Furthermore, we document that a corresponding fact also holds true when
we compare the educational categories with each other. High-growth educational categories have income risk proles with positive skewness, and
vice versa for low-growth educational categories.
How can these two facts, cyclical skewness and cross-sectional skewness, be accounted for? We show that existing labor-market theories
together with variations in productivity growth account well for the documented facts. The key ingredient to generate the cyclical skewness and
cross-sectional skewness is a wage friction which stops wages from immediately adjusting to changes in productivity growth.
Income inequality

The distribution of income is one of the central

objects of study in economics. Chapter 3 and Chapter 4 study income
inequality along two dierent dimensions, as shown in Figure 3. Chapter
3 explores the gender dimension of income inequality and Chapter 4
studies the household dimension and the eect that marital sorting may
have on household inequality.
Chapter 3, jointly written with Niels-Jakob Harbo Hansen, Hans Henrik Sievertsen and Erik Öberg, uses Danish administrative data to study
the gender dierences in the top of the income distribution. Women are
vastly underrepresented in the top of the income distribution. Only one
out of ve individuals in the top ten percent is a woman, and only one
out of ten in the top one percent.

6
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Figure 3: Chapter 3 and 4 study inequality along two dierent dimensions.
Chapter 3 studies gender dierences in income and chapter 4 studies household
income dierences.

Chapter 3

Gender inequality
Household inequality
Chapter 4

Using the mathematical properties of Pareto distributions, we introduce a novel decomposition of top-income gender dierences into two
components, a top-income gender gap and a glass ceiling. The top-income
gender gap measures the dierence between male and female income at
the 90th percentile of the two distributions. The glass ceiling, which we
formally dene as the ratio of the Pareto tail coecients of the male and
female income distributions, measures the conditional representation of
women. For example, given that women make up twenty percent of the
top ten percent, one could expect that women would also make up twenty
percent and not only ten percent of the top one percent. Our measure
of the glass ceiling captures that there are only half as many women
in the top one percent as one might naively expect from knowing their

7
representation in the top ten percent.
We track the gender gap and glass ceiling from 1980 to 2013 and
document that all the progress in top-income gender disparities of the
last twenty years can be attributed to the closing of the gender gap while
the glass ceiling has been constant and large since 1995. There are many
more women in the top ten percent of the income distribution today,
which is captured by the gender gap, but a randomly drawn woman
from the top ten percent of the income distribution is just as unlikely as
twenty years ago to also belong to the top one percent, which is captured
by the stability of the glass ceiling.
In Chapter 4, I study the importance of marriage patterns on income
inequality. There is a conjecture that marriage patterns today are more
assortative, and that this explains a signicant share of the increase in
household inequality. A weaker form of the conjecture is that assortative
marriage patterns have the potential to signicantly amplify household
inequality. I show in Chapter 4 that the strong form of the conjecture is
false, and that the weaker form of the conjecture demands an unrealistic
degree of sorting to signicantly amplify household inequality.
I compare the actual household income distribution in the US with
a counterfactual household income distribution where couples are randomly formed. The fall in inequality from random couple formation is
small, much smaller than the increase in inequality from 1980 to today.
Finally, I consider what the eect would be if couples were sorted
perfectly on income. This scenario clearly maximizes the eect that sorting can have on income inequality. I compare inequality under random
matching with inequality under perfect income sorting and derive a theoretical upper bound on the impact sorting can have on household income
inequality. In this extreme limit case, sorting has an eect on household
income inequality of roughly the same magnitude as the increase in US
household income inequality from 1980 to today. I view this as a clear
indication that marital sorting, important as it maybe for other phenomena, played a negligible role for household income inequality historically
and will continue to do so in the future.
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Concluding remarks

No research is conclusive. To even be able to

grapple with amorphous concepts such as risk and inequality and to
make some progress at all, we must ignore many important dimensions.
Our models and statistical frameworks are obviously and inescapably
mere shadows of the real phenomena we are studying. The alternative
to our formal method, an alternative of considerable value, is the more
literary and inspirational approach to understanding social phenomena. I
end this introduction with a quote from Plato's Theaetetus as a reminder
that what informal arguments gain in exibility and broadness, they lose
in precision and communicability.
If you ask one of them a question, he pulls out puzzling little
phrases, like arrows from a quiver, and shoots them o; and
if you try to get hold of an explanation of what he has said,
you will be struck with another phrase of novel and distorted
wording, and you never make any progress whatsoever with
any of them, nor do they themselves with one another, for
that matter, but they take very good care to allow nothing
to be settled either in an argument or in their own minds.1

1 Plato. Plato in Twelve Volumes, Vol. 12 translated by Harold N. Fowler. Cambridge, MA, Harvard University Press; London, William Heinemann Ltd. 1921.

Chapter 1

Consumption Dynamics
under Time-Varying
Unemployment Risk ∗
1.1 Introduction

Why does consumption demand fall in recessions? How and to what extent can stimulus policy compensate the fall? We argue that adjustment
frictions for durable goods provide a powerful amplication channel from
uctuations in perceived unemployment risk to aggregate consumption
demand. Moreover, the same frictions dampen the responsiveness of aggregate demand for durable goods to the interest rate and transitory
income shocks when risk is high, constraining monetary and scal trans-

∗
This chapter has been jointly written with Erik Öberg. We are grateful for helpful
discussions with Adrien Auclert, Nicholas Bloom, Christoph Boehm, Tobias Broer,
David Domeij, Jeppe Druedahl, John Hassler, Nathaniel Hendren, Paul Klein, Per
Krusell, Alessandro Martinello, Kurt Mitman, Benjamin Moll, Peter Nilsson, Alessandro Pavan, Torsten Persson, Valerie Ramey, Kathrin Schlafmann, David Strömberg,
Joseph Vavra, Venky Venkateswaran and seminar participants at the Bank of Finland,
Danmarks Nationalbank, IIES Stockholm University, l'Université Libre de Bruxelles,
Lund University, SED Annual Meeting 2016 in Toulouse, Tillburg University, University of Cambridge, University of Copenhagen, University of Oslo, and Uppsala
University. All errors are our own. The research was nanced by Handelsbanken's
Research Foundations.
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fer policies in stabilizing consumption during recessions.
Our analysis starts by documenting expenditure patterns at the micro level. We use the Italian Survey of Household Income and Wealth,
a large representative panel survey asking households about nondurable
and durable consumption expenditures, income, and asset holdings. We
estimate time and household-specic probabilities of transitioning to unemployment and exploit the panel dimension of the data to construct
individual-level uctuations in unemployment risk. We document that
durable expenditures react strongly to uctuations in unemployment
risk, with a semi-elasticity around 3, while the semi-elasticity for nondurable expenditures is small and statistically indistinguishable from 0.
To relate the microeconomic estimates to aggregate consumption dynamics and to perform counterfactual policy experiments, we propose a
model of household consumption and saving decisions. Our model extends a standard buer-stock savings model to include frictions in the
adjustment of durable goods. The frictions make it costly for households
to frequently adjust their stock of durable goods. Households optimally
employ an (S,s)-type decision rule where they purchase new durable
goods only if their stock falls below some lower threshold in relation
to their current income and liquid wealth. In this environment, uctuations in unemployment risk aect durable expenditures through a waitand-see motive (see, e.g., Dixit and Pindyck (1994)). When households
experience a temporary increase in unemployment risk, the adjustment
threshold shifts downwards because 1) with higher unemployment risk,
the desired level of consumption in the near future is more uncertain
and because 2) this uncertainty will be resolved when the increase in
unemployment risk reverts.
We estimate income and unemployment processes from the survey
data. Taking these processes as given, we calibrate preference and technology parameters to match unconditional sample moments of the distribution of wealth and durable purchases. We test the quantitative performance of the model by running the same micro-level regressions on
model-generated data as on the survey data. Although not targeted in
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the calibration, the responses of durable and nondurable goods to uctuations in unemployment risk are close to the empirical estimates.
Having evaluated the model performance at the micro level, we study
its macroeconomic implications. We compute, in partial equilibrium, the
aggregate impulse-response functions to an increase in the job-separation
rate that mimics the Italian experience during the recent Eurozone crisis. Compared to the response in a standard model without adjustment
frictions, where aggregate expenditures respond to risk solely through
a precautionary-savings motive, the demand response of durable goods
to the aggregate job-separation rate shock is amplied by roughly 40
percent. We decompose the total response into an ex-ante risk channel,
capturing the expenditure response due to the increase in the perceived
unemployment risk, and an ex-post income channel, capturing the expenditure response due to income losses from realized unemployment spells.
Compared to the response in the frictionless model, the ex-post income
channel in our model is approximately 50 percent weaker. The amplied response in the model with adjustment frictions is explained by the
ex-ante risk channel, which is approximately 200 percent stronger.
Moreover, with adjustment frictions, the consumption dynamics are
state dependent. We evaluate the responsiveness of aggregate expenditures on durable goods to transitory income shocks, i.e., the marginal
propensity to spend, as well as to the real interest rate, two key statistics
in the transmission of monetary and scal transfer policies to consumption. When unemployment risk increases and the adjustment threshold
shifts downwards, more households are further away from the margin of
making an adjustment. The demand response to an additional marginal
incentive to invest thus falls. We nd that upon entering the recession,
the aggregate marginal propensity to spend on durable goods falls by 30
percent and the aggregate responsiveness of durable expenditures to the
real interest rate falls by 40 percent. In sum, the presence of adjustment
frictions both amplies the shortfall in demand for durable goods to an
increase in perceived unemployment risk and simultaneously decreases
the capability of monetary and scal transfer policies to compensate this
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Our analysis proceeds as follows. In Section 1.2, we estimate semielasticities of expenditures to unemployment risk growth using the survey
data. In Section 1.3, we describe the model setup, parametric assumptions and the calibration procedure. In Section 1.4, we characterize and
discuss the decision rules that households employ in the model. In Section 1.5, we test the model by repeating the regressions from Section 1.2
on model-generated data. In Section 1.6, we study the macroeconomic
implications. Section 1.7 concludes the paper.

1.1.1

Relation to literature

Our investigation builds on a large literature on characterizing adjustment behavior under non-convex adjustment costs, going back to pioneering work by Arrow et al. (1951) and Grossman and Laroque (1990).
Regarding the role of income risk for uctuations in the demand for
durable goods, two notable theoretical contributions are Bernanke (1983)
and Hassler (1996). Hassler showed that it is temporary, rather than permanent, shifts in income risk that produce the wait-and-see eect.
To the best of our knowledge, there are only two papers that quantitatively investigate the eect of shocks to idiosyncratic income risk on
the demand for durable goods over the business cycle.1 Carroll and Dunn
(1997) study the eect of unemployment risk shocks on housing demand
in a partial equilibrium setting similar to ours. Due to computational
constraints, the authors cannot separate the choice of liquid assets from
the choice of housing and restrict the latter to be a binary, extensive
margin, choice. A more recent contribution is Druedahl (2015). Whereas
Druedahl focuses on the interaction eect of shocks to credit conditions
and income uncertainty, we go further in connecting our model to empiri-

There is a more extensive literature on the response of rm investment to uncertainty shocks, which also emphasizes non-convex adjustment costs. Bloom et al.
(2007), Bloom (2009) and Bloom et al. (2014) nd a strong response of investment to
uncertainty shocks in calibrated models that match the lumpy investment behavior
observed in micro data, similar to our ndings on the relation between unemployment
risk and household expenditures on durable goods.
1
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cal estimates and in studying the state-dependent consumption dynamics
that follow an aggregate unemployment risk shock.
Beyond shocks to idiosyncratic income risk, our paper is also closely
related to Berger and Vavra (2015), which investigates state dependencies in the consumption dynamics that follow rst moment shocks to income. They nd that conditional on an adverse shock to income, which
reduces the demand for durable goods, the responsiveness of demand to
additional shocks is dampened. In the context of aggregate shocks to
labor market transition rates, we nd similar state-dependent dynamics
for the responsiveness to transitory income shocks and the real interest rate. However, we nd that the risk channel is more powerful than
the income channel in generating uctuations in the demand for durable
goods.
At the micro level, Eberly (1994), Foote et al. (2000) and Bertola
et al. (2005) investigate the eect of income risk on adjustment probabilities/adjustment thresholds for durable goods using cross-sectional
data. However, none of these studies separate the eect of level dierences in income risk and growth dierences in income risk. Therefore,
the estimates are dicult to relate to the demand response that follows
an aggregate shock that temporarily raises unemployment risk. Our empirical investigation uses panel data to perform this separation, which
also allows us to test the model on the key margin of interest: the semielasticity of durable demand to growth in unemployment risk.
The main conclusion of our study, that frictions in the adjustment
of durable goods provide an amplication channel from uctuations in
unemployment risk to aggregate consumption demand, relates to a recent and growing literature on the contribution of idiosyncratic income
risk to uctuations in output in general equilibrium, through its eect
on consumption demand. McKay (2016), Krueger et al. (2016), Bayer
et al. (2015) and Challe and Ragot (2016) study the eect of exogenous shocks to unemployment/income risk, while Ravn and Sterk (2013)
and Den Haan et al. (2015) study economies where separation rates are
endogenous to aggregate business cycle conditions. We share their ambi-
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tion of quantifying the impact of income risk on consumption demand.
However, whereas all mentioned papers consider economies with a single nondurable consumption good, our contribution is the focus on how
adjustment frictions aect the responsiveness of durable good expenditures.
In contrast to some of the aforementioned papers, our study exclusively focuses on countercyclical unemployment risk, not general labor
income risk. This is motivated by the ndings of Homann and Malacrino
(2016), who show that shifts in the left-skewness of the income growth
distribution during Italian recessions are almost entirely accounted for by
uctuations in employment time, as opposed to shifts in the left-skewness
of per-time-unit wage growth. Moreover, the same authors show that the
shifts in the US labor market transition rates can almost fully account
for the increased left-skewness of the income growth distribution during
US recessions documented by Guvenen et al. (2014). To a large extent,
countercyclical income risk appears to be countercyclical unemployment
risk.
Finally, our investigation of the aggregate marginal propensity to
spend and aggregate responsiveness to the real interest rate relates to a
large literature on the transmission of business cycle policies to consumption. The response of expenditures to changes in the real interest rate
is the standard transmission channel of monetary policy to consumption in new Keynesian models (see, e.g., Erceg and Levin (2006) for a
workhorse representative agent model with durable goods). The marginal
propensity to spend directly identies the consumption response to scal
transfers in partial equilibrium. In addition, the marginal propensity to
spend captures the consumption response to the additional indirect income eects that monetary policy may generate in general equilibrium,
as recently emphasized in Kaplan et al. (2016). Our ndings that the aggregate marginal propensity to spend and the aggregate responsiveness
to the real interest rate for durable goods are procyclical suggest that
the eects of monetary and scal transfer policies on consumption are
likely to be procyclical as well.
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1.2 Evidence from survey data
In this section, we document expenditure patterns, for both nondurable
and durable goods, using the Italian Household Survey of Income and
Wealth (SHIW). In particular, we estimate the responses of durable and
nondurable expenditure to uctuations in unemployment risk.

1.2.1

Data description

The SHIW is administered by the Bank of Italy and surveys a representative sample of Italian households since the 1960s.2 The survey has
grown in scope and sample size over time; in recent years approximately
8,000 households are interviewed in each wave. About half of the sample
has been interviewed in previous surveys, with gradual replacement over
time. To be able to include all relevant variables with consistent denitions, we will use data starting with the 1998 wave; since then the survey
has been conducted biennially.
The data contain information on households' consumption expenditures, with separate questions for purchases and sales of
and

Motor vehicles

Furniture, household appliances and similar items. The survey also

asks households to estimate their current wealth of possessed items in

these categories. In addition, the survey contains detailed information
on income, wealth decomposed into several categories, and a rich set of
household characteristics.
Information regarding state variables, such as wealth and several
characteristics (such as age), refers to that state at the end of the year.
Information regarding ow variables, such as consumption expenditures
and income, refers to the sum of the ow over the year. A detailed description of all variables used, more information on survey design and
data quality and a comparison to other survey data sets are located in
Appendix 1.A.
2 The SHIW data have previously been used for documenting expenditure patterns
in, e.g., Bertola et al. (2005), Jappelli and Pistaferri (2014) and Auclert (2015).
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1.2.2

Sample selection

The raw data from the survey waves from 1998-2014 have 71, 173 household observations. To estimate the eect of future unemployment risk on
current expenditure growth, we require that households are surveyed in
three consecutive waves which leaves us with 19, 825 observations.
Consumption expenditure is measured at the household level. For
variables measured at the individual level, such as unemployment risk,
we focus on the household head. We dene the household head as the individual in the household with the highest income, both from labor and
nancial earnings. We require that the household head is aged 25-60, currently employed, and part of the labor force (employed or unemployed)
in the next wave, bringing down the sample to 5, 960 observations.
To ensure that an unemployment spell is a meaningful income loss for
the household, we restrict the sample to households where the household
head has labor earnings that are at least 40 percent of the total household
income, leaving us with 4, 574 observations. In Appendix 1.B, we check
whether our results are robust to changing this cuto value.

1.2.3

Econometric framework

We seek to identify the expenditure response to uctuations in unemployment risk, both in terms of durable and nondurable goods. Since
durable purchases are lumpy and since the wait-and-see eect operates
on the extensive margin, we will estimate a probit model of the probability of a durable purchase on the growth of unemployment risk. Let DPit
be an indicator variable that takes the value of 1 if a durable good has
been purchased in year t, denote the probability of being unemployed in
year t + 2 by Uriskit and dene the Δ-operator by ΔXt = Xt − Xt−2 for
any variable X (recall that the SHIW surveys households at a biennial
frequency). We estimate

P(DPit = 1) = Φ(βΔUriskit + βx Xit ),

(1.1)
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where Φ() is a cumulative normal distribution, and Xit is a collection of
relevant covariates.
For nondurables, expenditures are always positive, and we can estimate the eect of unemployment risk growth on log expenditure growth

Δct in a standard OLS specication:
Δct = α0 + αΔUriskit + αx Xit + t .
The collection of covariates

Xit

can be separated into two:

(1.2)

Xit

=

[X1it , X2it ]. The collection X1it contains variables that we would expect
to inuence the household purchase decision of durable and nondurable
consumption goods within a buer-stock model featuring adjustment
frictions for durable goods.

X1it

includes log income growth Δ log Yt ,

quartile bins of the household's stock of wealth in durable goods Dit
(excluding net purchases in year t), as well as net nancial and total
gross assets FAit−2 , Ait−2 . All stock variables are normalized by the
previous period income Yit−2 . We condition on nancial and total wealth
measured in year t − 2 to ensure that they are predetermined to the
consumption decisions made in year t.

X1it

also includes the previous

period level of log income log Yt−2 , since the level and growth of income
are likely to be correlated.

The second collection X2it contains control variables that are part of

the identication strategy, discussed in the next subsection.

1.2.4

Identication of unemployment risk

To retrieve a measure of unemployment risk, we condition the probability
of being unemployed in year t + 2 on characteristics observed at time t.
Specically, the baseline strategy is to estimate a probit model for each
year in the sample,

P(Uit+2 = 1) = Φ(βt Zit ),

(1.3)
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where Uit+2 is an indicator that takes the value of 1 if the household
head is unemployed in year t + 2 and 0 otherwise, and

Zit is a vector of

covariates.
The variables in

Zit can be decomposed as Zit = [Z1it , Z2it ]. Z1it

contains variables that are a priori likely sources of exogenous shocks
to unemployment risk. These are indicator variables of superregion of
residence (north, centre and south/islands), region of residence (the 20
administrative regions of Italy), occupation, industry of employment as
well as bins of the population size of the town area in which the household resides.

Z2it contains basic household characteristics: ve-year age

bins, sex, marital status, education level and household size. The motivation for including

Z2it is that household preferences over labor supply

are likely to be correlated with these characteristics, and also with the
variables in Z1it . If we do not control for basic household characteristics,
we might falsely attribute endogenous variation in unemployment risk to
exogenous factors.
We do not directly regress the employment status on Zit . Instead, we
retrieve factors
projections

Ft from the covariates Zit and use the associated factor

fit for the estimation of unemployment risk:
P(Uit+2 = 1) = Φ(βt fit ).

(1.4)

The motivation for this approach is that the yearly samples contain 381
observations on average, while the total number of categories formed by

Zit is 88. In consequence, if we directly regress employment status on Zit , we will likely overt the data. By regressing on the factor
the set

projections, we reduce the dimensionality while simultaneously keeping
as much of the variation in the underlying independent variables as possible.
We retrieve the factors by multiple correspondence analysis, which is
analogous to principal component analysis but adapted to suit categorical variables (Greenacre, 2007). In the choice of the number of factors
used, there is a tension between how much of the variation in the underly-

R

R
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in the sample, we recover the growth of unemployment risk by taking
the rst dierence:

ΔUriskit = P(Uit+2 = 1|fit ) − P(Uit = 1|fit−2 ).

(1.5)

Descriptive statistics of the distribution of Uriskit and ΔUriskit are
shown in Table 1.1.
The variation in ΔUriskit derives from two sources. First, household
characteristics may change between any two waves in the sample. For
example, which age bin the household head belongs to will mechanically
change for some households in the sample. More importantly, the same
set of covariates can predict a dierent unemployment rate in year t than
in year t − 2, creating variation in ΔUriskit while holding the household
characteristics constant. For example, if there is a regional-industry specic adverse demand shock in year t that raises the unemployment rate
in that region-industry in year t + 2, households belonging to that region
and industry will experience a higher unemployment risk in year t than
they did in year t − 2.
Can ΔUriskit be treated as exogenous in (1.1) and (1.2)? The variation in Uriskit derives from the variation in region of residence, occupation and industry of employment and basic household characteristics.
These variables are most likely pre-determined to household consumption decisions made in year t. In addition, the eect of constant household unobservable characteristics, such as preferences, are ltered out by
rst-dierencing Uriskit .
There are three potential threats to identication. First, if a signicant share of ΔUriskit arises from aggregate business cycle shocks,

ΔUriskit may correlate with changes in prices, which have a separate
eect on consumption decisions. To control for such general equilibrium
feedback, our set of control variables X2it includes time xed eects. Second, since the variation in ΔUriskit stems from observables, an increase
in ΔUriskit could aect the consumption decision through a tightened
credit constraint, as nancial institutions are likely to be less inclined

EVIDENCE FROM SURVEY DATA

21

to lend to a household with worse employment prospects. To control for
this indirect feedback mechanism,

X2it also includes a dummy variable

that indicates whether the household has faced a binding credit constraint. The dummy variable takes the value of 1 if the household has
been denied or discouraged from applying for credit in year t.3 Third, it
is likely that the level and growth of unemployment risk are correlated.
Therefore, we control for the same variables used to predict Uriskit in
the consumption regressions, i.e.

1.2.5

X2it is a superset of Zit .4

Measurement

We consider two types of durable goods:

Motor vehicles and Furniture,

household appliances and similar items, hereafter referred to as Furniture.
We dene a purchase in any of these two categories in year t as net
expenditures that exceed one half of the sample mean of a week's income
in year t. We dene a purchase of total durable goods as a purchase in
either category (or both). Expenditures on nondurable goods are dened
as total consumption expenditures less of expenditures on durable goods,
jewelry and housing rents (imputed and actual).
We dene households' net nancial assets as their nancial assets net
of debt owed to other households and debt for purchases of consumption
goods, thus not including mortgage debt. The measure of nancial assets
includes all holdings in bank and deposit accounts as well as all directly
held stocks, bonds and other nancial instruments. We dene total gross
assets as the sum of all gross nancial and real assets, including housing
wealth.
The employment status of a household head in a year is dened as the
employment status held for most part of that year. We show descriptive
statistics of all economic variables used and some basic characteristics in

We dene a household to be discouraged when the interviewee has answered that
someone in the household has thought about applying for credit, but later changed
his/her mind in anticipation that the application would be denied.
This is not strictly true. The regions and superregions are perfectly collinear, and
therefore we only include the regions in X .
3

4

2it
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Share Males
Age
Share with Durable Purchase
Share with Vehicle Purchase
Share with Furniture Purchase
Nondurable Consumption/Income
Total Gross Assets/Income
Net Financial Assets/Income
Unemployment risk
Unemployment risk growth
Share denied/discouraged credit applicants

Value/Mean
0.81
45.86
0.41
0.14
0.32
0.57
4.52
0.43
0.03
0.0
0.04

Std. Deviation
.
7.46
.
.
.
0.23
4.29
0.89
0.04
0.02
.

Minimum
.
25.0
.
.
.
0.07
-3.51
-3.16
0.0
-0.2
.

Maximum
.
60.0
.
.
.
4.26
40.22
34.12
0.36
0.22
.

Table 1.1: Descriptive statistics of the sample used for the nal regressions.
Table 1.1.

1.2.6

Results

Table 1.2 shows the results from estimating (1.1) and (1.2). As our measure of unemployment risk is a generated regressor, the standard errors
are bootstrapped.
In the rst two columns of Table 1.2, we show the estimated eect
on the probability of having purchased a durable good that results from
estimating equation (1.1), with and without the inclusion of control variables. The coecients show the average marginal eect, normalized by
the unconditional purchase probability, and should thus be interpreted
as the aggregate marginal eect on the number of purchases if all households in the sample are subject to a one-unit change in the corresponding
independent variable. In particular, the coecient for unemployment risk
growth is the semi-elasticity of durable purchases to unemployment risk
growth.
Our preferred specication is column 2, since the inclusion of the control variables indirectly control for the estimated level of unemployment
risk. For this specication, a 1 percentage point increase in unemployment risk growth for all households is associated with an estimated fall
of aggregate durable purchases by 2.5 percent. A 1 percent increase in
income growth for all households is associated with a 0.6 percent increase

-3.24***
(0.65)
0.61***
(0.07)
-0.2***
(0.05)
-0.21***
(0.06)
-0.18***
(0.06)
0.0
(0.05)
0.13**
(0.06)
0.16***
(0.06)
0.0
(0.06)
-0.08
(0.06)
-0.11*
(0.06)
Yes
No
0.06
4574

Durables I
-2.54***
(0.69)
0.64***
(0.07)
-0.22***
(0.05)
-0.25***
(0.06)
-0.24***
(0.06)
-0.03
(0.05)
0.1*
(0.06)
0.11*
(0.06)
-0.03
(0.06)
-0.1
(0.06)
-0.08
(0.06)
Yes
Yes
0.09
4574

Durables II
-3.2**
(1.4)
1.1***
(0.15)
-1.2***
(0.11)
-1.33***
(0.12)
-1.53***
(0.12)
0.12
(0.11)
0.17
(0.11)
0.15
(0.12)
0.03
(0.12)
-0.14
(0.12)
-0.18
(0.12)
Yes
No
0.14
4574

Vehicles I
-3.32**
(1.59)
1.06***
(0.17)
-1.27***
(0.1)
-1.39***
(0.12)
-1.65***
(0.13)
0.1
(0.11)
0.15
(0.11)
0.14
(0.13)
0.02
(0.12)
-0.15
(0.12)
-0.2
(0.13)
Yes
Yes
0.18
4574

Vehicles II
-3.32***
(0.76)
0.5***
(0.08)
-0.16**
(0.07)
-0.07
(0.08)
-0.08
(0.08)
-0.03
(0.07)
0.14*
(0.07)
0.19**
(0.08)
-0.03
(0.07)
-0.09
(0.08)
-0.12
(0.08)
Yes
No
0.05
4574

Furniture I
-2.51***
(0.81)
0.54***
(0.08)
-0.19***
(0.07)
-0.12
(0.07)
-0.14*
(0.08)
-0.06
(0.07)
0.1
(0.07)
0.13
(0.08)
-0.08
(0.07)
-0.1
(0.08)
-0.09
(0.08)
Yes
Yes
0.09
4574

Furniture II
-0.27
(0.21)
0.38***
(0.03)
0.02
(0.02)
0.04**
(0.02)
0.02
(0.02)
-0.01
(0.02)
0.01
(0.02)
0.01
(0.02)
-0.01
(0.12)
0.01
(0.02)
-0.01
(0.02)
Yes
No
0.32
4574

Nondurables I
-0.3
(0.23)
0.36***
(0.03)
0.02
(0.02)
0.05***
(0.02)
0.02
(0.02)
-0.01
(0.02)
0.02
(0.02)
0.01
(0.02)
-0.0
(0.2)
0.01
(0.02)
-0.0
(0.02)
Yes
Yes
0.33
4574

Nondurables II

(1.1) and (1.2). For the rst six columns, the left-hand side variable is an
indicator of whether a durable good in the category indicated by the column header has been purchased in the last 12 months
using a probit model. The coecients show the average marginal eect normalized by the unconditional purchase probability.
Dt refers to the stock of durable goods in this durable good category, prior to any purchase in year t. In the last two columns,
the left-hand side variable is the log growth of expenditures on nondurable goods, estimated by OLS. Dt is dened as in
columns 1 and 2. The set of control variables includes indicator variables of 5-year age bins, sex, marital status, household
size, education level, occupation, industry, region of residence, bins of the size of the town of residence, an indicator of
a binding liquidity constraint as well as the log level of previous period income. Bootstrapped standard errors are shown
in parenthesis. The bootstrap procedure computes the factors used for extracting unemployment risk based on the bootstrap
sample, and reestimates unemployment risk using the bootstrap factors and the bootstrap sample. *, **, *** indicate that the
coecients are signicant at the 10%, 5% and 1% level, respectively.

Table 1.2: Regression results from estimating

Time xed eects
Controls
R2
N

At−2 /Yt−2 , quartile 4

At−2 /Yt−2 , quartile 3

At−2 /Yt−2 , quartile 2

FAt−2 /Yt−2 , quartile 4

FAt−2 /Yt−2 , quartile 3

FAt−2 /Yt−2 , quartile 2

Dt /Yt−2 , quartile 4

Dt /Yt−2 , quartile 3

Dt /Yt−2 , quartile 2

Δ log Yt

ΔUnemployment riskt
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in the number of durable purchases. Having a larger normalized stock
of durable goods is associated with a smaller probability of a durable
purchase. Having a larger normalized stock of net nancial assets is associated with a larger probability of a durable purchase. There is no
eect of total gross assets.
Columns 3/4 and 5/6 show the regression results when we estimate
Equation (1.1) for the two durable goods categories separately. The
semi-elasticities of vehicle and furniture purchases to unemployment risk
growth are 3.3 and 2.5, respectively. However, both eects are less precisely estimated, leaving the eect signicant only at the 5 percent level
for vehicle purchases. The loss of power is not surprising given that only
14 (32) percent of the sample have made a vehicle (furniture) purchase
during the last 12 months, while the corresponding number is 41 percent
if adding the two goods categories together. Overall, the coecients for
the other variables look similar. The most notable dierences are the
stronger eect of income growth and the steeper gradient in the stock of
durable goods for the vehicles regression.
In the last two columns, we show the average marginal eect on the
log of nondurable expenditure growth that results from estimating Equation (1.2). Here, the estimation is in OLS and the numbers are straightforwardly interpreted. A 1 percent increase in unemployment risk for all
households in the sample is associated with a fall of nondurable expenditures by 0.3 percent, but we cannot distinguish the eect from zero. The
eect of higher unemployment risk is clearly lower for nondurable goods
than for durables. There is no eect from the durable wealth quintiles.
The sole variable that has a large and signicant impact on nondurable
expenditure growth is income growth, with an estimated elasticity of
0.36.
In Appendix 1.B, we address two remaining potential endogeneity
concerns. First, with the variation in unemployment risk being driven by
shocks at the industry/regional/education/occupation level, it is possible
that unemployment risk correlates with expected future wage growth.
Therefore, we control for future income growth. Second, we infer the
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probability of becoming unemployed from households that actually become unemployed. However, it could be the case that households that
become unemployed know well in advance whether they will keep their
employment or not and hence, that the employment status in period

t + 2 does not have a meaningful stochastic component, but only masks
individual private information. To address this, we restrict the sample
to households that remain employed in period t + 2. Our results are not
aected by either change in the specication. We also show that our results are robust to using any number between 4 and 12 factors in the
estimation of unemployment probabilities and varying the income cuto
in the sample selection.

1.3 Model
In this section, we propose a model that we will use to study aggregate
consumption dynamics in Section 1.6. Before introducing aggregate risk,
we will test the model performance at the micro level by repeating the
regression analysis from Section 1.2 on model-generated data.
Our model extends a standard buer-stock model (see, e.g., Carroll
(1997)) to separate nondurable and durable consumption with adjustment frictions for the durable good. Since the focus of the paper is the
expenditure response to uctuations in unemployment risk, the household's income process features time-varying unemployment risk.
We rst describe the general formulation of the household optimization problem. Then, we specify and estimate the household income and
unemployment processes. Finally, we calibrate the remaining parameters to match sample moments of the wealth distribution and purchase
frequencies from the SHIW micro data used in Section 1.2.

1.3.1

The household problem

Time is innite and discrete, each period corresponding to a quarter.
The economy is populated by a continuum of households on the unit
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interval. All households are ex ante identical and face identical stochastic
processes.

Preferences.

Households have time-additive homothetic preferences

over the consumption of nondurable goods Cit and the consumption of
 . To maintain
durable goods Dit . They have a subjective discount factor β
a stationary income distribution (discussed below), households die with
.
probability ω. The eective discount factor is thus β = (1 − ω)β

Prices and technology.

Households can purchase nondurable and

durable goods at a unitary relative price and invest in a risk free liquid
asset Bit at a price q.5 The durable good depreciates by δ each period.

Income process.

In each period t, households receive income Υit that

depends on their employment status nit and their earnings potential Yit .

Yit is a continuous variable while nit takes the value of 0 if the household
is unemployed and 1 if the household is employed. The earnings potential

Yit and the employment status nit are subject to several shock processes
specied below.

Market frictions.

Households face two market frictions. First,

adjusting the durable stock is associated with an adjustment cost

A(Dit , Dit−1 ). If not adjusting, households face no cost. Second,
households cannot borrow more than a fraction χ of the pledgable part
of their next period stock of durable goods [(1 − δ)Dit − A(0, Dit )].

Under homothetic preferences, a constant relative price dierent from unity would
only linearly rescale the decision functions.
5
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Formally, each household solves the problem
max

{Cit ,Dit ,Bit }∞
t=0

E0

∞


βt u(Cit , Dit )

t=0

s.t. Cit + Dit + qBit + A(Dit , Dit−1 ) 

Υ(Yit , nit ) + (1 − δ)Dit−1 + Bit−1 ,

(1.6)

Bit  −χ [(1 − δ)Dit − A(0, Dit )] ,

(1.7)

Cit , Dit  0,

(1.8)

and also subject to the laws of motion for Yit and nit .

Adjustment cost specication.

We follow Grossman and Laroque

(1990) and assume that, conditional on adjusting, the adjustment cost

A(Dit , Dit−1 ) is linear in the stock of durable goods prior to the adjustment decision and zero otherwise:

0
if Dit = (1 − δ)Dit−1 ,
A(Dit , Dit−1 ) =
hDit−1 if Dit = (1 − δ)Dit−1 .

(1.9)

When households readjust, they can only recover a fraction of the value
of their previous investments into their durable stock, making previous
investments into the durable stock partially irreversible. For durables,
the main sources of partial irreversibility are likely to be the illiquidity
of and the prevalence of rebate prices in the market for used goods.6 h
can be interpreted as the average resale loss when selling the replaced
stock Dit−1 in the second hand market. With this interpretation of the
adjustment cost, Dit should be interpreted as the stock of a typical
durable good and not the total stock composed of dierent durable goods.
We do not expect households to sell o their current stock of furniture
when they purchase a new car, and vice versa. This interpretation is
important when we choose the moments to which we calibrate our model,
6 Such

equilibria could be explained by, e.g., asymmetric information (Akerlof,
1970). In this paper, we are silent on the exact microeconomic source of these frictions,
and focus on their implications for consumption behavior.
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as described in Section 1.3.3.

There are other frictions in the household's adjustment of the stock
of durables, which are less well described by the assumption of a linear
adjustment cost. For example, car buyers in Italy need to pay a at fee
to the Public Automobile Registry. The buyer's fee is independent of
the value of the car or any other characteristics of the household, and
is better described as a xed cost. The time spent purchasing a durable
good is better modeled as a cost proportional to labor income. Although
we cannot test it directly, our best guess is that such costs are small
in relation to the resale loss, especially for large durable goods such as
motor vehicles and large furniture.

1.3.2

The recursive household problem

We collect all exogenous state variables in S and impose that these follow a Markov process. The household optimization problem then has a
recursive representation. Denote the ingoing values of the durable stock,
prior to depreciation, by D and the ingoing value of the liquid asset stock
by B. Denote the choice of nondurable consumption, durables and liquid
assets by C, D  and B  . Dene VNA (·) as the value function conditional
on not adjusting the stock of durables, VA (·) as the value function conditional on adjusting the stock of durables and the collateral requirement
 ≡ χ(1 − δ − h). The recursive representation is then
χ
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VNA (B, D; S) =

max u(C, D  ) + βEV(B  , D  ; S  )
C,B


(1.10)

D = (1 − δ)D,

s.t.

C + qB   Υ(YS , nS ) + B,
D ,
B   −χ

C  0,
VA (B, D; S) =

max u(C, D  ) + βEV(B  , D  ; S  )

C,B  ,D 

(1.11)

C + qB  + D   Υ(YS , nS ) + (1 − δ − h)D + B,

s.t.

D ,
B   −χ

C, D   0,
V(B, D; S) =

max{VNA (B, D; S), VA (B, D; S)}.

(1.12)

and, while not stated, also subject to the laws of motion for the state
vector S.
Given this formulation, a solution to the household problem is a
NA and a value function V
collection of policy functions gNA
NA that
C , gB
A A
solve (1.10), policy functions gA
C , gB , gD and a value function VA that

solve (1.11), and a value function V that, given VNA , VA , solves (1.12).
We solve the model by value function iteration. In Appendix 1.C, we
describe the computational procedure in detail.

1.3.3

Parametric assumptions

Households receive their earnings potential, Yit , if employed and a fraction of this earnings potential, bYit , if unemployed:

Υ(Yit , nit ) = Yit (nit + b(1 − nit )) .
The replacement rate is linear in the earnings potential Yit , mainly
for tractability. We set b = 0.45 to match the average replacement rate
in Italy estimated by Martin (1996).
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The process for employment

The process for employment status

nit is governed by a constant job-nding probability λ and a time-varying
job-separation probability ζit , which follows an AR(1) in logs,

λit = λ,
log ζit = log ζ + ρζ log ζit−1 + σζ ζit ,

(1.13)

ζit ∼ N(0, 1).

(1.14)

Since ζit is normal, ζit is log-normal with support (0, ∞). This violates
the economic restriction that ζit ∈ [0, 1]. However, this theoretical inconsistency has no practical implications as ζit never exceeds unity in
the estimated and discretized process.
We hold the job-nding rate constant, since the SHIW data is not
suciently rich to identify the time variations in job-separation and jobnding rates separately. In addition, in the macroeconomic application
of the model in Section 1.6, we nd that the separation rate alone accounted for the increase in the unemployment rate during the recent
Eurozone crisis. By holding the cross-sectional job-nding rate constant,
we keep the uctuations in labor market risk that household face at the
micro level consistent with the aggregate risk that households face in the
business cycle experiment in Section 1.6.
We calibrate ζ and λ to match the average job-separation rate and
the average job-nding rate for Italy in the period 1998-2013 (the latest
date available), using aggregate labor market statistics from the OECD.
We estimate the job-nding rate and the job-separation rate using the
method of Elsby et al. (2013). See Appendix 1.D for details.
We calibrate ρζ and σζ by using the imputed conditional probabilities of unemployment two years ahead, Uriskit , from the empirical
section. More specically, we match the standard deviation and the autocorrelation of the change in unemployment risk, ΔUriskit with their
model counterparts. In the data, Uriskit corresponds to the conditional
probability of being unemployed for most part of the year from quarter

t + 5 to quarter t + 8. In the model, we will dene Uriskit as the probability of being unemployed for at least two quarters of the year from

t+
ΔUriskit

t+
Uriskit

AR( )
ΔUriskt

Yit
ηit

it
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dently distributed across time and households:

Yit = Zit eit ,

it ∼ N(0, σ ),

(1.15)

Zit = Zit−1 eηit ,

ηit ∼ N(0, ση ).

(1.16)

The permanent-transitory dichotomy of the earnings potential process Yt
is standard. Although the earnings potential process features a unit root,
the positive death probability ω guarantees the existence of a stationary
earnings potential distribution.
Our specication of the earnings potential process provides a parsimonious and tractable approximation of the income processes faced by
the households in the SHIW data. However, with our specied income
process, we potentially ignore two important features of the income risks
that the households are facing.
First, several studies have documented a high but less than unitary persistence in estimations of household income processes.7 However,
Druedahl and Jørgensen (2016) nd that for the estimation of economic
statistics such as marginal propensity to consume, the dierence between
a model with almost unitary persistence and a model with unitary persistence is small.
Second, we impose that the shocks to the log earnings potential are
normally distributed. Guvenen et al. (2016) have shown in US administrative data that long-run changes in earnings are characterized by fat
tails. If this is also true for Italy, we need to assume that the shocks
are drawn from a process with excess kurtosis to match this. However,
to make our model comparable to the vast majority of the literature on
consumption dynamics, we opt for a log normal earnings potential shock
distribution.
We estimate the parameters of the income process using the SHIW
sample used for the regressions in Section 1.2, with the additional restriction that the household head remains employed between any two
consecutive waves. As described in Section 1.2, the data provide annual
7

For a recent example, see Krueger et al. (2016).
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estimates at a biennial frequency. Denote y4,it as the log of the total
household income over the last four quarters in quarter t. We retrieve the
residuals Δyres
4,it from regressing the two-year log growth y4,it − y4,it−8

on sex, education and region interacted with a four-degree polynomial of
age and year xed eects. We assume that Δyres
4,it follows the log of the

process described by (1.15)-(1.16) at the biennial frequency. The biennial
model moments are then identied by
res
σ2,biennial = −Cov(Δyres
4,it , Δy4,it−8 ),

2
σ2η,biennial = (Var(Δyres
4,it ) − 2σ,biennial ).

After retrieving estimates of σ2,biennial , σ2η,biennial , we rescale them to a
quarterly frequency by setting

σ2 = σ2,biennial ,
σ2η = σ2η,biennial /8.
The parameter values are reported in Table 1.3. We note that the parameter values are similar to several of the estimates provided in Krueger
et al. (2010), which surveys the estimation of income processes across
several countries.
In summary, the income process is described by the evolution of the
labor market status nit , shocks to the earnings potential ζit and it , and
shocks to the separation probability ηit . We collect these state variables
in Sit = {nit , ζit , it , ηit }. The discretization of ζit , it , ηit is described
in Appendix 1.D.

Preference and technology parameters.

The utility function is

CRRA with a constant elasticity of substitution between durable and
nondurable goods:
1
U(Cit , Dit ) =
1−σ



γ−1
γ

γ−1
γ

αCit + (1 − α)Dit

 γ−γ 1 1−σ

.
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Value Target moment

Value Data

Potential earnings process Value Target moment

Value Data

Employment process
λ
ζ
σζ
ρζ

0.187
0.671
0.22
0.91

0.158
0.073

σ
ση

Mean nd. rate
Mean sep. rate
Sd(ΔUriskt )
Corr(ΔUriskt , ΔUriskt+8 )

res
−Cov(Δyres
4,it , Δy4,it−8 )
1
res ) − 2σ2 )
(
Var
(Δy

4,it
8

0.187
0.018
0.023
-0.28

0.158
0.073

OECD, 1998-2013
OECD, 1998-2013
SHIW 1998-2014
SHIW 1998-2014

SHIW 1998-2014
SHIW 1998-2014

Table 1.3: Calibrated parameter values for the income process.
We follow the literature and assume a unitary intratemporal elasticity
of substitution between the two goods, i.e., γ = 1.8 There is scarce evidence on the intratemporal elasticity of substitution between nondurable
and durable goods at the micro level, taking adjustment frictions associated with durable goods into account. Using time series data, Ogaki and
Reinhart (1998) estimate that the intratemporal elasticity of substitution
between durable and nondurable goods is approximately 1.
The combined assumptions of CRRA utility over homothetic preferences, an unemployment benet that is linear in earnings potential Yit
and a credit constraint and an adjustment cost that are both linear in
durable assets imply that the household policy functions are linear in the
permanent earnings potential Zit . Zit can thus be eliminated as a state
variable in the computation of the household value and policy functions
(See Appendix 1.C).
We set the risk aversion/inverse intertemporal elasticity of substitution, σ, to 2, the quarterly real interest rate, 1/q − 1, to 1 percent and
the mortality rate, ω, to generate an average working life of 50 years.
The rest of the parameters are calibrated by the method of moments.
For the discount factor β, we target the mean level of bond holdings in
the model against the mean level of net nancial assets, both normalized
 , we
by total household income. For the credit constraint parameter χ
target the share of households with negative net nancial wealth.
As discussed in Section 1.3, Dt in the model has the interpretation
8 See, e.g., Barsky et al. (2007), Monacelli (2009), Sterk (2010), Berger and Vavra
(2015) and Druedahl (2015).
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Parameters

Discount rate, β
Nondurable weight, α
Depreciation rate, δ
Adjustment cost, h

Collateral constraint, χ
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Value Target
0.969
0.934
0.039
0.24
0.73

Mean
Mean
Mean
Mean
Share

norm. n. assets
norm. dur. assets
yearly purch. freq.
norm. purchase size
neg. n. wealth

Empirical Model
1.72
1.24
0.14
1.20
0.11

1.74
1.23
0.14
1.20
0.09

Table 1.4: The calibrated preference and technology parameters of the model.
The targeted moments are computed from the SHIW sample used for the regressions in Section 1.2. For moments that concern the stock and ow of durable
goods, we use the stock and ow of motor vehicles in the data.

of a household's stock of a typical durable good. Hence, we do not calibrate the model to match moments of households' total stock of durable
goods. Instead, we calibrate against moments of households' total stock
of motor vehicles, which constitute a large share in the households' stock
of durables. The Cobb-Douglas weight on nondurables α, the depreciation rate δ and the adjustment cost parameter h are set to match the
mean level of wealth in motor vehicles normalized by income, the mean
yearly purchase frequency of motor vehicles and the mean purchase size
of motor vehicles normalized by income, respectively.
As shown in Table 1.4, the calibration yields moments that closely
match the data.

1.4 Decision functions
We illustrate household behavior in Figure 1.3. In the upper and middle
panel, we illustrate the decision functions of a household that is currently employed and faces the median level of unemployment risk. The
vertical axis is the household stock of durables normalized by the permanent earnings potential Zt and the horizontal axis is the household
cash on hand (the sum of income and nancial assets) normalized by the
permanent earnings potential Zt .
The shaded regions indicate whether or not the household will adjust its stock of durable goods. In the dark gray inactivity region, the
household chooses not to adjust, while in the light gray activity region,
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it chooses to adjust. The dashed red lines constitute the adjustment
thresholds.
In the upper panel, the arrows show the direction in which the households would be moving in the state space in the absence of any exogenous
shocks in the next period, conditional on making an adjustment. The arrows are not drawn to scale, but the blue solid line indicates the next
period cash on hand and durable goods that the household will hold
conditional on making an adjustment.
The household decision rule over adjusting its durable stock can be
considered as a two-dimensional (S,s)-decision rule. Because of the adjustment cost, the households will not make an adjustment if they are
suciently close to their adjustment target. If the households are to the
left of the leftward adjustment threshold, they downsize their durable
stock to increase their stock of nancial assets and consume nondurable
goods. If the households are below the bottom adjustment threshold,
they upgrade their durable stock.
The middle panel illustrates the behavior inside the inactivity region.
In the durable asset dimension, households drift downward as their stock
of durable goods depreciates. In the cash-on-hand dimension, they pursue standard buer-stock behavior. For a given stock of durables, there
is a target stock of nancial assets. With low nancial wealth, the households save to insure against negative income shocks and unemployment
shocks. With high nancial wealth, the households divest and consume
nondurables.
In the bottom panel, we illustrate how the households respond to an
increase in unemployment risk. The dark gray area and the red dashed
line show the inactivity region and the adjustment threshold of a household that is currently employed and faces a low level of unemployment
risk. The orange area and the blue solid line show the inactivity region
and the adjustment threshold of a household that is currently employed
and face a hight level of unemployment risk. Each dot represents a household drawn from the stationary distribution of the model.9 As seen from
9

We obtain the stationary distribution by simulating 2000 households for 3000
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the gure, the household with high unemployment risk has an adjustment threshold below that of the household with low unemployment risk.
Upon experiencing an adverse job-separation rate shock, it will thus take
a longer time for a household that is currently inside the inactivity region
to reach the activity region. Put dierently, this household will postpone
its purchases of durable goods.
Why does the adjustment threshold shift downward when a household experiences higher unemployment risk? In the adjustment decision,
the household weighs the extra benet of adjusting and a closer-tooptimal consumption today against the value of adjusting and a closerto-optimal consumption in the next quarter. When the household experiences a temporary increase in unemployment risk, the value of postponing increases because 1) with higher unemployment risk, the desired level
of consumption in the next quarter is more uncertain and because 2) this
uncertainty will be resolved if drawing a lower separation probability in
the next quarter. We refer to this mechanism as the

wait-and-see eect.

1.5 Validation
In this section, we quantitatively evaluate the model performance at the
micro level by comparing the implied elasticities of the model to those
documented in the SHIW data in Section 1.2. Most importantly, we
evaluate whether the model matches the estimated semi-elasticities to
unemployment risk growth.
Our empirical approach in Section 1.2 is constrained by the idiosyncrasies of the SHIW. For example, since the SHIW is a biennial survey
which asks questions regarding yearly variables, the empirical measure
of unemployment risk is dened as the conditional probability of being
unemployed for most of the year two years ahead. This is not the most
natural measure of unemployment risk in our model, where we observe
quarterly variables at a quarterly frequency. To compare the empirical
results to the model, our approach is to construct the corresponding
quarters, discarding the rst 1000 quarters of observations.
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yearly variables at a biennial frequency from the model, and run exactly
the same regressions on this model-generated data as run on the SHIW
data.
Since our model is calibrated to match unconditional moments, there
are no mechanical reasons why the model regression results, which capture correlations between individual-level growth rates of the relevant
variables, should conform to the empirical regression results. To the extent that they do, we take it as evidence that the model captures key
dimensions of the micro level consumption dynamics, and that the model
can be used to infer aggregate consumption responses to business cycle
and counterfactual policy shocks.

1.5.1

Setup

We simulate the baseline model to construct a panel sample for the regressions.10 A household that dies leaves the sample and is immediately
replaced by a new household that starts with a permanent earnings potential Zit = 1. The newborn household draws its assets from the crosssectional normalized asset distribution.
A period in the model is a quarter while the panel from the SHIW
is biennial. To conform with the SHIW, we construct a biennial panel
sample from the model simulations. The time index t in this section refers
to a given year. Our model estimate of household i's unemployment risk
in year t, Uriskit , is the probability of the household being unemployed
for at least two quarters in year t + 2. In the SHIW, the corresponding
estimate is the year t probability of being unemployed for most part of
year t + 2. All other variables are identically dened in both samples.

1.5.2

Regression specication

We use the same regression specications for this exercise as those used in
Section 1.2. For durables, we estimate a probit model of the probability

10 More specically, we populate the economy with 300,000 agents that live in the
economy for 8,000 quarters, after a burn-in period of 1,000 quarters.
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of a durable purchase on the growth of unemployment risk:

P(DPit = 1) = Φ(βΔUriskit + βx X1it ),

(1.17)

where DPit is an indicator variable that takes the value of 1 if a durable
good has been purchased in year t, Φ() is a cumulative normal distribution, and

X1it

X1it is a collection of relevant covariates. As in Section 1.2,

includes log income growth Δ log Yt , previous period log income

log Yt−2 , quartile bins of the household's stock of durable goods excluding purchases in the last 12 months Dit , as well as net nancial assets

FAit−2 . The latter two variables are normalized by previous period income Yit−2 .
For nondurables, we estimate the eect of the growth in unemployment risk on log consumption expenditure growth in an OLS specication:

Δcit = α0 + αΔUriskit + αx X1it + t ,
with the same set of covariates

1.5.3

(1.18)

X1it.

Results

In Table 1.5, we show the results from estimating (1.17) and (1.18) together with the comparable regression results from Table 1.2. For durable
goods, we show the estimated average marginal eect, normalized by
the unconditional purchase probability. In the empirical exercise, we obtained separate empirical estimates for total durables, motor vehicles
and furniture. We prefer to compare the regression results using the
model-generated data to the empirical estimates for motor vehicles, as
the model was calibrated to match moments of the households' stock and
purchases of motor vehicles. However, for the estimated semi-elasticity
to unemployment risk, the coecient was estimated with a substantially
higher precision for total durable goods. In this case, we therefore also
compare the model estimate to the empirical estimate using purchases
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of total durable goods.
In the rst row of Table 1.5, we see the estimated semi-elasticities
of expenditures to unemployment risk growth. For durable goods, the
model response to a 1 percent increase in unemployment risk growth
is a decrease of 2.15 percent in the number of purchases. This decrease
is smaller than, but within one standard deviation of, the corresponding empirical estimates of −3.33 for motor vehicles and −2.54 for total
durable goods in columns 2 and 3, respectively. For nondurable goods, the
model estimate of the response to unemployment risk growth is −0.39,
close to the empirical point estimate of −0.30.
Turning to the second row, the model response to a 1 percent increase
in income growth is an increase of 2.98 percent in the number of purchases of durable goods and an increase of 0.68 percent in nondurable
expenditure growth. These numbers are substantially larger than the
corresponding empirical estimates.
Turning to the durable asset variables, the model estimates for
durable goods show a similar pattern to that in the data, with the
probability of a purchase declining when moving up the quartile ladder.
The gradient of this relationship is steeper in the model as compared
to the data. The estimated eects of the durable asset variables on
nondurable consumption are virtually zero in the model, consistent
with the empirical estimates.
The picture is similar with respect to moving up the quartile ladder in
nancial assets. The model predicts a positive eect on the probability of
a durable purchase. The same is true in the data, although the gradient
is weaker. With respect to nondurable consumption, the model estimates
of the eect of the nancial asset variables are virtually zero, consistent
with the empirical estimates.
Why does the level of nancial wealth not aect nondurable consumption growth in the model? For a household that does not risk facing a binding borrowing constraint, the level of wealth aects the level
of consumption, but has little inuence on the consumption growth rate.
However, being in the bottom quartile of the nancial asset distribution

-1.40
-2.41
-3.69
0.19
0.33
0.52

Dt /Yt−2 , quartile 2

Dt /Yt−2 , quartile 3

Dt /Yt−2 , quartile 4

FAt−2 /Yt−2 , quartile 2

FAt−2 /Yt−2 , quartile 3

FAt−2 /Yt−2 , quartile 4

-3.32**
(1.59)
1.06***
(0.17)
-1.27***
(0.10)
-1.39***
(0.12)
-1.65***
(0.13)
0.10
(0.11)
0.15
(0.11)
0.14
(0.13)
Yes
Yes
0.18
4574

Vehicles SHIW
-2.54***
(0.69)
0.64***
(0.07)
-0.22***
(0.05)
-0.25***
(0.06)
-0.24***
(0.06)
-0.03
(0.05)
0.10*
(0.06)
0.11*
(0.06)
Yes
Yes
0.09
4574

Durables SHIW

0.75

-0.02

-0.00

-0.00

-0.01

0.00

0.01

0.68

-0.39

Nondurables model
-0.30
(0.23)
0.36***
(0.03)
0.02
(0.02)
0.05***
(0.02)
0.02
(0.02)
-0.01
(0.02)
0.02
(0.02)
0.01
(0.02)
Yes
Yes
0.33
4574

Nondurable SHIW

(1.17) and (1.18) on model-generated data, together with regression results
on SHIW data from Table 1.2. For the rst three columns, the left-hand side variable is an indicator of whether a durable
good has been purchased in the last 12 months. The model is probit and the coecients show the average marginal eect,
normalized by the unconditional purchase probability. For the last two columns, the left-hand side variable is the log growth
of expenditures on nondurable goods and the model is OLS. Dt refers to the stock of durables prior to the purchase. For
the set of control variables, see Table 1.2. Standard errors are shown in parenthesis. *, **, *** indicate that coecients are
signicant at the 10%, 5% and 1% level, respectively.

Table 1.5: Regression results from estimating

0.59

2.98

Δ log Yt

Time xed eects
Controls
R2
N

-2.15

Durables model

ΔUnemployment riskt
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could still indicate being close to a binding borrowing constraint, where
the consumption growth rates are larger. However, in the model, only
2.5 (4.8) percent of the households have a normalized distance to the
borrowing constraint less than 10 (30) percent of their permanent earnings potential. The low share of constrained households in the model is
consistent with the data, where only 4 percent of the households report
to have been denied or discouraged from applying credit.
In sum, the model comes close to matching the expenditure patterns documented in the SHIW data, especially with respect to the semielasticities of expenditures to unemployment risk growth, which are the
key objects of interest in this paper. There are two exceptions: the model
overshoots the elasticities of expenditure with respect to income growth,
both with respect to nondurable and durable goods, and the gradients
of the probability of purchasing a durable good along the two wealth
margins.
Regarding the expenditure elasticities to income growth, a possible
explanation for why the model overshoots is the large variance of permanent earnings potential shocks, with ση = 0.073. In the model, nondurable consumption and the target stock of durables respond one-to-one
to a shock to the permanent earnings potential. The lower empirical elasticities to income growth are possibly explained by changes in income in
the data to a large extent being caused by shocks that are less than fully
persistent, which we do not capture with the model income process.
Regarding the wealth gradients of durable purchases, a possible explanation for why the model overshoots is that there are more shocks,
orthogonal to income and employment, that inuence households' purchases in the data, e.g., break-down or taste shocks. Adding such shocks
to the model will reduce the wealth gradients as it increases the probability that households with high (low) wealth in durable (nancial) assets
will make a purchase.
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1.6 Aggregate consumption dynamics
In this section, we study the macroeconomic implications of the calibrated consumption model. We add an aggregate state variable to the
model that shifts the economy between expansion and recession, and
adjust the process for the separation rate so that a typical recession
event in the model mimics the recent Eurozone crisis. Then, we study
the consumption dynamics that follow a recession shock. We perform the
experiments in partial equilibrium.

1.6.1

Aggregate risk

We add a process for aggregate risk to the model described in Section
1.3, capturing aggregate unemployment dynamics in the recent Eurozone
crisis. Specically, we add the variable A to the collection of state variables S. A takes two values; if A = E, the economy is in an expansion, if

A = R, the economy is in a recession.
The aggregate state follows a Markov process with transition matrix

T:

T=

pEE

1 − pEE

1 − pRR

pRR


.

Of course, we cannot infer the ex-ante probability and the expected
length of the Eurozone crisis. Instead, we set pEE and pRR to match
the average length of recessions (9 quarters) and the share of total time
spent in recessions (23%) in Italy for the period 1948-2016. We use recession indicators constructed by the Economic Cycle Research Institute,
which dates recessions for a wide range of countries using methods similar
to those of the NBER Business Cycle Dating Committee.
We extend the labor market transition process described by (1.13)(1.14) to depend on the aggregate state through the uniform shifters
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λ(At ), ζ(A
 t ):

λit = λ + λ(At )


 t ).
ζit = exp log ζ + ρζ log ζit−1 + σζ ζit + ζ(A

(1.19)
(1.20)

 t ) so that entering a recession mimics the recent
We set λ(At ) and ζ(A
Eurozone crisis. In Appendix 1.D.1, we document that between the starting year of the recession, 2011, and 2013, the last year of observation, the
separation rate increased by 106 percent, while there was no signicant
movement in the job nding rate. Accordingly, we set λ(R) = λ(E) = 0



and we set ζ(R)
and ζ(E)
so that the average separation rate increases by
106 percent upon entering a recession while keeping the unconditional
mean unaected. As a result, in a recession, the quarterly separation
rate increases by 1.3 percentage points. With the added state variable,
we solve the model using the calibrated parameters from Section 1.3.3.
To investigate how the adjustment frictions for durable goods aect
aggregate consumption dynamics, we will compare the simulation outcome of our model to that of a corresponding model without adjustment
frictions. The exible-adjustment model is identical in all dimensions except that we set the adjustment cost h to 0 and recalibrate the preference
and technology parameters. In doing so, we assume that the depreciation rate δ is the same in the exible-adjustment model as in the baseline
 to
model, but calibrate (without the aggregate state variable) β, α and χ
match the mean level of normalized net nancial assets, the mean level of
normalized durable assets and the share of households with negative net
nancial wealth in the data. Without this recalibration, the wealth distribution in the exible-adjustment model would dier greatly from the
wealth distribution of the baseline model (and the data), which would
obscure any comparison between the two. The recalibrated parameters
are shown in Table 1.12 in Appendix 1.D.2.
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1.6.2

Consumption dynamics in a recession

We analyze the impulse-response functions to a recession shock. We populate the economy with 1, 000 households, and let the recession shock hit
the economy at t = 0. Prior to feeding the recession shock, we simulate
the economy for 1, 000 quarters with the aggregate state drawn from its
stochastic law of motion. After these burn-in periods, the economy enters into an expansion which lasts 30 quarters (the average length of an
expansion). At t = 0, the economy enters into a recession that lasts 9
quarters (the average length of a recession) after which it reverts to the
expansion regime for 30 quarters and then once more evolves stochastically.11
The impulse-response functions are shown in Figure 1.4. The recession periods are indicated by the shaded area. The gures also depict
a decomposition of the total response into an ex-ante risk channel and
an ex-post income channel. The ex-ante risk channel (the dashed line) is
the impulse-response function that results when households believe that
they are in the recession state in periods 0 − 8, but actually draw the
shocks consistent with being in the expansion state during these periods. This channel captures the eect that is solely due to households
believing that the separation probability is higher when in a recession.

In contrast, the ex-post income channel (the dotted line) is the impulseresponse function that results when households believe that they are in
the expansion state in periods 0 − 8, but draw the shocks consistent with
being in the recession state during these periods. The ex-post income
channel captures the eect that is solely due to households experiencing
the more frequent separation shocks when in a recession, without aecting households' beliefs regarding the riskiness of their environment. The
decomposition is not exact as the two channels can interact. However,
as seen from the graphs, the two channels approximately add up to the
total response.

To gain precision, we compute and report averages from repeating this experiment
24, 000 (4, 500) times for the baseline (exible adjustment) model.
11

−
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Starting with the top row, expenditures on durable goods fall by approximately 55 percent on impact in the baseline economy. There is a
gradual recovery until the economy leaves the recession in period 9, when
expenditures spike. We see a similar pattern in the exible-adjustment
model, albeit with smaller magnitudes and less persistence. Inferring the
size of the dierence is easier if looking at the evolution of the cumulative response, depicted in the second row. In the baseline economy at the
end of the recession, the cumulative loss in expenditures of durables, as
a fraction of the expenditures in quarter t − 1, is close to 130 percent.
In the exible-adjustment model, the cumulative loss is close to 90 percent. Over the whole recession, the presence of adjustment frictions thus
amplies the response of durable purchases to the aggregate separation
rate shock by roughly 40 percent.
The presence of adjustment frictions also changes the mechanism
through which the total response is generated. In the baseline model,
the total response is almost entirely driven by the ex-ante risk channel,
producing a cumulative fall of 100 percent in the nal period of the
recession, whereas in the exible-adjustment model, the ex-ante response
produces a cumulative fall of only 30 percent. In contrast, the ex-post
income channel produces a cumulative fall of 40 percent in the baseline
model and a cumulative fall of 60 percent in the exible-adjustment
model.
Why is the ex-ante risk channel for durable goods approximately
three times as strong in the baseline model compared to the model without adjustment frictions? In the exible-adjustment model, expenditures
respond due to a precautionary savings motive, leading households to invest in liquid assets and thus insure themselves against the higher probability of experiencing an unemployment spell. Consumption expenditures
drop in the rst period of the recession. After the initial drop, the households have increased their buer stock of liquid savings, and the expenditure rate recovers. The precautionary savings motive is also present in
the baseline model. In addition, the presence of the adjustment frictions
produces the wait-and-see eect, as discussed in Section 1.4. The ad-
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justment frictions make it costly for the households to frequently adjust
their durable stock. In the adjustment decision, the household weigh the
extra benet of a closer-to-optimal consumption today against the value
of adjusting and a closer-to-optimal consumption level in the next quarter. Entering a recession increases the value of postponing, because 1)
with higher unemployment risk, the desired level of consumption in the
next quarter is more uncertain and 2) because this uncertainty will be
resolved if the economy leaves the recession in the next quarter. In consequence, the households have an additional incentive to decrease their
purchases of durable goods upon entering a recession.
Turning to the third row of Figure 1.4, we see that the two model
economies deliver very similar impulse responses for expenditures on nondurable goods, both with respect to the total response and the decomposition into the ex-ante risk channel and the ex-post income channel.
Thus, the presence of adjustment frictions for durable goods does not
signicantly alter the consumption behavior for nondurable goods.

1.6.3

State dependency

In the previous subsection, we analyzed the expenditure response to
an aggregate shock to unemployment risk, induced by a temporarily
higher probability of separation. Here, we study the aggregate responsiveness of expenditures to an unexpected transitory income shock, i.e.,
the

marginal propensity to spend, and the real interest rate, condition-

ing on the shock to the separation probability. The aggregate marginal
propensity to spend and the aggregate responsiveness to the real interest
rate are two key statistics in evaluating the eect of monetary and scal
transfer policies; the investigation here thus speaks to how and whether
the expenditure responses documented in the previous subsection can be
stabilized.
To estimate the aggregate marginal propensity to spend, we repeat
the simulation exercise of the previous subsection with the addition that
in each period, we give the households an unexpected transfer corre-

t−

x
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tween the total expenditure response on durable goods in the case with
and without the interest rate cut, as a fraction of the expenditure rate
in period t = −1, before entering the recession.
We show the results in the right-hand panel of Figure 1.5. Similarly
to the evolution of the marginal propensity to spend, the fall is concentrated to the rst few quarters of the recession. In the rst period of the
recession, the expenditure response falls from 40 − 45 percent to 25 percent of the quarterly expenditure rate prior to the recession, a relative
dierence of approximately 40 percent.
What explains the state dependency of the aggregate marginal
propensity to spend and the aggregate responsiveness to the real
interest rate in the model? Inside the inactivity region, households
do not adjust their holdings of durable goods. If further away from
the adjustment threshold, they become less responsive to any small
shift in the incentives to adjust. As emphasized in the previous
subsection, upon entering a recession and experiencing an increase in
unemployment risk, the adjustment threshold shifts down. Some of the
households that were planning to adjust are now inside the inactivity
region and the households that were already inside the inactivity region
are now further from the adjustment threshold. The aggregate marginal
propensity to spend and the aggregate responsiveness to the real
interest rate for durable goods fall for both reasons.
What are the implications of the fall in the aggregate marginal
propensity to spend and the aggregate responsiveness to the real
interest rate in recessions? With regard to scal policy, an immediate
implication of the procyclical marginal propensity to spend is that
scal transfers, such as the 2001 federal income tax rebate and the 2008
Economic Stimulus Act employed in the US, have less of an eect on
durable expenditures in recessions as compared to expansions. With
regard to monetary policy, the responsiveness of expenditures to the
real interest rate is the standard transmission channel of interest
rate changes to consumption in new Keynesian models. In addition,
the marginal propensity to spend captures the consumption response
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to the additional indirect income eects that monetary policy may
generate in general equilibrium, as recently emphasized in Kaplan et al.
(2016). In eect, both the fall in the aggregate marginal propensity to
spend and in the aggregate responsiveness to the real interest rate for
durable goods during recessions suggest that the stabilizing eect of
monetary policy is also weaker in recessions as compared to expansions.
Consistent with this nding, Tenreyro and Thwaites (2015) nd that
the responses of all aggregate variables to monetary policy shocks are
weaker in recessions as compared to expansions.

1.7 Concluding remarks
We have argued that by taking adjustment frictions in households' purchases of durable goods into account, aggregate expenditures on durable
goods react more strongly to uctuations in unemployment risk and less
strongly to realized unemployment shocks. The eect is quantitatively
important, raising the demand response through the ex-ante risk channel by approximately 200 percent, and reducing the demand response
through the ex-post income channel by approximately 50 percent. In addition, we have also shown that when unemployment risk is high, the
marginal propensity to spend and the responsiveness to the real interest
rate for durable goods fall, thus constraining monetary and scal transfer
policies in stabilizing these uctuations.
Although our results carry a negative message for monetary and scal transfer policies, they are also indicative of how other policies might
be more eective in stabilizing consumption. If consumption expenditures are more reactive to perceived income risk rather than realized
income losses, a natural conjecture is that stabilization policy should
focus on reducing the perceived income risks associated with entering
a recession. A generous and/or countercyclical unemployment insurance
scheme could, for example, achieve this. A recent literature has investigated the stabilizing eect of unemployment insurance in models with
a single nondurable consumption good (McKay and Reis, 2016, Kekre,
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2016). Extending the analysis to incorporate adjustment frictions for
durable goods would likely change the quantitative assessment.
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Appendices
1.A Data description
In this appendix, we describe the SHIW data in more detail and give
precise denitions of all variables used.

1.A.1

Sampling structure

Since 1998, the survey includes approximately 8000 households in each
wave, of which about half has been interviewed in previous surveys,
with gradual replacement over time. Table 1.6 shows the structure of
the panel.
Year
1998
2000
2002
2004
2006
2008
2010
2012
2014

1998
7147
0
0
0
0
0
0
0
0

2000
3873
8001
0
0
0
0
0
0
0

2002
2591
3605
8011
0
0
0
0
0
0

2004
1855
2522
3604
8012
0
0
0
0
0

2006
1476
1951
2623
3957
7768
0
0
0
0

2008
1284
1682
2207
3202
4345
7977
0
0
0

2010
1088
1418
1834
2620
3476
4621
7951
0
0

2012
915
1171
1511
2142
2790
3596
4611
8151
0

2014
634
804
1025
1420
1834
2315
2894
4459
8156

Table 1.6: The sampling structure of the SHIW, 1998-2014. Each row corresponds to one survey wave. In each row, the columns show the number of
households that have also been surveyed in the year indicated by the column.
1.A.2

Data quality

To gauge the quality of the SHIW data, we compare aggregate statistics
from the survey with corresponding variables from the national accounts.
The results are shown in Figure 1.6. As seen, disposable income and
durable expenditures are well aligned. Total and nondurable expenditures show a signicant increase between the years 2002 and 2004 in the
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goods purchases but less on household characteristics. One can only indirectly, and therefore imperfectly, identify the employment status of the
respondent and is not given detailed information on household wealth.
In addition, households are part of the sample for at a maximum of
only four consecutive quarters, thus restricting panel-based identication
strategies. Finally, it is likely that the CEX suers from severe measurement error. Carroll (2009) reports that the times series of consumption
generated by aggregating CEX data exhibit weak co-movement with the
corresponding NIPA tables.

1.A.4

Denition of all variables used

In this subsection, we provide denitions of all variables used that are
non self-explanatory.

Marital status.

Category variable that takes 4 values: Married, Sin-

gle, Separated or Widow/er.

Education level.

Category variable that takes 8 values: None, Pri-

mary school certicate, Lower secondary school certicate, Vocational
secondary school diploma, Upper secondary school diploma, 3-year university degree, 5-year university degree and Postgraduate qualication.

2-digit region indicator.

Category variable with 20 values, one for

each administrative region of Italy.

1-digit superregion indicator.

Category variable with 3 values:

North, Centre and South-Islands.

Town size.

Category variable with 4 values: 0-20,000, 20,000-40,000,

40,000-500,000 and 500,000+.
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Occupation.

Category variable that take 5 values conditioned on be-

ing employed by second party. Refers to the situation of the person for
most of the last 12 months.

Industry.

Category variable that take 21 values and indicates where

the person currently works.

Household Income.

Dened as total net disposable income over the

last 12 months from summing labor income, pensions and transfers, income from self-employment and income from nancial assets and property.

Labor Income.

Dened as total net payroll income over the last 12

months, including fringe benets.

Binding liquidity constraint.

Indicator variable that takes the value

of 1 if the household has reported 1) that a member of the household has
applied for a loan and been partly or fully refused and/or 2) a member of
the household considered applying for a loan but later changed his/her
mind in anticipation that the loan would be refused.

Furniture Stock.

The self-estimated value of all household belongings

of furniture, furnishings, household appliances and sundry equipment.

Vehicle Stock.

The self-estimated value of all household belongings

of cars and other means of transport.

Durable Stock.

The sum of furniture and vehicle stock.

Financial Assets.

The sum of all nancial assets, e.g. deposit ac-

counts, savings accounts, stocks, bonds, funds, shares in partnerships
etc.

1.B. ROBUSTNESS OF THE EMPIRICAL ANALYSIS

Total Assets.

63

The sum of real assets (property, jewellry, business eq-

uity) and nancial assets.

Non-durable expenditures.

Self-estimated total spending less of ex-

penditures on durable goods and extraordinary maintenance costs. Does
not include actual or imputed rents. Does include fringe benets.

Vehicle expenditures.

Net expenditures on cars and other means of

transport.

Furniture expenditures.

Net expenditures on furniture, furnishings,

household appliances and sundry equipment.

Durable expenditures.

The sum of vehicle and furniture expendi-

tures.

1.B Robustness of the empirical analysis
In this section, we perform various robustness checks to the empirical
exercise in Section 1.2. To save computing time, standard errors are computed in the standard fashion, and not by the bootstrap procedure used
for the main results in Table 1.2 (for that estimation, the bootstrapped
standard errors were somewhat smaller as compared to those computed
in the standard fashion).

Endogeneity of unemployment risk to future income growth
With variation in unemployment risk being driven by shocks at the
industry/regional/education/occupation level, it is possible that unemployment risk correlates with expected future wage growth. In this case,
our estimated coecient of unemployment risk growth on expenditures
could be biased by the response of expenditures to expected wage growth.
To overcome the omitted variable bias, we add income growth between
periods t and t + 2 as a control variable to the expenditures regressions.
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The results are shown in Table 1.7. As seen, the inclusion of this variable
does not aect our results. Moreover, the estimated coecient on future
income growth is small, suggesting that the value of this variable is likely
to be unknown to the households in period t.

Endogeneity of unemployment risk to private information

We

infer the probability of becoming unemployed from households that actually become unemployed. However, it could be the case that households
that become unemployed know well in advance whether they will keep
their employment or not and hence, that the employment status in period

t + 2 does not have a meaningful stochastic component, but only masks
individual private information. If this is the case, the estimated coecient of unemployment risk growth on expenditures should be driven by
those households that actually do become unemployed in period t + 2.
Therefore, we rerun the regressions excluding households that became
unemployed in period t + 2 from our sample. The results are shown in
Table 1.8. Comparing the coecients to Table 1.2, this adjustment does
not aect the results.

Number of factors used for estimation of unemployment risk.
In the estimation of unemployment probabilities, we used 6 factors based
on maximizing the adjusted predictive power of our regressions. However,
and as discussed earlier, for this number of factors, the marginal contribution of adding additional factors to the fraction of the variation in the
underlying covariates is substantial.
We reestimate Equations (1.1) and (1.2) using between 4 and 12
factors. Reassuringly, our results are robust, although the estimated effect of unemployment risk on durable purchases levels o as we increase
the number of factors. When using 8 factors, we also nd a signicant
negative eect of unemployment risk growth on nondurable expenditure
growth.

-3.23***
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Nondurables II

(1.1) and (1.2), when adding future income growth as a control. For the rst
six columns, the left-hand side variable is an indicator of whether a durable good in the category indicated by the column
header has been purchased in the last 12 months using a probit model. The coecients show the average marginal eect
normalized by the unconditional purchase probability. Dt refers to the stock of durable goods in this durable good category,
prior to any purchase in year t. In the last two columns, the left-hand side variable is the log growth of expenditures on
nondurable goods, estimated by OLS. Dt is dened as in columns 1 and 2. The set of control variables includes indicator
variables of 5-year age bins, sex, marital status, household size, education level, occupation, industry, region of residence,
bins of the size of the town of residence, an indicator of a binding liquidity constraint as well as the log level of previous
period income. Standard errors are shown in parenthesis. *, **, *** indicate that the coecients are signicant at the 10%,
5% and 1% level, respectively.

Table 1.7: Regression results from estimating

Time xed eects
Controls
R2
N

At−2 /Yt−2 , quartile 4

At−2 /Yt−2 , quartile 3

At−2 /Yt−2 , quartile 2

FAt−2 /Yt−2 , quartile 4

FAt−2 /Yt−2 , quartile 3

FAt−2 /Yt−2 , quartile 2

Dt /Yt−2 , quartile 4

Dt /Yt−2 , quartile 3

Dt /Yt−2 , quartile 2

Δ log Yt+2

Δ log Yt

ΔUnemployment riskt
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-3.40***
(0.79)
0.60***
(0.07)
-0.20***
(0.05)
-0.22***
(0.05)
-0.18***
(0.05)
-0.01
(0.05)
0.12**
(0.05)
0.15***
(0.05)
0.00
(0.05)
-0.09
(0.05)
-0.11**
(0.06)
Yes
No
0.06
4461

Durables I
-2.71***
(0.83)
0.63***
(0.07)
-0.23***
(0.05)
-0.26***
(0.05)
-0.24***
(0.05)
-0.04
(0.05)
0.08*
(0.05)
0.10*
(0.06)
-0.03
(0.05)
-0.10*
(0.05)
-0.09
(0.06)
Yes
Yes
0.09
4461

Durables II
-3.32**
(1.67)
1.04***
(0.13)
-1.21***
(0.09)
-1.31***
(0.09)
-1.55***
(0.10)
0.12
(0.10)
0.17
(0.10)
0.15
(0.11)
0.03
(0.10)
-0.16
(0.11)
-0.21*
(0.11)
Yes
No
0.14
4461

Vehicles I
-3.55**
(1.80)
1.00***
(0.14)
-1.27***
(0.09)
-1.37***
(0.09)
-1.67***
(0.10)
0.11
(0.10)
0.15
(0.10)
0.14
(0.11)
0.03
(0.10)
-0.17
(0.11)
-0.23**
(0.11)
Yes
Yes
0.18
4461

Vehicles II
-3.51***
(0.98)
0.49***
(0.08)
-0.17***
(0.06)
-0.08
(0.06)
-0.09
(0.06)
-0.05
(0.06)
0.13**
(0.06)
0.18***
(0.07)
-0.03
(0.07)
-0.09
(0.07)
-0.12*
(0.07)
Yes
No
0.05
4461

Furniture I
-2.73***
(1.03)
0.54***
(0.09)
-0.20***
(0.06)
-0.13**
(0.06)
-0.15**
(0.06)
-0.07
(0.06)
0.09
(0.06)
0.12*
(0.07)
-0.09
(0.07)
-0.11*
(0.07)
-0.09
(0.07)
Yes
Yes
0.09
4461

Furniture II
-0.27
(0.25)
0.38***
(0.02)
0.02
(0.02)
0.04***
(0.02)
0.02
(0.02)
-0.01
(0.02)
0.02
(0.02)
0.01
(0.02)
-0.01
(0.02)
0.01
(0.02)
-0.01
(0.02)
Yes
No
0.32
4461

Nondurables I
-0.28
(0.26)
0.36***
(0.02)
0.02
(0.02)
0.05***
(0.02)
0.03
(0.02)
-0.01
(0.02)
0.02
(0.02)
0.01
(0.02)
-0.01
(0.02)
0.00
(0.02)
-0.00
(0.02)
Yes
Yes
0.33
4461

Nondurables II

t + 2 from the sample. For the rst six columns, the left-hand side variable is an indicator of whether a durable good in the
category indicated by the column header has been purchased in the last 12 months using a probit model. The coecients show
the average marginal eect normalized by the unconditional purchase probability. Dt refers to the stock of durable goods in this
durable good category, prior to any purchase in year t. In the last two columns, the left-hand side variable is the log growth
of expenditures on nondurable goods, estimated by OLS. Dt is dened as in columns 1 and 2. The set of control variables
includes indicator variables of 5-year age bins, sex, marital status, household size, education level, occupation, industry, region
of residence, bins of the size of the town of residence, an indicator of a binding liquidity constraint as well as the log level of
previous period income. Standard errors are shown in parenthesis. *, **, *** indicate that the coecients are signicant at
the 10%, 5% and 1% level, respectively.

Table 1.8: Regression results from estimating (1.1) and (1.2), when excluding households that become unemployed in period

Time xed eects
Controls
R2
N

At−2 /Yt−2 , quartile 4

At−2 /Yt−2 , quartile 3

At−2 /Yt−2 , quartile 2

FAt−2 /Yt−2 , quartile 4

FAt−2 /Yt−2 , quartile 3

FAt−2 /Yt−2 , quartile 2

Dt /Yt−2 , quartile 4

Dt /Yt−2 , quartile 3

Dt /Yt−2 , quartile 2

Δ log Yt

ΔUnemployment riskt
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-3.25***
(0.91)
-3.24***
(0.77)
-2.53***
(0.71)
-2.35***
(0.65)
-1.91***
(0.59)
Yes
Yes
No

Durables I
-2.88***
(0.95)
-2.54***
(0.82)
-1.94***
(0.74)
-1.76***
(0.67)
-1.36**
(0.60)
Yes
Yes
Yes

Durables II
-4.56**
(1.95)
-3.20*
(1.64)
-3.18**
(1.49)
-2.16
(1.39)
-1.56
(1.25)
Yes
Yes
No

Vehicles I
-5.17**
(2.04)
-3.33*
(1.78)
-3.37**
(1.60)
-2.22
(1.50)
-1.40
(1.34)
Yes
Yes
Yes

Vehicles II
-2.83**
(1.13)
-3.32***
(0.96)
-2.70***
(0.88)
-2.51***
(0.80)
-2.33***
(0.72)
Yes
Yes
No

Furniture I
-2.43**
(1.18)
-2.51**
(1.01)
-2.10**
(0.92)
-1.92**
(0.82)
-1.80**
(0.74)
Yes
Yes
Yes

Furniture II
0.16
(0.29)
-0.27
(0.24)
-0.39*
(0.22)
-0.18
(0.20)
-0.05
(0.18)
Yes
Yes
No

Nondurables I

0.11
(0.30)
-0.30
(0.26)
-0.47**
(0.24)
-0.22
(0.21)
-0.05
(0.19)
Yes
Yes
Yes

Nondurables II

(1.1) and (1.2), when using between 4 and 12 factors for the estimation
of unemployment probabilities. For the rst six columns, the left-hand side variable is an indicator of whether a durable
good in the category indicated by the column header has been purchased in the last 12 months using a Probit model. The
coecients show the average marginal eect normalized by the unconditional purchase probability. In the last two columns,
the left-hand side variable is the log growth of expenditures on nondurable goods, estimated by OLS. Control set 1 includes log
income growth, the stock of durables, nancial and total assets. Control set 2 includes indicator variables of 5-year age bins,
sex, martial status, household size, education level, occupation, industry, region of residence, bins of the size of the town of
residence, an indicator of a binding liquidity constraint as well as the log level of previous period income. Standard errors are
shown in parenthesis. *, **, *** indicate that the coecients are signicant at the 10%, 5% and 1% level, respectively.

Table 1.9: Regression results from estimating

Time xed eects
Control set 1
Control set 2

ΔUnemployment risk (12 factors)

ΔUnemployment risk (10 factors)

ΔUnemployment risk (8 factors)

ΔUnemployment risk (6 factors)

ΔUnemployment risk (4 factors)
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Income cuto in sample selection.

The sample only includes house-

holds where the labor income of the household head is at least 40 percent
of total household income, so that an unemployment spell would likely
have a substantial eect on household income. The exact cuto is somewhat arbitrary. We rerun the regression when setting this cuto to 35
and 45 percent, respectively. The results are shown in Tables 1.10 and
1.11. The estimated coecients of unemployment risk on durable purchases are slightly smaller in both cases, but still sizable. Increasing the
cuto further up, the sample size shrinks fast.

-2.29***
(0.71)
0.60***
(0.06)
-0.19***
(0.04)
-0.19***
(0.05)
-0.21***
(0.05)
0.01
(0.05)
0.15***
(0.05)
0.18***
(0.05)
-0.03
(0.05)
-0.10**
(0.05)
-0.14***
(0.05)
Yes
No
0.06
5178

Durables I
-1.62**
(0.74)
0.64***
(0.06)
-0.22***
(0.04)
-0.23***
(0.05)
-0.28***
(0.05)
-0.02
(0.05)
0.12***
(0.05)
0.14***
(0.05)
-0.06
(0.05)
-0.10**
(0.05)
-0.11**
(0.05)
Yes
Yes
0.09
5178

Durables II
-2.70
(1.65)
1.15***
(0.13)
-1.20***
(0.08)
-1.35***
(0.08)
-1.63***
(0.09)
0.09
(0.09)
0.13
(0.09)
0.12
(0.10)
0.05
(0.09)
-0.17*
(0.10)
-0.19*
(0.10)
Yes
Yes
0.17
5178

Vehicles II
-2.15**
(0.88)
0.49***
(0.07)
-0.16***
(0.05)
-0.04
(0.06)
-0.08
(0.06)
-0.03
(0.06)
0.17***
(0.06)
0.22***
(0.06)
-0.07
(0.06)
-0.11*
(0.06)
-0.16***
(0.06)
Yes
No
0.05
5178

Furniture I
-1.38
(0.91)
0.54***
(0.08)
-0.19***
(0.05)
-0.09*
(0.05)
-0.15**
(0.06)
-0.05
(0.06)
0.13**
(0.06)
0.17***
(0.06)
-0.11*
(0.06)
-0.11*
(0.06)
-0.12*
(0.06)
Yes
Yes
0.08
5178

Furniture II
-0.04
(0.23)
0.40***
(0.02)
0.02
(0.01)
0.03**
(0.02)
0.02
(0.02)
-0.00
(0.01)
0.01
(0.02)
0.01
(0.02)
0.01
(0.02)
0.01
(0.02)
-0.00
(0.02)
Yes
No
0.32
5178

Nondurables I
-0.11
(0.24)
0.38***
(0.02)
0.02
(0.02)
0.04**
(0.02)
0.03*
(0.02)
-0.00
(0.02)
0.01
(0.02)
0.01
(0.02)
0.01
(0.02)
0.01
(0.02)
0.00
(0.02)
Yes
Yes
0.33
5178

Nondurables II

(1.1) and (1.2) when the income cuto is 35 percent. For the rst six
columns, the left-hand side variable is an indicator of whether a durable good in the category indicated by the column header
has been purchased in the last 12 months using a probit model. The coecients show the average marginal eect normalized
by the unconditional purchase probability. Dt refers to the stock of durable goods in this durable good category, prior to any
purchase in year t. In the last two columns, the left-hand side variable is the log growth of expenditures on nondurable goods,
estimated by OLS. Dt is dened as in columns 1 and 2. The set of control variables includes indicator variables of 5-year age
bins, sex, marital status, household size, education level, occupation, industry, region of residence, bins of the size of the town
of residence, an indicator of a binding liquidity constraint as well as the log level of previous period income. Standard errors
are shown in parenthesis. *, **, *** indicate that the coecients are signicant at the 10%, 5% and 1% level, respectively.

-2.60*
(1.53)
1.17***
(0.12)
-1.14***
(0.08)
-1.28***
(0.08)
-1.51***
(0.09)
0.13
(0.09)
0.16*
(0.09)
0.13
(0.10)
0.05
(0.09)
-0.17*
(0.10)
-0.15
(0.10)
Yes
No
0.14
5178

Vehicles I

Table 1.10: Regression results from estimating

Time xed eects
Controls
R2
N

At−2 /Yt−2 , quartile 4

At−2 /Yt−2 , quartile 3

At−2 /Yt−2 , quartile 2

FAt−2 /Yt−2 , quartile 4

FAt−2 /Yt−2 , quartile 3

FAt−2 /Yt−2 , quartile 2

Dt /Yt−2 , quartile 4

Dt /Yt−2 , quartile 3

Dt /Yt−2 , quartile 2

Δ log Yt

ΔUnemployment riskt
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-2.34***
(0.81)
0.60***
(0.07)
-0.22***
(0.05)
-0.17***
(0.06)
-0.20***
(0.06)
-0.01
(0.06)
0.14**
(0.06)
0.17***
(0.06)
-0.02
(0.06)
-0.07
(0.06)
-0.11*
(0.06)
Yes
No
0.06
3871

Durables I
-1.53*
(0.84)
0.61***
(0.08)
-0.25***
(0.05)
-0.21***
(0.06)
-0.26***
(0.06)
-0.04
(0.06)
0.09
(0.06)
0.10
(0.06)
-0.04
(0.06)
-0.07
(0.06)
-0.08
(0.06)
Yes
Yes
0.10
3871

Durables II
-2.30
(1.86)
1.02***
(0.16)
-1.25***
(0.10)
-1.36***
(0.10)
-1.73***
(0.11)
0.13
(0.11)
0.16
(0.12)
0.08
(0.13)
0.10
(0.12)
-0.01
(0.12)
-0.17
(0.13)
Yes
Yes
0.18
3871

Vehicles II
-2.14**
(1.00)
0.51***
(0.09)
-0.13**
(0.07)
-0.04
(0.07)
-0.10
(0.07)
-0.05
(0.07)
0.11
(0.07)
0.19**
(0.07)
-0.06
(0.07)
-0.09
(0.07)
-0.12
(0.08)
Yes
No
0.05
3871

Furniture I
-1.35
(1.03)
0.53***
(0.10)
-0.16**
(0.07)
-0.10
(0.07)
-0.15**
(0.07)
-0.08
(0.07)
0.07
(0.07)
0.11
(0.08)
-0.09
(0.07)
-0.10
(0.08)
-0.07
(0.08)
Yes
Yes
0.10
3871

Furniture II
-0.30
(0.25)
0.37***
(0.02)
0.01
(0.02)
0.04**
(0.02)
0.01
(0.02)
-0.01
(0.02)
0.02
(0.02)
0.02
(0.02)
-0.01
(0.02)
0.00
(0.02)
-0.01
(0.02)
Yes
No
0.33
3871

Nondurables I
-0.30
(0.26)
0.35***
(0.02)
0.02
(0.02)
0.05***
(0.02)
0.02
(0.02)
-0.01
(0.02)
0.02
(0.02)
0.02
(0.02)
-0.01
(0.02)
0.00
(0.02)
-0.00
(0.02)
Yes
Yes
0.34
3871

Nondurables II

(1.1) and (1.2) when the income cuto is 45 percent. For the rst six
columns, the left-hand side variable is an indicator of whether a durable good in the category indicated by the column header
has been purchased in the last 12 months using a probit model. The coecients show the average marginal eect normalized
by the unconditional purchase probability. Dt refers to the stock of durable goods in this durable good category, prior to any
purchase in year t. In the last two columns, the left-hand side variable is the log growth of expenditures on nondurable goods,
estimated by OLS. Dt is dened as in columns 1 and 2. The set of control variables includes indicator variables of 5-year age
bins, sex, marital status, household size, education level, occupation, industry, region of residence, bins of the size of the town
of residence, an indicator of a binding liquidity constraint as well as the log level of previous period income. Standard errors
are shown in parenthesis. *, **, *** indicate that the coecients are signicant at the 10%, 5% and 1% level, respectively.

-2.77
(1.71)
1.05***
(0.15)
-1.20***
(0.10)
-1.31***
(0.10)
-1.60***
(0.11)
0.19*
(0.11)
0.22*
(0.12)
0.13
(0.12)
0.12
(0.12)
0.01
(0.12)
-0.13
(0.12)
Yes
No
0.14
3871

Vehicles I

Table 1.11: Regression results from estimating

Time xed eects
Controls
R2
N

At−2 /Yt−2 , quartile 4

At−2 /Yt−2 , quartile 3

At−2 /Yt−2 , quartile 2

FAt−2 /Yt−2 , quartile 4

FAt−2 /Yt−2 , quartile 3

FAt−2 /Yt−2 , quartile 2

Dt /Yt−2 , quartile 4

Dt /Yt−2 , quartile 3

Dt /Yt−2 , quartile 2

Δ log Yt

ΔUnemployment riskt
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1.C Solving the consumption model
In this appendix, we provide a description of how we solve the consumption model presented in Section 1.3. The description has three parts.
First, we describe how the consumption problem can be rewritten in a
simplied form with fewer state variables, greatly reducing the computational burden. Second, we describe the solution method. Finally, we
describe how it is implemented in practice.

1.C.1

State space reduction in the recursive formulation

Due the combined assumptions of a linear replacement rate, a linear adjustment cost and preferences with constant relative risk aversion over
a homothetic bundle of the two goods, the household problem can be
normalized with respect to the permanent income state Zt , similar to a
standard buer-stock model with only one good (see e.g. Carroll (1997)).
In addition, since transitory shocks have no dependence on past variables,

 can also be eliminated as a state variable. Finally, conditional on adjusting, one more state variable can be eliminated as the optimization
problem only depends on the total available resources today. We describe
each of these simplications in turn.
Before describing the normalization with respect to Zt , we make
 = B+χ
 D. This normalizes the borrowing
the variable substitution B
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  0:
constraint to B

 , D; Z, , n, ζ) = max u(C, D∗ ) + βEV(B
 , D ; Z ,  , n , ζ )
VNA (B
∗
C,B

s.t.

 = B
∗
B

D  = D∗
D∗ = (1 − δ)D
∗ 
C + qB
 −χ
 (1 − q(1 − δ))D,
Y(n + b(1 − n)) + B
 ∗ , C  0,
B

Y = Z,
 , D; Z, , n, ζ) =
VA (B
s.t.

 , D ; Z ,  , n , ζ )
max u(C, D∗ ) + βEV(B

∗
C,D∗ ,B

 = B
∗
B

D  = D∗
∗ 
 )D∗ + qB
C + (1 − qχ
 + (1 − δ − h − χ
 )D,
Y(n + b(1 − n)) + B
 ∗ , C, D∗  0,
B

Y = Z,
 , D; Z, , n, ζ), VA (B
 , D; Z, , n, ζ)}.
 , D; Z, , n, ζ) = max{VNA (B
V(B
Now we normalize the household problem with respect to permanent
income Zt . We make the following denitions:

• v = VZ−(1−σ) for variables V = V , VNA , VA
• x = X/Z for any other variable X
• x  = X  /Z  for any variable X 
Using that u(·) is homothetic, the recursive problem can be reformulated
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in terms of v, x, x  without dependence of the state variable Z:
 , d; , n, ζ) = max u(c, d∗ ) + βEη 1−σ v(b
 , d ;  , n , ζ )
vNA (b
∗
c,b

s.t.

  = η −1 b
∗
b

d  = η −1 d∗
d∗ = (1 − δ)d
∗ 
c + qb
−χ
 (1 − q(1 − δ))d,
(n + b(1 − n)) + b

b∗ , c  0,
 , d; , n, ζ) =
vA (b
s.t.

 , d ;  , n , ζ )
max u(c, d∗ ) + βEη 1−σ v(b

∗
c,d∗ ,b

  = η −1 b
∗
b

d  = η −1 d∗
∗ 
 )d∗ + qb
c + (1 − qχ
 + ((1 − δ)(1 − h) − χ
 )d,
(n + b(1 − n)) + b
 ∗ , c, d∗  0,
b
 , d; , n, ζ), vA (b
 , d; , n, ζ)}.
 , d; , n, ζ) = max{vNA (b
v(b
Second,  can be eliminated as a state variable as it enters through
 . Using this, we can
the sucient state variable a = (n + bu (1 − n)) + b
write the problem as
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vNA (a, d; n, ζ) = max u(c, (1 − δ)d) + βEη 1−σ v   (n  + b(1 − n  ))
∗
c,b

 ∗ , η −1 (1 − δ)d; n  , ζ 
+η −1 b
s.t.

∗  a − χ
 (1 − q(1 − δ))d,
c + qb

b∗ , c  0,
vA (a, d; n, ζ) =


max u(c, d∗ ) + βEη 1−σ v   (n  + b(1 − n  ))

∗
c,d∗ ,b

 ∗ , η −1 d∗ ; n  , ζ 
+η −1 b
s.t.

 ∗  a + ((1 − δ)(1 − h) − χ
 )d,
 )d∗ + qb
c + (1 − qχ
 ∗ , c, d∗  0,
b

 , d; , n, ζ), vA (b
 , d; n, ζ)}.
 , d; n, ζ) = max{vNA (b
v(b
Finally, note that conditional on adjusting, the sole state variable is
 )d, such that
w = a + ((1 − δ)(1 − h) − χ

vA (w; n, ζ) =


max u(c, d∗ ) + βEη 1−σ v   (n  + b(1 − n  ))

∗
c,d∗ ,b

 ∗ , η −1 d∗ ; n  , ζ 
+η −1 b
s.t.

∗  w
 )d∗ + qb
c + (1 − qχ
 ∗ , c, d∗  0.
b

1.C.2

Computation

We solve the recursive problem by value function iteration. The convergence criterion is specied in terms of the distance between two consecutive value functions under the sup norm. We set the criterion to 10−5
when extracting decision rules used for the simulations in Sections 1.5
and 1.6, and to 10−2 for the calibration.
We discretize the processes for the labor market transition rates and
the income shocks. For the labor market transition rates, we use the
method by Tauchen and Hussey (1991) with seven states. For the income
shocks, we use Hermite-Gauss polynomials with ve states.
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The grids for the endogenous states a, d, w are linear up to a cuto
value and exponential in a sparse grid above the cuto value. Given a
value function vi , we solve the expectation over the future value func1 i+1
by nonlinear
tion by linear interpolation. Then, we compute vi+
NA ,vA

optimization methods using several initial guesses. We then compute
 , d; n, s) from vi+1 (w; n, s) by cubic interpolation, and retrieve
vi+1 (b
A

A

1 i+1
vi+1 by taking the maximum of {vi+
NA ,vA }.

We implement the computations in Python. The linear intepolation
operations are executed in C via the Numba package.

1.D Details of calibration procedure
1.D.1

Estimation of
job-nding rate

average

job-separation

and

We estimate the quarterly separation and job-nding rates using the
method developed by Elsby et al. (2013) (EHS) using annual data for
the Italian unemployment rate, grouped by the duration of the unemployment spell. We retrieve the data from the OECD for the period
1984-2014, allowing us to estimate the quarterly rates for the period
1984-2013. The EHS method for estimating the separation and the jobnding rate is an extension of the method popularized by Shimer (2012).
The method is robust to temporal aggregation bias, as it is inferred from
an underlying continuous time process.
Let t denote a quarter. To estimate the quarterly job nding rate ft ,
as the probability that an unemployed worker exits unemdene F<d
t
ployment within d quarters. F<d
is estimated from
t

F<d
=1−
t

ut+d − u<d
t+d
ut

with an associated outow rate given by

= − log(1 − F<d
f<d
t
t )/d
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Normalizing the time scale, we observe u<d
t+d , ut+d in year t + d. We
infer ut by taking the weighted geometric average of ut+d and ut+d−4 ,
d/4

(4−d)/4

ut = ut+d ut+d−4 .
The OECD data allow us to observe unemployment rates with duration
less than 1, 3, 6 and 12 months. Accordingly, we estimate the ow rates
<1/3

ft

1 <2 <4
, f<
t , ft , ft . Then, we compute the average job nding rate ft as

the simple average of these four variables.12

Given ft and ut we can infer st from the law of motion for the
aggregate unemployment rate:

∂u
= st (1 − ut ) − ft ut .
∂t

(1.21)

Assuming that the ows are constant over a year and solving (1.21) one
year forward, we have

ut = κt u∗t + (1 − κt )ut−4 ,
where κt = 1 − e−4(st +ft ) and u∗t =
solve for the separation rate st .

st
st +ft .

(1.22)

Given ft , we use (1.22) to

The resulting quarterly job-nding and job-separation rates are
shown in Figure 1.7. Between the start of the Eurozone crisis in 2011
and the last period of observation in 2013, the separation rate increased
from 1.01 percent to 2.08 percent, a relative increase of 106 percent.

1.D.2

Calibration of exible-adjustment model

For the calibration of the exible-adjustment model used in Section 1.6,
we set h = 0 and take the calibrated depreciation rate of the baseline
model. We then calibrate (without the aggregate state variable) β, α and
 to match the mean level of normalized nancial assets, the mean level
χ

Elsby et al. (2013) use an optimal weighting scheme based on minimizing the mean
squared error of the estimate. For simplicity, we compute the unweighted average.
12

β
α
δ
h
χ
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Chapter 2

The Labor-Market Origins of
Cyclical Income Risk ∗
2.1 Introduction
Cyclical movements in income risk are commonly argued to be an important contributor to the cyclicality of asset prices (Constantinides and
Due (1996), Storesletten et al. (2007), Schmidt (2016)), the welfare
costs of business cycles (Storesletten et al. (2001), Krebs (2003, 2007), De
Santis (2007)) and the cyclicality of consumption expenditures (Challe
et al. (2017), McKay (2017), Ravn and Sterk (2017)). In this paper, we
explore the underlying labor-market processes generating the cyclicality
of income risk. We show that labor-market frictions together with variations in productivity growth quantitatively account for the cyclicality
of income risk. In contrast, in our framework conventional labor-market
variables such as the job-separation rate, the job-nding rate and the onthe-job oer-arrival rate fail to account for our documented income-risk
moments.

∗
This chapter has been jointly written with Hans H. Sievertsen. We are grateful
for helpful discussions with Saman Darougheh, Axel Gottfries, Per Krusell, Hannes
Malmberg, Kurt Mitman, Kathrin Schlafmann, Magnus Åhl and Erik Öberg. Karl
Harmenberg acknowledges nancial support from Handelsbanken's Research Foundations. All errors are our own.
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First, we use Danish administrative data 1980-2013 to document the
cyclical variations in income risk. In a recent paper, Guvenen et al. (2014)
showed that US recessions are associated with more individuals experiencing large decreases in labor income and fewer individuals experiencing large increases in labor income, while the number of individuals
experiencing small changes to their labor income is comparatively stable. In statistical terms, this pattern can be summarized by saying that
the skewness of the labor income growth distribution is cyclical while
the dispersion is acyclical. We show that mean labor income growth is
strongly correlated with labor income growth skewness, with a correlation of 0.88 − 0.90 for one-year income growth, three-year income growth,
and ve-year income growth. In contrast, the dispersion of the income
growth distribution is basically uncorrelated with mean income growth.
This rearms the ndings of Guvenen et al. (2014) in a Danish context.
The macro-level relationship could potentially be a composition effect, with no corresponding relationship for the dierent labor markets
comprising the economy. To explore cyclical income risk for dierent
labor markets, we partition the population into 37 narrowly dened educational categories and show that almost all categories exhibit a high
correlation of mean income growth and income growth skewness. Educational categories overlap with both industry and occupation categories
(for example, a medical doctor generally works with medicine in the
health-care sector), but have the advantage that an individual's education is largely pre-determined when he or she enters the labor market.
In contrast, with industry and occupation partitions, selective industry or occupation switching introduces bias in the estimates of income
risk. Mean income growth at the educational-category level is strongly
correlated with income growth skewness, with an average correlation of
0.87 − 0.88 for the dierent horizons. As for the full population distribution, the dispersion of the income growth distribution is uncorrelated
with mean income growth.
Furthermore, we show that the connection between income growth
skewness and mean income growth is not only strong in the time di-

−

CYCLICAL INCOME RISK

82

larger, generating both positive mean income growth and more positive
skewness of the income growth distribution. We show in a theoretical
reduced-form setting that such a framework gives rst-order movements
in skewness but only second-order movements in dispersion in response
to variations in the growth rate.
To evaluate the mechanism quantitatively, we introduce growth into
a job-ladder model. We take our parameter values directly from Bagger
et al. (2014), who estimate a quantitative job-ladder model with sequential auctioning on Danish matched employer-employee data. Through the
lens of the job-ladder model, we show that variations in the job-nding
rate, the job-separation and the oer-arrival rate for employed workers
cannot generate the variation in mean income growth and income growth
skewness that we documented.
In our model framework, productivity growth quantitatively generates the relationship of mean income growth and income growth skewness
at the three-year and ve-year horizons, both in the cross section and in
the time-series dimension. In the cross section, modeling dierent educational categories as identical except for their steady state productivity growth rates, productivity growth dierences quantitatively account
for the cross-sectional relationship of mean income growth and income
growth skewness. In the time-series dimension, shocks to the productivity
growth of an educational category generate a high correlation between
mean income growth and income growth skewness, as well as quantitatively close relative magnitudes of the variations in the mean income
growth and income growth skewness.
In our quantitative job-ladder model, wages are determined by piecerate contracts. Therefore, for wages not to respond one-to-one with productivity growth we assume that growth is only reected in the productivity of potential future matches, not the productivity of ongoing
matches. In other words, productivity is embodied for the particular
match. An alternative way to quantitatively study the interaction of
labor-market frictions and productivity growth, not explored in this paper, would be to have workers and rms bargain over wages instead of
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piece-rates and let the productivity of all rms grow at the same rate.
Our productivity growth mechanism is consistent with other wellestablished facts. Viewing the growth of the oer-productivity distribution as an important source of the labor-market business cycle implies that the job-to-job transition rate is strongly pro-cyclical. The procyclicality of the job-to-job transition rate is well documented and a
recent series of papers have particularly emphasized the connection between the job-to-job transition rate and the mean labor income growth.1
In contrast, job-separation rate shocks generate a counterfactual negative comovement of mean income growth and the job-to-job transition
rate.

2.1.1

Related Literature

The eects of uctuations in income risk on welfare, consumption and
savings have been studied extensively in the literature. Storesletten et al.
(2001), Krebs (2003, 2007) and De Santis (2007) study the eects of
cyclical income risk on the welfare costs of business cycles. Constantinides and Due (1996), Storesletten et al. (2007) and Schmidt (2016)
study the asset pricing implications of cyclical income risk. Challe et al.
(2017), McKay (2017), and Ravn and Sterk (2017) study the eects on
consumption dynamics.
On the empirical side, Storesletten et al. (2004) argued using PSID
data that US recessions were associated with higher variance of permanent shocks to household income after taxes and transfers. Our empirical
work directly builds on a recent literature, starting with Guvenen et al.
(2014), which argues that the uctuations in individual labor income
risk are shifts in the skewness of the income growth distribution. Guvenen et al. (2014) study, using US social security administrative data,
the cyclicality of the skewness and dispersion of the labor income growth
distribution and nd that the dispersion is essentially acyclical while the
1 See

Faberman and Justiniano (2015), Moscarini and Postel-Vinay (2016),
Moscarini and Postel-Vinay (2017) and Karahan et al. (2017).
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skewness is more negative in recessions. Busch et al. (2016) do a similar
analysis for Germany, Sweden and the US using the PSID and broadly
nd the same cyclical skewness in all three countries. Blass-Homann
and Malacrino (2016) also aim to understand the underlying labor market mechanisms that generate cyclical skewness of labor income. They use
Italian administrative data and do a decomposition analysis where they
decompose the cyclicality of the skewness into contributions from wages
and contributions from employment time. They nd that the cyclicality of skewness is driven by cyclical changes in employment time, which
taken at face value contradicts our result that cyclical skewness is driven
by productivity growth shocks. Importantly, they restrict their analysis
to one-year income growth, which is exactly the horizon at which variations in productivity growth do not provide a quantitative account for
the uctuations in income growth skewness. A potential reconciliation
of our respective ndings is that employment is important for the oneyear income growth skewness, while job-to-job transitions generated by
productivity growth are more important for the longer horizons.
We interpret our results in light of a job-ladder model (Burdett
and Mortensen (1998), Bontemps et al. (2000), Postel-Vinay and Robin
(2002)). We share the ambition to understand the statistical moments
of income dynamics through a job-ladder model with Postel-Vinay and
Turon (2010) and Hubmer (2016). Postel-Vinay and Turon (2010) estimate a standard ARMA process for labor income on a job-ladder model
calibrated to match labor market transitions, and nd that the estimated ARMA parameters are close to directly estimated parameters
from the British Household Panel Survey. Hubmer (2016) studies a jobladder model with risk aversion, wealth accumulation, and endogenous
search eort, and nds that it generates large negative skewness and high
excess kurtosis of the income growth distribution, as documented by Guvenen et al. (2016) for the US using social security data. We contribute to
the project of understanding income moments through job-ladder models by studying the cyclicality of income risk rather than steady state
moments, as well as the cross-sectional correlation for income risk and
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income growth.
Our specication of productivity growth can be thought of
as a reduced-form specication of creative destruction. A small
literature studies growth and on-the-job search jointly. Michau (2013)
and Miyamoto and Takahashi (2011) study the eect of growth on
unemployment in frameworks with on-the-job search and growth.
Engbom (2017) studies how an aging population aects the rm and
worker dynamism in the US (for example, the job-to-job transition
rate), using a model with on-the-job search, creative destruction and
endogenous growth. We contribute to this literature by studying the
eects that growth has on the dispersion and skewness of the income
growth distribution.
Finally, our model framework not only produces a strong correlation
between the mean income growth and the skewness of income growth,
but also a clear prediction of a positive correlation between the job-tojob transition rate and the mean income growth rate. This connects to
a recent empirical literature studying this relationship in the time-series
dimension. Faberman and Justiniano (2015), Moscarini and Postel-Vinay
(2016), and Karahan et al. (2017) have documented in the US a positive
link between job-to-job transition rates and wage growth in the timeseries dimension. Moscarini and Postel-Vinay (2017) study the crosssectional and time-series variation jointly, by doing a pooled regression
for 17,600 age-education-race-gender-month categories, and also nd a
positive link between job-to-job transition rates and mean wage growth.

2.1.2

Outline of the Rest of the Paper

In Section 2.2, we describe the data and the empirical methodology.
In Section 2.3, we analyze the relationship between mean income growth
and income growth skewness for the full population, for each educational
category separately, and in the cross section. Section 2.4 describes the
model and the model experiments. Section 2.5 concludes.
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2.2 Data and Empirical Method
This paper studies the full male Danish population age 25-59 from 1980
to 2013. To be in the sample, the person has to be registered as living in
Denmark by December 31st of the year.
We study the labor income distribution for dierent educational categories. In this section, we dene our measure of income, describe the
educational categories, and describe our sample selection.
Income

The income data are collected from the Danish tax authori-

ties. Our object of study is labor income. The labor income measure includes pre-tax salaried income (including benets and the value of stock
options) and net prot from self-employment (excluding capital income
and expenses), but excludes employer contributions to retirement funds.
All earnings are normalized by consumer price index with 2015 as base
year.
Education

The education data are from the Danish student registry

and the Danish qualications registry. For each individual, his highest
degree as of October 1st is reported. The degrees are reported very narrowly and some of the reported degrees are dicult to interpret.2 To
facilitate interpretation and quantitative analysis, we aggregate the degrees by the International Standard Classication of Education (ISCED
2013) into coarser yet ne categories based on detailed eld and level of
degree.
The educational level of some degrees, for example nursing, have
changed over the sample period. When aggregating into ISCED 2013
categories we use the current classication of degrees to aggregate.
Up until 2006, migrants to Denmark were surveyed about their
schooling and their response is used in conjunction with information
from the Danish government. Since 2006, migrants have not been asked
2 For example, 2490 corresponds to "agrarian economist" and 2491 to "green
diploma module 4".
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Table 2.1: Number of observations (1980-2013) under the sample selection
criteria.

Sample restrictions

Year-person observations

Danish male 25-59
+ Income > 12 000 DKK
+ Educ. Req.

43,555,230
38,180,100
30,357,199

about their schooling and therefore recent migrants will not be in the
sample when conditioning on education.
Income Growth

The analysis will be concerned with the growth of

income over one, three and ve years. k-year income growth in year t is
computed as Δk log yt = log yt+k − log yt . For example, the three-year
income growth of 2008 refers to the growth between the years 2008 and
2011.
Sample Restrictions

In order to focus on a population where almost

everyone is either looking for employment or employed, we restrict attention to prime-age men, aged 25-59. When studying k-year income growth
at time t , the individual has to be in the age span both in t and t + k (so
the oldest person in the sample when studying ve-year income growth
is 55).
Observations with income less than 12,000 DKK (2015 prices, approximately 1,900 US dollars) are dropped. When conditioning on education, we restrict attention to educational categories which have had at
least 2500 individuals in the sample for all years between 1980 and 2013.
This leaves us with 37 educational groups which span approximately 80
percent of working-age men.
Table 2.1 summarizes the sample selection. A list of the 37 educational categories is shown in Table 2.7 in Appendix 2.A.
Empirical Method

For each year and each individual, we compute

the log income growth at the one-year, three-year, and ve-year horizons.
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Compiling the list of all the (log) income growth rates at a given horizon
for a given year gives a distribution of income growth, for example the
distribution of three-year income growth from 1987 to 1990. We then
study how the dispersion and skewness of the income growth distribution
vary over time. In particular, we study how the dispersion and skewness
of the income growth distribution comoves with the mean income growth.
As measures of the dispersion of the income growth distribution, we
employ the dierence between the 90th percentile and the 10th percentile
of the distribution, P90 − P10 dispersion, and the standard deviation of
the distribution.
The skewness measures aim to capture the degree to which the distribution is asymmetric. In studying theoretical distributions, the standard
measure of skewness is the normalized third moment of the distribution,
dened by the following expression for a random variable X:

m3 = E

X−μ
σ

3

where μ = E[X] is the expected value of X and σ =


E[(X − μ)2 ] is the

standard deviation of X.
However, the normalized third moment gives a lot of weight to outliers. Our preferred measure, Kelley's skewness, is dened as

K=

(P90 − P50) − (P50 − P10)
,
P90 − P10

where P90, P50, and P10 are the 90th percentile, the median and the 10th
percentile of the distribution. Kelley's skewness is a more robust measure
than statistical skewness, since it is insensitive to the outliers outside of
the P10 − P90 range. Another advantage is that Kelley's skewness has
a clear interpretation. It measures how much of the total dispersion,

P90 − P10, stems from the right tail, P90 − P50, compared to the left tail,
P50 − P10. If Kelley's skewness is 1, then all of the P90 − P10 dispersion
is located in the right tail, while if it is −1 then the P90 − P10 dispersion
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2.3 Empirical Results on Income Growth Risk
and Mean Income Growth
2.3.1

Cyclical Income Growth Risk for the Total Population

In the left of Figure 2.3, we plot the Kelley's skewness of the income
growth distribution together with the mean of the income growth distribution, at the one-year, three-year and ve-year horizons. In Appendix
2.A, we show the corresponding graphs for the statistical skewness and
standard deviation in Figure 2.17.
The relationship between the skewness and mean is close, with a
correlation of 0.87 − 0.89. This contrasts with the right part of Figure 2.3,
where we plot the P90-P10 dispersion of the income growth distribution
together with the mean of the distribution. As is clear from the gure, the
P90-P10 dispersion of the income growth distribution does not comove
with the mean income growth. The correlation ranges from

−0.25 to 0.21

at the dierent horizons. At the ten percent level we cannot reject the
null hypothesis of no relationship between the dispersion measures and
mean income growth in a regression framework. The regression results
are shown in Appendix 2.A, Table 2.8.
In Table 2.2, we show the correlations at all horizons for both the
robust measures, Kelley's skewness and P90-P10 dispersion, as well as the
standard measures, statistical skewness and standard deviation. The two
skewness measures are highly correlated with mean labor income growth
with a correlation of 0.87 − 0.90. The two dispersion measures are slightly
negatively correlated with the mean growth rate at the one-year horizon,
essentially uncorrelated at the three-year horizon, and slightly positively
correlated at the ve-year horizon. In conclusion, the two measures of
skewness move closely with the mean labor income growth, while the
two measures of dispersion do not.
In Section 2.4, we provide a labor-market mechanism generating this
connection between mean income growth and income growth skewness.
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Table 2.2: Correlation between the mean labor income growth and the skewness, Kelley's skewness, standard deviation and P90-P10 dispersion over the
period 1980-2013, at the one-year, three-year, and ve-year horizons.

Kelley's skewness
Skewness
P90-P10 dispersion
Standard deviation

1-year growth

3-year growth

5-year growth

0.89
0.88
-0.25
-0.26

0.88
0.88
0.02
0.03

0.90
0.87
0.21
0.15

Before that, we document the cyclicality of income risk for the dierent
educational categories.

2.3.2

Cyclical Income Growth Risk for the Educational
Categories

Next we turn our focus to the relationship of income growth skewness
and income growth dispersion with the mean income growth for the
dierent 37 educational categories. We view the mean income growth of
an educational category as a measure of the educational-category-specic
business cycle.
In Table 2.3, the average correlations of skewness, Kelley's skewness,
the standard deviation and the P90-P10 dispersion with mean labor income growth at the dierent horizons are shown.
The correlation between the labor income growth skewness and the
mean labor income growth is very high for almost all educational categories, with a few exceptions discussed below. The population-weighted
average correlation is 0.87 − 0.88 for Kelley's skewness and 0.76 − 0.78
for statistical skewness. In Figure 2.4, we show the evolution of Kelley's
skewness and mean labor income growth for the educational category

Engineering and engineering
trade, Motor vehicles, ships and aircrafts  Vocational upper secondary
education (completed, without direct access to tertiary education).
with the correlation closest to the mean,

In contrast, the average correlation with mean growth for the
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Table 2.3: Summary statistics for all 37 educational categories of the correlation of mean income growth with income growth skewness, Kelley's skewness,
standard deviation and P90-P10. The mean correlation and the standard deviation of the correlations are computed weighing the educational categories by
population size.

1-year
3-year
5-year
1-year
3-year
5-year
1-year
3-year
5-year
1-year
3-year
5-year

labor
labor
labor
labor
labor
labor
labor
labor
labor
labor
labor
labor

inc.
inc.
inc.
inc.
inc.
inc.
inc.
inc.
inc.
inc.
inc.
inc.

growth
growth
growth
growth
growth
growth
growth
growth
growth
growth
growth
growth

K's skew.
K's skew.
K's skew.
skew.
skew.
skew.
P90-P10
P90-P10
P90-P10
s.d.
s.d.
s.d.

Mean corr.

Std .

Min. corr.

Max. corr.

0.87
0.88
0.88
0.78
0.78
0.76
-0.17
-0.12
-0.05
-0.19
-0.11
-0.05

0.14
0.14
0.15
0.20
0.24
0.21
0.33
0.36
0.39
0.28
0.31
0.35

0.22
0.18
0.07
-0.08
-0.34
-0.06
-0.47
-0.55
-0.64
-0.45
-0.48
-0.59

0.97
0.97
0.96
0.95
0.93
0.93
0.93
0.89
0.87
0.80
0.78
0.84

standard deviation and the P90-P10 dispersion are close to zero at the
educational-category level for all horizons. The mean correlation is
slightly negative, ranging from −0.05 to −0.17, but much weaker than
for skewness and Kelley's skewness.
Although most educational categories have a high correlation between mean labor income growth and the labor income growth skewness,
there are four educational categories with a correlation below 0.6 at some
horizon. At the one-year horizon, two educational categories have a correlation below 0.6, teachers and police.3 At the three-year and ve-year
horizons, in addition to the two aforementioned categories, medical doctors and child-and-youth-care professionals also have a correlation below
0.6.4 We conjecture that wage determination for teachers, police, medical
3 Education, Teacher training without subject specialization (Professional Bachelor's, First degree, 3-4 years) and Security services, Protection of persons and property
(Professional Bachelor's, First degree, 3-4 years).
4 Health, Medicine (Academic Master's degree following a Bachelor's degree) and

−

−
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Summary of Empirical Results

The correlation between mean income growth and income growth skewness is very high for both the full population and the educational categories in the time-series dimension, as well as in the cross section across
educational categories. Cyclical income risk, as captured by cyclical skewness of the income growth distribution, is the time-series aspect of a tight
link between mean income growth and income growth skewness which is
also present in the cross section.
In the next section, we describe a mechanism through which productivity growth parsimoniously accounts for both the cross-sectional link
between mean income growth and skewness, as well as the time-series link
between the two. We also show that conventional labor market characteristics fail to account for the link between mean income growth and
skewness.

2.4 Model
In this section, we show that labor-market frictions together with productivity growth account for the relationship between mean income growth
and income growth skewness. In our model framework, variations in the
job-nding rate, the job-separation rate and the on-the-job oer arrival
rate cannot account for the mean-skewness relationship.
The match between the model with productivity growth and data is
quantitatively close. In the cross section, varying the productivity growth
captures both the level of skewness and the slope of the mean-skewness
relationship. In the time-series dimension, shocks to the productivity
growth not only generate a high correlation between the skewness and
mean, but also the relative magnitudes of the variations in the two.

2.4.1

Lessons from a Simple Example

Before we introduce the full quantitative model, we rst describe the
key mechanism. To gain intuition for how variations in growth together
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with labor market frictions generate the correlation between mean income growth and income growth skewness, consider the following simple
model:
The economy grows at a steady rate g. At time t, an individual can
either be employed or unemployed. An unemployed individual receives
unemployment benets (1 + g)t b. A worker's wage stays constant until
he receives a new wage oer or he becomes unemployed.

• With probability λu , an unemployed individual receives a wage
oer. The wage oer is (1 + g)t x, where x is a constant.

• With probability λe , an employed individual receives a wage oer,
which is also (1 + g)t x.

• With probability δ, the employed individual becomes unemployed.
The reasoning that follows is illustrated in Figure 2.7. Consider an
individual that receives a wage-oer shock k periods after he last received
a wage-oer shock. The wage-oer shock changes his wage from (1 +

g)t−k x to (1 + g)t x. That is, his log wage increases by k log(1 + g).
Now, consider an individual who receives a job-separation shock k periods after he last received a wage-oer shock. The job-separation shock
changes his income from (1 + g)t−k x to (1 + g)t b. That is, his log income

falls by k log(1 + g) + log b − log u .
If we compare the individual's income changes in a high-growth
regime with the income changes in a low-growth regime, we see that
the positive shocks (the log wage increase of k log(1 + g)) are higher in
a high-growth regime while the absolute value of the negative shocks

(the log income fall by log x − log b − k log(1 + g)) is lower in the
high-growth regime.
This reasoning holds true for all k, as long as log x − log b > k log(1 +

g), and the result is that the skewness of the log income shock distribution will be higher (more positive) in the high growth environment than
in the low growth environment. Crucial for this argument is that the
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Figure 2.7: Intuition for why the job-ladder model generates a positive correlation between mean log income growth and log income growth skewness. In a
high-growth environment, the relative wage of an individual moves much quicker
toward the benet level, which makes the positive wage-oer shocks larger and
the negative unemployment shocks smaller than in a low-growth regime.

Unemp. shock, low growth

Wage-offer shock, low growth

b

x
Unemp. shock, high growth

Wage-offer shock, high growth

wage of ongoing matches does not grow at the same rate as productivity
growth.

2.4.2

Generalizing the Simple Example

The mechanism of the simple example is generated by a general reducedform class of income processes which can be described as follows:

• Let an individual's log income at time t be denoted by yt .
• With probability p, a new log income is drawn, yt+1 = Y + gt with
Y ∼ F.
• With probability 1 − p, the t + 1 income remains the unchanged,
yt+1 = yt .
• The econometrician observes the income with some i.i.d. noise,
 t = yt + t .
y
In this framework, to a rst order, the standard deviation does not
move with the mean growth rate while the skewness does. This conclusion holds true both under comparative statics, varying the steady-state
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growth rate g, and in a time-series sense, studying a one-time shock to
the growth rate g. The slope of the relationship between the mean and
the skewness is the same both in the comparative statics and in response
to a shock. We summarize the results in the following proposition and
delegate the proofs to Appendix 2.B.

Proposition 2.1. In the above framework,
•

The comparative statics varying the steady-state growth rate

g

give

the following relationship between the mean, standard deviation and
skewness of the income growth distribution:



The mean and skewness of the income growth distribution satisfy the relationship

SkewΔy = SkewΔy |g=0 +

σ2Y
3(1 − p)
√

2
σ2 + pσ2

3/2

MeanΔy

Y

to a rst order in



g.

There is no rst-order eect on the standard deviation of the
income growth distribution.

•

The immediate response of the mean, standard deviation and skewness of the income growth distribution to a shock to the growth rate

g

give the following relationship:



The mean and skewness of the income growth distribution satisfy the relationship

SkewΔy = SkewΔy |g=0 +

σ2Y
3(1 − p)
√

2
σ2 + pσ2

3/2

MeanΔy

Y

to a rst order in



g.

There is no rst-order eect on the standard deviation of the
income growth distribution.

Proof.

See Appendix 2.B.
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This reduced-form class of income processes generates the salient
facts from Section 2.3. Both in the time series and in the cross section,
mean income growth and income growth skewness are closely linked,
while the income growth dispersion is not. The class also satises that the
slope of the mean-skewness relationship is identical in the time dimension
and in the cross section, which is consistent with Figure 2.1.
In the reduced-form framework above, there are no choices and the
comparative statics become particularly simple. In general, strategic
choices and equilibrium eects can potentially mitigate the basic mechanism. Nonetheless, the qualitative feature that growth generates more
positive skewness is something that we argue is likely to hold in settings
with choices and equilibrium eects. The basic mechanism is consistent
with many dierent micro settings.
Next, we turn to a quantitative model of the labor market to investigate to what extent the qualitative insights from our reduced-form
framework can quantitatively account for the cyclical and cross-sectional
variations in income growth skewness.

2.4.3

Model

Model Framework

Our model framework is based on Bagger et al.

(2014), who estimate a quantitative job-ladder model using Danish
matched employer-employee data. In Bagger et al. (2014), workers and
rms bargain over the piece rate and not the wage. In order to have
wages not move one-to-one with productivity, we make the assumption
that productivity growth is not reected in the productivity of ongoing
matches but only in the productivity of potential future matches.
Our model innovation is to introduce growth in the oer-productivity
distribution.
We describe the model framework in a setting with deterministic
growth. Thereafter, we do comparative statics exercises. This
corresponds to the cross-sectional empirical result. Finally, we study
the eects of stochastic shocks which corresponds to the time-series
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empirical result.

Time is discrete, there is a unit continuum of workers and there is
a unit continuum of employment opportunities with dierent productivities. Wages are dened as piece-rate contracts, the worker is paid
an endogenously determined share of the match output. Wage setting
follows Postel-Vinay and Robin (2002) and Cahuc et al. (2006): If the
worker receives an outside oer, the current and prospective future employer engage in Betrand competition for the worker's services.

Production

Log output for a rm-worker match is

yit = pit + hit ,

hit = it + αi + g(eit )

where pit is the match-specic productivity, it is a temporary shock,
modeled as an AR(1), αi is worker-specic productivity and eit is the
cumulative labor-market experience of the worker. g(eit ) captures the
human capital of the worker as a function of experience.

Preferences

The worker has log preferences and consumes his wage

or unemployment benet, with discount rate ρ.

Timing

In the beginning of the period, it is revealed. The worker

has the option to voluntarily become unemployed. If the worker is employed, but the value of being employed is lower than the value of being unemployed, the employer increases the worker's wage so that the
worker is indierent between working and not working, and the worker
remains employed. If the wage required to keep the worker employed
is so high that the employer would make a loss, the worker becomes
unemployed. Employed workers' experiences are updated from ei,t−1 to

eit = ei,t−1 + 1.
Thereafter, production occurs. An employed worker is paid wit . The
process by which wit is determined will be described below.
At the end of the period, with probability μ the worker leaves the
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sample. With probability δ the match is dissolved, the worker nds a
new match immediately with probability κ, else he becomes unemployed.
With probability λ1 the worker receives an outside wage oer with match
productivity p  drawn from the distribution Ft . With probability λ0 , an
unemployed worker receives a wage oer, also drawing match productivity p  from the distribution Ft .

Wages

Wages are dened as piece-rate contracts. If log production is

yit , then the worker receives log wage wit = rit +yit where Rit = erit 
1 is the endogenously determined piece rate. The value of a match with
productivity p and piece rate r at time t for a worker with human capital

ht is denoted Vt (r, p, ht ).
If an employed worker receives an outside oer, the incumbent employer and the outside employer bargain over the worker's services. The
rm that values the worker the most, the rm with the highest productivity, wins the bargaining and hires (or retains) the worker.
If the outside employer has higher productivity p  > pit , then the
outside employer wins the bargaining by oering a piece rate r  satisfying


Et Vt+1 (r  , p  , ht+1 ) = Et Vt+1 (0, pit , ht+1 )


+ β Vt+1 (0, p  , ht+1 ) − Vt+1 (0, pit , ht+1 ) .
The

employer

Et Vt+1

(0, p  , h

and

t+1 )

the

worker

share

the

total

surplus

− Et Vt+1 (0, pit , ht+1 ) with the worker receiving

the share β of the log surplus.5

If the current employer has higher productivity, pit  p  , then the
current employer increases the piece rate by


Et Vt+1 (r  , pit , ht+1 ) = Et Vt+1 (0, p  , ht+1 )+


β Vt+1 (0, pit , ht+1 ) − Vt+1 (0, p  , ht+1 )
5β

is strictly speaking not a Nash bargaining weight since the workers have loga-

rithmic utility and the rms should be risk neutral. Cahuc et al. (2006) work out a
modied Rubinstein bargaining protocol that rationalizes

β as the bargaining weight.
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unless p  is so low that the above would result in a lowering of the piece
rate.
The value of being unemployed V0,t is equal to employment in the
least productive rm. If the worker is unemployed and receives an oer,
then the worker is employed with piece rate given by



Et Vt+1 (r  , p  , ht+1 ) = Et {V0,t (ht )+ β Vt+1 (0, p  , ht+1 ) − V0,t (ht ) .

The Oer-Productivity Distribution

The oer-productivity dis-

tribution Ft grows at a rate g, generating exponential growth,

Ft (p) = F(p − gt)
where F is the time-invariant detrended oer-productivity distribution. F
 min , p
 max ]. Therefore, Ft has support [p
 min +gt, p
 max +gt].
has support [p

Value Functions

The value of an employed worker is given by


 min + gt, ht ),
Vt (r, p,ht ) = max Vt (0, p

δ(1 − κ)
V0,t (ht )
1+ρ

δκ p max +gt
+
Et [(1 − β)V0,t (ht ) + βVt+1 (0, x, ht+1 )] dFt (x)
1 + ρ p min +gt
 p max +gt
λ1
Et [(1 − β)Vt+1 (0, p, ht+1 ) + βVt+1 (0, x, ht+1 )] dFt (x)
+
1+ρ p
p
λ1
+
Et [(1 − β)Vt+1 (0, x, ht+1 ) + βVt+1 (0, p, ht+1 )] dFt (x)
1 + ρ qt (r,p,ht )

r+p+

+


1 
1 − μ − δ − λ1 Ft (qt (r, p, ht )) Et Vt+1 (r, p, ht+1 )
1+ρ

where qt (r, p, ht ) is implicitly dened as the threshold for which the oer
is so low that it does not bid up the worker's piece rate. Since the worker
 min + gt, ht ),
always has the option to be unemployed, with value Vt (0, p
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the recursive formulation contains a max operator.

Solving the Model

It is possible to reformulate the problem in

terms of detrended variables. Introducing a non-zero growth rate in the
oer distribution, we lose analytical tractability but not computational
tractability. The solution method uses that we can solve easily for

∂V/∂p(0, p) by rst integrating by parts. When g = 0 we can solve
directly for ∂V/∂p(0, p), when g = 0 we instead prove that ∂V/∂p(0, p)
is the unique xed point of a contraction mapping, and compute it by
repeatedly applying the contraction mapping.
The details of the solution are described in Appendix 2.C.

Parameter Values

We use parameter estimates from Bagger et al.

(2014), who estimate a model of this form (with g = 0). They estimate
the model using indirect inference. The model moments they match to
data are:
1. The

survivor

transitions,

functions

for

unemployment-to-employment

employment-to-unemployment

transitions

and

job-to-job transitions.
2. The tenure and experience proles from a Mincer regression of log
wage on a cubic in tenure, a cubic in experience as well as worker
and rm xed eects. They also target the distribution of rm and
worker xed eects, as well as the autocovariance structure of the
error term.
3. The within-job wage growth prole from a within-job regression
of log wage growth on a cubic in tenure. They also target the
standard deviation, skewness and kurtosis of the residuals, as well
as the autocovariance of the residuals.
They also target some aggregate statistics, as well as rm-level value
added. They stratify their sample by years of education into three groups.
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We use their parameter values for the middle sample with 12-14 years of
schooling.
The monthly discount rate ρ is set to 0.005 and the monthly attrition rate to 0.0018. The oer-productivity distribution follows a Weibull
distribution, F(p) = 1 − exp(−[ν1 (p − ν0 )]ν2 ) with ν0 = pmin = 4.92,

ν1 = 9.00, ν2 = 0.70. The transitory productivity shock it follows an
AR(1) with monthly autoregressivity η = 0.70 and shock standard deviation σu = 0.10. The workers' bargaining power is β = 0.30. The experience accumulation function is a cubic in experience, g(e) = 0.0136e −
0.00039e2 + 0.0000017e3 . The monthly job-separation rate δ is 0.0072.6
Bagger et al. (2014) estimate heterogenous job-nding rates. In the
estimation, they link the job-nding rate heterogeneity to person-specic
productivity α. The estimated job-nding rate from unemployment is

λ0 (α) =

θ0 (α)
1 + θ0 (α)

θ0 (α) = exp [−0.94 + 24.47α]

and the estimated oer-arrival rate from employment is

λ1 (α) =

θ1 (α)
1 + θ1 (α)

θ1 (α) = exp [−2.62 + 2.36α] .

The estimated job-nding probability conditional on a job-separation
shock is

κ(α) =

θ2 (α)
1 + θ2 (α)

θ2 (α) = exp [0.41 + 6.25α] .

For the median worker (α = 0), the monthly job-nding rate from unemployment is 0.28, the monthly oer-arrival rate from employment is 0.07,
and the job-nding probability conditional on a job-separation shock is
0.60.
The variation in worker productivity α is normally distributed with

σα = 0.09. In the computations, we discretize the distribution of α with

Throughout, we refer to the probabilities of job separation, oer arrival and job
nding as rates, although strictly speaking rates refer to continuous-time arrival rates.
6
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Gauss-Hermite quadrature using 7 gridpoints.

2.4.4

Comparative Statics  Varying the Growth Rate

Now we turn to the rst model experiment. We vary the growth rate

g from −0.03 to 0.02. For each g, we simulate a population of 10,000
individuals for thirty years, corresponding to a life cycle of work7 and
compute the mean income growth as well as the income growth skewness. Annual income is computed by aggregating the monthly incomes,
with the individuals earning zero labor income while unemployed. When
computing the model income growth moments, observations with zero
annual income in either t or t + k are removed, as in our empirical analysis. Individuals who exit the sample (receive a μ shock) are also removed
from the sample.
In Figure 2.8, we plot the comparative statics for the mean income
growth rate and the income growth Kelley's skewness at the one-year,
three-year, and ve-year horizons together with the cross-sectional distribution across educational categories. In the gure, we removed two
outliers from the data points. The model misses somewhat at the oneyear horizon, but provides a surprisingly good t at both the three-year
and ve-year horizon. The slope of the mean-skewness relationship of the
comparative statics is close to identical to the cross-sectional slope, and
the level only undershoots slightly.
The model also succesfully captures the absence of link between the
mean income growth and P90-P10 dispersion of income growth. In Figure
2.9, we display the relationship between the mean income growth and
income growth P90-P10 dispersion at the dierent horizons. We note
that the model captures the level of dispersion, although the dispersion
at the ve-year horizon is somewhat at the lower end of the spectrum.
In contrast, varying the job-separation rate δ, the job-nding rate λ0
and the on-the-job oer arrival rate λ1 fail to capture the cross-sectional

There is a tension between our empirical work, in which we studied workers aged
25-59, and the estimation of Bagger et al. (2014) who followed workers for a life cycle
of 30 years.
7

g

−

g

−
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relationship. In Figure 2.10, we show the comparative statics of varying δ from 0.003 to 0.027 (roughly half and four times the estimated

δ = 0.0072). Even quadrupling the job-separation rate is not enough to
generate sucient variation in the mean income growth. Furthermore,
for high job-separation rates, skewness is increasing in the job-separation
rate.
In Figure 2.11, we vary the constant term in the expression for the
job-nding rate such that the median job-nding rate ranges from a low
0.05 to a high 0.88. The variation in the job-nding rate can generate a
very high positive skewness, but does not generate much growth together
with the skewness. For low values of the job-nding rate, skewness does
not go below 0.
In Figure 2.12, we vary the constant term in the expression for the onthe-job oer arrival rate such that the median oer-arrival rate ranges
from a low 0.03 to a high 0.12. The variation in the on-the-job oer
arrival rate generates a negative relationship between the mean income
growth and the income growth skewness at the three-year and ve-year
horizons.
We therefore conclude from the comparative statics exercise that variations in growth rates can account for the cross-sectional relationship
between mean income growth and income growth skewness while the
standard labor market parameters cannot.

2.4.5

Time-Series Relationship  Stochastic Growth Rate

Next, we study the time-series relationship between the mean income
growth and the skewness by computing impulse responses for the mean
income growth and income growth skewness. To ease the computational
cost, we restrict the heterogeneity (all households have α = 0) and turn
o human-capital accumulation (hit = 0). We deem it unlikely that
heterogeneity or human-capital accumulation play a quantitative role in
the relative responsitivity of mean income growth and income growth
skewness to shocks.

δ

λ

λ

/

X
( k) → irfx k 
X





k

k <


Xt

Xt =



irfx k t−k

k

X

σ

k irfx k
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volatility of the income growth skewness, in relation to the volatility of
mean income growth is given by




σ(skew)
=
σ(mean)

2

k irfskew,k
2

k irfmean,k

where irfskew and irfmean are the impulse responses of the skewness
and mean respectively.
Analogously, the correlation of the skewness and mean is given by

ρmean,skew = 

k irfmean,k irfskew,k
2
k irfmean,k

2
k irfskew,k

.

The underlying assumption for the existence of an impulse-response
function is that the model is locally linear. However, there is a discontinuity with respect to the sign of the shock to the growth rate in our model
framework. Initially, in response to a positive shock, some workers voluntarily become unemployed. This response has no counterpart for negative shocks, workers cannot voluntarily become employed. Nonetheless,
we take the computed impulse responses as impulse-response functions
and compute the moments. As robustness, we also study the impulse
response to a negative growth shock.
In Table 2.5, the correlation between the model skewness and model
mean are shown, together with a measure of the relative volatility of the
skewness compared to the mean. The model correlations for the threeyear and ve-year horizons are higher than the average correlation in the
data. The relative magnitude of the volatility of the skewness compared
to the mean is very close to the empirical counterpart, at both the threeyear and ve-year horizons. As in the comparative-statics exercise, a
growth rate shock does not capture quantitatively the movements at the
one-year horizon. In Appendix 2.A, Figure 2.9, we show the moments
computed using a negative impulse response. The results are virtually
the same. At no point was the model calibrated to match any moments
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Table 2.5: Moments in an environment with only growth shocks. The corre-

lation between the mean income growth and the income growth skewness at the
one-year, three-year, and ve-year horizons, as well as the relative volatility of
the skewness compared with the mean income growth. The data columns are the
averages of the moments for the 37 dierent educational categories.
std(skew)
std(mean)

Corr.

Corr (data)

std(skew)
std(mean)

1-year income growth

0.90

0.87

2.63

4.14

3-year income growth

0.97

0.88

2.69

2.78

5-year income growth

0.95

0.88

1.79

2.12

(data)

Table 2.6: Moments in an environment with only job-separation shocks. The

correlation between the mean income growth and the income growth skewness at
the one-year, three-year, and ve-year horizons, as well as the relative volatility
of the skewness compared with the mean income growth. The data columns are
the averages of the moments for the 37 dierent educational categories.
std(skew)
std(mean)

Corr.

Corr (data)

std(skew)
std(mean)

1-year income growth

0.92

0.87

2.95

4.14

3-year income growth

0.99

0.88

3.46

2.78

5-year income growth

0.93

0.88

2.15

2.12

(data)

directly related to the cyclicality of the skewness, so we regard this as a
success of the model.
Shocks to the job-separation rate generate broadly similar correlations and relative volatility of the skewness, as shown in Table 2.6. The
model driven by job-separation rate shocks overstates the relative volatility of three-year income growth by 24 percent, but matches the ve-yer
relative volatility well. Just as for the growth shock, it misses the oneyear relative volatility.

The Implications for the Job-to-Job Transition Rate
The growth shock and the job-separation rate shock have dierential
implications for the job-to-job transition rate. A growth shock increases
the share of job oers that lead to a job change and therefore increases
the job-to-job transition rate. In contrast, a negative job-separation rate
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skewness, and job-to-job transitions simultaneously.

2.5 Concluding Remarks
The connection between mean income growth and the skewness of the
income growth distribution is surprisingly tight both in the time-series
dimension, in the cross section between educational categories, and in
the time-series dimension for the dierent educational categories.
The high correlation both in the time dimension and the cross section
suggests an underlying deeper mechanism. We provide one potential such
mechanism: Labor-market frictions together with variations in productivity growth generate the mean-skewness relationship. We show, using
a reduced-form framework, that productivity growth variations generate rst-order variations in skewness but only second-order variations in
dispersion.
In a sequential-auctioning job-ladder model, this mechanism quantitatively accounts for the mean-skewness relationship both in the cross
section and in the time dimension. In contrast, variations in job-nding
rates, job-separation rates and on-the-job oer arrival rates do not capture the mean-skewness relationship. Furthermore, job-separation rate
shocks generate a counterfactual negative correlation of the job-to-job
transition rate and mean income growth.
In conclusion, we provide an intuitive mechanism for variations in
income growth skewness, and show with an externally estimated model
that the mechanism quantitatively accounts for the variations in income
growth skewness.
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Educational level
General lower secondary education (insucient for partial level completion)
General lower secondary education (completed, with access to upper secondary education)
General upper secondary education (completed, with access to tertiary education)
Professional Bachelor's, First degree (3-4 years)
Vocational upper secondary education (completed, without direct access to tertiary education)
Academic Bachelor's, First degree (3-4 years)
Professional Bachelor's First degree (3-4 years)
Vocational upper secondary education (completed, without direct access to tertiary education)
Vocational upper secondary education (completed, with direct access to tertiary education)
Vocational upper secondary education (completed, without direct access to tertiary education)
Vocational upper secondary education (completed, with direct access to tertiary education)
Academic Master's degree following a Bachelor's degree
Academic Master's degree following a Bachelor's degree
Vocational upper secondary education (completed, with direct access to tertiary education)
Vocational upper secondary education (completed, with direct access to tertiary education)
Vocational upper secondary education (completed, with direct access to tertiary education)
Vocational upper secondary education (completed, without direct access to tertiary education)
Vocational upper secondary education (completed, with direct access to tertiary education)
Vocational upper secondary education (completed, with direct access to tertiary education)
Vocational upper secondary education (completed, without direct access to tertiary education)
Vocational upper secondary education (completed, with direct access to tertiary education)
Vocational upper secondary education (completed, with direct access to tertiary education)
Vocational upper secondary education (completed, with direct access to tertiary education)
Professional Bachelor's First degree (3-4 years)
Academic Master's degree following a Bachelor's degree
Vocational upper secondary education (completed, without direct access to tertiary education)
Vocational upper secondary education (completed, with direct access to tertiary education)
Professional Bachelor's First degree (3-4 years)
Vocational upper secondary education (insucient for partial level completion)
Vocational upper secondary education (completed, without direct access to tertiary education)
Vocational upper secondary education (completed, with direct access to tertiary education)
Academic Master's degree following a Bachelor's degree
Professional Bachelor's First degree (3-4 years)
Vocational upper secondary education (completed, with direct access to tertiary education)
Professional Bachelor's First degree (3-4 years)
Professional Bachelor's First degree (3-4 years)

Educational eld

Generic programmes and qualication, Basic programmes and qualications
Generic programmes and qualication, Basic programmes and qualications
Generic programmes and qualication, Basic programmes and qualications
Education, Teacher training without subject specialization
Arts, Audio-visual techniques and media production
Business and administration, General
Business and administration, Accounting and taxation
Business and administration, Finance, banking and insurance
Business and administration, Secretarial and oce work
Business and administration, Wholesale and retail sales
Business and administration, Wholesale and retail sales
Law, Law
Engineering and engineering trades, General
Engineering and engineering trades, Electricity and energy
Engineering and engineering trades, Electricity and energy
Engineering and engineering trades, Electronics and automation
Engineering and engineering trades, Mechanics and metal trades
Engineering and engineering trades, Mechanics and metal trades
Engineering and engineering trades, Mechanics and metal trades
Engineering and engineering trades, Motor vehicles, ships and aircraft
Manufacturing and processing, Food processing
Manufacturing and processing, Materials (glass, paper, plastic and wood)
Manufacturing and processing, Interdisciplinary
Architecture and construction, General
Architecture and construction, Architecture and town planning
Architecture and construction, Building and civil engineering
Architecture and construction, Building and civil engineering
Architecture and construction, Building and civil engineering
Agriculture, Crop and livestock production
Agriculture, Crop and livestock production
Agriculture, Horticulture
Health, Medicine
Welfare, Child care and youth services
Personal services, Hotel, restaurants and catering
Security services, Protection of persons and property
Transport services, Transport services

Table 2.7: Full list of the 37 educational categories
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Table 2.8: Regression coecents for regressing mean income growth on the
Kelley's skewness, skewness, P90-P10 dispersion and standard deviation of income growth. Standard errors are computed using Newey-West with one lag.
The coecients for P90-P10 dispersion and standard deviation are not signicant at the ten percent level.
The coecients for Kelley's skewness and skewness
are signicant at the 10−10 level.
Kelley's skewness
Skewness
P90-P10 dispersion
Standard deviation

1-year inc. growth

3-year inc. growth

5-year inc. growth

4.02∗∗∗

2.76∗∗∗

2.09∗∗∗
(0.21)
5.87∗∗∗
(0.81)
0.17
(0.12)
0.07
(0.08)

(0.30)
11.80∗∗∗
(0.94)
-0.29
(0.29)
-0.16
(0.13)

(0.20)
7.56∗∗∗
(0.55)
0.02
(0.21)
0.01
(0.11)

Table 2.9: Moments in an environment with only growth shocks, computed
using the impulse response of a negative shock to the growtht rate. The correlation between the mean income growth and the income growth skewness at the
one-year, three-year, and ve-year horizons, as well as the relative volatility of
the skewness compared with the mean income growth. The data columns are the
averages of the moments for the 37 dierent educational categories.
1-year income growth
3-year income growth
5-year income growth

Corr.

Corr (data)

std(skew)
std(mean)

0.94
0.99
0.98

0.87
0.88
0.88

2.84
2.84
1.94

std(skew)
std(mean)

(data)
4.14
2.78
2.12

2.B Proof for Generalizing the Simple Example

Proposition 2.2. In the above framework,
•

The comparative statics varying the steady-state growth rate

g

give

the following relationship between the mean, standard deviation and
skewness of the income growth distribution:



The mean and skewness of the income growth distribution sat-
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isfy the relationship

SkewΔy = SkewΔy |g=0 +

σ2Y
3(1 − p)
√

2
σ2 + pσ2

3/2

MeanΔy

Y

to a rst order in



g.

There is no rst-order eect on the standard deviation of the
income growth distribution.

•

The immediate response of the mean, standard deviation and skewness of the income growth distribution to a shock to the growth rate

g

give the following relationship:



The mean and skewness of the income growth distribution satisfy the relationship

SkewΔy = SkewΔy |g=0 +

σ2Y
3(1 − p)
√

2
σ2 + pσ2

3/2

MeanΔy

Y

to a rst order in



g.

There is no rst-order eect on the standard deviation of the
income growth distribution.

Proof.

We show the relationshp rst for the comparative statics, then

for the one-o shock.

• The steady state detrended distribution of y is p

k0 (1−p)

k F(x+

kg). The income growth variance is
σ2Δ + (1 − p)g2 + p2 (σ2ΔY + g2 ) + p2 (1 − p)(σ2ΔY + (2g)2 ) + . . . =

(1 − p)g2 + pσ2ΔY + p2 g2
k2 (1 − p)k =
k0

= σ2Δ + pσ2ΔY + 2
so the standard deviation is
second-order in g.



1−p 2
g
p

2
σ2Δ + pσ2ΔY + 2 1−p
p g which is
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Using that E[(ΔY + Δ + kg)3 ] = m3,ΔY + m3,Δ + 3kg(σ2ΔY +

σ2Δ ) + k3 g3 , we compute the third moment:



m3 =(1 − p) m3,Δ − 3σ2Δ g − g3 +



p2
(1 − p)k m3,ΔY + m3,Δ + 3kg(σ2ΔY + σ2Δ ) + k3 g3 =
k0



=(1 − p) m3,Δ − 3σ2Δ g − g3 + p(m3,ΔY + m3,Δ )

+ 3g(σ2ΔY + σ2Δ )(1 − p) + p2
k3 (1 − p)k g3 .
k0

To a rst order in g, the skewness of the change distribution is
given by

m3,Δ + pm3,ΔY + 3(1 − p)σ2ΔY g
 2
3/2
σΔ + pσ2ΔY
or

SkewΔy = SkewΔy |g=0 +

σ2Y
3(1 − p)
√

2
σ2 + pσ2

3/2

MeanΔy

Y

• In response to a shock, the mean growth is pg.
The variance is

(1 − p)E[(Δ − pg)2 ] + pE[(Δ + ΔY + g − pg)2 ]
= (1 − p)(σ2 + p2 g2 ) + p(σ2 + σ2Y + (1 − p)2 g2 ) =
σ2 + pσ2Y + (1 − p)pg2
so the standard deviation


σ2 + pσ2Y + (1 − p)pg2 is second-order
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in g and the centralized third moment is
 − pg)3 ]
m3 = E[(Δy


= (1 − p)E (Δ − pg)3 + pE[(ΔY + Δ + (1 − p)g)3 ] =


= (1 − p) m3,Δ − 3σ2Δ pg − (pg)3


+ p m3,Δ + m3,ΔY + 3(σ2Δ + σ2ΔY )(1 − p)g + (1 − p)3 g3 =

= m3,Δ + pm3,ΔY + 3(1 − p)pσ2ΔY g + ((1 − p)p3 + p(1 − p)3 )g
Therefore, the initial response of skewness, to a rst order in g, is

SkewΔy = SkewΔy |g=0 +

σ2Y
3(1 − p)
√

2
σ2 + pσ2

3/2

MeanΔy .

Y

Note that MeanΔy = pg.

2.C Model Solution

Value Functions

First, we rewrite the value functions in terms of
 = p − gt.
normalized productivity p


 ) = max Vt (0, ht , p
 min ),
Vt (r,ht , p

δ(1 − κ)
 + ht + gt +
r+p
V0,t+1 (ht )
1+ρ

δκ p max
+
Et [(1 − β)V0,t+1 (ht ) + βVt+1 (0, ht+1 , x)] dF(x)+
1 + ρ p min
 p max
λ1
 − g) + βVt+1 (0, ht+1 , x)] dF(x)
Et [(1 − β)Vt+1 (0, ht+1 , p
+
1 + ρ p −g
 p −g
λ1
 − g)] dF(x)
Et [(1 − β)Vt+1 (0, ht+1 , x) + βVt+1 (0, ht+1 , p
+
1 + ρ q(r,ht ,p)
+


1 
 )) Et Vt+1 (r, ht+1 , p
 − g)
1 − μ − δ − λ1 F(q(r, ht , p
1+ρ
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and

 min ).
V0,t+1 = Et Vt+1 (0, ht+1 , p

Normalize Value Functions

We make the substitution
gt
g

 ) = Vt (r, ht , p
 ) + ρ + ρ2 and observe that there is no
Vt (r, ht , p
g
 , ht , p

 ) = V(r
 ) + gt
dependence of Vt on t, so we write Vt (r, ht , p
ρ + ρ2 .
The normalized value functions are

 ,ht , p
 0, ht , p
 ) = max V(
 min ),
V(r

δ(1 − κ) 
 + ht +
V0 (ht )
r+p
1+ρ


δκ p max 
 0, ht+1 , x) dF(x)+
+
Et (1 − β)V0 (ht ) + βV(
1 + ρ p min
 p max


λ1
 0, ht+1 , p
 0, ht+1 , x) dF(x)
 − g) + βV(
Et (1 − β)V(
+
1 + ρ p −g
 p −g


λ1
 0, ht+1 , x) + βV(
 0, ht+1 , p
 − g) dF(x)
Et (1 − β)V(
+
1 + ρ q(r,ht ,p)
+


1 
 , ht+1 , p
 )) Et V(r
 − g)
1 − μ − δ − λ1 F(q(r, ht , p
1+ρ

and
 0, ht+1 , p
 min ).
V0 = Et V(
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∂V(0,ht ,
p)

∂p

By integration by parts,


 0, h , p

 ) = max
V(
V(r, ht , p
t  min ),
 + ht +
r+p

δ 
V0 (ht )
1 + ρ

1


 − g)
, ht+1 , p
Et (1 − μ − δ)V(r
+ρ
 p max 
∂V
+ λ1 β
(0, ht+1 , x)F(x)dx
 −g ∂x
p
 p −g
∂V
+ λ1 (1 − β)
(0, ht+1 , x)F(x)dx+
p) ∂x
q(r,ht ,
 p max 
∂V
+ δκβ
(0, ht+1 , x)F(x)dx
 min ∂x
p

+

1

(2.1)

Plugging in

r=0

and using that

) = p
 − g,
q(0, ht , p


 0, h , p

 min ),
V(
t  ) = max V(0, ht , p

δ(1 − κ) 
V0 (ht )
1 + ρ

 0, h
 − g))
Et (1 − μ − δ)V(
t+1 , p

 + ht +
p

+

1

+ρ
 p max 
∂V
+ λ1 β
(0, ht+1 , x)F(x)dx
 −g ∂x
p
 p max 

∂V
+ δκβ
(0, ht+1 , x)F(x)dx
 min ∂x
p
1

p

Dierentiating with respect to  , we get

∂V
) = 1 +
(0, ht , p

∂p

1

 − g)
− μ − δ − λ1 βF(p
∂V
 − g)
Et
(0, ht+1 , p

1 + ρ
∂p

 0, h , p
 ) > V(
V( ht , p
t  min ),

when  0,

 min .
p>p

i.e., when 
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 through
If we assume that ht does not aect the marginal value of p
some sophisticated expectational mechanism aecting bargaining, we
have a functional equation
 − g) ∂V
∂V
1 − μ − δ − λ1 βF(p
) = 1 +
 − g).
(0, ht , p
(0, ht+1 , p

∂p
1+ρ
∂p
 min , p
 max ]).
This functional equation has a unique solution in L0 ([p
Before we proceed to show this, we need to determine what values F
 p
 have for p
 < p
 min . By naturally extending F, F = 1 for
and ∂V/∂
<p
 min . The marginal value of productivity is zero when p
<p
 min since
p
the worker will voluntarily enter unemployment regardless. Therefore,
 p
 = 0 for p
<p
 min .
∂V/∂

Lemma 2.1. The functional equation
f(x) = 1 +

1 − μ − δ − λ1 βF(x − g)
f(x − g)
1+ρ

(2.2)

has a unique solution in L0 ([p min, p max]), with the convention f(x) = 0
and F(x) = 1 for x < p min.
Proof.

Consider the functional mapping T dened by

T f(x) = 1 +

1 − μ − δ − λ1 βF(x − g)
f(x − g).
1+ρ

It is a contraction mapping under the sup norm. For any f, h, we have



 1 − μ − δ − λ1 βF(x − g) 
 |f(x − g) − h(x − g)|

|T f(x) − T h(x)| = 

1+ρ
1−μ−δ
1−μ−δ
|f(x) − h(x)|
<
|f(x − g) − h(x − g)| 
sup
1+ρ
1 + ρ x∈[pmin ,pmax ]
so supx∈[p min ,pmax ] |T f(x)−T h(x)| < ρT supx∈[p min ,pmax ] |f(x)−h(x)| with
 min , f and h coincide by denition.
ρT = 1−μ−δ
1+ρ . Note that when x−g < p
Since the mapping is a contraction mapping under the sup norm,

Banach's xed point theorem applies and there exists a unique solution to
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T f = f in L0 . That is, the functional equation has a unique solution.
Note that the contraction mapping suggests a straight-forward way
 0, ht , p
 )/∂p
 by iteration. Note also that the solution need
to compute ∂V(
not be continuous, in fact it is not. For example, when the productivity increases so that the individual will voluntarily become unemployed
two periods into the future rather than one period into the future, the
marginal value of productivity jumps (roughly doubles). These small
discontinuities are an artifact of the discretization of time which would
disappear if the model were framed in continuous time.

Solving for the Value Function

Plugging in the f that solves Equa-

 p
 (0, ht+1 , x) in the integral of Equation 2.1, we get
tion 2.2 for ∂V/∂


 0, p
 ,p
 min , ht ),
 , ht ) = max V(
V(r
 + ht +
r+p

δ 
V0 (ht )
1+ρ

1
 ,p
 − g, ht+1 )
Et (1 − μ − δ)V(r
1+ρ
 pmax
f(x)F(x)dx
+ λ1 β

+

 −g
p

+ λ1 (1 − β)
+δκβ

 pmax
pmin

 p −g
q(r,
p,ht )

f(x)F(x)dx+

f(x)F(x)dx

 min ).
with V0 = EV (0, ht+1 , p
Finally we show that there is a solution where decision functions
 0, p
 min , ht ), and
do not depend on ht . We expand the expression for V(

 ,p

 , ht ) = V(r
) +
 , ht ) can be separated into V(r, p
guessing that V(r, p

V2 (ht ) (with some abuse of notation). Furthermore, assume that q only
.
depends on r and p
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We then arrive at the equation


 ,p
 0, p
 ) = max V(
 min ),
V(r
 + ht +
r+p

δ 
V0
1+ρ

1
 ,p
 − g)
Et (1 − μ − δ)V(r
1+ρ
 pmax
+ λ1 β
f(x)F(x)dx

+



p−g

+ λ1 (1 − β)
+δκβ

 pmax
pmin

 p −g

, ,

q(r p ht )

(2.3)

f(x)F(x)dx+

f(x)F(x)dx

which determines the policy functions q and the binary maximization
choice.

Solving for the Value Function Numerically

For a given q, Equa-

tion 2.3 can quickly be iterated (with the integrals pre-computed) to get
a candidate V . We therefore iterate the expression until we have a con-

verged candidate V , then compute a new policy function q, and iterate
over until convergence. The algorithm is similar in spirit to Howard policy iteration.

Solving for Transitions

We solve for the transition dynamics by stan-

dard value function iteration. To minimize the numerical discrepancy
between our method for solving for the steady state and our value function iteration for the transition, we compute the integrals for the value
function iteration using integration by parts as well.

Chapter 3

A Pareto-Distribution
Perspective on Top-Income
Gender Disparities ∗
3.1 Introduction
The disparity between the income of men and women is particularly stark
at the top of the distribution. For every woman in the top ten percent
of the Danish labor income distribution, there are four men in the top
ten percent. For every woman in the top one percent there are nine men.
The aim of this paper is to summarize and categorize the dimensions of
top-income gender disparities.
When describing gender top-income disparities, one can separate two
classes of statements. The rst class contains statements about level differences between men and women such as the 90th percentile of women
earn substantially less than the 90th percentile of men and the female
∗
This chapter has been jointly written with Niels-Jakob Harbo Hansen, Hans H.
Sievertsen and Erik Öberg. The views herein are those of the authors and should
not be attributed to the IMF, its Executive Board, or its management. This research
beneted from nancial support from Stiftelsen Lars Hiertas Minne. Karl Harmenberg and Erik Öberg acknowledge nancial support from Handelsbanken's Research
Foundations. All errors are our own.
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share of the top one percent is 0.1. In other words, statements about
the level of female income and representation compared to its male counterparts. Such statements map naturally into the popular notion of the
gender gap. Recent contributions studying income gender gaps are surveyed in Olivetti and Petrongolo (2016) and Blau and Kahn (2017).
The second class contains statements about the conditional distribution of men and women, and aims to capture not the overall representation of women at a certain level of a hierarchy but the representation of
women at a level of a hierarchy given the female representation in a lower
level of the hierarchy. For example, given the female share of law graduates, women are underrepresented as partners of law rms, women are
comparatively well-represented in PhD programs but are less represented
as assistant professors, and even less as full professors, and given the
female share of the top decile of incomes, women are underrepresented in
the top one percent of incomes. Such statements map naturally into the
popular notion of the glass ceiling.1 Previous work on the income glass
ceiling include Albrecht et al. (2003) and Arulampalam et al. (2007), who
document, for Sweden and European countries respectively, that gender
income dierences are larger for the top of the income distribution than
further down. Citing Albrecht et al. (2003), this is described as strong
evidence of a glass ceiling.
In this paper, we describe the top-income dierences between
the male and female income distributions. A distribution is an
innite-dimensional object, and it may appear hopelessly complicated
to describe and summarize how two income distributions dier.
However, the particular shape of the top of the income distribution

Many authors use the term glass ceiling only when such patterns stem from
discriminatory behavior. Our use is less restrictive, we intend no direct implication
for the sources of the gender income disparities.
For example, Cotter et al. (2001) give four necessary and sucient criteria for the
existence of a glass ceiling. Our use of the term glass ceiling is less restrictive
and corresponds to only their third criterion which reads as follows: A glass ceiling
inequality represents a gender or racial inequality in the chances of advancement into
higher levels, not merely the proportions of each gender or race currently at those
higher levels.
1

135

INTRODUCTION

allows us to eciently summarize gender income disparities with merely
two numbers, which we call the
and the

glass ceiling coecient.

top-income gender gap coecient

In other words, our classication of

statements above is exhaustive, the top income distributions of women
and men dier along exactly two dimensions, and these dimensions map
into the gender gap and the glass ceiling described above.
Our characterization of top-income gender disparities stems from
observing that both the tail of the male income distribution and the
tail of the female income distribution are very closely approximated by
Pareto distributions. Through this observation, we reduce the potentially
innite-dimensional problem of describing top-income gender disparities
to the problem of describing how two Pareto distributions dier. Since
the Pareto distribution family is a two-parameter family, two numbers
suce to describe how they dier, and we show that these two number
have the natural interpretation of a top-income gender gap coecient
and glass ceiling coecient.
The top-income gender gap coecient measures the income dierence between the 90th percentile of the male income distribution and
the 90th percentile of the female income distribution. It captures the
level dierence between male and female earnings, evaluated at the 90th
percentile. The glass ceiling coecient, which we dene as the ratio of
the Pareto tail parameters of the two distributions, measures the rate
at which women become increasingly scarce as we move up the income
distribution. It provides a quantitative measure of the glass ceiling class
of statements above.
With our decomposition, we decompose the top-income gender disparities in Denmark 1980-2013 into a top-income gender gap coecient
and a glass ceiling coecient. Our main empirical result is that the the
glass ceiling coecient has remained stable and large since 1995 while
the top-income gender gap is slowly and steadily diminishing.
Following our main result, we perform three heterogeneity analyses.
First, we study the relationship between the glass ceiling coecient and
the life cycle, and document that, since 1995, the glass ceiling coecient
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has largely been stable both across time and age groups. Second, we
study the relationship between the glass ceiling coecient and parenthood. We document a larger glass ceiling coecient for parents than for
non-parents, but the dierence is in its entirety due to the fact that the
top income distribution of fathers is more unequal than the top income
distribution of non-father men and is therefore not due to the dierences
in income processes faced by mothers and non-mothers. Finally, we study
heterogeneity across professions by tracking the glass ceiling coecient
for the two most represented educational degrees in the top one percent,
medical doctors and lawyers. We document that the glass ceiling coecient is small for medical doctors while it is very large for lawyers. Both
the glass ceiling coecient for medical doctors and for lawyers show no
trend from 1980 to 2013.

3.1.1

Related Literature

There is a vast literature on top incomes (see Atkinson et al. (2011) for
a survey) and a vast literature on gender income dierences (see Blau
and Kahn (2017), Olivetti and Petrongolo (2016) and Ponthieux and
Meurs (2015) for recent surveys). The intersection of the two literatures is
smaller. Studying the gender income dierences in the top of the income
distribution, Guvenen et al. (2014) and Boschini et al. (2017) are close
predecessors to our work.
Guvenen et al. (2014) study the gender composition of the top earners in the US and decompose the increase in female representation into
various factors. Whereas we exclusively study the (static) income distribution, they also study the income dynamics of top earners, broken
down by gender. They document that women who reach the top of the
income distribution are more likely to leave the top than men, and that a
large part of the increased female representation in the top 1980-2013 can
be attributed to women being less likely to leave the top of the income
distribution today than in the past.
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Boschini et al. (2017) study the gender composition of the top of the
income distribution in Sweden, and document that the female share of
the top has been steadily increasing. They show that the partners of topincome men and women dier substantially. For top one percent married
men, only one out of four has a wife in the top ten percent, while for top
one percent married women, three out of four have a husband in the top
ten percent. Their primary focus is on total income (including capital
income) while we restrict our analysis to labor income.
Our main contribution in relation to Guvenen et al. (2014) and Boschini et al. (2017) is methodological. We introduce a decomposition
framework based on Pareto distributions. The underlying mechanisms
generating the Pareto tail of the top of the labor income distribution is
an active eld of research, see, e.g., recent surveys by Benhabib and Bisin
(2018) and Jones (2015). Gabaix (2016) provides a general overview of
Pareto distributions in economics. We contribute to the Pareto tail literature by documenting that both the male labor income distribution and
the female labor income distribution have Pareto tails, and by using the
properties of the Pareto distribution to deduce a novel decomposition
of gender top-income disparities. By doing so, we hope to provide better guidance to the investigation of the underlying mechanisms behind
gender income disparities and how it has evolved over time.

3.1.2

Outline of the Rest of the Paper

In Section 3.2, we give a brief overview of the data and some motivating facts. We introduce our methodology in Section 3.3, which we then
apply to Danish administrative data in Section 3.4. We perform our heterogeneity analysis in Section 3.5 and Section 3.6 concludes.

3.2 A First Glance at the Data
Before introducing our framework, we describe our Danish administrative
data on labor income 1980-2013 and present some basic facts.
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3.2.1

Data Description

We study the full Danish population 1980-2013. The labor income measure includes pre-tax salaried income (including benets and the value
of stock options) and net prot from self-employment (excluding capital
income and expenses), but excludes employer contributions to retirement
funds. All earnings are normalized by consumer price index with 2015 as
base year.
Our sample restrictions are simple. We restrict attention to prime
working age individuals, age 25-59, but beyond that we do not make any
sample restrictions. Many individuals in our sample will have zero earnings, but since we focus on the top of the income distribution excluding
them merely shifts the cutos for e.g., the top one percent.
We focus on one-year labor income but the results are virtually identical if we study ve-year labor income. For the ve-year labor income
analysis, we keep an individual in the sample if she has income for at
least three of the ve years. Our measure of ve-year labor income is
mean labor income for the years for which we have information.
In Figure 3.1, we plot the female share of the top 1 percent, top 10
percent and top 20 percent from 1980 to 2013. First, note that the female
shares have steadily increased since 1980. Second, note that the female
share is higher in the top 20 percent than in the top 10 percent, and
higher in the top 10 percent than in the top 1 percent. Finally, note that
the share of women in the top is far from 0.5. The female share of the
top 1 percent is little more than 0.1 in 2013.
In Figure 3.2, we plot the evolution of the ratio of the female share
of the top 1 percent to the female share of the top 10 percent. This ratio
captures how underrepresented women are in the top 1 percent conditional on the female representation in the top 10 percent. If the ratio
is 1, then a randomly drawn woman in the top ten percent belongs to
the top 1 percent with the unconditional probability 0.1. If the ratio is
lower, then a woman in the top 10 percent is less likely than a randomly
drawn person to belong to the top 1 percent. In other words, this ra-
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Figure 3.1:

0

Female share
.1
.2

.3

Share women in the top 20 percent, top 10 percent and top 1
percent of the Danish one-year labor income distribution.

1980

1985

1990

1995

2000

2005

2010

2015

Year
Share women in top 1%
Share women in top 20%

Share women in top 10%

Figure 3.2: The female share of the top 1 percent divided by the female share of

0

Relative share women, top 1 vs top 10
.25
.5
.75

1

the top 10 percent has been constant since 1995. Danish one-year labor income.

1980

1985

1990

1995

2000
Year

2005

2010

2015

TOP-INCOME GENDER DISPARITIES

140

tio is one measure of the glass ceiling, the degree to which women are
underrepresented at a certain level given their representation at a lower
level.
The ratio of the female share of the top 1 percent to the female share
of the top 10 percent has been relatively stable throughout the period
and has been stable around 0.5 since 1995. The ratio is also far from 1,
meaning that the probability that a randomly drawn woman in the top
10 percent also belongs to the top 1 percent is a mere 0.05. In the next
section, we will show that these two gures eciently encapsulates the
top income gender disparities.

3.3 Pareto Methodology
In this section, we introduce our framework. The key observation on
which our analysis hinges is that the top of the income distribution follows a Pareto distribution both for men and women. Using the properties
of the Pareto distribution, we are led to a decomposition of top-income
gender disparities into two components. We call the gap between the 90th
percentile of the respective income distributions the
gap coecient.

top-income gender

Ratios such as the share of women in the top 1 percent

as a fraction of the share of women in the top 10 percent depend on
the ratio of the Pareto tail parameters of women and men. We call the
Pareto tail parameter ratio the

3.3.1

glass ceiling coecient.

The Pareto Distribution

The Pareto distribution with level L and Pareto tail parameter α is given
by the cumulative distribution function

F(y) = 1 − Ly−α
on y  L1/α . In Figure 3.3, we show the eects of varying the two
parameters L and α. An change in the level parameter L proportionally

L
α
α
α

α
y
s
s
s

L

α
E[X|X  x] − x

E[X|Xx]
x
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top-income disparities and as it turns out, both the top of the male and
female income distributions follow Pareto distributions as well.

Fact 3.2. The top of the male and female income distributions are both
well described by Pareto distributions.
Therefore, the top of the income distribution, broken down by gender,
can be summarized by merely four parameters, Lmen , Lwomen , αmen ,
and αwomen . To show that both the male and female income distributions follow a Pareto distribution at the top, we rst do some preliminary
algebra. For a Pareto distribution, we have

F(y) = 1 − Ly−α ⇔
1 − F(y) = Ly−α ⇔
log(1 − F(y)) = log L − α log y.

(3.1)

That is, the log of the countercumulative distribution is linearly related
to log income. In Figure 3.4, we plot the log of the countercumulative distribution against log income for both men and women, for the year 2010.
To facilitate interpreting the gure, we use base 10 for the logarithms. −1
on the vertical axis therefore corresponds to the top 10 percent and −2
corresponds to the top 1 percent. On the horizontal axis, 6 corresponds
to 1 million DKK (2015 prices). The top 250 earners of each gender are
left out of the graph.
As we can see in Figure 3.4, the tails of both the male and female
distribution are very close to straight lines, indicative of Pareto tails. In
Figure 3.5, we zoom in and look at the top 10 percent of the male and
female distribution respectively. First, note that the graphs are virtually
straight suggesting that Pareto distributions capture both tails extremely
well. It is worth emphasizing that Figure 3.5 presents raw data (not tted
lines) and that a priori it is an astounding fact that we have close to
straight lines in this gure.
Second, note that there is a signicant gap between the 90th percentile of the male income distribution and the 90th percentile of the
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Figure 3.4: The male and female income distributions, one-year annual income 2010. Log income graphed against log countercumulative distribution.
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female distribution. Third and nally, note that the slope of the line for
women is steeper than the slope for men. The slope of the lines are the
Pareto coecients for men and women respectively (from Equation 3.1).
The slope of the line for women being steeper is therefore equivalent to

αwomen > αmen .
Generically, straight lines can dier with respect to their level and
slope. To describe how the male income distribution and female income
distribution dier, we therefore propose a decomposition of the gender
top-income disparities into a level dierence and slope dierence in log
income-log countercumulative distribution space. We rst present our
denitions, and thereafter discuss how these coecients can be interpreted.

Denition 3.1. We call the 90th percentile log income dierence the

and denote it by δ.
Denition 3.2. We call the slope ratio α /α the

top-income gender gap coecient

f

m

glass ceiling coe-
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Figure 3.5: The male and female income distributions, one-year annual income 2010. Log income graphed against log countercumulative distribution, restricted to the top ten percent of the respective distributions.
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cient and denote it by γ.
The top-income gender gap coecient captures the dierence in level
of income at the respective 90th percentile. The choice of the 90th percentile is arbitrary (as is in general the choice of the line of intercept
when describing a line).
The glass ceiling coecient has no such arbitrariness built into it. It
captures, as we show below, the rate at which women become increasingly
scarce as we move up the income distribution. It is therefore a summary
statistic capturing how few women there are in top q1 , given how many
women there are in top q0 . The two propositions below formalize this.

Proposition 3.1. Let male income follow a Pareto distribution Fm(y) =
1 − Lm y−αm and let female income follow a Pareto distribution Fw (y) =
1−Lw y−αw . Denote the glass ceiling coecient γ = αw /αm . Let incomes
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y0 , y1 be given. Then,
# women with income  y1
=
# women with income  y0

# men with income  y1
# men with income  y0

γ

.

Proof. See Appendix 3.A.

Proposition 3.2. Let male income follow a Pareto distribution Fm(y) =
1 − Lm y−αm and let female income follow a Pareto distribution Fw (y) =
1 − Lw y−αw . Denote the glass ceiling coecient γ = αw /αm . Then,
Share women in top q1
=
Share women in top q0

q1
q0

γ−1

Share men in top q1
Share men in top q0

γ

.

Proof. See Appendix 3.A.

Remark 3.1. If men are heavily overrepresented in the top, we have the
approximation

Share women in top q1
≈
Share women in top q0

q1
q0

γ−1

.

Proposition 3.2 gives us the connection between the glass ceiling coecient γ and the fact documented in Figure 3.2. The share of women
in the top one percent as a fraction of the share of women in the top 10
percent, which we documented to be 0.5, is roughly equal to 0.1γ−1 .
Many of the large changes in the gender dimension of the income
distribution have no obvious mechanical implication for the glass ceiling
coecient but instead show up in the top-income gender gap coecient.
In the next example, we show that an increase in female labor force
participation has no direct eect on the glass ceiling coecient while it
shrinks the top-income gender gap coecient.

Example 3.1. (Increase in female labor force participation) Let the tail
of the male earnings distribution follow Fm (y) = 1 −Am y−αm and let the

tail of the female earnings distribution follow Fw (y) = 1 − Aw y−αw . If
we posit that the eect of more women entering high-earning professions
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is simply that the income distribution of women at the top is scaled up
proportionally, so that the new female income distribution is

1 − (1 + χ)Aw y−αw ,

Fnew
(y) =
w

then such a change closes the top-income gender

gap but leaves the glass ceiling coecient unaected.
Proof.

See Appendix 3.A.

Furthermore, a at discrimination tax/wedge on women, as backed
out by dierent estimates of gender gaps, has no direct eect on the
glass ceiling coecient but only an eect on the top-income gender gap.
To backward engineer an eect on the glass ceiling coecient, we need
a progressive discrimination tax on women, as the following example
shows.

Example 3.2.
ing potential

Z

(Tax interpretation) Let both male and female earnfollow

earning potential,
scheme

Ym = Z

Yw = (1 − τ0

Fm (y) =
1 − (1 −

F(z) = 1 − Az−α .

Let male earnings equal the

and let female earnings be subject to a tax

)Z1−τ1 .

Then the distribution of male earnings is

1 − Ay−α while the distribution of female earnings is

Fw (y)
α/(
1
−τ
)
−α/(
1
−τ
)
1
1
τ0 )
Ay
. The glass ceiling coecient is γ

1/(1 − τ1 ).

=
=

In particular, the glass-ceiling coecient is independent of

the overall taxation level

τ0

and only depends on the progressivity

τ1

of

the tax scheme.
Proof.

See Appendix 3.A.

Finally, we provide a method of computing the glass ceiling coecient:

Proposition 3.3.

The glass ceiling coecient

γ=

γ

satises

99men
log P
P 90men

99women
log P
P 90women

or alternatively

P99women
P90women

γ

=

P99men
.
P90men

3.4. APPLICATION TO DANISH DATA
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See Appendix 3.A.

Remark 3.2.

From the Pareto properties, it also satises
the correP 97.5men
P 92.5men
sponding expression with other percentiles, e.g. γ = P97.5women .
log

log

P 92.5women

3.4 Application to Danish Data
In this section, we apply our methodology to the labor income distribution in Denmark 1980-2013. We focus on one-year labor income but the
results are virtually identical for ve-year labor income. We present all
the results for ve-year income in Appendix 3.B and focus on one-year
labor income in the main text.

3.4.1

The Evolution of the Top-Income Gender Gap Coecient and Glass Ceiling Coecient, 1980-2013

In Figure 3.6, we plot the evolution of the top-income gender gap coefcient. Recall that the top-income gender gap coecient measures the
log income dierence between the 90th percentile of the male income
distribution and the 90th percentile of the female income distribution.
The top-income gender gap coecient is steadily decreasing over the
period. Around 1980, the gap is around 0.2 (with base 10 logarithms),
meaning that the 90th percentile man earns around 60 percent more
than the 90th percentile woman (100.2 = 1.58). By 2010, the top-income
gender gap coecient has fallen to 0.15 implying that the 90th percentile
man earns around 40 percent more than the 90th percentile woman. The
story of the gender-gap coecient is one of slow but steady progress.
Linearly extrapolating, the gender-gap coecient will be closed around
year 2100.
Next, we turn to the glass ceiling coecient. In Figure 3.7, we plot
the evolution of the glass ceiling coecient. The glass ceiling coecient
measures at what rate women become increasingly scarce as we move up
the income distribution. After some steady progress 1980-1995, the glass
ceiling coecient has been constant at slightly above 1.4. This mirrors
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Figure 3.6: Evolution of 0.2
the top-income gender gap (one-year labor income).
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and generalizes Figure 3.2 which showed that the female share of the
top one percent divided by the female share of the top ten percent had
been constant since the around 1995. Also notice that our theoretically
motivated glass ceiling coecient uncovers a clearer progress prior to
1995 than we could detect in Figure 3.2.
To conclude, since around 1995, the glass ceiling coecient has been
constant and all the progress with respect to gender top-income disparity
has been captured by the top-income gender gap coecient. There are
more high-earning women today, but conditional on being in the top 10
percent of the income distribution a woman is just as unlikely as twenty
years ago to belong to the top 1 percent of the income distribution.
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Figure 3.7: Evolution of the glass ceiling coecient (one-year labor income).
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3.5 Heterogeneity Analysis
In the previous section we presented our main results: The gender-gap
coecient is steadily declining while the glass ceiling coecient has been
stable and large since the mid-nineties. In this section, we perform three
exercises beginning the process of understanding the sources of the stability of the glass ceiling coecient.
First, we study how the glass ceiling coecient evolves over life. Is it
the case that the glass ceiling gradually emerges over the life cycle? Is it
the case that the stability of the aggregate glass ceiling coecient masks
progress with respect to younger generations? We show that the agegroup glass ceiling coecient is, since the mid-nineties, constant across
generations and phases of the life cycle.
Second, we study how the glass ceiling coecent is aected by parenting. In particular, is the glass ceiling coecient smaller for non-parents
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than parents? We show that the glass ceiling coecient is larger for parents, but that this is exclusively due to the income distribution of fathers
having a fatter tail than the distribution of non-father men.
Third and nally, we study how the glass ceiling coecient diers
across professions. We study the glass ceiling coecient for lawyers and
medical doctors, the two most represented educational degrees in the top
one percent of the income distribution. The characteristics of medical
doctors and lawyers are vastly dierent. The glass ceiling coecient for
medical doctors is small, close to 1.0 (indicating no glass ceiling), while
it is very large for lawyers (1.6, larger than the aggregate glass ceiling
coecient of 1.4). For both degrees, the glass ceiling coecient has been
without trend since the beginning of the sample.

3.5.1

The Life Cycle and the Glass Ceiling

One may conjecture that the glass ceiling is more pronounced later in
the life cycle. With respect to the gender gap, Goldin et al. (2017) document that the gender gap is widening over the life-cycle, in particular
for college workers and Bertrand et al. (2010) show that the gender gap
is expanding over the life cycle for individuals with elite MBA degrees.
However, this line of research does not necessarily imply anything for the
glass ceiling coecient. We want to emphasize that since we decompose
top-income gender disparities into a gender gap and a glass ceiling, there
is no mechanical implication from a widening gender gap to a stronger
glass ceiling over the life cycle.
A separate but related concern is that the apparent stability of the
aggregate glass ceiling coecient may mask glass ceiling progress for
younger generations.
To study how the glass ceiling coecient evolves over the life cycle, we
redo the analysis separately for ve-year age groups. That is, we compare
the income distribution of men age 25-29 with the income distribution
of women age 25-29, and similarly for all the other age groups up to
men and women age 55-59. We then track the age-group glass ceiling
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Figure 3.8: Within-age-group glass ceiling coecients (one-year labor income)

●
●

●

●
● ● ●

●

1.4

●

●

●

●

● ●
●
●

●

●

●

●

●

● ●

●

●

●

●

●

●
●

●

●
● ●

1.2

Relative tail parameter of women

1.6

Glass ceiling: No convergence since 1995 (by age group)

Age 25−29
Age 35−39
Age 45−49
Age 55−59

1.0

●

1980

1985

1990

1995

2000

2005

2010

Year

coecient from 1980-2013.
The evolution of age-group glass ceiling coecients are shown in Figure 3.8. In 1980, all age groups had roughly the same glass ceiling coefcient. In the 1980s, the glass ceiling coecient fell for the younger age
groups while the glass ceiling coecient for the oldest age group was constant. Between 1990 and 1995, the glass ceiling coecient for the oldest
age group fell dramatically, and since 1995 the dierent age groups have
broadly the same glass ceiling coecient. The age-group specic glass
ceiling coecients have been largely stable since 1995, although a small
upward trajectory can be detected for the younger age groups. By 2010,
the dierent age groups have virtually the same glass ceiling coecient.
We therefore conclude that older generations masked progress in the
aggregate during the beginning of the sample, but that today there is no
trend in the glass ceiling coecient over the life cycle.
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3.5.2

The Glass Ceiling and Parenthood

Several recent studies document the dierential eect of parenthood on
the earnings trajectory of men and women (Lundborg et al., 2017, Kleven
et al., 2018, Angelov et al., 2016). These papers study the average eects
of parenthood on earnings, which maps into the gender gap coecient
in our framework. A priori, as with the life-cycle trajectory of the glass
ceiling coecient, the research program on parenthood and the gender
gap does not have a direct implication for the relationship of parenthood
and the glass ceiling coecient.
As a rst pass at studying the relationship between parenthood and
the glass ceiling, we redo the analysis separately for parents and nonparents. In Figure 3.9, we plot the evolution of the glass ceiling coecient
for parents and non-parents. The glass ceiling coecient is substantially
larger for parents than for non-parents. For both groups, the glass ceiling
coecient has been roughly constant since 1995.
Perhaps surprisingly, the higher glass ceiling coecient for parents
does not stem from a thin tail of the earnings distribution for mothers.
Rather, it is the fathers that have a substantially fatter tail than nonfather men. In Figure 3.10, we plot the evolution of the Pareto coecients
for men and women with and without children. The Pareto coecients
for mothers and no-mothers are relatively similar (with mothers having
a fatter tail than non-mother women), but there is a large dierence
between the Pareto coecients for fathers and non-father men.
In conclusion, we document a larger glass ceiling coecient for parents, but it stems from the dierence in tail behavior between fathers
and non-father men.

3.5.3

The Glass Ceiling and Professions

Goldin (2014) argued in her AEA presidential address that the gender
income disparities would diminish and maybe even vanish if more jobs
were structured to allow for temporal exibility. She further argues that
elds such as technology, science and health do permit such exibility
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Figure 3.9: The glass ceiling is not smaller for non-parents (one-year labor
income 2010).
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already while other elds such as the corporate, nancial and legal sectors
do not.
We study the glass ceiling coecient for medical doctors and lawyers.
Medical doctors and lawyers are the two educational degrees most represented in the top one percent (10 percent and 6 percent respectively
in 2010), and therefore natural groups to study. They also cover both
the professions permitting temporal exibility (medical doctors) and the
other elds that do not permit temporal exibility (lawyers) in Goldin
(2014)'s classication.
In Figure 3.11, we show the log income-log countercumulative distribution plot for male and female lawyers and doctors 2010. It is visually
apparent that the distributions for male and female doctors have similar
slope coecients while the slope coecient for female lawyers is much
higher than for male lawyers.
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Figure 3.10: The glass ceiling is not smaller for non-parents (one-year labor
income 2010).
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In Figure 3.12, we track the evolution of the glass ceiling coecient for
lawyers and doctors over time. Remarkably, there is essentially no trend
in the glass ceiling coecient over time, the glass ceiling coecient of
2013 is very close to the glass ceiling coecient of 1980 for both lawyers
and medical doctors.
Of course, during this period many more female lawyers and medical
doctors became top earners, shrinking the gender gap coecient, but all
the conditional statements which depend on the glass ceiling coecient
are essentially unchanged. Medical doctors, perhaps because of the temporal exibility, have had a very small glass ceiling while the glass ceiling
for lawyers has been and remains very large.

HETEROGENEITY ANALYSIS

155

-1.6

Log CCDF
-1.4
-1.2

-1

Figure 3.11: The glass ceiling is small for doctors, large for lawyers (one-year
labor income). One-year labor income, 2010.
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Figure 3.12: The glass ceiling is small for doctors, large for lawyers (one-year
labor income). Both are without trend over time.
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3.6 Concluding Remarks
We provide a novel decomposition of top-income gender disparities into
two components, the top-income gender gap coecient and the glass ceiling coecient. The decomposition eciently summarizes all top-income
gender disparities due to the Pareto property of the top of the income
distribution. Our main empirical result is that the glass ceiling coecient
has been constant since the mid-nineties for Danish labor income while
the gender gap coecient is slowly and steadily diminishing.
Has the glass ceiling coecient remained constant in other countries?
From Figure 4D in Guvenen et al. (2014), we are able to back out the
glass ceiling coecient for the US.3 The glass ceiling coecient for the
US is around 1.27 in 1995 and around 1.24 in 2010, which suggests that
the glass ceiling coecient has been stable in the US as well. It is also
notable that the US data feature a substantially smaller glass ceiling
coecient than what we have documented for Denmark.

The details of our computations are in Appendix 3.C. A similar exercise can be
performed using Figure 2 of Boschini et al. (2017) but their income measure includes
capital income. It remains an open question whether the glass ceiling coecient for
labor income has been stable in Sweden.
3
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Appendices
3.A Proofs
Proposition 3.1. Let male income follow a Pareto distribution Fm(y) =

and let female income follow a Pareto distribution Fw (y) =
1−Lw y−αw . Denote the glass ceiling coecient γ = αw /αm . Let incomes
y0 , y1 be given. Then,
1 − Lm y−αm

# women with income  y1
=
# women with income  y0

Proof.

γ

# men with income  y1
# men with income  y0

.

First, we compute the share of the male population with income

greater than

1

yi ,

which we denote

qi :

m
− Fm (yi ) = qi ⇔ qi = Lm y−α
⇔ yi =
i

Lm
qi

The mass of women with income above the threshold

1

yi

1/αm
.

is given by

−αw /αm αw /αm
qi
.

− Fw (yi ) = Lw Lm

Therefore

# women with income
# women with income

−α /α

α /α

Lw Lm w m q1 w m
 y1
=
=
−α /α
α /α
 y0
Lw Lm w m q0 w m
=

# men with income
# men with income

αf /αm

q1
q0
 y1
 y0

=

αf /αm
.

Proposition 3.2. Let male income follow a Pareto distribution Fm(y) =
1

− Lm y−αm

1

y−αw

− Lw

and let female income follow a Pareto distribution Fw (y) =
. Denote the glass ceiling coecient γ = αw /αm . Then,

Share women in top
Share women in top

q1
=
q0

q1
q0

γ−1

Share men in top
Share men in top

q1
q0

γ
.
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Let the cuto for top qi be yi . The share of women in the top qi

is given by

w
Lw y−α
i
.
qi

The ratio of the two shares is

Share women in top x
=
Share women in top y

w
Lw y−α
1
q1
w
Lw y−α
0
q0

=

q0
q1

y1
y0

−αw

.

Of course, we have a similar expression for men. Put the two together,
and we get
Share women in top q1
=
Share women in top q0

q1
q0

αw /αm −1

Share men in top q1
Share men in top q0

αw /αm

Example 3.1. (Increase in female labor force participation) Let the tail

of the male earnings distribution follow Fm (y) = 1 −Am y−αm and let the
tail of the female earnings distribution follow Fw (y) = 1 − Aw y−αw . If
we posit that the eect of more women entering high-earning professions
is simply that the income distribution of women at the top is scaled up
(y) =
proportionally, so that the new female income distribution is Fnew
w
1 − (1 + χ)Aw y−αw , then such a change closes the top-income gender
gap but leaves the glass ceiling coecient unaected.
Proof.

The top-income gender gap coecient is given by

δ=

0.1
Am

−1/αm

−

0.1
Af

−1/αf

before the change and


δ =

0.1
Am

−1/αm

−

0.1
(1 + χ)Af

−1/αf

after the change. The dierence is given by


δ−δ =

0.1
Af

−1/αf



(1 + χ)

1/αf


− 1 > 0.

.
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The glass ceiling coecient γ = αf /αm remains unchanged.

Example 3.2.
ing potential

(Tax interpretation) Let both male and female earn-

Z follow F(z) = 1 − Az−α . Let male earnings equal the

earning potential,
scheme

Ym = Z and let female earnings be subject to a tax

Yw = (1 − τ0 )Z1−τ1 . Then the distribution of male earnings is

Fm (y) = 1 − Ay−α while the distribution of female earnings is Fw (y) =
1 − (1 − τ0 )α/(1−τ1 ) Ay−α/(1−τ1 ) . The glass ceiling coecient is γ =
1/(1 − τ1 ). In particular, the glass-ceiling coecient is independent of
the overall taxation level

τ0 and only depends on the progressivity τ1 of

the tax scheme.
Proof.





Fw (y) = P(Yw  y) = P (1 − τ0 )Z

1−τ1

y =P Z

y
1 − τ0

1/(1−τ1 )

= 1 − (1 − τ0 )α/(1−τ1 ) Ay−α/(1−τ1 ) .

Proposition 3.3.

The glass ceiling coecient

γ=

γ satises

99men
log P
P 90men

99women
log P
P 90women

or alternatively

P99women
P90women
Proof.

γ

=

P99men
.
P90men

Let male income be distributed following Fm (y) = 1 − Am y−αm

and let female income be distributed following Fw (y) = 1 − Aw y−αw .
Let q0 and q1 be given. The income cuto for top qi for men is given
by

ym
i =

Lm
qi

1/αm

,


=
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therefore,

ym
1
=
ym
0

q0
q1

1/αm

.

Of course, the corresponding expression also holds for women and we get

yw
1
=
yw
0

ym
1
ym
0

αf /αm

which give the sought after expression after taking logs.

3.B Figures for Five-Year Income
Figure 3.13: Evolution of0.2the top-income
gender gap (ve-year labor income).
0.15
= 1.58, 10

NB: base 10 logarithm, 10

= 1.41.
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Figure 3.14: Evolution of the glass ceiling coecient (ve-year labor income).
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Within-age-group glass ceiling coecients (ve-year labor in-
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Figure 3.16: The glass ceiling is not smaller for non-parents (ve-year labor
income 2010).
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Figure 3.17: The glass ceiling is small for doctors, large for lawyers (one-year
labor income). Five-year labor income, 2010.
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Figure 3.18: The glass ceiling is small for doctors, large for lawyers (ve-year
labor income). Both are without trend over time.
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3.C Inferring the Glass Ceiling Coecient from
Guvenen et al. (2014)
Figure 4D of Guvenen et al. (2014) provides the share of top 0.1 percent
earnings in top 1 percent income by gender in the US, which provides
us with sucient information to compute the glass ceiling coecient for
the US.
From Figure 4D of Guvenen et al. (2014), we get approximately the
values shown in Table 3.1.
We compute the glass ceiling coecient in steps. First, the cuto for
top q of a Pareto distribution is given by

xq =

1/α

L
q

and therefore the total income of the top q is given by

∞

α 1−α
α
αLx−α dx = L
xq = L
α−1
α−1
xq



L
q

1/α

1−α
.

Taking the ratio for q = 0.01 and q = 0.001 gives that the share of
0.1 percent in top 1 percent is given by

s=

0.001
0.01

(α−1)/α

Table 3.1: The earnings of the top 0.1 percent as a share of the top 1 percent's
income, for men and women separately. US social security data (eye-balled from
Figure 4D of Guvenen et al. (2014)).
Year
1995
2010

Men
0.32
0.36

Women
0.25
0.28
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Table 3.2: The implied Pareto coecients and glass ceiling coecients from
US social security data (eye-balled from Figure 4D of Guvenen et al. (2014))
Year
1995
2010

αm
1.98
1.80

αf
2.51
2.24

γ
1.27
1.24

from which we get

α=

log 10
.
log s + log 10

We can now compute the Pareto tail parameters implied by Table
3.1, and display them in Table 3.2. The glass ceiling coecient for the
US is substantially smaller than the Danish glass ceiling coecient and
stable.
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Chapter 4

A Note: The Eect of
Assortative Mating on
Income Inequality ∗
4.1 Introduction
The eect of assortative mating on income inequality has recently been
the subject of some debate. This note was originally written in 2014
to contest the claim by Greenwood et al. (2014) that marital sorting
is a key contributor to the increase in household income inequality in
the US from 1960 to 2005. I replicate the results of Greenwood et al.
(2014) using the exact same data but instead of nding large eects
of marital sorting on household income inequality, I nd small eects.
Concurrent work by Hryshko et al. (2017) on the US and by Eika et al.
(2017) on US, Norwegian, Danish, German and UK data also found
small eect of marital sorting on income inequality. In a corrigendum
published by the authors (Greenwood et al., 2015), the claim about the
magnitude of the eect of assortative mating on income inequality was
The author would like to thank the IIES Macro Group, Philippe Aghion and
Markus Jäntti for helpful suggestions and comments. All errors are my own. The
research was nanced by Handelsbanken's Research Foundations.
∗
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retracted. A consensus is now emerging in the literature that marital
sorting has a limited eect on household income inequality, no larger than
a 0.01-0.02 increase in Gini depending on the details of the randomization
procedure.1
In this note, I ask the question: What would happen to household
income inequality if spouses matched randomly instead of the current
matching?
I employ two dierent methodologies. The rst method, addition randomization, is similar to the approach of Hryshko et al. (2017), and gives
similar results to theirs (randomizing matches generate a drop in Gini
smaller than 0.01). The second method, imputation randomization, is
similar to the approaches of Eika et al. (2017) and Greenwood et al.
(2014). With this approach, I nd a non-negligible eect of assortative
mating on household inequality. However, the eect is much smaller than
reported by Greenwood et al. (2014) (a drop in Gini of 0.01 − 0.02 rather
than 0.09), in line with the results presented by Eika et al. (2017).
Finally, I provide an upper bound on the eect of assortative mating by comparing the Gini under perfect sorting on income to the Gini
under random sorting. Under a distributional assumption of Gamma distributed income, the drop in Gini is bounded by 1 −

4.1.1

√1

2

≈ 29%.

Two distinct approaches to randomization

There are two dierent approaches to randomizing, and they dier in
what they keep constant when randomizing. Either individual incomes
are kept constant or household incomes are kept constant. I call the rst
approach addition and the second approach imputation. Both approaches
randomize household formation but dier in how they assign household
income. The addition approach computes pseudo-household income by
summing individual incomes. The imputation approach imputes pseudo1 See studies for France (Courtioux and Lignon, 2015, Frémeaux and Lefranc, 2017),

Switzerland (Kuhn and Ravazzini, 2017) and 22 dierent countries (Boertien and
Permanyer, 2017). For Latin America, the impact of marital sorting appears larger
based on work for Brazil (Hakak and Firpo, 2017) and Argentina (Funes Leal, 2015).
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Table 4.1: Marginal distributions: True distribution, under addition random-

ization and imputation randomization.
Actual distribution
Addition randomization
Imputation randomization

dF(yij |xi , xj )dF(xi , xj )
(dF(yi |xi ) ∗ dF(yj |xj ))dF(xi , xj )
dF(yij |xi , xj )dF(xi )dF(xj )

household income by assuming that it follows the same distribution as
the distribution of income for (actual) households with the same characteristics.
Let xi , xj be individual characteristics (age, education, ...) of men
and women respectively. Let yi , yj be individual incomes of men and
women respectively. Household income of a household (i, j), yij is naturally dened as yij := yi + yj . Let dF(z) denote the (true) distribution
of a given variable z.
The addition approach, keeping attributes xi , xj in couples constant,
amounts to computing the distribution

(dF(yi |xi ) ∗ dF(yj |xj ))dF(xi , xj ).
where ∗ denotes the convolution operator. That is, it is assumed that
agents with characteristics i (j) are randomly distributed, so that yi |xi
and yj |xj are independent. Under unconditional randomization the attributes kept constant, xi , xj , are empty, so this reduces to

dF(yi ) ∗ dF(yj ).
The imputation approach, using observable characteristics xi , xj , instead
computes

dF(yij |xi , xj )dF(xi )dF(xj ).
Under this scheme, household income is imputed from the observable
characteristics of the household.
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These approaches to randomization are conceptually distinct, and it
makes little sense to compare results across the approaches. The benet
of addition randomization is its directness: It takes the existing population and randomizes it. There is no loss in information. However, the
method takes labor supply and income as exogenous to household formation. Imputation randomization takes into account that labor supply
and income are endogenous to household formation. The drawback with
the methodology in practice is that the attributes available give less than
perfect imputation. There are reasons to believe that young men with
no high school degree who are married to old women with more than a
college degree are systematically dierent from young men with no high
school degree married to young women with no high school degree.

4.1.2

Methodological comparison to the literature

Greenwood et al. (2014) and Eika et al. (2017) both use (in our terminology) imputation methods. Greenwood et al. approximate the income
distribution by deciles, observe the income distribution for each combination of educational attainment (for both spouses), and computes the
counterfactual random distribution of educational attainment for couples. Using the counterfactual educational attainment as weights, they
sum the income distributions (approximated by deciles) over educational
attainment and get a new counterfactual household income distribution.
Eika et al. (2017) use the semiparametric decomposition approach proposed by DiNardo et al. (1996), which in this context amounts to an
imputation method.
Hryshko et al. (2017) use (in our terminology) an addition method.
They construct randomized couples and compute the pseudo-couples'
income as the sum of the two individual incomes.
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4.2 Empirical Analysis
4.2.1

Data

The data and the restrictions on the sample are identical to the data and
restrictions of Greenwood et al. (2014). For the analysis, I use data publicly available at the Integrated Public Use Microdata Series (IPUMS)
webpage. For 1960, 1970, 1980, 1990 and 2000, I use the one percent sample of the US Census. For 2005, I use the American Community Survey
(ACS).
The population of households is restricted to households with singles or married couples. Only households with the adults and their own
children (younger than 19) are considered. Families with e.g. grandparents, aunts, uncles or friends living in the household are not considered.
Widows, widowers and individuals with their spouse missing are not included, but separated individuals are. Income variables are restricted to
be non-negative.

4.2.2

Methodology

The methodology is microoriented. We consider two randomization approaches, addition randomization and imputation randomization.
The rst approach, addition randomization, takes individual income
as given and randomizes matches (pseudo-couples) on the micro level.
The income of a randomized pseudo-couple is the sum of the two individual incomes. This approach has the advantage that it is transparent,
but the drawback that it treats labor supply as strictly exogenous. I do
four variations of this approach.
1. The rst randomizes fully as described above.
2. The second approach keeps the age distribution within the couple
and single population constant, by randomizing each age cohort
separately. For example, a real couple with a 28 years old man and
a 44 years old woman is replaced by a randomized couple consisting
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of a 28 years old man and a 44 years old woman, and a 51 years
old single woman is replaced by a 51 years old woman (single or
married).
3. The third approach keeps the marital status of each individual
xed, so that the pseudo-couples are formed by married individuals.
4. The fourth approach keeps the marital status and family size of
each individual xed, thereby allowing for a reasonable interpretation of household income adjusted for family size.
In all four variations, the Gini coecient of labor income, total income,
adjusted (OECD equivalence scale) labor income and total income are
computed. Adjusted income is calculated using the family size of the
pseudo-household. For example, a couple with seven children is replaced
by two individuals and it is assumed that these individuals have to support the seven children. When randomizing conditional on marital status and family size, this become a non-issue since the family sizes of the
original family, the man's real family and the woman's real family are
all equal.
The second approach,

imputation randomization

, also randomizes

matches on the micro level but recognizes that individual income is endogenous. Instead of computing the pseudo-household's income as the
sum of the individual incomes, the pseudo-household's income is imputed by the characteristics of the pseudo-household. Concretely, the
pseudo-household is characterized by the educational levels of the man
and woman, as well as the age groups (25-29, 30-39, 40-49, 50-54) of the
man and woman. The income of the pseudo-household is imputed by
randomly drawing a real household with the same characteristics, and
using its income.2 For incomes adjusted by household size, the adjusted
income is drawn directly and the family size is never explicitly used in the

For some pseudo-households, there is no actual couple with those characteristics
in the sample. These pseudo-households, amounting to less than 1 percent of the
pseudo-sample, are dropped.
2
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algorithm. The Gini coecients of labor income, total income, adjusted
(OECD equivalence scale) labor income and total income are computed.

4.2.3

Results

The results of the two experiments for 2005 and 1960 can be seen in
Table 4.2 and Table 4.3. An immediate observation is that under any
specication, the eect of randomization on inequality is small. For 2005,
no change in Gini is larger than 0.015.
Keeping individual incomes xed, randomizing reduces inequality in
the 2005 sample except if conditioned on marital status. Given that
individual incomes are treated exogenously, randomizing among married
couples forms more dual-earner and no-earner households than in the
real data.
For 1960 the general trend is reversed, randomization actually increases inequality. Given the low level of female labor force participation
and the negative correlation between male income and female labor force
participation, this is not surprising.
Under imputed household incomes, randomization does lessen inequality (except adjusted income inequality in 1960). However, the most
surprising nd is that the magnitude of the eect is small.

Table 4.2: Eects of randomization, keeping individual incomes xed. The
Gini coecient for the data, under full randomization, conditional on age, conditional on marital status and conditional on marital status and family size.

Labor
Total

Labor
Total

Gini 2005
Labor income
Total income
income adjusted
income adjusted
Gini 1960
Labor income
Total income
income adjusted
income adjusted

Data
0.49
0.46
0.47
0.44
Data
0.40
0.34
0.42
0.36

Full
0.48
0.46
(0.48)
(0.45)
Full
0.41
0.36
(0.44)
(0.39)

Age
0.48
0.46
(0.48)
(0.45)
Age
0.41
0.36
(0.44)
(0.38)

Mar.
0.49
0.47
(0.47)
(0.45)
Mar.
0.40
0.35
(0.42)
(0.37)

Mar. and fam.
0.49
0.46
0.47
0.44
Mar. and fam.
0.40
0.34
0.42
0.36

ASSORTATIVE MATING AND INEQUALITY

178

Table 4.3: Eects of randomization, imputing household incomes. The Gini
coecient for the data and under full randomization.

Labor
Total

Labor
Total

2005
Labor income
Total income
income adjusted
income adjusted
1960
Labor income
Total income
income adjusted
income adjusted

Data
0.49
0.46
0.47
0.44
Data
0.40
0.34
0.42
0.36

Imputed
0.47
0.44
0.46
0.43
Imputed
0.39
0.33
0.42
0.35

4.3 Theoretical Analysis
How much can assortative mating contribute to income inequality? In
the previous section, I showed that assortative mating does not have a
large eect on household income inequality in the US. In this section, I
ask whether assortative mating has the potential to have a large eect
on household income inequality. I compare the extreme case of perfect
sorting on income with random sorting, and ask how large the dierence
in the Gini coecient is when comparing the two.
As an approximation of reality, assume that labor income is independent of household formation, and that income for men and women are
both distributed following the same Gamma distribution. The Gamma
distribution has been shown to provide a good t to income data (Cowell
and Flachaire, 2015) and is a natural starting point for deriving bounds
on the eects of marital sorting on household income inequality. Under
these assumptions, we have the following theorem:

Theorem 4.1.
following

If both male income and female income are distributed

Gamma(λ), then the ratio of the Gini under randomization and

the Gini under perfect assortative mating satises

1
Grandom
>√ .
Gsorted
2
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To put the theorem in perspective, note that household total income
Gini increased from 0.34 in 1960 to 0.46 in 2005, and 0.34/0.46 ≈ 0.73.
The theorem gives that the maximum eect from assortative mating on
√
the Gini inequality is given by 1/ 2 ≈ 0.71. The increase in household
total income Gini from 1960 to 2005 is therefore of the same magnitude
as the increase generated by going from random sorting to perfect income
sorting.

4.4 Discussion
In this paper I nd, under various specications, no eect of assortative
mating larger than a change in Gini of 0.02. Under imputation randomization, the eect of assortative mating is for US 2005 data 0.01−0.02 (depending on the measure of income). Under addition randomization, the
eect of assortative mating is smaller. Keeping marital status constant,
randomizing actually increases measured inequality. Under all other specications, income inequality is lessened by randomization, but the eect
is less than 0.01 under all specications.
Finally, I show theoretically that the eect of assortative mating on
√
household income inequality is bounded by 1 − 1/ 2, a magnitude close
to the increase in household income inequality in the US from 1960 to
2005. This bound is approached when comparing perfect income sorting
with random sorting, which is far from the levels of assortativeness that
can be plausibly considered as realistic.
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Appendix
4.A Proof of Theorem
Theorem 4.1.
following

If both male income and female income are distributed

Gamma(λ), then the ratio of the Gini under randomization and

the Gini under perfect assortative mating satises

1
Grandom
>√ .
Gsorted
2
Proof.

Let X1 denote male income and let X2 denote female income.

Let X1 , X2 ∼ Gamma(λ). Under perfect sorting, X1 = X2 and household
income Y satises Y = 2X1 , which up to a scaling factor implies that
household income under perfect sorting also is Gamma distributed with
parameter λ.
For two i.i.d variables X1 , X2 ∼ Gamma(λ), we have X1 + X2 ∼
Gamma(2λ). Therefore, the distribution of household income under random sorting is Gamma distributed with parameter 2λ.
For a Gamma distribution with parameter λ, we have the following
expression for the Gini coecient (see Sarabia (2008)):
1 Γ (λ + 1/2)
.
G= √
π Γ (λ + 1)
Therefore, we have that the Gini index under randomization and the
Gini index under perfect sorting satisfy

Grandom
Γ (2λ + 1/2)Γ (λ + 1)
=
.
Gsorted
Γ (2λ + 1)Γ (λ + 1/2)

(4.1)

In the limit as λ → ∞, we can apply Stirling's approximation formula
to get
lim

λ→∞

1
Grandom
=√ .
Gsorted
2
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To prove our claim, it therefore suces to show that Equation 4.1 is
monotonically decreasing in λ.
As a rst preparatory step, we use Legendre's duplication formula,

√
Γ (x + 1/2)Γ (x + 1) = 2−2x πΓ (2x + 1),
to substitute and get

Grandom √ −2λ Γ (2λ + 1/2)
= π2
.
Gsorted
Γ (λ + 1/2)2
We take logs and dierentiate to get

d(log( GGrandom
))
sorted
dλ

= −2 log 2 + 2ψ(2λ + 1/2) − 2ψ(λ + 1/2)

where ψ denotes the digamma function (dened as the logarithmic
derivative of the gamma function).
Grandom
Gsorted

is therefore monotonically decreasing if ψ(2λ + 1/2) − ψ(λ +

1/2) < log 2. In the limit as λ → ∞, the digamma function approaches
asymptotically the natural logarithm, ψ ∼ log so we have
lim ψ(2λ + 1/2) − ψ(λ + 1/2) = lim log(2λ) − log(λ) = log 2.

λ→∞

λ→∞

Therefore to show that ψ(2λ + 1/2) − ψ(λ + 1/2) < log 2, it suces to
show that ψ(2λ + 1/2) − ψ(λ + 1/2) is monotonically increasing. We take
derivatives once again, and our claim is proven if
2ψ1 (2λ + 1/2) − ψ1 (λ + 1/2) > 0
where ψ1 is the trigamma function, dened as the derivative of the
digamma function. Since ψ1 is convex, we have 2ψ1 (2λ + 1/2) < ψ1 (λ +
1/2) + ψ1 (3λ + 1/2), and since ψ1 is positive on [0, ∞), this implies
2ψ1 (2λ + 1/2) < ψ1 (λ + 1/2).
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Sammanfattning
Min avhandling består av fyra fristående uppsatser om inkomstrisk och
inkomstojämlikhet.
I kapitel 1, Consumption Dynamics under Time-Varying
Unemployment Risk, samförfattad med Erik Öberg, studerar vi hur
hushållens konsumtionsbeteenden påverkas av förändringar i deras risk
att bli arbetslösa.
Vi använder italiensk enkätdata för att dokumentera utgiftsmönster
på mikronivå. Vi estimerar tids- och hushållsspecika värden på
sannolikheten att bli arbetslös, med andra ord arbetslöshetsrisken,
och utnyttjar paneldimensionen av enkäten för att konstruera
hushållsspecika uktuationer i arbetslöshetsrisk. Vi nner att
hushållens inköp av varaktiga konsumtionsvaror, såsom fordon och
möbler, svarar stort mot uktuationer i arbetslöshetsrisk medan vi inte
kan statistisk skilja förändringen i inköpet av förbrukningsvaror från
noll.
Vi konstruerar sedan en modell för hushållens spar- och
konsumtionsbeslut, som skiljer sig från standardmodellen i det att den
särskiljer mellan förbrukningsvaror och varaktiga varor samt i det att
en aktiv justering av innehavet av varaktiga varor är förknippad med
en justeringskostnad. På grund av justeringskostnaden utökar hushållen
sitt innehav av varaktiga varor endast då det bentliga innehavet
understiger en nedre gräns. När arbetslöshetsrisken ökar yttas denna
gräns nedåt, vilket leder till att hushållen skjuter sina köp på framtiden.
Vi visar att efter kalibrering gentemot moment av de empiriska
185
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inkomst-, förmögenhets-, köpfrekvens- och köpstorleksfördelningarna
reproducerar vår modell de empiriska estimaten av hushållens
konsumtionsrespons till uktuationer i arbetslöshetsrisk.
Därefter använder vi modellen till att studera aggregerade utfall i
partiell jämvikt. I vår modell ger en aggregerad arbetslöshetsriskchock,
av samma storlek som den inträade i Italien i samband med Eurokrisen,
upphov till ett fall i den aggregerade efterfrågan på varaktiga varor som
är ungefär tre gånger så stor som efterfrågefallet i en motsvarande modell utan någon justeringskostnad. I vårt modellramverk så svarar dessutom efterfrågan på varaktiga varor midre på nans- och penningpolitik
i perioder av hög arbetslöshetsrisk.
I

kapitel

Income Risk,
vilka

2,

The Labor-Market Origins of Cyclical

samförfattad med Hans H. Sievertsen, studerar vi

arbetsmarknadsmekanismer

som

genererar

dokumenterade

konjunktursvariationer i inkomstrisk.
Först använder vi dansk registerdata 1980-2013 för att mäta
variationer i inkomstrisk för 37 snävt denierade utbildningskategorier.
Vi dokumenterar att inkomstrisk för de olika utbildningskategorierna
uppvisar så kallad cyklisk skevhet (vilket formellt innebär att tredje
momentet av fördelningen av inkomstförändringar samvarierar över
tid med medelinkomstförändringen). Vi dokumenterar även en stark
korrelation i tvärsnittet mellan inkomstförändringsfördelningens skevhet
och medelinkomstförändringen.
Sedan visar vi teoretiskt att lönesättningsfriktioner tillsammans
med variationer i produktivitetstillväxt kvalitativt genererar vår
dokumenterade cykliska skevhet, så väl som vårt tvärsnittsresultat.
Till sist undersöker vi huruvida dessa lönesättningsfriktioner kan
kvantitativt förklara våra empiriska resultat. I en kvantitativ så
kallad arbetsstegesmodell (eng. job-ladder model) så nner vi att
lönesättningsfriktioner tillsammans med tillväxtsvariationer genererar
både cyklisk skevhet och tvärsnittssamband som ligger nära de
empiriska sambanden.
I

kapitel

3,

A Pareto-Distribution Perspective on
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Top-Income Gender Disparities,

samförfattad med Niels-Jakob

Harbo Hansen, Hans H. Sievertsen och Erik Öberg studerar vi
könsskillnaderna i toppinkomstskiktet. Vårt metodbidrag är en
dekomponering av toppinkomstskillnaderna i en glastakskoecient och
en könsgapskoecient. Dekomponeringen bygger på att toppen av
inkomstfördelningen följer en Paretofördelning.
Könsgapskoecienten

mäter

den

absoluta

könsskillnaden

i

toppinkomstskiktet och är denierad som procentskillnaden mellan den
nittionde percentilen av männens inkomstfördelning och den nittionde
percentilen av kvinnornas inkomstfördelning. Glastakskoecienten
mäter den relativa representationen av kvinnor i topppen. Formellt
är den denierad som förhållandet mellan Paretokoecienten för
kvinnornas toppinkomstfördelning och Paretokoecienten för männens
toppinkomstfördelning.

Glastakskoecienten

fångar

den

relativa

representationen av kvinnor i den yttersta toppen givet hur pass många
kvinnors som tillhör toppen.
Vi tillämpar vår dekomponering på den danska arbetsinkomstfördelningen från 1980-2013 och nner att könsgapskoecienten
har stadigt (om än långsamt) minskat från 1980 till 2013, medan
glastakskoecienten har varit stor och konstant sedan 1995. Från
1990 till 2010 har den kvinnliga andelen av toppdecilen ungefär
fördubblats, och likaså den kvinnliga andelen av topp-procenten,
vilket fångas av könsgapskoecientens minskande. Dock är andelen
kvinnor i topp-procenten endast hälften så stor som andelen
kvinnor i toppdecilen, vilket fångas av glastakskoecienten. Denna
underrepresentation har varit konstant sedan 1995.

A Note: The Eect of Assortative Mating on Income Inequality, studerar jag hur så kallad assortativ parning påverkar
I kapitel 4,

inkomstojämlikhet på hushållsnivå i USA. Assortativ parning betyder i
detta sammanhang att människor gifter sig med personer som påminner
om dem själva.
Det har förmodats att en ökad assortativ parning längs med
utbildningsdimensionen, det vill säga att högutbildade gifter sig
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med högutbildade och lågutbildade med lågutbildade, har haft
en

kvantitativt

viktig

påverkan

på

hushållsinkomstojämlikhet.

Jag undersöker vilken eekt som kontrafaktiskt randomiserade
giftermålsmönster skulle ha på inkomstojämlikheten i USA och nner,
under era specikationer, att skillnaden i inkomstojämlikhet, mätt
med Ginikoecienten, är liten mellan faktisk data och kontrafaktisk
data genererad baserad på randomiserade giftermålsmönster.
Slutligen studerar jag hur pass stor eekt som giftermålsmönster
teoretiskt skulle kunna ha på hushållsinkomstojämlikheten. Jag jämför
ett hypotetiskt giftermålsmönster där män och kvinnor sorteras
perfekt efter inkomst med ett hypotetiskt giftermålsmönster där män
och kvinnor gifter sig randomiserat. Jag nner att en sådan extrem
jämförelse genererar en förändring i Ginikoecient som är ungefär lika
stor som ökningen i hushållsinkomstojämlikhet i USA från 1960 till
2005.
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