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Abstract
Health care and clinical practice generate large amounts of text detailing symp-
toms, test results, diagnoses, treatments, and outcomes for patients. This clini-
cal text, documented in health records, is a potential source of knowledge and
an underused resource for improved health care. The focus of this work has
been text mining of clinical text in the domain of cancer care, with the aim
to develop and evaluate methods for extracting relevant information from such
texts. Two different types of clinical documentation have been included: clini-
cal notes from electronic health records in Swedish and Norwegian pathology
reports.

Free text, and clinical text in particular, is considered as a kind of unstructured
information, which is difficult to process automatically. Therefore, informa-
tion extraction can be applied to create a more structured representation of a
text, making its content more accessible for machine learning and statistics. To
this end, this thesis describes the development of an efficient and accurate tool
for information extraction for pathology reports.

Another application for clinical text mining is risk prediction and diagnosis
prediction. The goal for such prediction is to create a machine learning model
capable of identifying patients at risk of a specific disease or some other ad-
verse outcome. The motivation for cancer diagnosis prediction is that an early
diagnosis can be beneficial for the outcome of treatment. Here, a disease pre-
diction model was developed and evaluated for prediction of cervical cancer.
To create this model, health records of patients diagnosed with cervical cancer
were processed in two steps. First, clinical events were extracted from free
text clinical notes through the use of named entity recognition. The extracted
events were next combined with other event types, such as diagnosis codes and
drug codes from the same health records. Finally, machine learning models
were trained for predicting cervical cancer, and evaluation showed that events
extracted from the free text records were the most informative event type for
the diagnosis prediction.





Sammanfattning

Hälso- och sjukvård genererar stora mängder text som beskriver patienters
symptom, testresultat, diagnoser, behandlingar och behandlingsresultat. Så-
dan klinisk text, som dokumenteras i patientjournaler, anses vara en möjlig
kunskapskälla och en underutnyttjad resurs för förbättrad vård. Avhandlingens
ämne är ”text mining” (automatisk textanalys) av klinisk text som genererats
inom cancervård. Målet för studien har varit att utveckla och utvärdera metoder
för att extrahera relevant information från sådana texter. Två olika sorters kli-
niska texter har använts: anteckningar från svenska patientjournaler och norska
patologirapporter.

Fri text, och speciellt klinisk text, utgör ett slags ostrukturerad information och
bristen på struktur gör det svårt att automatiskt behandla text med hjälp av da-
torprogram. Därför kan informationsextrahering användas för att skapa en mer
strukturerad representation av en texts innehåll, vilket gör det mer tillgängligt
för maskininlärning och statistik. Denna avhandling beskriver därför utveck-
lingen av ett effektivt verktyg som med hög precision kan användas för att
extrahera information ur patologirapporter.

Klinisk text kan också användas för att skapa modeller för att prediktera olika
former av risker. Målet med sådan prediktion är att skapa maskinlärningsmo-
deller som till exempel kan identifiera patienter som riskerar att i framtiden
få en viss diagnos. För cancerdiagnoser kan en tidig prediktering och diagnos
leda till ett bättre behandlingsresultat. I den här avhandlingen har en predik-
tionsmodell tränats och utvärderats för cervixcancer. För att skapa modellen
behandlades journaler tillhörande cervixcancerpatienter i två steg. Först använ-
des namnigenkänningsmetoder för att identifiera kliniska händelser som fynd
och diagnoser i journaltexterna. Dessa kombinerades därefter med så kallad
strukturerad information som diagnoskoder och läkemedelskoder från samma
journaler. Maskininlärningsmodeller tränades sedan för att prediktera cervix-
cancerdiagnosen och utvärderingen visade att händelserna som extraherats från
journaltexterna var mest informativa för predikteringen.
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Chapter 1

INTRODUCTION

This first chapter introduces the research area and outlines the research prob-
lems and aims of the thesis. The chapter also provides an overview of the
research questions and the included publications.
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1.1 Mining clinical data

Electronic health records—EHRs—are rich in information, both in free form
(narrative text and images), and in more structured form (lab values, drug pre-
scriptions, dates, dosages, diagnosis codes etc.). This detailed information
follows the patient through the care process and documents the patient’s symp-
toms, assigned diagnoses, prescribed treatments, and outcome of the treatment.
Health record data have therefore been identified as an underused source of
knowledge where text and data mining techniques should be investigated as
tools for potential improvement of health care (P. Jensen et al. 2012; Dalianis
2018).

Mining data in the clinical domain has several different applications, for ex-
ample decision support for clinicians, syndromic surveillance, identification
of patients suitable for clinical trials (Meystre et al. 2008), and surveillance of
adverse drug events (Henriksson et al. 2015). The goal of these applications
is ultimately to improve health care by finding informative patterns in clinical
documentation, as such patterns can aid decision making for caregivers. To
reach this goal of improved health care through systematic processing of clin-
ical documentation, a critical component is methods for processing the text
found in these records (Friedman et al. 2013; Yim et al. 2016). Since a sub-
stantial part of the information in health records is found in free text notes,
natural language processing methods and text mining techniques are impor-
tant tools to make this narrative information accessible for further processing
(Friedman et al. 2013).

In this work, the main focus has been clinical text mining in cancer care,
an area with many potential uses for natural language processing (Yim et al.
2016). Text mining has previously been applied to a number of tasks within
this domain such as named entity recognition and information extraction from
radiology and pathology reports (Spasić et al. 2014). Text processing has also
been used for identification of cancer cases and the stage of the cancer, as free
text notes can express this information with more detail than is typically cap-
tured in diagnosis codes (Yim et al. 2016). An additional area where mining of
health records can be applied is in risk prediction models. The purpose of a risk
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prediction model is to identify patients who are at risk for developing a disease
or experiencing some other adverse event in the future, based on their medical
history as it is described in their health records (Goldstein et al. 2017).

1.2 Problems and aims

The interest in developing data driven methods for health care is increasing, but
there are still many unexplored research problems in this domain. This thesis
therefore aims to contribute to the area of clinical text mining by investigating
methods for information extraction and mining of clinical data, specifically in
the domain of cancer. To fulfil this aim, two types of clinical documentation
have been investigated: free text notes collected from Swedish health records,
and from Norwegian pathology reports.

There is a need for increased knowledge about early symptoms indicating can-
cer (Statens beredning för medicinsk utvärdering 2014), as early detection and
diagnosis can increase the chance for a successful outcome of treatment (Ew-
ing 2018). When, for example, cervical cancer is detected at an early stage
the relative survival is significantly higher as compared to when the cancer has
progressed (Svenska Kvalitetsregistret för Gynekologisk Cancer 2016). One of
the aims of this work has therefore been to develop and evaluate methods for
extracting events preceding a cervical cancer diagnosis from free text in elec-
tronic health records, and next to create a model for predicting the diagnosis
from these events.

Named entity recognition (NER) is a natural language processing method for
identifying mentions belonging to some semantic class of interest (Cohen and
Demner-Fushman 2014). For clinical text, the semantic classes can include, for
example, drugs, body parts or disorders. Named entity recognition has been
applied to clinical Swedish text previously (Skeppstedt et al. 2014), but not
in the domain of cancer care and it is not known to which extent a change
of subdomain affects the accuracy of existing natural language processing
tools.

In order to make unstructured data, such as free text, more accessible for min-
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ing, machine learning, or research in general, information extraction tech-
niques can be applied as a first step. Information extraction structures text
by extracting relevant attributes and values from it (Meystre et al. 2008) One
application area for information extraction is pathology. Pathology reports
contains detailed information regarding cancer diagnoses of interest to cancer
registries (Burger et al. 2016). An additional aim for this work is therefore to
develop and evaluate a method for high precision information extraction from
pathology reports. Systems for information extraction from pathology reports
have been developed for a number of different cancer diseases, mainly for re-
ports written in English (Nguyen et al. 2010; Martinez and Li 2011; Coden
et al. 2009; Ou and Patrick 2014). There are a few examples of studies where
information extraction or mining have been applied to pathology reports in
other languages, for example, for pathology reports concerning breast cancer
in Chinese (Tang et al. 2018), and for different types of clinical texts, including
pathology reports, concerning colorectal cancer patients in German (Becker et
al. 2019). But similar work has not been performed for the Scandinavian lan-
guages. An additional aim is therefore to develop and evaluate information
extraction methods aimed at pathology reports in Norwegian, as these reports
currently require extensive manual encoding.

Overall, information extraction for clinical text has not been used to its full
potential (Y. Wang et al. 2018). This is specifically true for languages other
than English. For example, Y. Wang et al. (2018) reviewed articles on clinical
information extraction in the period 2009-2016 and found that only 1% of the
publications concerning clinical information extraction were applied to non-
English clinical text. Névéol and Zweigenbaum (2018) reviewed articles con-
cerning clinical natural language processing, and among their selected articles,
only 4.3% concerned work applied to languages other than English. This is a
further motivation for the publications presented in this thesis, as they address
clinical text in two non-English languages: Swedish and Norwegian.
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1.3 Included publications

Five publications are included in this thesis. One of them deals with text from
pathology reports and four with free text notes from health records. The re-
lationship between the included publications, aims, and research questions is
presented in Section 1.5.
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1.3.1 List of papers

The following five publications are included in this thesis:

1. Finding Cervical Cancer Symptoms in Swedish Clinical Text using
a Machine Learning Approach and NegEx
Rebecka Weegar, Maria Kvist, Karin Sundström, Søren Brunak and
Hercules Dalianis. Proceedings of AMIA 2015 Annual Symposium, pp
1296–1305 (2015).

2. Semi-supervised medical entity recognition: A study on Spanish and
Swedish clinical corpora
Alicia Pérez, Rebecka Weegar, Arantza Casillas, Koldo Gojenola, Maite
Oronoz and Hercules Dalianis. Journal of Biomedical Informatics 71,
pp 16–30 (2017).

3. Efficient Encoding of Pathology Reports Using Natural Language
Processing
Rebecka Weegar, Jan. F. Nygård and Hercules Dalianis. Proceedings of
RANLP, Recent advances in natural language processing, pp 778–783
(2017).

4. Recent advances in Swedish and Spanish medical entity recognition
in clinical texts using deep neural approaches
Rebecka Weegar, Alicia Pérez, Arantza Casillas and Maite Oronoz. Ac-
cepted for publication in BMC Medical Informatics and Decision Mak-
ing (2019).

5. Learning to predict cervical cancer from Swedish electronic health
records by mining hierarchical representations
Rebecka Weegar and Karin Sundstöm. Submitted (2019).

Reprints were made with permission from the publishers.
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1.4 Research questions

The general aim of this work is to investigate suitable methods for mining
relevant information from clinical text. Within the main research area—text
mining of cancer related clinical documents—three research subtopics have
been investigated: event extraction from electronic health records, information
extraction applied to pathology reports, and diagnosis prediction using sev-
eral data types from electronic health records. An overarching research aim
has been formulated for each of the three subtopics. Regarding event extrac-
tion, the aim has been to investigate named entity recognition for extracting
events preceding a cancer diagnosis from health records. For the work with
pathology reports, the aim has been to develop mining methods suitable for
accurate information extraction. For the final topic, the aim has been to create
and evaluate a machine learning model for predicting cervical cancer based on
the contents of health records.

The following research questions have been formulated for the different aims:

1) The first aim is to develop and evaluate mining techniques suitable for
extracting events preceding a cervical cancer diagnosis from health records.

RQ 1a) What is the impact of domain change for named entity recogni-
tion of Swedish clinical text?

RQ 1b) How well can entities be identified in Swedish clinical text using
semi-supervised learning?

RQ 1c) How well can a bidirectional Long Short-Term Memory (LSTM)
network be trained to identify entities in Swedish clinical text?

2) The second aim is to develop and evaluate mining techniques suitable
for extracting relevant information from pathology reports.

RQ 2a) How well can rule based information extraction be used to pro-
cess Norwegian pathology reports?

3) The third aim is to develop and evaluate a machine learning model for
cervical cancer prediction based on electronic health records.
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RQ 3a) What events documented in EHRs are informative for cervical
cancer prediction?

RQ 3b) How well can cervical cancer be predicted from Swedish elec-
tronic health records?

1.5 Overview of the included publications and correspond-
ing research questions

Clinical text mining methods have been evaluated for three different tasks,
named entity recognition, information extraction and diagnosis prediction.

Named entity recognition has been used for identifying and extracting events
preceding a cancer diagnosis from health records. Papers 1, 2 and 4 all in-
vestigated named entity recognition methods for clinical text. Paper 1 had a
specific focus on body parts, disorders and findings found in notes belonging
to patients with cervical cancer, and described the creation of a manually an-
notated data set for evaluation. Paper 2 and 4 investigated how to improve
the performance of the named entity recognition by including different feature
sets for semi-supervised machine learning and finally a deep learning model.
In paper 5 the events extracted from the free text notes were combined with
structured information from the EHRs to create a model predicting cervical
cancer.

For the work with pathology reports, a tool for information extraction was
implemented for reports describing tissue samples for patients with suspected
prostate cancer. This tool and the evaluation of its performance were described
in paper 3.

Table 1.1 summarises the relationship between the publications, the research
questions and the three different tasks.
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Publication Task Source Language RQ

1 Named entity
recognition

Health
records

Swedish 1 a

2 Named entity
recognition

Health
records

Swedish (Spanish) 1 b

3 Information
extraction

Pathology
reports

Norwegian 2 a

4 Named entity
recognition

Health
records

Swedish (Spanish) 1 c

5 Diagnosis
prediction

Health
records

Swedish 3 a-b

Table 1.1: Each of the publications describes text processing methods applied
to clinical text generated in the context of cancer care. There are two primary
sources of text, electronic health records in Swedish and pathology reports in
Norwegian. Paper 2 and paper 4 concern additional sets of clinical text from
electronic health records in Spanish. The last column in the table denotes the
research question(s).

1.6 Author contributions

All of the included papers are results of collaborations with co-authors who all
have contributed to the final versions of the manuscripts. For each of the in-
cluded papers, Rebecka Weegar (RW) has contributed substantially to all parts
of the work including design of the studies, implementation and evaluation of
the experiments, analysis of results, and writing of the manuscripts. In papers
1, 3 and 5 all experimental work has been performed by RW. For papers 2 and
4 all experiments with Swedish data have been performed by RW.
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1.7 Related publications

These publications are related to the work described here but not included in
this thesis:

Deep Medical Entity Recognition for Swedish and Spanish
Rebecka Weegar, Alicia Pérez, Arantza Casillas and Maite Oronoz. In-
ternational Workshop on Biomedical and Health Informatics in conjunc-
tion with 2018 IEEE International Conference on Bioinformatics and
Biomedicine (BIBM) pp 1595-1601 (2018). 1

Mining events preceding a cancer diagnosis
Rebecka Weegar. Proceedings of IEEE 14th International Conference
on e-Science pp 295–296 (2018).

Ensembles for clinical entity extraction
Rebecka Weegar, Alicia Pérez, Hercules Dalianis, Koldo Gojenola, Arantza
Casillas, and Maite Oronoz. Procesamiento Del Lenguaje Natural 60,
pp 13-20 (2018).

The impact of simple feature engineering in multilingual medical
NER
Rebecka Weegar, Arantza Casillas, Arantza Diaz de Ilarraza, Maite Oronoz,
Alicia Pérez and Koldo Gojenola. Proceedings of the Clinical Natural
Language Processing Workshop (ClinicalNLP) pp 1–6 (2016).

Temporal Annotation of Swedish Intensive Care Notes
Sumithra Velupillai, Rebecka Weegar and Maria Kvist. Proceedings of
the AMIA 2016 Annual Symposium (2016).

Creating a rule based system for text mining of Norwegian breast
cancer pathology reports
Rebecka Weegar and Hercules Dalianis. Proceedings of the Sixth In-
ternational Workshop in Health Text Mining and Information Analysis,
Louhi pp 73–78 (2015).

1Paper 4 is an extended version of this publication
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HEALTH BANK-A Workbench for Data Science Applications in
Healthcare Hercules Dalianis, Aron Henriksson, Maria Kvist, Sumithra
Velupillai and Rebecka Weegar. CAiSE Industry Track pp 1–18 (2015).
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1.8 Disposition

This thesis consists of five chapters with the following contents:

Chapter 1, Introduction, gives a brief introduction to the research area of this
work. It further presents the research problems, research questions and the
included publications.
Chapter 2, Background, provides an extended background to the topics of the
included publications.
Chapter 3, Research methods and materials, discusses the research approach
and research methods applied in this thesis, including methods for evaluation
and research ethics.
Chapter 4, Summary of results, summarises and presents the main findings and
contributions of the included publications.
Chapter 5, Conclusions, discusses of the results and limitations of this work.
This chapter also presents the conclusions of the research and suggestions for
future work.



Chapter 2

BACKGROUND
This chapter provides an extended introduction to the research area of text
mining and the three tasks—named entity recognition, information extraction,
and diagnosis prediction—addressed in the included publications. The chapter
also gives a description of the data sets that were collected for this work: notes
from electronic health records and pathology reports.



14 CHAPTER 2

2.1 Text mining

The concept of text mining was introduced by Hearst (1999) who defined text
mining as an exploration of large text collections with the aim of finding new
patterns, facts, or knowledge about the world. Text mining can therefore be
regarded as an open exploration regarding how to best process text automati-
cally, and also of what possible information or knowledge could be found when
large text sources are systematically treated. Text mining is in this way distin-
guished from information extraction. In information extraction, it is generally
already known what facts we are trying to extract from a text. Following this
definition of text mining, the purpose of text mining is to extract previously
unknown facts or to formulate new hypotheses (Hearst 2003).

Clinical text mining concerns text mining applied to clinical texts, that is text
that is written during clinical practice, such as notes in electronic health records
or pathology or radiology reports. The definitions or descriptions of text min-
ing in the literature on clinical text mining is often more pragmatic than the
original definition. Spasić et al. (2014) describes clinical text mining as a
method for structuring the unstructured information found in free text notes
in health records in order to make the information more accessible for re-
search. Given a large set of text from health records, it can be very difficult
to get an overview of the content of the text. Therefore, it can be valuable to
transform the text into a predefined format suited to some specific information
need

Meystre et al. (2008) describes text mining as being performed in three steps.
The first step concerns collecting relevant documents. Secondly, information
extraction is performed with these documents as input, resulting in structured
data. As a third and last step, data mining techniques are applied to the ex-
tracted, structured information. But text mining can also be considered to be
more or less equal to data mining, with an added first step where the content
of a text is transformed into a numerical representation, to which data mining
methods can be applied (Weiss et al. 2005).

Often, natural language processing techniques are used for text mining. Nat-
ural language processing can be defined as a set of technologies and theories
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that aim to explore how computers can be used for automatic processing of
human language (Liddy 2001; Chowdhury 2003). There is therefore often an
overlap both of the methods and goals for text mining and natural language
processing, and the concepts are sometimes used interchangeably.

The nature of clinical text—text produced within clinical practice—can make
it challenging to process. Existing tools for text mining and natural language
processing developed for general texts, such as news text, must therefore in
many cases be adapted to the clinical domain (Coden et al. 2005; P. Jensen
et al. 2012).

2.2 Machine learning

The goal of text mining and data mining is to gain new knowledge or infor-
mation from collections of text and other types of data, but there are no re-
strictions on which methods to use to meet this goal. However, in practice,
machine learning is often employed for both mining and information extrac-
tion. Machine learning is a set of methods for detecting patterns in collections
of data, and machine learning approaches can be divided into two main groups:
supervised learning and unsupervised learning (Murphy 2012).

With supervised learning, the starting point is a training set D of training exam-
ples, where each example consists of an input x and an output y. Each example
xi in the training set can be represented by a vector of features describing the
example x = [x1, ...,xn] and the aim for supervised machine learning is to learn
a function f that models the relationship between the output class and the in-
put features y = f (x). We can imagine that there exists a true function f that
perfectly captures the relationship between the input features x and the output
class label y. But as training data is a limited sample representing reality with
some degree of abstraction and simplification, the learned function will always
be an approximation of the true function (Murphy 2012).

In supervised learning, a classifier learns to approximate f by adjusting a
model in such a way that it fits the training examples. For a simple linear model
with positive numerical features and two classes y = [positive,negative], the
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learning consists of finding appropriate weights w for each of the features. A
large positive weight for a feature will indicate that this feature correlates with
the positive class, and a negative weight shows correlation with the negative
class. When the dot product of w and x exceeds some threshold t for a training
example, the example will be considered as belonging to the positive class.
During training, the weight parameters w will be adjusted so that the error on
the training set becomes as small as possible, but any useful machine learning
model should also be able to generalize to future examples. This means that
the model ideally should be able to assign the correct class also to examples
not included in the training data (Flach 2012).

With unsupervised methods, there are no labelled examples to learn from, in-
stead the goal is to find some structure or patterns in the input (Alpaydin 2010).
One example of unsupervised learning is text clustering, which aims to group
texts or words according to some measure of similarity (Aggarwal and Zhai
2012). If unsupervised and supervised learning are combined, the result is
semi-supervised learning, where a set of labelled data is combined with an of-
ten larger set of unlabelled data. In such a setting, unsupervised methods can
be used to create features for a supervised task, for example, word clusters
can be informative as features for named entity recognition1 if the word clus-
ters are words grouped together based on a semantic relationship between the
words.

2.3 Clinical text and data

2.3.1 The contents of health records

Health records are primarily a communication tool for health care profession-
als, but are also maintained for legal and administrative purposes (Dalianis
2014). These records are used to document the care of patients and they can,
for instance, contain the results of a blood test, lists of prescribed drugs, and
notes describing the patient’s status written by a doctor or a nurse. A large and

1 Named entity recognition is discussed in Section 2.4.
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important part of this documentation is in the form of free text. This text has
many characteristics that makes it different from general text. Swedish clinical
texts contain a highly specific vocabulary with many possible surface forms
for the same concept. It is also common to find abbreviations and acronyms
which may be ambiguous (Lövestam et al. 2014). The sentences in health
records are often short and incomplete, commonly lacking a verb or a subject.
(Smith et al. 2014) And both sentence structure and abbreviation use can vary
between different clinical domains (Lövestam et al. 2014; Smith et al. 2014).
An estimated 69 % of types (words) found in health records are not found in
general Swedish texts (Allvin et al. 2011), and up to 10 % of tokens in health
records are misspelled (Ruch et al. 2003; Lai et al. 2015).

In addition to text, health records also contain clinical codes. One coding sys-
tem used in Swedish health records is the International Statistical Classification
of Diseases and Related Health Problems: the ICD codes. This classification
is an international standard allowing for comparisons of disease incidence and
mortality. The ICD codes are maintained by the World Health Organization
(World Health Organization 2004) and the Swedish translation of the ICD-10
codes is provided by Socialstyrelsen (the National Board of Health and Wel-
fare). Another important classification system is the ATC codes (Anatomic
Therapeutic Chemical classification system). These codes represent medica-
tions and were developed to allow for the monitoring of the use of medica-
tions (WHO Collaborating Centre for Drug Statistics Methodology 2018). A
third type of codes are procedure codes. In Sweden, the national standard for
classification of health interventions, Klassifikation av vårdåtgärder (KVÅ),
contains codes for interventions and procedures. The purpose of these codes
is primarily to provide an overview of the provided health care (Enheten för
klassifikationer och terminologi 2015).

Both the ATC codes and the ICD codes have hierarchical structures, but the
KVÅ codes are only partially hierarchical. The ICD hierarchy have 22 chap-
ters at the top level, further divided into blocks, categories, and over 30,000
subcategories (World Health Organization 2004). ATC codes are divided into
14 groups depending on which part of anatomy they are intended for. The
group is represented by the first letter in an ATC code, where for example N
denotes substances used for the nervous system. The ATC hierarchy contains
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5 levels, where the bottom level corresponds to an active chemical substance
(WHO Collaborating Centre for Drug Statistics Methodology 2018).

2.3.2 Pathology reports

The pathology report is a specific kind of clinical documentation and a tool
used in the process of cancer diagnostics. The primary purpose of pathol-
ogy reports is to document and communicate findings done by a pathologist
examining tissue samples, for example the result of a needle biopsy or a sur-
gically removed tumour. The content and the structure of a pathology report
depend on the disease in question, but they typically contain detailed infor-
mation including the type and size of the tumour, and the results of different
tests, many times in free text form. The contents of pathology reports pro-
vide a high degree of detail which can be of interest for statistical purposes
and research regarding cancer diseases (Srigley et al. 2009). This secondary
use of pathology reports requires that their contents can be made accessible,
and several efforts have therefore been made to apply natural language pro-
cessing to the contents of pathology reports. The aim of these efforts has been
to transform the free text narrative information found in the pathology reports
into a structured format. Both rule based solutions and machine learning and
combinations thereof have been applied for this task, often with high accuracy
(Martinez and Li 2011; Coden et al. 2009; Ou and Patrick 2014).

The nature and quality of pathology text are not as well studied as for the
clinical text found in health records. However, Liu et al. (2007) found that
pathology reports in English contain fewer types (a smaller vocabulary) and
fewer verbs per sentences as compared to news text, and that 30 % of words
in pathology reports were not recognized by a standard part of speech tag-
ger, meaning that the vocabulary of pathology reports is highly specific. This
means that this type of text requires specific consideration and adapted pro-
cessing tools.



19

2.4 Named entity recognition

An important task in natural language processing is named entity recognition.
The goal of named entity recognition is to identify entities in written text,
where the entities belong to some predefined semantic class of interest. In the
clinical domain, these semantic classes can, for example, be body structure,
disorder, finding, and drug (Skeppstedt et al. 2014), as these classes capture
elements that are relevant to natural language applications in the clinical do-
main. Since a named entity can comprise several tokens or words, this is a
question of determining the scope of text that an entity is made up of as well as
determining which semantic class the entity belongs to (Cohen and Demner-
Fushman 2014). In general domain texts, mainly news texts, shallow machine
learning methods such as Conditional Random Fields (CRF) have been widely
applied for named entity recognition. A CRF-based model for named entity
recognition has also been developed for Swedish clinical text (Skeppstedt et
al. 2014). More recently, deep learning methods have been applied for named
entity recognition and achieving state-of-the-art results. The best perform-
ing systems for named entity recognition in the general domain (news text)
have achieved F-scores of over 0.90 when applying neural architectures such as
Long Short-Term Memory (LSTM) networks (Ma and Hovy 2016; J. Chiu and
Nichols 2015). Similar machine learning models have previously been created
for named entity recognition in the clinical domain, and evaluated for a num-
ber of languages, mainly Chinese (Wu et al. 2015; Dong et al. 2016; Q. Wang
et al. 2019) and English (Jagannatha and Yu 2016; Hofer et al. 2018).

When a named entity recognition system is created, a supervised machine
learning approach is typically used. This means that training data is first cre-
ated where domain experts manually annotate texts for the entities of interest.
This annotated data is then used to train and evaluate a machine learning model
where the success of the model is determined by its ability to perform entity
recognition in a manner that is as similar as possible to that of the experts. Ide-
ally, the model should not only remember the exact entities identified at anno-
tation time, but also generalise from the training data and be able to recognise
entities not encountered during training.
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2.5 Named entity recognition, example

Figure 2.1: Two sentences with their corresponding manual entity annotations in
the last column using the IOB2 tagging scheme. Reading from top to bottom, the
first sentence ”Sedan behandlingsstart besvärats av lågt bltr” contains one entity
of the class Finding comprising two tokens. B-Finding is assigned to the first
token of this entity ”lågt” (low), and I-Finding shows that ”bltr” (an abbreviation
of blood pressure) is part of the same entity. The second sentence has two entities,
one of the class Finding, and one of the class Body part, both consisting of only
one token.

Figure 2.1 illustrates an example of the named entity recognition task with
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two sentences annotated for the entities Finding and Body part. The figure
also illustrates the IOB2 tagging scheme (Ratnaparkhi 1998; Sang and Veen-
stra 1999). This tagging scheme is suitable for named entity recognition as it
makes it possible to represent entities comprising several token and entities oc-
curring directly after one another in an unambiguous way. The tag O, meaning
outside is used for any token not part of an entity. Two tag prefixes, B- and I-,
meaning begin and inside respectively, are used to mark any token belonging
to an entity. The tag prefix B- is used for the first token of an entity, and I- is
used for any subsequent token of the same entity.

2.6 Diagnosis prediction

There have been several attempts at using the rich and diverse documentation
in health records for different types of risk prediction. This includes predicting
a wide range of diagnoses, with the ultimate goal of identifying patients at risk
of specific conditions or diseases (Goldstein et al. 2017). Different machine
learning approaches have been applied using various parts of health records
as input. Using only structured data as input, machine learning models have
been created for predicting pancreatic cancer (Zhao and Weng 2011), type 2
diabetes (Mani et al. 2012) and colorectal cancer (Kop et al. 2016). Both free
text and structured information have been used to train a model for predicting
depression (Huang et al. 2014) and for predicting several different diagnosis by
using denoising autoencoders for learning feature representations in combina-
tion with Random Forest for diagnosis prediction (Miotto et al. 2016).

Including information derived from health record notes can be valuable for di-
agnosis prediction (Hoogendoorn et al. 2016), and when using both structured
and free text data, one important question is how to best integrate free text
information in the prediction model. Using free text can lead to a very large
feature space due to the size of the vocabulary of the source texts, and it is
challenging to determine which parts of the text that provide relevant informa-
tion.

A possible solution in the clinical domain is to create a structured represen-
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tation of the free text by mapping it to a terminology or ontology of clinical
concepts, for example, ICD code descriptions (Roque et al. 2011) or SNOMED
CT (Hoogendoorn et al. 2016). A benefit of mapping text to an existing termi-
nology of diagnosis codes, such as the ICD codes, is that the same represen-
tation can be used for both free text and existing encoded diagnoses, but this
excludes other types of clinical information. SNOMED CT is a clinical termi-
nology for health records containing a richer set of concepts (IHSDO 2014),
but it can be difficult to accurately map free text to a terminology due to the
fact that free text allows for a great diversity of expression. The same concept
can be described in a multitude of ways in free text, not always corresponding
to how the same concept is described in the terminology.

Another possibility for reducing the feature space is to use topic modelling
(Miotto et al. 2016; Hoogendoorn et al. 2016). Using topic modelling makes it
possible to represent text by a predefined number of topics, where the number
of topics can be much smaller than the size of the vocabulary. A drawback
of this approach is, however, that some level of interpretability is lost. Topic
modelling uses statistical tools to find similarities and patterns in a collection of
documents, where a topic corresponds to a probability distribution over words
(Blei and Lafferty 2009), resulting in a more abstract representation of the
original texts.

For this work, an alternative solution for text integration has been proposed
and evaluated. Named entity recognition was first used to identify and extract
events from health record texts, as these events were hypothesised to capture
the most informative parts of the clinical narratives. These events or entities
were next included and evaluated as features for diagnosis prediction (Weegar
and Sundström 2019).



Chapter 3

RESEARCH METHODS AND
MATERIALS

This chapter presents the methodological approach applied in this thesis. The
chapter begins with a discussion of the nature of knowledge that can be gained
from this type of work, followed by a presentation of the methods and eval-
uation strategies used in the included studies, and a presentation of ethical
considerations relevant for working with health data.
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This work has been conducted within the area of computer science. Computer
science is an interdisciplinary field with both applied and theoretical aspects,
where natural language processing and machine learning belongs to experi-
mental computer science (Dodig-Crnkovic 2002).

This work is also a technological investigation, in the sense that it studies
technological applications. Technology can be understood as applied science,
meaning that technology concerns the application of scientific methods to prac-
tical problems (Bunge 1966). By studying technological applications in a sci-
entific way, it is possible to gain knowledge about how to interact with, design,
and create such applications in an efficient and useful way. Technological ap-
plications can be scientifically studied in technological science as nature can
be the object of natural science (Boon 2011).

In What is Technological Knowledge?, Hansson (2013) describes a current
typology of knowledge from a technological perspective. The four kinds of
technological knowledge identified by Hansson, are:

1. Tacit knowledge: Tacit knowledge is essential to practical handling of
technology. The person holding tacit knowledge knows how much force
to apply when using a tool or how to manually calibrate a piece of tech-
nical equipment. This type of knowledge is primarily gained through
practice and apprenticeship.

2. Practical rule knowledge: Practical rule knowledge is expressed as pre-
scriptive rules for how to act. These ”rules of thumb” can be based on
theoretical knowledge, but can also be motivated by convention or be
"articulated" tacit knowledge. An example of a rule of thumb for ma-
chine learning is setting k to 10 for k-fold cross-validation. This number
is commonly used but seldom motivated.

3. Technological science: Knowledge in the form of technological science
is achieved through applying scientific methods to technological objects
and problems. This type of knowledge is commonly gained through
experiments.

4. Applied science: The application of scientific knowledge from natural
or social science to investigate and solve technological problems.
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Following Hansson’s definitions, technological science best describes the knowl-
edge contributions of this work as it primarily investigates technology through
experiments.

Technological knowledge in the form of rules, instructions, and scientific knowl-
edge can be documented in writing. But it can perhaps be argued that machine
learning models also can correspond to a kind knowledge documentation. If a
model successfully learns to mimic human behaviour on some task, the model
itself represents an abstraction of knowledge.

The term applied science have different meanings in the literature. Equating
technological knowledge with applied science has sometimes been understood
as technology only being capable of applying external knowledge from sci-
ence, without any real knowledge contribution of its own. But as technological
development and knowledge creation in many cases has taken place without
previous (basic) scientific theory development (Houkes 2009; Layton Jr 1974;
Sismondo 2010), it has been recognised that knowledge can stem from tech-
nology and that basic science is not the only source of scientific knowledge
(Parayil 1991). Applying theory from one scientific field to another is not ex-
clusive to technological research, but is common in other fields of research as
well (Boon 2011).

Another aspect that is commonly attributed to technological knowledge is that
its primary purpose is usefulness. It has been said that while science aims
for truth, technology aims for use (Dugger Jr 1994). The truth/use division
can be traced back to Aristoteles’ descriptions of techne and episteme (Boon
2011). Techne and episteme describe two different kinds of knowledge, epis-
teme translates to scientific knowledge, or knowledge about the necessary, the
universal, and the unchanging. Techne, translates to artistic knowledge or
craftmanship, knowledge of how to do and make, and knowledge about things
that can be created and changed (Gustavsson 2000).

But it is not the aims of truth or use that differentiate basic science and techno-
logical science, but instead the topics or study objects. When science studies
nature, technology studies objects created by humans (Boon 2011; Dugger Jr
1994; Hansson 2013). Usefulness does not define technological activities or
technological knowledge; usefulness can instead be regarded as an additional
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requirement for technology. For a technology to be successful, it needs to be
useful.

One example of technology bringing about (scientific) progress is the recent
rapid development of deep learning and deep neural networks. The increas-
ing interest in deep neural networks is partially motivated by their usefulness.
Their efficiency has been empirically shown for many machine learning tasks,
but is not fully understood or fully theoretically explained (Lin et al. 2017).
This recent progress rests not only on theoretical findings, as many of the un-
derlying ideas have been available for some time (Schmidhuber 2015), but
also on technological development through increased computational capac-
ity.

Technology is also associated with creation. While natural science studies
an already existing world, technology is used for creating, constructing and
designing new objects (Hansson 2013). Natural science studies what is, but
technology what should be through interactions with what is (Bunge 1966).
Technological studies can provide knowledge regarding how to create or de-
sign in a rational way (Layton Jr 1974). While technological knowledge often
can be documented as rules and instructions for action, an important part of
technological knowledge is also how to select a suitable solution or instruc-
tion for solving a specific problem (Pitt 2001). In this sense, technology is
"knowledge of what works" (Pitt 2001).

Technology becomes science when it is studied in a scientific way, and from a
philosophical viewpoint, a positivist perspective is inherent, since technologi-
cal experiments can allow for precise measurement and comparison. Techno-
logical science also has a pragmatic or instrumentalist side. Under pragma-
tism, the focus is on usefulness and solutions to practical problems (Creswel
2003).

The overall approach for this work is also quantitative. Quantitative research
includes experiments, which are evaluated through numerical and statistical
measurements (Creswel 2003).

In summary, tools and algorithms for natural language processing and text
mining are technological inventions, and studies of text mining and language
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processing are therfore technological studies, aiming to answer questions re-
garding what is possible to make, do and achieve, and how to do so efficiently.
As mentioned, these kinds of questions can be answered through experiments
(Sismondo 2010), and the use of experiments to gain technological knowledge
has a long history (Hansson 2013).

3.1 Experiments

An experiment is performed to answer a research question. When performing
an experiment, the aim is to create a situation where the research question can
be answered through active investigation of the system under study. A nec-
essary criterion of experiments is that they in some way ”interact with what
they measure” (Andersson 2012). But, as Andersson (2012) points out, data
mining (and therefore also text mining) is not experimental but observational
in nature. Even though data mining can be considered as a kind of system-
atic observation, it can only provide descriptive knowledge and not answer
questions regarding causality. This applies to data mining methods or machine
learning applied in an unsupervised manner. Data mining can be used to find
correlated events in health records, but cannot be used to determine a causal
relationship between the events. Experiments can, however, still be relevant
when the system under study is the mining methods themselves.

In this case, when investigating the interaction between computer programs
and natural language data, the interference can consist of changing the param-
eters of an algorithm, how the input text is represented, or the choice of algo-
rithm itself. The response to this interference can, for example, be the impact
of the performance of the classifications of entities found in a text.

An important aspect is how to evaluate the results of such experiments. Com-
monly, research within natural language processing follows the Cranfield eval-
uation paradigm. This paradigm for evaluation was originally applied to in-
formation retrieval systems (Voorhees 2001). Within information retrieval,
the goal is to retrieve a set of relevant documents from a collection of doc-
uments. When evaluating an information retrieval system, the proportion of
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retrieved documents that are relevant (the precision) and the proportion of all
relevant documents that are retrieved (the recall) is measured. In the Cranfield
paradigm, the recall and precision are measured using a manually created test
collection of documents which provides an alternative to expensive user-based
evaluation. This also has the benefit of making it possible to compare the per-
formance of different systems on the same test collection (Voorhees 2001).
This type of evaluation—comparing the output of a system to human judge-
ment on the same task—can be extended to other tasks within NLP, and this
is how evaluation has been performed in the included publications. For named
entity recognition, the test collection consists of text annotated for the entities
of interest by domain experts.

While this procedure can tell us how well a certain tool or algorithm performed
on a specific test, it does not tell how or why there were success or failure,
therefore, manual error analysis has been used as a complement to the statisti-
cal evaluation.

3.2 Evaluation measures

Within natural language processing, three common measures for evaluation
are precision, recall and F-score (Spasić et al. 2014). The values of these mea-
sures can be calculated using true positives (TP), true negatives (TN), false
positives (FP) and false negatives (FN), each representing one of the possi-
ble outcomes of binary classification with a positive and a negative class. A
true positive denotes the case when the classifier assigns the positive class to
a positive example, and a false positive when the classifier assigns the posi-
tive class to a negative example. In the same way, a true negative represents
the negative class being assigned to a negative example, and a false negative
when the negative class is assigned to a positive example. Given a set of val-
ues extracted from text, precision (3.1) is the fraction of extracted values that
are relevant and correct; recall (3.2) is the fraction of all relevant values that
are extracted; and F-score (3.3) is the harmonic mean of precision and recall
(Alpaydin 2010).
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Precision =
T P

T P+FP
(3.1)

Recall =
T P

T P+FN
(3.2)

F-score = 2 · Precision ·Recall
Precision+Recall

(3.3)

Named entity recognition is a multiclass classification problem, as there are
typically more than two classes for the classifier to learn. The precision, recall
and F-score can be calculated for each class individually, by selecting each
class as the positive in turn, and the remaining classes as negative. Alterna-
tively, an average over all classes can be calculated using micro-averaging,
where the true positives, false positives and false negatives are summed over
each class, and the micro-averaged precision, recall and F-score then calcu-
lated using these sums.

An important evaluation measure used for comparing machine learning clas-
sifiers is AUC: area under the curve. For a classification task with a positive
and a negative class, a classifier will estimate the probability for an example
belonging to the positive class, and if this value surpasses a threshold, the ex-
ample will be classified as positive. The AUC score is based on the true posi-
tive rate (the proportion of correct classifications of positive examples) and the
false positive rate (the proportion of negative examples classified as belonging
to the positive class). By varying the threshold for when an example is con-
sidered as belonging to the positive class, pairs of true positive rates and false
positives rates will be obtained. These pairs can be plotted as a curve, with
the false positive rate on the x-axis, and the true positive rate on the y-axis.
This curve is known as the receiver operating characteristic and the AUC score
corresponds to the area under this curve (Alpaydin 2010).

Each of these four measures, precision, recall, F-score and AUC score, can
take on values between 0 and 1, where a higher value correspond to better
performance. For the AUC, a value of 0.5 corresponds to a classification that
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performs equally good as a random guess, and 1 to a perfect classification
model.

Following the Cranfield evaluation paradigm (Voorhees 2001), a gold standard
consisting of a manually annotated test set is required to perform the evalua-
tion. The reliability of such annotations can be evaluated using a measure of
inter annotator agreement, such as Cohen’s kappa (Artstein 2017). By letting
two or more experts annotate the same data, the kappa statistic is intended to
quantify how similar two sets of annotations are by discounting for how likely
it is that similarities in the annotations have occurred by chance. However, for a
task such as named entity recognition, where an entity can span several tokens,
there is no direct way of counting the number of true negative cases, which are
needed for such statistics. True negatives correspond to all sequences of to-
kens which are not part of any entity, and typically, this number will greatly
outnumber the number of actual entities found in the text. This means, that for
named entity recognition, the resulting probability of a chance agreement is
very small, and F-score can therefore be used instead of the Kappa statistic to
measure the inter-annotator agreement (Hripcsak and Rothschild 2005).

Each of the above mentioned measures require access to a test set, and they are
therefore only possible to apply directly for supervised learning. For unsuper-
vised learning, no test set can fully represent the desired output of a system as
it is not known beforehand what output the system should produce. The qual-
ity of such a system can instead be evaluated using a downstream task. For
example, the usefulness of clusters of semantically similar words can be eval-
uated on their ability to improve the performance of supervised named entity
recognition when included as features.

3.3 Collected data sets

A system which is intended to be applied to health data needs to be evaluated
on health data, in order to ensure its validity. It is therefore crucial to have ac-
cess to representative clinical text describing real patients to be able to develop
and evaluate tools and methods for clinical text mining. Table 3.1 provides a
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summary of the collected data sets of pathology reports and electronic health
records included in this work.

Publication Collected data sets
Paper 1 Free text notes annotated for clinical entities

and two years of clinical text without annota-
tions. Both data sets concerned cervical can-
cer patients.

Paper 2 An extended set of free text notes annotated
for clinical entities and a larger set of free
clinical text used for creating word clusters.

Paper 3 564 reports describing prostate biopsies.
Paper 4 Free text notes annotated for clinical enti-

ties and three larger text corpora for creat-
ing word embeddings. These corpora con-
sisted of 1) Health record text, 2) General text
collected from Swedish Wikipedia, 3) Medi-
cal text collected from the Swedish scientific
medical journal Läkartidningen. Läkartidnin-
gen is available at Språkbanken (The Swedish
Language Bank) https://spraakbanken.
gu.se/

Paper 5 Free text notes and structured data collected
during seven years for 1,321 cervical cancer
patients and a control group of 16,212 pa-
tients.

Table 3.1: The data sets collected for development and evaluation of this work.
The data sets are described in more detail in the corresponding publications.

The pathology reports used in paper 3 were originally collected by the Cancer
Registry of Norway. The data set contained 564 free text reports describing
prostate biopsies written in Norwegian. Manual encoding had been performed
for each of the 564 reports at the registry and this manual encoding was avail-
able for development and evaluation. The reports and corresponding encodings
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were remotely accessed at the registry through a secure connection. This set of
reports was selected since the reports concerned one of the most common can-
cer diagnoses in Norway (Cancer Registry of Norway 2019). This means that
it is a kind of report currently requiring large amounts of manual work, and
also that sufficient data was available for development. The Cancer Registry
of Norway collects pathology reports from the whole of Norway, meaning that
these reports were considered as a representative sample of this particular kind
of text.

The health records utilised for this work stem from the research infrastructure
Health Bank – Swedish Health Record Research Bank (Dalianis et al. 2015).
The health records in Health Bank1 were originally collected from the over 500
different units at Karolinska University Hospital over seven years. Karolinska
University Hospital is one of the largest of the seven university hospitals in
Sweden, making Health Bank a large and diverse resource for clinical text and
data mining.

Papers 1, 2 and 4 used free text extracted from these records, while paper
5 described work with both free text and structured data. Here, ”structured
data” refers to any information which is not in free text format, such as coded
information (e.g. diagnosis codes) and lab results. Structured data generally
requires less pre-processing than free text, but the level of structure for these
data types varies as well. Coded information is typically unambiguous, but the
result of a lab test can be expressed with more variety.

Paper 5 investigated diagnosis prediction, making it necessary to create a con-
trol group in addition to the case group of patients with a future cervical cancer
diagnosis. The prediction model was trained to distinguish between cases and
patients belonging to the control group. This control group was extracted from
the same set of health records as the case group and consisted of ten female
patients for each case, where cases and controls were matched on age.

1Health Bank: http://www.dsv.su.se/healthbank
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3.3.1 Creating annotated data

Annotation is the process of manually labelling training data for supervised
learning, typically a time consuming task. The annotated data represents the
desired output of the machine learning, and the annotated examples are used to
train and evaluate machine learning models. To create annotated data of suffi-
cient quality, it is essential that the annotators have necessary expert knowledge
for the task in question (Yim et al. 2016). For this work, a set of clinical notes
collected from the health records of cervical cancer patients were annotated
by two skilled annotators. These annotations, the Stockholm EPR Cervical
Cancer Corpus, were used for evaluation in paper 1 and training of machine
learning models in paper 2 and 4.

The health record notes were annotated for the entities Disorder, Finding and
Body part. The annotations followed the guidelines for an existing named
entity recognition tool developed by Skeppstedt et al. (2014). This tool was
also used for pre-annotation to facilitate the annotation process. This means
that the texts were first processed using the tool, and the resulting annotations
were then corrected by the two annotators when needed. A smaller set of
records were also annotated for negated entities and these annotations were
used for evaluating negation detection in paper 1.

Section 4.1 summarises the results using these annotated texts, and the anno-
tated instances used in each publication.

3.4 Research ethics

The Swedish Research Council (Gustafsson et al. 2011) lists a number of prin-
ciples for ethical researchers, of which avoiding harm is arguably the most
important one. For research on health data, several aspects must therefore be
considered. The first is that the content of health records is inherently sen-
sitive, and to protect individual patients from harm we need to take privacy,
security, and confidentiality into consideration. This means that data must be
securely stored, that only authorised people can have access to the data, and
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that no personal information contained in the data can be divulged (Berman
2002). This has consequences for the research performed on health records,
and limited access to data is a significant hinder to the development of clini-
cal text and data mining (Chapman et al. 2011; Spasić et al. 2014; Cohen and
Demner-Fushman 2014; K. Jensen et al. 2017). As data sets often are accessed
by a single research group, the possibility for other researchers to improve on
or question results are reduced (Berman 2002). Limited data access might also
introduce bias in the results of research (K. Jensen et al. 2017).

Personal information regarding health is considered as sensitive both according
to the previous Swedish data protection act Personuppgiftslagen (SFS (1998:204))
and the current General Data Protection Regulation GDPR (EU 2016/679).
Therefore, ethical permission is required for this type of research. The use of
health records in this thesis has been approved by the Regional Ethical Re-
view Board in Stockholm (Etikprövningsnämnden i Stockholm), permission
2014/1882-31/5.



Chapter 4

SUMMARY OF RESULTS

This chapter presents and summarises the publications included in the thesis
and provides an overview of the results and contributions of each publication.
The chapter is divided into three sections according to the task addressed in the
different studies. The first part of the chapter, Section 4.1 discusses work using
Swedish health records, Section 4.2 summarises the work with diagnosis pre-
diction, and Section 4.3 describes information extraction applied to pathology
reports.
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4.1 Extracting events from free text electronic
health records

The topic of this section is information extraction applied to health records
of patients diagnosed with cervical cancer. It summarises the content of the
papers 1, 2 and 4, all describing different approaches for named entity recog-
nition.

One of the aims of this work has been to extract mentions of events from clini-
cal free text, since such events could be relevant for predicting a future diagno-
sis. These event mentions were identified using named entity recognition. For
this work, the focus has been the entities Body part, Disorder, and Finding. To
do named entity recognition, a machine learning based approach was selected.
This choice was based on previous work for Swedish clinical text showing that
machine learning methods can outperform rule based methods for identifying
entities in clinical text (Skeppstedt et al. 2014; Skeppstedt et al. 2012). Ma-
chine learning methods are suitable since they, ideally, can learn to generalise
from training data, meaning that with enough training material for a learning
algorithm, the resulting model should be able to identify entities correctly in
previously unseen texts. With a rule based solution, there needs to be rules to
capture all possible variations of entities, which is a difficult task for any type
of free text, but particularly for the noisy text found in health records.

Paper 1
Named entity recognition for event extraction

In the first study, Finding Cervical Cancer Symptoms in Swedish Clinical Text
using a Machine Learning Approach and NegEx, named entity recognition was
applied to health records for patients diagnosed with cervical cancer (Weegar
et al. 2015). This paper was a first step in the investigation of how to identify
potentially informative events from health record text, and it primarily aimed to
investigate how a change of subdomain of clinical text could affect the outcome
of using text processing methods.
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For this study, the data source was a section of Health Bank containing two
years of health records. From this section, all records belonging to patients
with a cervical cancer diagnosis were collected. ICD-10 diagnosis codes were
used to determine which patients belonged in this set and, in total, 646 pa-
tients were included. All free text notes from the records of these patients
were extracted, and a smaller subset of in total 180 notes written by doctors
were next annotated by two domain experts. The experts annotated these notes
for three types of clinical entities: Disorder, Finding and Body part. The anno-
tations followed the guidelines used for developing the Clinical Entity Finder
(CEF), an existing module for named entity recognition for Swedish clinical
text. CEF is based on Conditional Random Fields and was originally trained
on annotated health records from an internal medicine emergency unit (Skepp-
stedt et al. 2014).

Annotations were also performed for negated Findings and Disorders. To iden-
tify negated events is important, since clinical text often contains reasoning
about the possible diagnosis and mentions symptoms which are not present.
Therefore, negation detection is necessary to be able to distinguish between
actual and negated events. In paper 1 negated symptoms were identified using
NegEx, a rule-based tool for negation detection adopted for Swedish clinical
text (Skeppstedt 2011).

Both NegEx and CEF were applied to the annotated and to the full set of health
records. The annotated set allowed for a comparison between the original per-
formance, and the performance on this particular set of health records.

This showed that the change of subdomain, from emergency unit health records
to health records of cancer patients had a negative impact on the performance
of the named entity recognition. The decrease in F-score was substantial for
the entity Body part (a decrease of 0.19), but the change in performance was
also noted for the entity types Finding and Disorder with a decrease in F-
score of 0.08 and 0.05 respectively. The reduced performance was mainly
noticed for recall, and particularly for domain specific concepts. A conclusion
of this study was therefore that despite the high precision of the Clinical En-
tity Finder, using machine learning trained on an in-domain corpus should be
evaluated.
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Finally, NegEx and the CEF were applied to the complete set of health records
to find the most common events and most commonly negated events in the
health records for patients with cervical cancer. About 12 % of all Findings
and Disorders were determined to be negated.

Paper 2
Named entity recognition for event extraction

One of the conclusions in paper 1 was that the entity recognition failed to
recognise some of the entities that were common in the health records of the
cervical cancer patients. Therefore, a second round of annotations was per-
formed to create training data for further development of the named entity
recognition. Additional health records for patients with a cervical diagnosis
were annotated following the same procedure as for paper 1, but with some
extensions of the guideline to ensure consistent annotations. An example of
annotated text is shown in Figure 4.1.

Figure 4.1: An anonymised example of annotated text form Electronic health
records. The text translates to:
1: Info regarding MRI showing [complete regression] of [tumour] in [cervix]
2: However, an [enlarged] [lymph node] about 8 mm noted.
3: No other signs of [tumour dissemination]
4: Patient has had no other symptoms in the form of [pain]

In paper 2: Semi-supervised medical entity recognition: A study on Spanish
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and Swedish clinical corpora the aims were to adapt the named entity recogni-
tion to the cervical cancer domain, and to evaluate a semi-supervised approach
for entity recognition (Pérez et al. 2017).

The annotated in-domain corpus of health records of cervical cancer patients
was therefore used to train machine learning models for named entity recogni-
tion. Experiments were performed for named entity recognition on these health
records in Swedish and also a set of Spanish health records. Three different
machine learning algorithms, Conditional Random Fields (CRF), Support Vec-
tor Machines (SVM) and a Perceptron were employed, and four different fea-
ture sets were evaluated. The simplest feature set consisted of the words in the
texts. Next the words were combined with linguistic features (part of speech
tags, lemmas, and semantic tags) and cluster based features respectively. The
fourth and final feature set combined all available features and was also the
one that provided the best results overall.

The semi-supervised approach was based on word clusters of two different
kinds, Brown trees (Brown et al. 1992) and word2vec embeddings (Mikolov
et al. 2013). These clusters were inferred from a large set of clinical text also
originating from Health Bank. The motivation for using word clusters as fea-
tures for named entity recognition was the idea that these clusters capture some
kind of semantic similarity, relevant for, or related to, the broader semantic
classes annotated for in the training data. Manual inspection of the clusters
indeed showed that many of them contained related concepts. There were for
example clusters that predominantly contained words related to cancer, such as
tumör (tumour) or metastas (metastasis), and also a cluster of words containing
body parts such as knä (knee), axel (shoulder) and ben (leg).

The conclusion of this paper, in terms of entity recognition for Swedish clinical
text, was that using the semi-supervised approach had beneficial impact on
performance. It can also be noted that the choice of feature set had more impact
on the final results compared to the choice of learning algorithm.
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Paper 4
Named entity recognition for event extraction

In paper 4, Recent Advances in Swedish and Spanish Medical Entity Recog-
nition in Clinical Texts using Deep Neural Approaches (Weegar et al. 2019),
a deep learning approach was evaluated for the task of named entity recog-
nition in clinical text. Specifically, a bidirectional Long Short-Term Memory
implemented in TensorFlow was used (Genthial 2018). This approach was se-
lected since deep learning methods have been shown to improve performance
in many areas of natural language processing, including named entity recogni-
tion (Lample et al. 2016; Ma and Hovy 2016; J. P. C. Chiu and Nichols 2016).
One of the main benefits of using deep learning models is that these models
can be very complex, meaning that they can model many different relation-
ships between output and input. Deep learning models are therefore capable
of learning from very large datasets. In this case, the annotated data set was
relatively small, but the results—compared to the semi-supervised approach in
the previous study—showed an overall improvement in performance for the
entity recognition when using a bidirectional Long Short-Term Memory (bi-
LSTM) network. Figure 4.2 gives the number of annotated instances available
for training.

The input for such a network, when applied to text, is typically word vec-
tors based on word embeddings. For this study, three different algorithms
for generating word embedding vectors were evaluated, Glove1, FastText2 and
word2vec3. These algorithms were each applied to three different corpora of
text, and word vectors were generated for both words and lemmas. The pur-
pose of this was to explore how different domains of source text would affect
the quality of the learned word embeddings. The first of the three corpora con-
sisted of general texts collected from Wikipedia. The next corpus contained
of medical text from the Swedish medical journal Läkartidningen. Läkartid-
ningen publishes peer reviewed articles in Swedish. The third corpus was ex-
tracted from the electronic health records in Health Bank (Dalianis et al. 2015).

1Glove: https://nlp.stanford.edu/projects/glove/
2FastText: https://fasttext.cc/docs/en/crawl-vectors.html
3word2vec: https://code.google.com/archive/p/word2vec/
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Figure 4.3) shows the different sizes of these three text corpora.

Figure 4.2: The number of annotated instances for paper 4 of each entity type
for both Swedish and Spanish.

Using EHR data to generate the embeddings for the bi-LSTM network gave
the overall best results for both Swedish and Spanish entity recognition, and
the word vectors generated using word2vec slightly outperformed the FastText
and Glove vectors. Figure 4.4 shows the final results for each entity type using
this configuration with concatenated embeddings vectors for words and lem-
mas, which turned out to be the best configuration for the Swedish data sets.
Concatenation meant that vectors for both the word and the lemma were used
as input features.

Figure 4.3: The different corpora used to generate embeddings

These results can be compared to previous work by Almgren et al. (2016)
who also applied a LSTM network for clinical named entity recognition with
Swedish text. The result of their approach, an average F-score of 0.35, was
considerably lower compared to the result of the network described in paper 5.
A likely reason for this is that they did not have access to annotated clinical text
for training the network. Instead, they used general text for training. Therefore,
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Figure 4.4: The final results for the named entity recognition

one possible conclusion is that the domain of the annotated training data has
considerably higher impact on the outcome than the domain of the texts used
to infer the word representations.

Extensive error analysis was performed on the output of the network. This
analysis showed both strengths and weaknesses of the approach described in
paper 5. One obvious strength was that the network had the capacity to iden-
tify several entities which were not present in the training data. This indicates
that the network did not only learn to memorise how entities were described in
the training data, but also learned to generalise. For the Swedish test set, 32 %
of the correctly tagged entities were not available during training, and for the
Spanish test set, the corresponding number was 40 %. The error analysis fur-
ther showed that among the entities that the network failed to identify correctly
in the test set, an important factor was still that those entities did not appear in
the training data. This indicates that a larger training set of manually annotated
health records would be likely to improve the performance further.

Named entity recognition for event extraction, summary

The tables on the next two pages summarises papers 1, 2 and 4. Table 4.1
gives an overview of the annotated data that was available for the three publi-
cations concerning named entity recognition. The table shows the number of
instances of each entity type. Table 4.2 presents the performance in terms of
precision, recall and F-score for the same publications, with the overall best
results achieved for paper 4.
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Publication Paper 1: Finding
Cervical Cancer
Symptoms in
Swedish Clinical
Text using a Ma-
chine Learning
Approach and
NegEx

Paper 2: Semi-
supervised Medi-
cal Entity Recog-
nition: A study
on Spanish and
Swedish clinical
corpora

Paper 4: Recent
Advances in
Swedish and
Spanish Medical
Entity Recogni-
tion in Clinical
Texts using
Deep Neural
Approaches

Body part 548 2082 2103

Disorder 267 981 1059

Finding 929 3813 4501

Total 1744 6876 7663

Negations 147 - -

Notes The annotations
were only used
for evaluation in
this publication,
not for training of
machine learning
models

Negation
detection
was not used

Negation
detection
was not used

Table 4.1: The number of annotated instances available for each publication.
The full set of annotated records—Stockholm EPR Cervical cancer corpus—was
annotated for the entities Body part, Disorder and Finding.
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Paper 1: Finding Cervical Cancer Symptoms in Swedish Clinical Text
using a Machine Learning Approach and NegEx

Precision Recall F-score
Body part 0.90 0.52 0.66
Disorder 0.80 0.73 0.76
Finding 0.78 0.50 0.61

Paper 2: Semi-Supervised medical entity recognition: A study on Spanish
and Swedish clinical corpora

Precision Recall F-score
Body part 0.85 0.82 0.83
Disorder 0.68 0.58 0.63
Finding 0.66 0.67 0.67

Paper 4: Recent Advances in Swedish and Spanish Medical Entity Recogni-
tion in Clinical Texts using Deep Neural Approaches

Precision Recall F-score
Body part 0.83 0.94 0.88
Disorder 0.76 0.73 0.75
Finding 0.70 0.71 0.70

Table 4.2: Results of the named entity recognition from papers 1, 2 and 4.
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Clinical named entity recognition in two languages

Papers 2 and 4 investigated named entity recognition methods for two lan-
guages simultaneously. As mentioned in Section 1.2, most works in clinical
text mining are applied for English text. Health records are however written
in many different languages, and applications based on mining clinical data
not only for English requires that tools and resources are created for other
languages as well. One of the main obstacles for clinical text mining or clin-
ical NLP is data access (Friedman et al. 2013; Spasić et al. 2014). There are
only few openly available clinical corpora, and the ones that are available are
in most cases in English (Dalianis 2018). This makes it difficult to compare
methods for clinical text mining across corpora and languages.

Therefore, work has been devoted to comparing the same methods for named
entity recognition in Spanish and Swedish corpora. The experiments were per-
formed using the same methods for both languages, meaning that even though
data sharing was not possible, experiences and results gained from one of the
languages could directly be evaluated on the second language.

The annotated corpora for the two languages were generated at different hospi-
tals, describing different patients, but often in a similar manner. The text in the
two corpora have several attributes in common regarding the highly specific
and noisy language in health records. Figure 4.6 illustrates one such similar-
ity.

The main result of the work in comparing methods across languages was that,
in most cases, similar results were observed for the same methods. One dif-
ference between the outcomes for the two languages noted in paper 2 was
that the linguistic features were overall more valuable for Spanish compared
to Swedish, (see Figure 4.5). A reason for this was likely that the linguistic
analyser and tagger used for the Spanish texts had been adapted to the clinical
domain (Oronoz et al. 2013), a resource which is not available for Swedish. In
paper 4, similar configuration of hyperparameters of the LSTM network was
found to be useful for both languages. Additionally, the same type of text cor-
pora provided the most efficient representations of the texts, and the increase
in performance over using shallow learning methods was observed for both
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languages. A difference was that for Swedish, using a concatenation of word
vectors and lemma vectors improved over using only either of them, while
for Spanish, including the word vectors did not improve over using only the
lemma vectors.

4.2 Diagnosis prediction using electronic health records

Paper 5
Diagnosis prediction

In paper 5, Learning to Predicting Cervical Cancer from Swedish Electronic
Patient Records by Mining Hierarchical Representations, the aim was to eval-
uate the feasibility of a diagnosis prediction model for cervical cancer learned
from health records, and further to investigate how to best represent the con-
tents of health records for such a task. For this study, two groups of patients
were created. A case group consisting of patients with a cervical cancer diag-
nosis, and a control group. To create the control group, ten women of similar
age was selected for each member of the case group.

For both groups, the objective was to include as many informative events from
their medical history as possible. First, the methods for extracting named en-
tities described in paper 4 was applied to all of the health records of both the
case group and the control group, to find all events of the entity classes Finding
and Disorder. Next, the events originating from the free text was supplemented
with events extracted from the structured parts of the health records, namely
ICD-10 diagnosis codes, ATC drug codes, procedure codes and lab results.
For the case group, health record information was included up to the diagnosis
date, which was considered as the first date with an ICD-10 code starting with
C53.

Next, predictive models were trained to discriminate between patients with
a future diagnosis and the control group. Four classifiers, Random Forest,
Support Vector Machines and two variants of Naive Bayes classifiers were
applied to this data. To evaluate how long before the actual diagnosis date the
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Figure 4.5: The results for semi-supervised named entity recognition for
Swedish and Spanish clinical text. W corresponds to using only word forms
as input, WL to using word forms and linguistic features, WU to word forms and
word clusters and WLU for the complete set of available features. Figure from
Pérez et al. (2017)

diagnosis could be predicted, the events were divided into intervals depending
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Figure 4.6: Abbreviations (denoted by †) and misspellings (denoted by *) are
common in the clinical records. This figure lists the closest word vectors to the
vectors for ”diabetes” and ”fever” in Swedish and Spanish respectively. The
Spanish tokenization is adapted to the clinical domain, and therefore manages to
tokenise chills and fever as a single entity. This figure comes from Weegar et al.
(2019)

on the temporal distance between the events and the diagnosis.

The ATC codes and the ICD codes both have a hierarchical structure. It is
therefore possible to represent these codes with different levels of granularity.
Table 4.3, gives an example of the ICD hierarchy for the code S50.0 Contusion
of elbow. The table shows the full code, the subsection it belongs to, the section
and the chapter that contains the code.

Code level Representation Description
Chapter XIX Injury, poisoning and certain

other consequences of external
causes

Section S50-S59 Injuries to the elbow and fore-
arm

Subsection S50 Superficial injury of forearm
Full code S50.0 Contusion of elbow

Table 4.3: An example from the ICD-10 code hierarchy for the code S50.0.
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By moving up in the hierarchy from the full code to the chapter, the feature
space will be reduced which can be beneficial for machine learning purposes,
but at the same time, more detailed information will be lost. For the ATC and
ICD codes, it was therefore evaluated which levels should be included in the
prediction model. This gave that for the ICD codes, including all levels in the
model was preferable, and, that for the ATC code, using only the full code was
a better choice.

diabetes mellitus, diabmetes mellitus, diabetes melitus,
diabetes mellius, diabetes melltius, diabetes meillitus,
diabets mellitus, diabetes melllitus, diabetes mellitius,
diabetes mellintus

Figure 4.7: Spelling variations for ”diabetes mellitus” found in the health
records.

The majority of the events extracted from health records came from the free
text. It was however clear that several of them corresponded to the same or sim-
ilar events, with the only difference being their textual representation. To in-
crease the chance of finding relevant patterns in the data, preprocessing was ap-
plied to find and group similar events expressed in different ways. To unify the
representation of these events, all extracted events were lemmatised, and the
spelling of the events was normalised. The normalisation was accomplished
by calculating Levenshtein edit distance (Levenshtein 1966) between events
and grouping events with small distance scores. The edit distance measures
how many characters that needs to be changed, added or removed to make two
strings equal. Using this method ten different spelling variations of ”diabetes
mellitus” were found in the records (see Figure 4.7). Further, 16 variants of
the word ”skivepitelcancer” (squamous cell carcinoma) and 38 variants of the
word ”smärtlindring” (pain relief) were found. Most, but not all of the vari-
ants, were misspellings. After the creation of these groups, each variant was
exchanged for its most frequent form.

Inspired by the hierarchical structure of the ATC and ICD codes, a hierar-
chy was created for the textual events as well. Here, one-word events (e.g.
”leukaemia”) were placed at the top level. Next, all two-word entities contain-
ing a word at the top level would be added as a child node of that word. For
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example, leukaemia would get the child node ”chronic leukaemia” which in
turn would have the child node ”chronic lymphocytic leukaemia”. A hierarchy
of four levels was created, and Figure 4.8 shows how the different representa-
tions of the named entities impacted the diagnosis prediction. For example, a
slight gain was observed when the entities Finding and Disorder were merged
to a single event type. Negated events were either included as a separate event
type or excluded from the model, but these two options had similar impact.
Finally, it was found that the hierarchical representation of the textual events
improved the predictive performance.

Figure 4.8: This figure shows the results of using different representations of
named entities for diagnosis prediction. The y-axis gives the average AUC scores
for the classifiers and the x-axis the number of days before the actual diagnosis.
Best results were achieved when using the top level in the textual hierarchy.

For the final two event types, the lab results were represented depending on
their relationship to a reference range for the test, as either being below the
normal reference range for the test, above the normal range or within the nor-
mal range. The procedure codes were represented by their full codes.
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The conclusion of this paper was that it was possible to predict the diagnosis
a year in advance with a moderate accuracy. The accuracy increased closer
to the actual diagnosis date. The AUC for predicting the diagnosis increased
from 0.70 a year before diagnosis to 0.97 one day before. This was likely both
because more relevant information is available closer to a diagnosis as well as
that there were only a smaller set of patients that had available data for more
than one year before diagnosis. The events extracted from the text was found to
have more beneficial impact on classifier performance compared to the events
extracted from the structured part of the health records.

4.3 Extracting information from pathology reports

Paper 3
Information extraction from pathology text

In Paper 3, Efficient Encoding of Pathology Reports Using Natural Language
Processing (Weegar et al. 2017), the input was a corpus of 564 reports de-
scribing prostate cancer biopsies, and the task was to correctly identify a set
of values described in these reports. Currently, pathology reports are manually
processed by trained experts at the Cancer Registry of Norway. The registry
collects pathology reports from the whole of Norway, and several types of in-
formation are extracted from each of the collected reports. This information is
encoded and used as a data source for statistics and research regarding cancer
diseases. The aim in Paper 3 was therefore to evaluate to what extent the use
of natural language processing methods could aid this manual work.

Pathology reports are similar to clinical notes in health records in the way that
the information in them is in free text form. Therefore, the content of the re-
ports can vary in structure, and be expressed in unpredictable ways. But the
task of information extraction is different from named entity recognition. In
name entity recognition, any entity can appear in a text and each note can
contain several or no entities of a specific class, but the entities are always ex-
plicitly mentioned. For the pathology reports, it is instead known beforehand



52 CHAPTER 4

which information is sought in the text, and the goal of the information extrac-
tion is to fill out a list of information needs with the correct values.

The clinical text in pathology reports investigated here had a higher level of
structure and predictability compared with clinical notes in health records. Of-
ten, reports describing the same type of tissue sample share much of the same
form. Because of this relative structure the suitability of a rule based approach
was evaluated for this task. The possibility of using a rule based information
extraction model had also been indicated in two previous studies on small cor-
pora of Norwegian pathology reports (Weegar and Dalianis 2015; Dahl et al.
2016). Figure 4.9 shows an excerpt of text from a pathology report.

Biopsier fra venstre prostatalapp.
2:Prostatakarsinom, Gleason score 3+4=7(utbredelse 4/13 mm)
4:Prostatakarsinom, Gleason score 3+3=6(utbredelse 2/12 mm)
1,3:Ikke påvist malignitet
Biopsier fra høyre prostatalapp:
5-7,9:HPIN og adenokarsinom, Gleason score 3+3=6(1/13 mm)
8:Prostatakarsinom, Gleason score 3+4=7(utbredelse 5/15 mm)

Prostate biopsies left.
2:Prostate carcinoma, Gleason score 3+4=7(size 4/13 mm)
4:Prostate carcinoma, Gleason score 3+3=6(size 2/12 mm)
1,3:No malignancy
Prostate biopsies right:
5-7,9:HPIN and adenocarcinoma, Gleason score 3+3=6(1/13 mm)
8:Prostate carcinoma, Gleason score 3+4=7(size 5/15 mm)

Figure 4.9: Synthetic example of text from a Norwegian pathology report and
its translation to English. The Gleason primary and secondary grades and the
sum of them (the Gleason score) are a kind of staging information given for each
malignant biopsy. This text mentions 9 biopsies, where all but number 1 and 3
shows malignancy.

In the reports used for this work, nine different values were encoded for each
report. The nine different values were not always present in each report and not
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all explicitly stated. For example, each report describes a number of biopsies,
but instead of explicitly mentioning the total number of biopsies, the biopsies
were often enumerated using letters or numbers and this enumeration can be
used to infer the total number of biopsies in the text. The texts were not anno-
tated, meaning that it was not directly evident which parts of the input text that
corresponded to each value in the correct encoding of any report.

Figure 4.10: The results on the test set for information extraction of the nine
different values encoded for prostate cancer biopsies.

A tool was developed that used a combination of regular expressions and a
small set of heuristic rules for information extraction. The tool also flagged
for inconsistencies found in the reports. If the total number of identified biop-
sies did not match the sum of the biopsies with orientation left and orientation
right, or if the text mentioned ”Gleason” but the system failed to identify any
Gleason score, these values were flagged as needing manual review. The sys-
tem achieved high scores for precision, recall and F-score for each of the nine
values, and there were only a handful of cases where the system suggested a
wrong value without flagging it. Figure 4.10 shows the achieved precision, re-
call and F-score for the nine extracted fields when excluding the reports flagged
for manual review.

The conclusion of this paper was that it was possible to automatically perform
information extraction from pathology text with a high degree of accuracy and
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with relatively small efforts in rule writing. This showed the possibility to use
natural language processing to facilitate the current work of manual encoding
of pathology reports.

4.4 Summary of contributions

All of the included papers aim to contribute to the area of clinical text mining,
specifically for text generated within cancer care. The overall contributions
concern development and evaluation of a number of strategies for identifying
relevant information in such texts written in Swedish and Norwegian.

• The contributions of the first part of the work, papers 1, 2 and 4 all con-
cerned named entity recognition. This included a number of models for
named entity recognition in Swedish clinical text, and the Stockholm
EPR Cervical Cancer Corpus a set of text annotated with clinical enti-
ties. The annotated data is available for future research in the research
infrastructure Health Bank.

• Paper 2 and 4 both investigate named entity recognition for clinical text
in Spanish and Swedish. Although a direct comparison of results be-
tween different clinical corpora is difficult and perhaps less meaningful,
one important result of this work was the similarities in the performance.
Evaluation showed that similar interventions regarding choice of learn-
ing algorithms and input representations, had similar impact for both
languages.

• Paper 3 presented the first ever work on information extraction from
Norwegian pathology reports. The results showed that it was possible to
do accurate information extraction from Norwegian pathology reports
using natural language processing, and a contribution of this work was a
tool for precise information extraction for one type of pathology report.

• Paper 5 described the first work on predicting cervical cancer from Swedish
electronic health records. The resulting model achieved and AUC from
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0.70 a year before diagnosis up to 0.97 a day before diagnosis, and the
model can be utilised as a baseline for future work with cancer diagnosis
prediction. An additional contribution of this work was that it showed
named entity recognition to be useful for diagnosis prediction.
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Chapter 5

CONCLUSIONS

This final chapter provides answers to the research questions, discusses the
results of the five studies included in the thesis, and outlines possible directions
for future research.
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This research project started with the overall goal to contribute to the current
interest in mining clinical data, and has aimed to develop and evaluate methods
for clinical text mining of documentation generated within cancer care.

To access the information contained in the large amounts of text produced
as part of health care processes, it is necessary to develop text mining tools
adapted to the clinical domain. Text mining is both an interesting and difficult
task due to the ambiguous and flexible nature of human language. Clinical
text differ from standard text in many ways, making it particularly challenging
to process. In this research, two types of clinical text have been investigated,
notes from health records and pathology reports.

5.1 Event extraction through named entity recognition

In paper 1, a set of health records of patients with a cervical cancer diagno-
sis was annotated for clinical entities and negations. These annotations were
used to investigate how a change of clinical subdomains affected two impor-
tant clinical text mining tasks: named entity recognition and negation detec-
tion. Two existing tools were applied to the annotated records, a pretrained
tool for named entity recognition (Skeppstedt et al. 2014) and a rule based tool
for negation detection (Skeppstedt 2011).

The result of this first study was that even though precision scores remained
high for the entity recognition, the recall decreased. The change in perfor-
mance indicates that while a change of subdomains did not introduce erroneous
entities, the existing model for named entity recognition failed to recognise
entities present in the cervical cancer records. This is likely due to differ-
ent events being described in health records belonging to separate clinical do-
mains. Regarding the negation detection, the conclusion was that the domain
change had less impact and that negations are expressed in a more uniform
way in different kinds of health records.

These first experiments illustrate the issue of domain adaptation which is cen-
tral for clinical text mining. Even with a flexible machine learning based ap-
proach, a change of clinical subdomain can impair performance. This is a
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slightly discouraging result, as it means that time consuming manual anno-
tations might be required for each domain of interest. The alternative would
be to aim for tools and methods which are as generally applicable as possible,
leading to a choice between the performance for a specific task on the one hand
and a more broadly useful tool on the other.

Papers 2 and 4 described further work of named entity recognition. In pa-
per 2, a semi-supervised learning approach was evaluated with the conclusion
that word clusters inferred from a large collection of clinical text resulted in
improved performance compared to using only features derived from the an-
notated corpora. In terms of F-score, the final results for the entities Body part,
Disorder, and Finding were 0.83, 0.63 and 0.67 respectively.

In both paper 2 and paper 4, the same methods were applied to clinical corpora
in Swedish and Spanish. There were two motivations for this approach, the first
was to address the relative lack of clinical text mining and natural language
processing work for languages other than English. The second purpose was
to provide a more reliable evaluation by applying the same methods for two
different languages in parallel.

With the experiments described in these two papers, the ambition was to cre-
ate comparable conditions for the Spanish and Swedish entity recognition and
in most cases, the result was the same interventions gave similar responses in
terms of performance for both languages. This suggests that a successful strat-
egy for one language can be a good starting point when expanding clinical text
mining to other languages.

Even though the same methods can be beneficial for mining clinical text in
different languages, supervised learning still requires annotated data when
training machine learning models targeting each language. Future research
should thus investigate direct transfer of knowledge learned from one language
to another, as this would be valuable for text mining of less resourced lan-
guages.

Among the different approaches evaluated for named entity recognition in this
thesis, the deep learning model described in paper 4 achieved the best results
with F-scores of 0.88 for Body part, 0.75 for Disorder, and 0.70 for Finding.
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An additional conclusion made in paper 4 was that the bi-LSTM network was
capable of generalising to unseen texts as a substantial portion of the clini-
cal entities correctly identified in the test sets were not present in the training
sets.

A benefit of using deep learning or neural networks is that the networks them-
selves are capable of learning useful representations of the input, decreas-
ing the need for feature engineering. This was true for in work as well: the
deep learning model outperformed other learning algorithms trained using ad-
ditional features such as part-of-speech tags.

When deep learning is applied to text, some kind of vector representation of
the input words is often used. These representations are derived from large
text corpora, a resource which is not always available in the clinical domain. It
was however noted that openly available medical text could be used to create
word vectors only slightly less efficient than the word vectors based on text
from health records.

The choice of method for clinical text mining is consequently highly depen-
dent on the available resources, both in terms of annotated clinical text in the
domain of interest and other resources such as larger corpora for generating
word representations. Even with deep learning, linguistic taggers adapted for
the clinical domain could be valuable as the inclusion of linguistic features
into deep learning models has the potential to further increase performance of
named entity recognition (Yadav and Bethard 2018).

5.2 Extracting relevant information from
pathology reports

The aim of paper 3 was to investigate information extraction for pathology text.
Previous work on information extraction applied to pathology reports written
in English has provided accurate solutions in many cases (Spasić et al. 2014;
Burger et al. 2016), but it was not known if these results could be achieved for
Norwegian texts as well. In previous studies, machine learning (Coden et al.
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2009), rule based systems (Nguyen et al. 2010), and combinations of these two
approaches (Ou and Patrick 2014) have been applied.

In paper 3, a rule based approach was hypothesised to be suitable due to the
relative structure and predictability of the text found in the pathology reports,
and evaluation showed that rules provided a relatively simple but still effective
solution. The achieved precision and recall were high, and the conclusion was
therefore that rule based information extraction could be an efficient strategy
for facilitating the extensive manual work currently required to process Nor-
wegian pathology reports.

The rules for the pathology mining tool were manually written, and a benefit of
using rules for this task is that rules provide predictable and interpretable be-
haviour. It is always known what the tool is capable of and on which grounds
each value is extracted. Even though manual rule creation is a feasible strat-
egy for a single type of pathology reports, manually constructed rules do not
generalise well to pathology reports for other types of cancer.

Publications concerning information extraction from pathology text often con-
cern a single subdomain of pathology, for example a single disease or value
type (Burger et al. 2016). This limitation applies to this work as well and is to
some degree inherent to the problem since each type of cancer has its own char-
acteristics and its own standard for coding. For example, while nine fields are
currently coded for prostate cancer at the Cancer Registry of Norway, over 40
fields are coded for a breast cancer report describing a single tumour (Weegar
and Dalianis 2015). The possibility of developing a general model for infor-
mation extraction aimed at different types of pathology reports would require
further investigation. Even though the rule based solution described in paper 3
was found to be efficient, it is likely that a combination of rules and machine
learning is needed to correctly extract the different types of information when
expanding to pathology reports concerning other cancer diseases.
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5.3 Diagnosis prediction

Paper 5 described a model for diagnosis prediction derived form Swedish
health records for patients with cervical cancer. The aim of this study was
to investigate the feasibility of a diagnosis prediction model and also how to
integrate different types of events, such as previously assigned diagnoses and
events extracted from free text notes, into such a model.

Using a combination of different types of events, including coded information,
was most beneficial for the prediction results, but the events extracted through
named entity recognition was the event type reaching the best individual re-
sults.

The overall predictive performance of the model a year before diagnosis was
only moderate (an AUC of 0.70), and while the performance increased closer
to the diagnosis date (up to an AUC of 0.97), there are a number of likely
reasons for this result. A first challenge was that some of the patients in the
data set used for paper 5 had very few documented events before the diagnosis.
This is a general drawback of using electronic health record data for diagnosis
prediction as only the events documented in the health records can be included
in the model, and nothing can be learned for previously healthy patients. It
would therefore be valuable for future reserach to extend the prediction model
to include primary care data. By adding data from primary care health records,
it would be possible to follow the patients for a longer time before diagnosis,
giving more information to learn from. Previous research has showed that pa-
tients who are diagnosed with cancer often have related symptoms documented
in primary care (Ewing 2018), and an increased frequency of visits to primary
care have been observed prior to a cancer diagnosis (Ewing et al. 2016).

In addition to the limitations of available patient histories, the accuracy of dis-
ease prediction models also depends on the type of disease and the prevalence
of the disease, since more common diagnoses naturally generates more data to
learn from. In their review on risk prediction models using data from electronic
health records, Goldstein et al. (2017) found a median AUC score (c-statistic)
for clinical prediction of 0.83. But the studies included in the review concerned
a variety of prediction targets and time frames for prediction. The studies also
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used different sample sizes, different number of features and feature types,
making it difficult to do direct comparisons of the individual approaches for
diagnosis prediction.

Here, the focus was cervical cancer, a relatively rare disease with few symp-
toms. Cervical cancer can therefore be considered as a comparatively chal-
lenging but nevertheless important target for diagnosis prediction. However,
diseases with higher prevalence or with known lifestyle factors or comorbidi-
ties could be better suited for creating diagnosis prediction models based on
health record data – an interesting task for future mining of Swedish health
records.
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