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Abstract
Data mining and machine learning algorithms are trained on large datasets to find useful hidden patterns. These patterns
can help to gain new insights and make accurate predictions. Usually, the training data is structured in a tabular format,
where the rows represent the training instances and the columns represent the features of these instances. The feature values
are usually real numbers and/or categories. As very large volumes of digital data are becoming available in many domains,
the data is often summarized into manageable sizes for efficient handling. To aggregate data into histograms is one means
to reduce the size of the data. However, traditional machine learning algorithms have a limited ability to learn from such
data, and this thesis explores extensions of the algorithms to allow for more effective learning from histogram data.

The thesis focuses on the decision tree and random forest algorithms, which are easy to understand and implement.
Although, a single decision tree may not result in the highest predictive performance, one of its benefits is that it often
allows for easy interpretation. By combining many such diverse trees into a random forest, the performance can be greatly
enhanced, however at the cost of reduced interpretability. By first finding out how to effectively train a single decision
tree from histogram data, these findings could be carried over to building robust random forests from such data. The
overarching research question for the thesis is: How can the random forest algorithm be improved to learn more effectively
from histogram data, and how can the resulting models be interpreted? An experimental approach was taken, under the
positivist paradigm, in order to answer the question. The thesis investigates how the standard decision tree and random
forest algorithms can be adapted to make them learn more accurate models from histogram data. Experimental evaluations
of the proposed changes were carried out on both real world data and synthetically generated experimental data. The
real world data was taken from the automotive domain, concerning the operation and maintenance of heavy-duty trucks.
Component failure prediction models were built from the operational data of a large fleet of trucks, where the information
about their operation over many years have been summarized as histograms. The experimental results showed that the
proposed approaches were more effective than the original algorithms, which treat bins of histograms as separate features.
The thesis also contributes towards the interpretability of random forests by evaluating an interactive visual tool for assisting
users to understand the reasons behind the output of the models.
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Abstract

Data mining and machine learning algorithms are trained on large datasets
to find useful hidden patterns. These patterns can help to gain new insights
and make accurate predictions. Usually, the training data is structured in a
tabular format, where the rows represent the training instances and the columns
represent the features of these instances. The feature values are usually real
numbers and/or categories. As very large volumes of digital data are becoming
available in many domains, the data is often summarized into manageable sizes
for efficient handling. To aggregate data into histograms is one means to reduce
the size of the data. However, traditional machine learning algorithms have a
limited ability to learn from such data, and this thesis explores extensions of
the algorithms to allow for more effective learning from histogram data.

The thesis focuses on the decision tree and random forest algorithms, which
are easy to understand and implement. Although, a single decision tree may
not result in the highest predictive performance, one of its benefits is that it
often allows for easy interpretation. By combining many such diverse trees
into a random forest, the performance can be greatly enhanced, however at the
cost of reduced interpretability. By first finding out how to effectively train a
single decision tree from histogram data, these findings could be carried over
to building robust random forests from such data. The overarching research
question for the thesis is: How can the random forest algorithm be improved
to learn more effectively from histogram data, and how can the resulting mod-
els be interpreted? An experimental approach was taken, under the positivist
paradigm, in order to answer the question. The thesis investigates how the stan-
dard decision tree and random forest algorithms can be adapted to make them
learn more accurate models from histogram data. Experimental evaluations of
the proposed changes were carried out on both real world data and synthet-
ically generated experimental data. The real world data was taken from the
automotive domain, concerning the operation and maintenance of heavy-duty
trucks. Component failure prediction models were built from the operational
data of a large fleet of trucks, where the information about their operation over
many years have been summarized as histograms. The experimental results
showed that the proposed approaches were more effective than the original al-
gorithms, which treat bins of histograms as separate features. The thesis also
contributes towards the interpretability of random forests by evaluating an in-



teractive visual tool for assisting users to understand the reasons behind the
output of the models.



Sammanfattning

Data mining och maskininlärningsalgoritmer tränas ofta med hjälp av stora
datamängder för att hitta användbara dolda mönster. Dessa mönster kan ge nya
insikter och även användas för exakta förutsägelser. Vanligtvis är träningsdata
strukturerade i ett tabellformat, där raderna representerar träningsinstanserna
och kolumnerna representerar observationer av olika värden för dessa instanser.
Observationerna är vanligtvis siffror och / eller kategorier. Stora volymer av
digital data kan vara svför t.ex. datorer med begränsat minne, i sfall kom-
primeras ofta observationerna för en effektiv hantering, detta kan bl.a. ske
genom att aggregera data i histogram. Traditionella maskininlärningsalgorit-
mer har emellertid en begränsad förmatt lära av denna typ av data, i denna
avhandling undersöks hur maskininlärningsalgoritmerna kan förändras för att
möjliggöra effektiv inlärning frdata i histogramformat.

Avhandlingen fokuserar påbeslutsträd och skogar av slumpmässiga beslut-
sträd, där beslutsträd har fördelen att de är lätta att för människor att förstå(tolka),
även om beslutsträd typiskt inte har den bästa prediktiva prestandan. Genom
att kombinera molika beslutsträd i en slumpmässig skog kan dock prestandan
förbättras kraftigt, påbekostnad av minskad tolkningsbarhet. Avhandlingen
undersöker hur man effektivt tränar ett beslutsträd utifrhistogramdata för att
sedan överför dessa rön till att bygga robusta slumpmässiga skogar av beslut-
sträd frsdata. Den övergripande forskningsfrför avhandlingen är: Hur kan in-
duktionsalgoritmen för slumpmässiga skogar av beslutsträd modifieras för att
lära sig mer effektivt frhistogramdata och hur kan de resulterande modellerna
tolkas? För att undersöka denna franvänds kontrollerade experiment. Experi-
menten undersöker hur vanliga beslutsträd och slumpmässiga skogar av beslut-
sträd kan anpassas för att fådem att lära sig mer exakta modeller frhistogram-
data. Experimentella utvärderingar av de föreslagna algoritmförändringarna
genomfördes påbverklig data och syntetiskt genererade data i histogramformat.
Datamängden av verkliga data hämtades frfordonsdomänen, rörande drift och
underhav tunga lastbilar. Prediktionsmodeller för en specifik fordonskompo-
nent byggdes utifrdriftsdata fren stor lastbilflotta, där informationen om deras
drift under mhar komprimerats genom histogram. De experimentella resul-
taten visar att de föreslagna metoderna är mer effektiva än de ursprungliga al-
goritmerna som behandlar delarna av histogram som oberoende observationer.
Avhandlingen bidrar ocksåtill tolkbarheten av skogar av slumpmässiga beslut-



sträd genom att utvärdera ett interaktivt visuellt verktyg för att hjälpa använ-
dare att förståmodellernas beslut.
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1. Introduction

1.1 Background

Advances in modern technologies have enabled the generation of large vol-
umes of digital data that can be machine processed. Machine learning algo-
rithms can be trained on such large sets of data to gain useful insights and
learn to make better decisions. With an abundance of such data and more
efficient computing powers, machine learning techniques are becoming more
commonly used by both industry and other parts of society. The application
of machine learning algorithms has demonstrated good results in various do-
mains, which is why there has been a rapid surge of research interest in the
field of machine learning lately.

Traditionally, machine learning algorithms are trained with a large set of
training examples that are structured in a tabular format, with examples in the
rows and the attributes or features describing these examples in the columns.
All the examples share the same set of features. These features are usually
quantitative (discrete or continuous) or qualitative (nominal or ordinal). This
is a popular way of representing training data. Most learning algorithms can
use data in such a format, however, recently in many domains, large volumes
of data are more common. In order to make these large volumes of data more
manageable, e.g., due to limited storage capacity or the need for uniform data
representation without sparsity, they are sometimes summarized. This sum-
marization should still retain much of the information from the original data,
however. Such summarization could result in new features, such as lists, in-
tervals, histograms and/or distributions[2]. These complex features are not
compatible, however, with traditional machine learning algorithms. Therefore
traditional machine learning algorithms have limited learning capability from
such data. Our main research interest, therefore, is to effectively train a ma-
chine learning model from data that has complex features or attributes, and
histograms in particular, as this is one of the most common ways of summa-
rizing data. Previous research into handling histogram features can be found
in[3–9].

Being able to handle histogram features while learning models from such
data has practical significance[10]. The research presented here is motivated
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by a practical problem encountered in the automotive industry. The automotive
industry was selected because it is one of the domains where the operational
history of automobiles involves many histogram features. One of the main
beneficiaries of this research will be heavy-duty truck manufacturers who also
offer maintenance services to their customers. It is important to ensure the
availability of the heavy-duty trucks in a fleet, which requires them to be in-
spected in workshops on a regular basis. Traditionally this has taken place at
predefined intervals (time or distance) based on expert knowledge of mechan-
ical wear. The problem with this is that some trucks are over-maintained, and
thus subject to an increased cost, while other trucks are under-maintained and
thus face risk of failure en route. Such regular visits can also cause disruptions
in service, and expenses are higher if a truck breaks down on the road to a
delivery.

Based on how trucks are used, it should be possible to predict imminent
failures, which would be useful in managing a flexible maintenance sched-
ule resulting in significant cost savings while ensuring the availability of each
truck[11; 12]. Two approaches are commonly used, model-based approach
and data-driven approach[13]. In model-based approach[14–16], mathemati-
cal model of the degradation is used to predict the future evolution of the degra-
dation. Such predictions are however difficult to obtain, since the degradation
state of the system may not be directly observable and the measurements may
be affected by noise and disturbances[17]. A data-driven approach[18] that
uses machine learning methods can often be used. Machine learning meth-
ods can be trained on large historical data of a truck’s operation in order to
look for useful failure patterns[19]. The operational details of the trucks are
continuously monitored by various on-board sensors. The continuous data
streams need to be stored on-board, but on-board storage has a limited ca-
pacity to store raw data, so, the original raw sensor readings are summarized
as histograms[20]. For example, the readings from an ambient temperature
sensor are summarized as a histogram of a certain number of bins in certain
predefined temperature ranges to form an ambient temperature feature variable
in histogram format. If the current reading of a temperature sensor is 15 de-
grees, the frequency count of the bin that includes this temperature reading is
increased by 1. Therefore, readings from the sensor are obtained at regular in-
tervals and the count in one of the bins is increased accordingly. The frequency
count in each bin therefore represents how often the truck has operated within
that temperature range. Various other operational features considered in the
study will be described further in a later chapter. The historical data contain-
ing many operational histogram features provides rich information about how
the truck was operated. Devising better ways of handling the histogram fea-
tures in data can lead to a well-trained model in domains where such histogram
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features are common, such as in heavy-duty trucks.
In the case of a prognostic model, it is very important to understand why

a model makes a certain prediction, in order to understand what causes fail-
ure. State-of-the-art machine learning solutions are usually good at making
accurate predictions but poor at explaining those predictions. With data-driven
machine learning approaches being widely adopted, it is equally important
to understand the logic behind the prediction. Notable initiatives such as the
General Data Protection Regulation (GDPR)1 from the European Parliament
have further strengthened the need for machine learning models that are in-
terpretable in general. The GDPR has introduced a right to explanation for
any automated decision making. Therefore, model interpretability has become
an important issue. This thesis therefore also emphasizes interpreting trained
models.

The research presented in this thesis is an effort to explore techniques for
handling histogram features in a large dataset while training machine learning
algorithms with them, and to eventually evaluate these algorithms by putting
them to real use by creating component failure prediction models in heavy duty
trucks. The thesis also explores the interpretable aspects of such models.

1.2 Histogram Data

The histogram data considered in this thesis has multiple features, where one or
more features are histograms that are frequency counts of some implicit vari-
ables. Histogram data is usually used in domains where multiple observations
are aggregated[21; 22]. For example, consider an implicit variable, the daily
average ambient temperature measurements in one month. These temperature
readings can be converted into a relative frequency distribution of days when
the temperature was below zero degrees Celsius, between zero and twenty-five
degrees and above twenty-five degrees by using a histogram with three bins.
For histogram data with n histogram variables Xi, such that i = 1...n, with mi

bins xi j, such that j = 1...mi, if histogram is normalized, each bin has a value
ri j such that ∑

mi
j=1 ri j = 1. Each observation has a target variable Yi[21]. The

type of histogram that is of interest has the same structure (number of bins and
bin intervals) across all the observations.

1.3 Research Problem

The amount of data that can be machine processed is rapidly growing in var-
ious domains. Datasets with histograms as features are often the result of

1https://gdpr-info.eu/
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aggregating multiple observations. Techniques for handling histogram fea-
tures while training machine learning models on such datasets have not been
widely explored. Issues related to complex data structures, such as histograms
in the training data, are studied in the specific field of symbolic data anal-
ysis (SDA)[23; 24]. Studies of histogram data have been conducted in the
field of SDA in order to perform linear regression[5], principal components
analysis[3; 25; 26] and clustering[4; 7; 27; 28]. The histogram features con-
sidered in these studies are treated as coarse distributions[27; 29–31]. Our
motivation for handling histogram features began with a practical problem
encountered in an automotive domain, where datasets representing the oper-
ational profiles of vehicles have features represented as histograms that are
structurally identical across observations. The type of histogram data con-
sidered in our study is also closely related to compositional variables within
compositional data analysis[32]. There, the weights associated with each vari-
able represent distributions over possible values. Research into compositional
data analysis has not considered learning classifiers, however. We consider
a case where observations have many histogram features in addition to the
usual categorical and numeric features. The heterogeneous nature of such data
makes the problem rather difficult, although the type of histogram that is of
interest here is simpler than those considered by the SDA community. Repli-
cating SDA approaches in such heterogeneous data could increase complexity
as there can be many histogram features to handle. Given the identical nature
of histogram structure across observations, one may treat each bin in a his-
togram as if it were an independent numeric feature. This, however, ignores
the meta-information that the bins are actually a part of a whole. The bins of
a given histogram can have dependencies that may be informative, but easily
overlooked when treated individually. Therefore, at the start of this study, it
was hypothesized that such dependencies may be beneficial. A histogram fea-
ture as a whole therefore needs to be treated specially, while training machine
learning methods on such histogram data. There is a lack of understanding
about how to train machine learning models from a dataset that has many fea-
tures in histogram format.

The research problem of handling histogram features could be addressed
in various ways. For example, feature transformation could be performed,
where a histogram feature is transformed into new simpler variables[33] that
describe it and still retain much of the information. A simple mean and stan-
dard deviation can be obtained, for example, by considering the histogram as
a probability distribution. Such transformations can be part of data represen-
tation techniques. Although, data representation techniques can be pursued,
information loss is to be expected. A histogram itself is the aggregation of an
implicit variable, and another change in representation might result in further
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information loss. On the other hand, there could be a possibility for some ma-
chine learning algorithms to be trained on histogram data by performing simple
changes in the algorithms. This thesis has adopted this approach, however, it
is not feasible in general to consider all of the possible machine learning al-
gorithms, and therefore only tree-based learning algorithms were selected for
this study. This particular selection was made because the models obtained
using tree-based methods are intuitive and also easy to understand from an
interpretability point of view.

Single decision trees[34; 35] are easy to understand but they usually have
low predictive performance. Single decision trees usually have high variance.
Therefore, a large number of diverse decision trees are usually assembled to
give a more robust model, such as in a random forest[36]. Random forests
are shown to perform on a par with state-of-the art methods such as SVM and
neural networks[37]. Randomization is incorporated in the random forest al-
gorithm by growing several diverse trees. Each tree is grown from randomly
generated bootstrap samples from the original training set. During the tree in-
duction process, only a small subset of randomly selected features variables are
evaluated for a node split. The algorithm can also inherently estimate which
feature variables were important during the learning process. Further details on
decision tree induction and random forest algorithms are explained in Chapter
2.

From an application point of view, an accurate data-driven prognostic model
for heavy-duty trucks using their operational history has been in demand[11;
12; 19; 38] and an active field of research. Operational data of large fleet of
trucks has many features represented as histograms. Therefore, this thesis also
looks into building a prognostic model for heavy-duty trucks by training an
adapted random forest algorithm on operational data. Data preparation is a
significant part of building such prognostic model, which has therefore been
explained in detail in this thesis. In order to understand what caused the failure
as predicted by the prognostic model, it is important to know on what basis
the model made that prediction. Such knowledge could be useful to prevent
similar failures in the future in other trucks as well. Predictions made by ran-
dom forest models are usually difficult to understand, therefore, this thesis also
explores into making such predictions more understandable.

1.4 Research Question

The overarching research question for this dissertation, derived from the prob-
lem outlined above, is as follows:
How can the random forest algorithm be improved to learn more effectively
from histogram data, and how can the resulting models be interpreted?
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The standard random forest model is obtained from histogram data by indi-
vidually considering each histogram bin as if it was a numeric feature variable.
Evaluation of whether the adapted algorithm has improved over its standard
counterpart is done by comparing the predictive performance of the trained
models. In an attempt to answer the research question, the following objec-
tives have been set:

1. Adapt the standard decision tree algorithm to handle histogram features.

2. Implement random forests for histogram features using adapted decision
trees.

3. Investigate the applicability of the adapted algorithms to a real life prob-
lems in a domain of heavy duty trucks.

4. Investigate the interpretability of both, the standard and the adapted ran-
dom forest models.

1.5 Contributions

The adaptation of a standard approach of inducing a binary decision tree[34;
35] and a random forest[36] has been investigated in this thesis, comparing the
adapted algorithms to the standard algorithm while learning from data that has
one or more histogram features. The major contribution of this doctoral thesis
is based on six publications that are listed below. Papers I[22], II [39], and
IV[40], mainly focus on algorithmic aspects while Papers III[20] and V[41]
focus on the application of the proposed approaches in the automotive domain.
Data-driven component failure prediction models are trained using the adapted
algorithms and are evaluated in Papers III, IV and V. Paper VI focuses on the
interpretability of the random forest model. In terms of research objectives,
Paper I and II address Objective 1 whereas Paper III, IV and V address Objec-
tives 2 and 3. Finally, Objective 4 is addressed in Paper VI. The contributions
of the papers are the following:

• PAPER I: Learning decision trees from histogram data
This paper investigates whether it is beneficial to use all the bins of a his-
togram variable simultaneously when splitting a tree node. For a given
histogram variable with m bins, all observations (instances) with this
histogram variable are considered as points in a m-dimensional space.
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The proposed algorithm searches for the best splitting hyperplane in this
multidimensional space such that the points belonging to the same class
lie towards the same side of the hyperplane in the best possible way. As
shown in the paper, the proposed algorithm performed better compared
to when bins are separately treated as independent numeric features, es-
pecially for the synthetically generated datasets.

• PAPER II: Learning decision trees from histogram data using multiple
subsets of bins
This paper extends the proposed algorithm in Paper I, addressing some
of its limitations. One of these has to do with handling large histograms
consisting of many bins, which are computationally heavy to handle in
the original algorithm. A sliding window method is introduced in the
paper, in which, many smaller subsets of consecutive bins are formed
and the evaluation of the node split is performed on these subsets. The
best splitting hyperplane for a given subset can be further refined by
using a simple readjustment technique proposed in the paper. The results
of the experimental evaluation of the proposed algorithm showed that the
new algorithm was able to train on large histograms with better results
compared to the original algorithm proposed in Paper I.

• PAPER III: Predicting NOx sensor failure in heavy duty trucks using
histogram-based random forests
This paper investigates random forest formed by the adapted decision
tree algorithm proposed in paper II. The adapted random forest was used
to train a data driven component (i.e. NOx Sensor) failure prediction for
heavy-duty trucks. The performance of the adapted random forest model
was compared to a standard random forest model where histogram bins
are treated individually. The proposed approach outperformed the stan-
dard approach in terms of area under ROC curve (AUC) measure.

• PAPER IV: Learning random forest from histogram data using split spe-
cific axis rotation
This paper extends to previous by investigating an approach where a
node split is evaluated on a new numeric feature obtained from the bins
that had to be evaluated simultaneously for the split. In this approach,
during split evaluation on group of bins, principal component analysis
(PCA) transformation is performed on the bins and the split is evaluated
on each principal components. The adapted random forest algorithm
was used to train a NOx sensor failure prediction model in heavy-duty
trucks. Although the proposed changes, using the PCA transformation
of histogram bins, performed as well as our previous approach, as pro-
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posed in Paper III, the same level of performance was achieved but with
fewer node splits on average.

• PAPER V: Adapted Random Survival Forest for Histograms to Analyze
NOx Sensor Failure in Heavy Trucks
This paper is an extension of the previous, in that it considers random
forests for histogram data in a survival setting. The standard random
survival forest is adapted to suit histogram features. The treatment of
histogram features is identical to the way they were treated in Paper IV,
using PCA. This paper also explains how a dataset suitable for a survival
setting was prepared for the analysis of NOx sensor failure in heavy duty
trucks. The proposed approach was compared with standard approach
and the results showed that the proposed approach performed better in
terms of error rate.

• PAPER VI: An Interactive Visual Tool Enhance Understanding of Ran-
dom Forest Prediction
This paper investigates into making standard random forest model in-
terpretable. An interactive visual tool was built that could help users
in understanding the predictions made by the model. A case study was
conducted in a large truck manufacturing company to evaluate whether
this tool can help users to understand the model predictions. Post-task
interviews were conducted with domain experts and the interview results
were summarized. The results suggested that the users found the func-
tionalities of the tool helpful to further understand the model prediction.
Ranking features based on how frequently and how close to a root node
they were used in the decision path in each decision trees helped users to
understand importance of all features specific to that prediction. Density
plot of a selected feature along with density plot for its threshold values
found in various tree nodes helped to understand sensitive values (i.e.
prediction probability could rapidly change) of the feature for that pre-
diction. Suggestions for optimal changes in the feature values in order
to change the original prediction to a desired class also helped users in
part to understand the reason for the prediction. Use of local surrogate
tree helped users in understanding the model prediction.

This thesis contributes to the field of data mining by extending our knowl-
edge of how classification algorithms, particularly decision trees and random
forests, can be improved to train them better on data that have features repre-
sented as histograms. The main author in the publications that form the basis
of this thesis has contributed to the majority of the work. The main research
work in all six publications, including exploring and designing the algorithms,
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preparing data, and conducting experiments, was carried out by the main au-
thor, however, the main author relied heavily on other authors for insightful
discussion and suggestions regarding the proposed methods. The other au-
thors in the publications also contributed to producing the final manuscripts.
The papers were submitted for publication after discussion, and with approval
from all the authors.

1.6 Disposition

The remaining chapters of this thesis have been arranged as follows. Chap-
ter 2 introduces the tree-based method, which is important for understanding
how standard decision trees and random forest algorithms work before propos-
ing the changes. Chapter 3 provides the background for understanding model
interpretability. Chapter 4 introduces the application domain of heavy-duty
truck operation. This chapter explains how being able to predict the impending
failure of important truck components is essential, presents a broad overview
of the various types of failure prediction methods, and finally describes how
the findings of this research are useful to this application domain. Chapter 5
presents the overall research methodology adopted in this thesis. The over-
arching philosophical assumptions, research strategy, evaluation method, and
performance evaluation metrics are presented in this chapter. The nature of the
real world data of a large fleet of heavy duty trucks is introduced in Chapter 6,
which describes how the training data was prepared and how the preprocessing
and cleansing steps were performed. The main research contributions of the
thesis are presented in Chapter 7, which summarizes the proposed changes in
the standard decision tree and random forest algorithms. It also presents results
from the NOx sensor failure prediction models. Chapter 8 describes the con-
tribution regarding model interpretability, specifically in helping to understand
the predictions made by random forest models. Finally, Chapter 9 concludes
the thesis with some suggestions for future work.
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2. Decision Trees and Random
Forests

This chapter provides a background for understanding the machine learning
algorithms considered in this thesis: standard decision trees, random forests
and random survival forest.

2.1 Prediction Models

Machine learning algorithms are used to build prediction models to look for
useful hidden patterns in a large set of historical data. Such learning algorithms
can be either supervised or unsupervised. In a supervised setting, each instance
(observation) in the dataset has input variables (X) and output variables (Y ).
The objective of a supervised learning algorithm is to approximate a function
f that maps input variables to output variables, such that Ŷ = f (x). If the
output variable (Y ) has a fixed number of categories such as "Pass" or "Fail",
the problem involves classification; however, if Y has numerical values, the
problem involves regression. The function f is adjusted such that it makes
fewer mistakes while predicting Y in the training data. In an unsupervised
setting, a dataset only has input variables (X) where the objective is to find
the underlying structure or distribution. The main focus of this thesis is on
classification problems, and thus on supervised classification algorithms.

2.2 Decision Tree Classifiers

In a decision tree[34; 35; 42] algorithm, the input space of feature vectors is re-
peatedly partitioned into disjoint subspaces to form a tree structure where each
subspace corresponds to a node in the tree. The algorithm repeatedly splits a
node into smaller child nodes, beginning from a root node that considers all
the training examples. A node split can result in multiple child nodes, but for
the sake of simplicity a binary split is considered in this thesis.

Decision trees are one of the most popular machine learning algorithms.
They are non-parametric. This gives the algorithm the flexibility to learn com-
plex concepts if it is given a sufficiently large number of training examples
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to train from. A decision tree algorithm supports heterogeneous input feature
vectors, thus making many real world data compatible with the algorithm. The
algorithm can also handle missing values efficiently, which is very common
in real world data. Furthermore, decision trees can be used as building blocks
for more robust state-of-the-art predictive models such as random forests, by
considering many of them together.

Decision tree induction is a top-down approach which begins at a root
node. When growing a tree, the objective for each node is to find the best split
to separate training examples in the node into child nodes with examples be-
longing to same class. A node is considered pure if all its training examples
belong to the same class. At each node, all feature variables are evaluated in
turn to find the best split. If a feature variable is categorical, with I categories,
then all possible 2I− 1 splits are evaluated. Similarly, if a feature variable is
numeric with K unique values, all possible K− 1 splits are evaluated. How-
ever, evaluating all K−1 splits could be computationally expensive usually for
large data. Therefore, simple heuristic that only evaluates split points between
classes can be used[43]. The tree induction is a recursive process that needs
some stopping criteria. Usually, the size of a node is used as the stopping crite-
rion, such that the recursion stops if the number of training examples in a node
drops below some pre-specified number. The node splitting process also stops
if a node is pure. The node splitting process in a decision tree algorithm is as
shown below.

1. Check all the stopping criteria to determine whether a node should be
split. If at least one of the criteria is met, stop splitting the node; else
continue to Step 2.

2. Consider all feature variables one at a time and find the best split, which
maximizes the splitting criterion.

3. Compare all the feature variables based on the best splits found in Step
2 and select the one with the overall best split.

4. Split the node using the feature variable selected in Step 3 and repeat the
whole process for the child node from Step 1.

When growing a tree, the main objective is to improve the purity (or de-
crease the impurity) of nodes after the split. This would eventually result in a
tree where nodes become purer as we traverse down from the root node. Con-
sider the simple binary split s of a node n. The simple expression to compute
a decrease in impurity Isplit obtained by the split is expressed as
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Figure 2.1: Decision tree model

Isplit(s,n) = In− NnR
Nn

InR− NnL
Nn

InL

where,
In =Impurity measure of a node n
InR =Impurity measure of a right child node
InL =Impurity measure of a left child node
Nn =Number of training examples in the node n
NnR =Number of training examples in the right child node
NnL =Number of training examples in the left child node

The most commonly used impurity measures for classification are Shan-
non Entropy and Gini index.

Ientropy(n) = ∑c∈Y p(c|n)log2 p(c|n)
Igini(n) = 1−∑c∈Y p(c|n)2

where, c represents a class category of the output feature variable Y and
p(c|n) is a probability estimate of class c in a node n. Entropy Ientropy is a
measure of the degree of uncertainty or randomness in a node. When entropy
is used as an impurity measure in a node split, the decrease in impurity ob-
tained from the split Isplit(s,n) is called the information gain. During the tree
induction process, the algorithm therefore looks for the node split that ensures
the greatest information gain.

Figure2.1 shows an example of a decision tree model that predicts whether
a patient is diabetic or not. At the root node, after all the feature variables are
evaluated for the split, Plasma Glucose is selected. The split gives the highest
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information gain if all the training examples (patients) are separated into two
child nodes based on whether their Plasma Glucose values are less or more
than the selected cutoff value of 123.5. The tree induction continues until a
stopping criteria is met. The resulting tree model is often easy to interpret. By
traversing down from the root node, many easy-to-understand disjoint condi-
tional rule sets can be extracted unless the tree is very large. When a prediction
has to be made for a previously unseen new test example, it is allowed to follow
one of the paths from the root node to a leaf node unless there are any miss-
ing values. Every leaf node in the tree has a class label assigned to it usually
based on the most frequently occurring class label in the training examples in
that node. For example, according to the tree model shown in Figure 2.1, any
patient with a Plasma Glucose value between 123.5 and 154.5 and Body Mass
Index more than 29.5 is predicted as diabetic. The logic behind the prediction
of a decision tree can therefore be easily traced.

2.3 Random Forest

Decision tree models in general have low bias and high variance. One way of
building a more robust model is by considering many diversely built decision
trees together in an ensemble, called a random forest[36] model. The diversity
of decision trees is expected to reduce variance without a significant increase
in bias. The random forest model has been shown to perform on a par with
many state-of-the-art machine learning algorithms, such as support vector ma-
chines (SVM) and neural networks[37]. Randomization is incorporated in the
random forest algorithm by growing several diverse trees. Each tree is grown
from randomly generated bootstrap samples from the original training set. A
bootstrap sample is obtained by randomly selecting examples from original
training set with replacement. At the end, predictions from each tree are ag-
gregated as simple average in case of regression and majority voting in case of
classification. This procedure of generating predictors from bootstrap samples
and aggregating the predictions is simply called bagging. Bagging unstable
predictors usually tend to improve their performance[44]. During the tree in-
duction process, only a small subset of randomly selected features variables
are evaluated for a node split. This enables a random forest algorithm to easily
handle thousands of input features. The algorithm can also inherently estimate
which features were important during the learning process. One simple ap-
proach to computing the feature importance score is randomly shuffling the
feature value and measuring how it affects the model’s performance[36]. Not
all training examples from the original training set are used to build a tree,
and such examples are called the out-of-bag (OOB) samples of that tree. The
algorithm can use OOB samples to evaluate a model’s performance without
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overestimating it.
A high-level description of a tree induction process in the random forest al-

gorithm is shown below. It assumes that the algorithm has n training examples
to train from. The training example has m feature variables, and N indepen-
dently built decision trees are considered in an ensemble for the random forest.

1. Select n training examples from original training data at random with
replacement.

2. At each tree node:

(a) Select a smaller subset (e.g.
√

m) of features at random from all m
possible features without replacement.

(b) Find the feature variable from among the selected subset in 2a that
splits the node in the best possible way.

(c) Use the feature variable selected in 2b to split the node into two
child nodes.

(d) For each child node, determine whether a stopping criterion is met
and repeat the process if a stopping criterion is not met.

The prediction for a new example is obtained by aggregating predictions
from all N trees. The popularity of random forest is due to its robust nature
and good predictive performance, however, interpretability has been an issue.
Random forest is not as easy to understand as a single decision tree. This
is because it aggregates predictions from many trees. Nevertheless, random
forest’s feature ranking based on importance score could be of some help.

2.4 Random Survival Forest

Survival analysis is the analysis of data involving times to some event of
interest[45]. For some individuals in survival data, event of interest are not ob-
served. Yet such individuals, called censored instances, should not be ignored.
Therefore, survival analysis needs special techniques. The random survival
forest[46; 47] is a machine learning algorithm to perform survival analysis. It
is an ensemble of many base survival trees[48; 48]. The algorithm differs from
its traditional classification and regression type in terms of node splitting pro-
cedure. A log-rank test[49] is used to evaluate the measure of between-node
heterogeneity while splitting the node at each tree. Each tree is grown from
bootstrap samples and terminal nodes are ensured to have at least one death
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(event of interest, which is a component breakdown in our case). A small sub-
set of candidate features is randomly selected for evaluating a node split. The
node is split using the feature that maximizes survival differences across child
nodes. Eventually, each terminal node in the tree becomes homogeneous with
individuals that have similar survival patterns. A cumulative hazard function
is then determined for the individuals at each terminal node[46].

Let τ be a set of terminal nodes in a tree. Let (T1,h,δ1,h), ...,(Tn(h),h,δn(h),h)
be the survival times and censoring indicator (right censored) for individuals
in a terminal node h ∈ τ . For individual i, δi,h = 0 or δi,h = 1 respectively in-
dicates censored or event occurred at Ti,h. Let, t1,h < t2,h < ... < tN(h),h be the
N(h) distinct event times. At time tl,h, if dl,h and Yl,h be the number of deaths
and individuals at risk respectively, the cumulative hazard function (CHF) us-
ing Nelson-Aalen estimator[50] for h is

Ĥh(t) = ∑tl,h≤t
dl,h
Yl,h

For an individual i with feature variables xi that ends up in terminal node h,
the CHF estimate is

H(t|xi) = Ĥh(t)

An ensemble cumulative hazard estimate He(t|xi) of an individual i at any
given time t is calculated by averaging CHF estimates from all trees. This
hazard estimate can then be converted into survival function as e−He(t|xi).
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3. Model Interpretability

This chapter provides some background on the interpretability of machine
learning models.

3.1 Why Interpretable Models?

Advances in machine learning methods have resulted in the widespread adop-
tion of machine learning models in various domains, such as healthcare, the
criminal justice system, finance, the military and many more[51]. With the
aid of machine learning models in decision making, it has become important
for users to understand and reason for the assistance provided by such models.
Therefore, interest in model interpretability has recently been increasing. The
terms "interpretability" and "explainability" are sometimes used interchange-
ably, however, an explanation should be considered a means to achieve inter-
pretability. An explanation usually relates the feature values of an instance be-
ing predicted to its model prediction in a humanly understandable way. An ex-
planation for a prediction is usually requested when the prediction contradicts
what is usually expected or when there are inconsistencies between expecta-
tion and reality or when it is very important that the prediction is well founded.
In many domains, including health and finance, the training data may contain
human biases and prejudices. The learned models on such data may inherit
human biases, leading to unfair decisions[52]. In order to avoid ethical pit-
falls when relying on these trained models, it is very important to understand
why the model makes certain predictions. Model interpretability is of utmost
importance, not only regarding moral and ethical concerns, but also with re-
gard to personal safety in various safety-critical industries, such as self-driving
cars, robotic assistance and personalized medicine. A model might be acciden-
tally making wrong decisions learned from spurious correlations in the training
data. In addition to building the most accurate models, making such models
interpretable is also a current topic of interest. The European Parliament has
adopted the General Data Protection Regulation (GDPR)1, which introduced
the right for citizens to demand explanations of decisions made by automated
decision makers on their behalf. This regulation has further strengthened the

1https://gdpr-info.eu/
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need to make models interpretable. Many important decisions previously made
by humans are now being made by algorithms, whose accountability and le-
gal standards are still not well defined. In general, model interpretability is
necessary to ensure fairness in decisions taken, ensure privacy by protecting
sensitive information and to build trust in machine learning models.

3.2 Dimensions of Model Interpretability

The interpretation of complex black-box models can be performed in various
dimensions, which can be associated with the transparency and functionality
of a trained model[52], whether to explain the whole model (global approach)
or a single prediction (local approach)[53], or how closely the interpretation
is associated with the learned model in terms of whether the explanation is
model-agnostic or model-specific[51]. Explanations are separated from the
model in model-agnostic approaches, which makes them flexible enough to be
used on top of any machine learning models. Model specific approaches are
closely coupled with the learning algorithm that is used to train the model.In
short, there are many ways in which the interpretation of machine learning
models can be studied.

3.3 Interpreting Black-box Models

Simple models such as linear regression and decision trees are interpretable
to some degree[53], so interpretability in machine learning domain often con-
cerns relatively complex black-box models. As explained earlier, there are
various dimensions in which to categorize approaches to making machine
learning models interpretable; we follow a rather generic model-agnostic and
model-specific[51] means to categorize relevant work on interpreting black-
box models. For a model-specific approach, we will consider only approaches
to interpreting random forest model.

3.3.1 Model-agnostic approaches

Model-agnostic approaches can be used in addition to machine learning mod-
els as a post-prediction method. Many methods can be used to understand a
trained model. A partial dependence plot (PDP)[54] can be used to show the
marginal effect that one or two features have on predicted outcome. Partial de-
pendence plots are intuitive, but are limited to only two features at maximum.
They also assume the independence of the features being examined from all
other features, which is not very realistic. Individual condition expectation
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(ICE)[55] plots are similar to PDP but specific to individual instances. Ac-
cumulated local effects (ALE)[56] plots are an unbiased alternative to PDP,
which assumes only data points close to a certain interval value of the fea-
ture, but it can be difficult to find the right number of intervals to consider.
Features can involve interactions in real world problems, and such interaction
makes it difficult to explain the prediction as a sum of the effects of features.
H-statistics[57] can be used to measure how much of the variation of the pre-
diction depends on the interaction of the features. H-statistics can show the
strength of interaction but not what the interaction looks like. How important
a particular feature is can also be computed by simply shuffling its value and
observing how the model error changes. The feature is considered important
if the shuffling increases the model error[36; 58]. The importance measure
automatically takes into account all interactions with other features, however,
the presence of correlated features can bias the importance score, which tends
to underestimate the importance of the feature[53].

Sometimes, easy to interpret models can be trained to approximate the
predictions of a complex black-box model. Such models are called surrogate
models[53]. Usually, models that are easy to interpret, such as decision trees
and simple linear models are used as surrogate models. It has to be noted that
the surrogate model draws conclusions about the black-box model but not the
data, as it never sees the true outcomes. Surrogate models are sometimes used
to explain individual predictions of black-box models. Such models are called
local surrogate models and focuses on explaining individual prediction. Local
interpretable model-agnostic explanation (LIME)[59] is a popular implemen-
tation of local surrogate models. It generates a new dataset by pertubring the
sample and taking the corresponding predictions by the black box model. An
interpretable model is trained on a new dataset weighted by the proximity of
the sampled instances to the instance of interest. Instead of using surrogate
model for interpretation, the resulting explanations can be expressed as easy-
to-understand IF-THEN rules, called anchors[60]. Anchors include the notion
of coverage which states whether the rules can be applied to other previously
unseen instances[53].

3.3.2 Model-specific approaches: Random Forest model

Interpretability approaches are sometimes specific to machine learning mod-
els where the explanations are tied closely to the learning algorithm and its
parameters. Interpretability approaches to random forest[36] models are ex-
plained here in brief. Variable (feature) importance introduced by Breiman[36]
is an initial step towards interpreting such opaque model. The importance of
a feature is calculated by measuring the effect of permuting it on predictive
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performance.
Deng et. al has proposed the inTree (Interpretable Tree) framework that

can be used to interpret random forest model. The framework can extract all
the rules (paths in the trees), prune the irrelevant and redundant rules, discover
frequent rules and finally summarize rules into a learner that can be used for
making predictions for new data. By considering each rule as an itemset, as-
sociation rule mining is performed to extract frequent rules.

Interpreting random forest models using a feature contribution method pro-
posed by Anna Palczewska et al.[61] is another relevant approach in this di-
rection. Very similar to variable importance, in [23], they try to explain the
relationship between feature variables and outputs. They look into how each
feature affects the prediction of an individual instance. The feature contribu-
tion procedure for a given instance involves two steps: first, the calculation of
local increments of feature contributions for each tree; and second, the aggre-
gation of feature contributions over the forest. A local increment for a feature
represents a change of the probability of being in a particular class C between
the child node and its parent node, provided by the feature that is used to split
the parent node. The contribution made by a feature in a tree to an instance is
the sum of all local increments along the path followed by that instance, and
its contribution over the forest is then averaged over all the trees in the forest.
For each given instance, feature contributions are class-specific.

Tolomei et al.[62] implemented an actionable feature tweaking approach
for the individual prediction of a random forest model, which suggests changes
in some features of the instance being considered that enable the model to
change the original prediction. The proposed technique exploits the inter-
nal structure of a tree-based ensemble classifier to offer recommendations for
transforming true negative instances into positively predicted ones. The pro-
posed algorithm first selects all the base trees that predict a given test instance
as a negative class. In these trees, all the paths that lead the instance to leaf
nodes that predict them as a positive class are extracted. For each path, based
on the test conditions (variable-value pair) at each intermediate node, the algo-
rithm tries to adjust the value of corresponding feature variable of the instance
so that it follows that path. The adjustment that changes the overall forest pre-
diction to a positive class with minimal changes in the original feature values
of the test instance is obtained and presented as a suggestion. This can be seen
as an alternative way of explaining a prediction; rather than saying why a par-
ticular prediction was made, it provides an explanation of what should be done
to get the desired prediction. Explaining how to change a prediction can help
the user understand what the model considers locally important. Since the al-
gorithm depends on searching through all the paths in the trees, an exhaustive
search can be resource intensive if the forest has many trees and the trees are
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relatively bushy and deep.

3.4 Evaluation of Interpretability

Interpretability is a fuzzy term in the machine learning domain, which makes
it difficult to measure, however, there have been some initial efforts by Doshi-
Velez and Kim[63] who has proposed three main levels to evaluate interpretabil-
ity.

• Application level: Wrap the interpretation method inside a tool and have
it tested by the end users, who are domain experts. A baseline for this
approach is how well the end user would be able to explain the same
decision.

• Human level: This is similar to application level but the evaluation is
carried out by laypersons instead of domain experts, allowing for more
end users as testers.

• Function level: This level of evaluation does not require humans. The
measure of some factors using the explanation approach is used as a
measure of interpretability, such as the depth of a tree if a surrogate tree
is used for explanation. Shorter trees result in better scores.
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4. Prognostics in Heavy Duty
Trucks

This chapter introduces the application domain of heavy-duty truck operation
and goes on to explain how the findings of the research could help address
some of the practical problems in the domain.

4.1 Data Mining Scope

Data mining and machine learning applications are being widely adopted in
various domains, and the automotive industry is no different. Modern day au-
tomobiles, and heavy-duty trucks in particular, have largely evolved into com-
plex mechatronic units. They have many built-in sensors and electronic units
that monitor and record operational history and ambient details. Various data
mining methods can be applied to these data to discover hidden patterns that
can be used to improve operational efficiency and longevity, among various
other things[12].

4.2 Vehicle Maintenance Services

In the automotive domain, and transport services in particular, ensuring the
availability of vehicles is of paramount importance. Any unexpected break-
down of vehicles during delivery must be avoided, as such vehicle off-road
situations can result in huge business loss and even lead to life-threatening ac-
cidents at times[12]. In order to avoid such mishaps and ensure smooth opera-
tions, vehicles need to be inspected regularly. In the truck industry, the focus
has therefore been not just on selling trucks but also on selling transport ser-
vice solutions. Vehicle maintenance services guarantee customers uptime[64],
by requiring them to pay only for the service without having to take full own-
ership. Truck manufacturers as service providers can also benefit from such an
arrangement in terms of the knowledge and experience they gain from many
previous faulty cases[19] and the data they collect.
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4.3 Vehicle Maintenance Strategies

In general, there are two main vehicle maintenance strategies based on whether
maintenance is done before or after a failure. If maintenance has to be done
after the actual failure has occurred, it is called corrective maintenance. Such
maintenance usually tends to be relatively expensive which also depends on
the business case. The other kind of maintenance strategy involves actions to
be taken before any major failure actually occurs. Such maintenance could be
either preventive or predictive. In preventive maintenance, vehicles are sup-
posed to visit the workshop for inspection on pre-specified schedules. These
schedules are usually based on factors such as time, mileage, engine hours and
fuel consumed. Preventive maintenance does not, however, take into account
the actual condition of vehicles, which sometimes leads to unnecessary work-
shop visits. Predictive maintenance[65], also called condition based mainte-
nance (CBM)[66], addresses this problem by making maintenance schedules
more flexible by considering the current health of a vehicle and other factors
such as business cases[67]. In order to estimate the overall status of a truck,
it is important to accurately estimate the current health status of its compo-
nents. In recent years, predictive maintenance has received much attention,
so much so that that it has evolved into the separate discipline of prognostics
and health management (PHM)[68; 69]. PHM specializes in using information
about equipment usage in the past and present to assess its health and predict
its remaining useful life (RUL).

4.4 Prognostic Approaches

Prognosis deals with being able to accurately predict failures in the future.
There are two popular approaches to performing prognostics, the model based
approach and the data-driven approach. In the model-based approach, such as
[14; 15], a model based on knowledge from first principle and known physical
laws is designed to monitor the continuous degradation of a component which
helps to predict its remaining useful life[70; 71]. This approach usually de-
livers better predictions but often demands extensive prior domain knowledge.
A data-driven approach [18] relies on prediction models built by training ma-
chine learning methods on historical data. Unlike the model-based approach,
this approach typically does not require the extensive involvement of domain
experts. Sometimes, a mix of both approaches is also used, such as in [72]. The
focus of the research in this thesis is the data-driven approach as it does not re-
quire extensive domain expertise and the model building approach is more or
less generic for various components. Such flexibilities help to keep the cost
down while building and evaluating models.
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Although data-driven approaches to the prognostics of vehicles are popu-
lar [18], not many take into account the historical data related to their operation
that are logged from vehicles over time [11; 38]. A modern day vehicle, and
a heavy-duty truck in particular, has many sensors and actuators that contin-
uously keep track of its operation and the environment in which it operates.
These data are stored onboard and usually retrieved when the truck visits an
authorized workshop. Data mining techniques and machine learning methods
can be used on the data gathered from a large fleet of trucks to discover patterns
indicative of failures. Currently, the vehicle industry largely relies on expert
knowledge for diagnosis and prognosis. This approach is expensive, however,
difficult to scale up [67]. Automated learning using data mining techniques on
vehicle logged data could thus prove to be a better alternative.

4.5 Failure Prediction Model

The operational data in most heavy-trucks are stored onboard and extracted
only when they visit authorized workshops. Storage space onboard a truck
is usually expensive, which is why the readings from sensors as continuous
data streams are often aggregated. Such aggregation causes information loss
to various degrees, such as sudden changes in actual readings that could be in-
dicative of failures [19]. Despite many efforts to build better failure prediction
models from such aggregated data, such as in [11; 38], clear improvements
have not been achieved. There are still many practical problems that need to
be addressed. For instance, operational data stored onboard are aggregated
as histograms. Each histogram bin has a frequency count that corresponds to
how long the vehicle has operated under the conditions described by that bin.
Taking into account the loss of information resulting from aggregation, one of
the challenges is to build an effective prediction model by utilizing the infor-
mation that has been retained. There are also various other domain-specific
challenges. One challenge is to prepare a dataset to train a machine learning
algorithm. For example, most trucks have different configurations based on
when and where they were manufactured. This results in only small fraction
of trucks with common operational feature variables. This often results in a
sparse dataset when a large fleet of trucks is considered.

Data-driven failure prediction models in heavy-duty trucks are highly de-
sirable, however, there are still some challenges. The research in this thesis
intends to address these challenges, and one in particular. The main focus of
the research is investigating how machine learning algorithms, and tree-based
methods in particular, can be trained to obtain better models from data that
has some feature variables represented as histograms. Knowing how to handle
complex structures such as histograms in training data can help build better
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failure prediction models. As a bridge between theory and practice, the appli-
cation and evaluation of various ways of handling histograms is undertaken by
building failure prediction models for heavy-duty trucks.
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5. Methodology

Research methodologies are processes or courses of actions that guide the
overall research and ensure the quality of the result. This chapter presents
the philosophical assumption underlying this thesis and describes the adopted
methodology.

5.1 Philosophical Assumption

The philosophical standpoint for this research is positivist in nature. In a posi-
tivist world-view, knowledge is acquired from empirical investigation through
observations and experiments. The reality is objective, and independent of
the observer and instruments[73]. The researcher believes that science deals
with objective approaches that result in quantifiable observations that can be
statistically analyzed[74].

5.2 Method Selection

The selection of appropriate methods to guide the overall research process
loosely follows the framework by Håkansson [1], a portal of research methods
and methodologies that is shown in Figure 5.1. Under the positivist paradigm,
an experimental research method is deployed. The consequence of adjusting
the input parameters on an output variable is observed and documented [75].
This is done in a controlled environment in order to understand the causal re-
lationship between the input and output variables. In our research, the input
parameter could be various techniques deployed to handle histogram feature
variables, and the output variable could be a measure of how well the resulting
model performs on test data. Quantifiable metrics are used to measure perfor-
mances so that comparisons can be made. The research question in the the-
sis is mainly focused on improving machine learning methods, the tree based
method in particular, to create a better performing model from histogram data.
The performance of the model obtained by using the proposed changes in a
machine learning method is compared with a model trained using the standard
method. The research approach used to draw conclusions is deductive in na-
ture, as in many data mining and machine learning studies. The experimental
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Figure 5.1: The portal of research methods recreated after[1]

research strategy is used as the guideline for carrying out the research. It in-
volves control over all factors that may affect the results of an experiment. Ex-
periments are conducted on multiple datasets. Details of how the experiments
were designed and quality assurance regarding reliability and replicability are
discussed further in the following section. An overview of the overall research
study is shown in Figure 5.2.

5.3 Experiment Design

Experiments should be designed to ensure a controlled environment where
only some factors can be manually manipulated and the resulting changes in
outcome can be measured [75]. Usually, in machine learning experiments, the
choice of algorithm and its parameters are the factors that are manipulated and
the resulting change in outcome is measured in terms of performance met-
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rics such as accuracy. In this thesis, popular decision tree and random forest
algorithms are adapted with the purpose of facilitating the training of these
algorithms on histogram data to build better prediction models. The factors
being manipulated are therefore the changes proposed in the standard tree-
based learning methods. The experiment design should objectively enable the
researcher to determine whether the proposed changes really allow the tree-
based methods to learn better models from histogram data.

The quality of research findings in a scientific study is only as good as how
well the research method was applied. The applied research method should
ensure reproducibility, reliability, and generalizability. In order to ensure re-
producibility of the experiments in this thesis, the proposed new techniques are
well explained and algorithmic blueprints are also provided. Details of all se-
tups for experimental evaluations are explained in great length. The real world
dataset consisting of the operational profiles of heavy-duty trucks is confiden-
tial and cannot be accessed by the public. Synthetic datasets were therefore
created to loosely mimic the real world data and made publicly available in
order to ensure reproducibility. This also helped as evidence to show that the
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proposed algorithm actually worked, since ground truth is known beforehand
in such synthetically generated data. Details of how the synthetic data were
generated are presented in Papers I and II.

In order to ensure reliability, experiments are usually repeated with mul-
tiple datasets. This also ensures that the results are valid not only for a spe-
cific set of problems but can be generalized. Reliability is interrelated with
generalizability. In this thesis, the main focus is on learning efficient models
from a dataset that has multiple histogram feature variables, however, datasets
with histogram feature variables are not frequently available in public domains.
Handling complex data types such as histograms in the machine learning field
is a new domain in itself, thereby limiting the availability of such data to the
public. Nevertheless, in our studies, two synthetic datasets along with real
world data from heavy-duty trucks and two publicly available datasets were
used for experiments, which should allow for drawing conclusions. Histogram
data may not be available in public domains but such data do exist, usually
in domains where large data needs summarization. The data from the heavy-
duty trucks, the application domain considered in this thesis, is a case in point.
The data from a large fleet of trucks considered in the study are proprietary in
nature, belonging to a truck manufacturing company, Scania AB1 in Sweden.

For reliable results, the performance of trained models is measured on new
data that were not used for training. Evaluating the performance of a model
on the same training data typically overestimates its performance. The model
seems to perform very well but will actually fail to do so on new data. Training
a model and testing its performance are therefore normally done on separate
datasets. Usually, a given dataset is split into a training and test set. However,
in order to use all the examples in a dataset for both training and testing, an al-
ternative technique called k-fold cross-validation [76] is used, where the given
dataset is first split into k non-overlapping chunks and the kth chunk is left aside
for testing while training the model on the rest. The process of training and
testing is repeated k times for different folds and finally the performance mea-
sures over all the folds are aggregated. In our study, the value of k is usually
set to 5 or 10 folds.

In this thesis, proposed changes of the tree-based learning algorithms were
implemented in the R programming language2 which is developed in an open-
source GNU project. It provides an environment for data manipulation, calcu-
lation, and graphical display. The adaptation and implementation of the pro-
posed algorithm and the whole processes of experimentation, including data
generation and preprocessing were performed in the R programming environ-
ment. The standard R packages rpart, tree, randomForest, randomForestSRC

1https://www.scania.com/world/
2https://www.r-project.org/
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were frequently used to train standard decision tree and random forest models
when needed.

5.3.1 Evaluation Metric

Well-specified metrics should be used to compare the performance of trained
models. Some of the most commonly used evaluation metrics are accuracy,
Area under receiver operating characteristic curve (AUC) [77], precision, re-
call, and F1-score. In our study, we have, however, considered only the accu-
racy and AUC metrics.

Accuracy

Accuracy is one of the most commonly used evaluation metrics, and is very
intuitive and easy to understand. It gives the ratio of all correct predictions
over all predictions including both correct and incorrect. The error rate or
misclassification rate are sometimes used as its alternative.

Area under receiver operating curve (AUC)

Accuracy might be an easily used metric but it can be misleading at times. For
example, in cases where a dataset has a very skewed class distribution, a use-
less model that always predicts a majority class would still seem to be highly
accurate, thereby giving a wrong impression of the model. Other metrics more
immune to such skewed class distribution are thus needed. AUC [78; 79] is
one such metric. This metric originated in signal detection theory. For a given
model, AUC represents the probability that a true positive instance is ranked
above a true negative instance. Ranking can be done in many ways. Usually,
the model predicted probability of an instance belonging to a positive class is
used for ranking. The value of AUC ranges from 0 to 1. A perfect model has
an AUC value of 1 and it perfectly ranks all positive instances above negative
instances. A model with an AUC value of 0.5 is no better than a random model
that assigns class labels at random. In this thesis, the R package ROCR was
used to compute the AUC of a trained model.

5.4 Quantitative and Qualitative Methods

Five out of the six publications included in this thesis employ experimental re-
search methods, however, the sixth publication, which addresses interpretabil-
ity, deviates from the others by not considering a quantitative method. In-
terpretability is difficult to quantify, which is why the qualitative approach
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seemed to suit better in that case. The objective was to make the prediction
made by random forest model, which in general is difficult to understand,
more understandable, and especially the logic behind how the prediction was
reached. An interactive visual tool was devised that can be used to further
explore individual prediction made by a random forest model. Various dy-
namic plots and graphs are used to enhance understanding of such prediction.
However, in order to evaluate the performance of this tool, a case study was
conducted in a truck manufacturing company. Post-task interviews were con-
ducted with participants from the company, after they had used the tool. Narra-
tives from the interviews were summarized to understand their general points,
their eventual attitude toward the tool, and suggestions about how the tool
could be improved to make them more useful.

5.5 Ethical Consideration

Ethical issue that had to be considered in this thesis was the proper handling
of the data provided by the truck manufacturing company, Scania AB. The
data is proprietary and must be kept confidential. A confidentiality agreement
was signed before accessing the data. The data repository was on the premises
of the company and only a small portion of the data could be downloaded
for experimental purposes on the company premises using a laptop computer
provided by the company. The data gathering, preprocessing and cleansing
was done on a machine provided by the company. Feature variables in the
dataset were renamed for confidentiality purposes.

The other part of confidentiality in the thesis involved maintaining the
anonymity of the interviewees from the company who participated in the post-
task interviews conducted to evaluate the tool that was developed. The names
and designations of all the interviewees were kept anonymous. All the par-
ticipants were well informed about the purpose of the interview, which they
approved by signing a consent form before the interview. Transcripts of the
interview and audio recordings are all kept safely.

This thesis is mainly focused on algorithms, with only small involvement
by humans. The findings of our research mainly concerns better ways to train
prediction models from histogram data. The research also looks into how to
make the predictions of such models more understandable to human users.
One of the effects of our findings could be its use in a real life scenario to
build prediction models, where the model fails to make a good prediction.
The wrong model prediction can have an impact at different levels, depending
upon the domain in which it is used. If it is used in the automobile domain to
predict failures, any wrong prediction could lead to life threatening accidents.
Similarly, if it is used in the medical domain, any wrong prediction could lead
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to life threatening mishaps.

5.6 Alternative Research Method

This thesis followed an experimental research method. The closest alterna-
tive method would have been the design science method. The design science
method is used for solving practical problems. It involves explicating a prob-
lem, designing an artifact to address the problem and finally demonstrating
and evaluating the artifact [80]. The research problem in this thesis was origi-
nally motivated by a practical problem encountered in the automotive domain.
The application domain had data involving histograms as feature variables.
There is limited knowledge about learning algorithms applicable to such data.
As a solution to this problem, a family of learning algorithms was selected,
including decision trees and random forest algorithms. Changes in these al-
gorithms were proposed that would enable them to train better models from
histogram data. The proposed changes were implemented in the algorithm,
which would correspond to the artifact design. The performance evaluation
for the changed algorithm involved conducting empirical investigations using
experiments, which corresponds to the artefact demonstration and evaluation
phase in the design science method. However, the main focus of the research
is not on creating an entirely new algorithm, but adapting existing standard
algorithms with slight modifications. The experimental research method was
thus chosen instead. A small portion of the thesis involves interpreting model
prediction. A web-based interactive visual tool was designed and built to help
users to understand the random forest model prediction. The major part of the
thesis aligns perfectly with an experimental approach, however, and thus it was
chosen.
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6. Data Preparation

This chapter provides details on how real world data from a large fleet of
heavy-duty trucks was assembled, cleansed and prepared. The research mainly
focuses on predicting the failure of one specific component in a heavy-duty
truck, the NOx sensor. This chapter limits itself to explaining the data prepa-
ration for the NOx sensor failure prediction. The data generation is relatively
generic, however, and therefore the same procedure can be used to generate
data for any other component of choice.

6.1 NOx Sensor

The NOx sensor [81–83] is one of the most important components in a truck,
and is very fragile at the same time. Once broken, it cannot be repaired but
needs to be replaced, which is relatively expensive. NOx sensors are usually
placed in an exhaust pipe that has to endure extreme heat. They measure the
concentration of oxides of nitrogen present in the exhaust gas produced when
fuel is burned. Oxides of nitrogen are atmospheric pollutants, and therefore
exhaust gas must be treated before it is released into the atmosphere. There is
a strict legal obligation to keep the level of such NOx content in exhaust gas
below an acceptable margin. The NOx treatment system in a truck should thus
always be in a working condition and the NOx sensor is an integral part of this
system.

6.2 Operational Data

The data used in this study were all extracted from heavy-duty trucks built by
Scania AB. Scania is a large truck manufacturing company in Sweden. Scania
allows its customers to choose from many different modules when assembling
a truck. This allows customers to build a truck that suits the purpose for which
it will be used. This results in trucks with large variation in terms of their
configuration, which eventually leads to variation in the data collected from
these trucks. The variations could involve not only the feature variables that are
used but also what feature variables are available. Variation in data also results
from different batches of trucks. The latest batches have new sensors and
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updated software in their electronic control units (ECU), leading to new feature
variables or newer versions of the same old feature variables. Therefore, when
data is collected from a large fleet of trucks, sparsity can be expected.

The operational profile and ambient details of a truck is logged on the
ECUs onboard. This information is extracted whenever the truck visits an
authorized workshop. The extracted details are stored in a central database
with a timestamp. Each extract is referred to as a snapshot. A snapshot has
many operational feature variables, most of which are histograms. A truck
usually has multiple snapshot entries in the database for every time it visits the
workshop, however, the number of snapshots per truck varies and the intervals
between two consecutive visits are not uniform.

6.3 Truck Selection

Trucks manufactured within the period from 2008 to 2013 were considered
for the studies in this thesis. Only trucks built for long haulage purposes were
considered in order to ensure a homogeneous fleet of trucks in the training
data. The training data should consist of trucks that had reported NOx sensor
failure at some point in time and also those with no failure issues so far. Most
of the trucks have specific warranty periods. Any component failure during
this period can be claimed for. Trucks that suffered NOx sensor failure can
be extracted from warranty claim records. Workshops also keep records of
which components in the truck were replaced. This workshop order history
information can be used to identify trucks whose NOx sensors were replaced.
These selected trucks are finally selected as positive examples in the training
data if they also have at least one snapshot in the database. All remaining
trucks that are not included in warranty claims and workshop order history
records are selected as negative examples if they also happen to have at least
one snapshot 30 days after delivery. The process of selecting trucks as positive
and negative examples is depicted in Figure 6.1.

6.4 Snapshot Selection

Selected trucks usually have multiple snapshots. Most of the operational fea-
ture variables in a snapshot are histograms. Frequency counts in bins of his-
tograms in consecutive snapshots are cumulative in nature. The frequency
count in a bin corresponds to the length of time the truck has operated under
the condition described by the bin. For example, if ambient temperature is rep-
resented as a histogram in a snapshot, one of the bins could be describing how
long (frequency count) the truck had operated when the ambient temperature
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Figure 6.1: Selecting trucks for analysis

was between zero and ten degree Celsius. For simplicity, we aim to select the
most informative snapshot for each truck. Usually, the most recent snapshot
carries more information, however, in faulty cases, a snapshot extracted just
before the breakdown tends to contain information relevant to the failure. Such
snapshots are therefore selected. In most of the failure cases, the exact day of
failure is not known and therefore the repair date or date of the truck’s arrival at
the workshop was used as approximate failure date. In order to avoid selecting
any snapshot taken after actual breakdown, we used a safety margin of at least
seven days. This means that any selected snapshot should have been extracted
at least seven days before the approximate breakdown date. This setup also
helps to generate a dataset that can later train a model that can predict failures
with respect to a certain future horizon. Some trucks have experienced mul-
tiple failures of the NOx sensor. In such cases, for simplicity, only the first
failure was considered. For trucks with no recorded failures, the snapshot sec-
ond from the last was selected. In order to avoid selecting a snapshot taken
at a very early stage of a truck’s life, the selected snapshot should have been
extracted at least after 30 days of its delivery. The snapshot selection process
for a trucks is shown in Figure 6.2

6.5 Selected Features

Each snapshot consists of many different features. Features that seemed rele-
vant to the NOx breakdown were chosen after consulting with domain experts
from the truck manufacturing company. The technical specifications of trucks
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Figure 6.2: Selecting best snapshot for analysis

were also used as additional features. Some features have multiple versions,
and some trucks use one while others use the other. We decided to follow the
version used by most trucks and removed the trucks that had missing values
for this selected version. By filtering out trucks with missing values for the
selected features, we expect to have very similarly built trucks in the dataset.
The final dataset had 16,980 trucks in total, of which 951 had suffered NOx
sensor failure. The features selected in the dataset are as below.

Categorical Features
Chassis (4 categories)
Engine Stroke Volume (3 categories)
Engine Type (16 categories)
Power (9 categories)

Numerical Features
Age
Weight

Histogram Features
Ambient Temperature (10 bins)
Atmospheric Pressure (10 bins)

38



Boostair Pressure (10 bins)
Coolant Temperature (10 bins)
Fuel Consumption Speed Volume (20 bins)
Fuel Temperature (10 bins)
Inlet Air Temperature (10 bins)
Vehicle Speed (10 bins)

2D Histogram Feature
Engine Load Matrix (Engine Load Percentage (11 bins) × RPM (12 bins) =
132 cells)

6.6 Derived Features

In addition to some selected original features, some new features were created,
such as RUL (remaining useful life), which is derived by subtracting the se-
lected snapshot extracted date from the reported NOx sensor breakdown date.
Other ways of deriving new features are further explained below.

6.6.1 Mean and Standard Deviation

When histogram feature variables are normalized across bins such that they
sum to 1, they can be roughly treated as a probability distribution. Assuming
that the distribution roughly follows a normal distribution, the mean and stan-
dard deviation can be calculated. These two parameters can then be used as
additional feature variables that carry information about the histogram.

6.6.2 Summarizing information from multiple snapshots

Each truck has multiple snapshots but only one snapshot was selected in the
dataset, while discarding all previous ones. The temporal aspect of previous
snapshots could include some useful information about how the truck was used
until the date when the selected snapshot was extracted. Operational features
are usually histograms, and these histograms are cumulative along snapshots.
For each bin, the rate at which its frequency count increases between two con-
secutive snapshots can be computed. This is done for all possible consecutive
pairs of snapshots and finally all the values are aggregated. A new feature
is derived for each bin of a histogram feature. Two types of aggregation are
considered: simple averaging and weighted averaging. Weighted averaging
assigns more weights to snapshots close to breakdown point. An additional
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222 new features were derived from a total of 222 bins from among all his-
togram features in the dataset, which we refer to as shadow feature variables.
More details about how these new shadow feature variables were derived can
be found in Paper IV.
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7. Adapted Decision Trees and
Random Forests for Histogram
Data

Major contributions of the thesis are presented in this chapter. Proposed changes
in the standard decision tree and random forest algorithm to make them learn
better models from histogram data are summarized. Results are also presented
from empirical evaluation of the adapted algorithms and their application on
heavy-duty trucks for prognostics.

7.1 Motivation

Machine learning algorithms can usually train on data where feature variables
are expressed as simple categorical and numerical values. However, such algo-
rithms have limited learning capabilities when it comes to training from data
where feature variables are expressed as histograms. The field of symbolic
data analysis (SDA) deals with such issues, but the problem has not yet been
explored to its full extent. This thesis therefore intends to contribute to the
field by investigating a simple and easy to understand machine learning algo-
rithm to begin with. A decision tree is one such algorithm, which can later be
easily used to build a more robust random forest model that possibley achieve
state-of-the-art performance. The main focus of this thesis is thus on adapting
the decision tree, and eventually the random forest, algorithm to learn better
models from histogram data. For the sake of simplicity, only a simple binary
tree is considered. The standard decision tree algorithm should be adapted so
that it can use the information in a histogram feature variable to evaluate the
splitting of a node during the tree induction process. When the structure of a
histogram (number of bins and bin boundaries) is identical for all observations
(examples), each bin can still be treated as a separate numeric feature so as to
evaluate a node split, however, doing so disregards the fact that the histogram
as a whole is a separate feature variable. The bins of a histogram can also have
dependencies that could be informative but easily overlooked when bins are
treated separately. It may hence be beneficial to simultaneously consider all
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bins when evaluating a node split. Papers I, II and IV explain the changes
proposed for standard decision tree algorithms in more detail.

7.2 Proposition

7.2.1 Decision Trees for Histogram

The simple approach of using all the bins of a histogram for splitting a node,
while inducing a decision tree, is presented in Paper I. The histogram feature
variable in this approach is considered to be a higher dimensional generaliza-
tion of a standard numeric feature variable. In the standard algorithm, when
a numeric feature is evaluated for splitting a node, the best cutoff (threshold)
value is determined so that examples in the node with a feature value less than
this threshold value go to one child node and the remaining examples to the
other child node. Therefore, considering each example as a point in a one di-
mensional line of the feature, the threshold value acts as the reference point
along which the node should be split. When we generalize this concept to a
histogram feature variable, each example can be considered a point in an m-
dimensional space, where m is the number of bins. Just like finding the best
threshold value as a reference point for splitting a node in the standard algo-
rithm, the best reference hyperplane is searched in this m-dimensional space.
This reference hyperplane should separate all the points (examples in the node)
in the best possible way.

Searching for best splitting hyperplane

In Paper I, we consider histogram feature variables that are normalized. The
bin values of a histogram would therefore add up to 1. If a histogram has m
bins, all the examples in a node are represented as points in an m-dimensional
space. These points lie on a plane (henceforth a data plane) that can be repre-
sented as

x1 + x2 + ...+ xm = 1 (7.1)

Again, assume that the equation of the best splitting hyperplane can be repre-
sented as

c1x1 + c2x2 + c3x3 + ...+ cmxm = 1 (7.2)

where C = (c1,c2,c3, ...,cm) are the unknown coefficients of the hyperplane.
We further assume that the hyperplane represented by Equation 7.2 inter-

sects the data plane represented in Equation 7.1 orthogonally. This assumption
results in the following linear equation
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In order to solve for m unknown coefficients of the hyperplane represented
in Equation 7.2, we need to solve a system of m linear equations. In addition
to Equation 7.3, we need m− 1 more linear equations. One straightforward
approach is to select m− 1 points and substitute for X = (x1,x2,x3, ...,xm) in
Equation 7.2 to get m−1 linear equations and solve it.
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A concern with this approach, however, is the selection of m− 1 points
from among n data points. The selection can be done in

( n
m−1

)
different ways.

Complexity issues

Evaluating a node split on a histogram feature variable is computationally
heavy, as explained earlier. Consider a case where a node has total of n exam-
ples (instances) and a histogram feature variable with m bins is being evaluated
to split this node. In order to find the best splitting hyperplane, the algorithm
has to examine as many as

( n
m−1

)
combinations of points. Usually, each combi-

nation results in a splitting hyperplane. Because of this combinatorial nature,
the complexity increases as n and/or m increases. Some approximations are
thus needed to make the algorithm practically useful.

Approximating the number of points to use

Each example is considered to be a point in a higher dimension corresponding
to the number of bins in the histogram that is being evaluated for splitting the
node. Instead of using all n points to search for the best splitting hyperplane,
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Figure 7.1: Left: Generating split points, Right: Forming splitting plane

only a very small number of points (num_points), candidate split points, are
used. Usually, candidate split points are chosen to be very small in number
compared to n, num_points� n, however, this should be larger than m− 1.
After this approximation, the algorithm only has to examine

(num_points
m−1

)
com-

binations.
A simple heuristic approach is used to select candidate split points. This

heuristic uses class labels of examples (points) and assumes that a class deci-
sion boundary exists. The sole purpose of the algorithm is therefore to find the
splitting hyperplane that separates all points in the best possible way, which is
along this decision boundary. Only splitting hyperplanes close to the decision
boundary matter as they are the ones that will eventually be used to form the
best splitting hyperplane. In order to create such hyperplanes, points near the
decision boundary should be used as candidate split points.

The number of candidate split points is predetermined. The heuristic ap-
proach first tries to find the region around the decision boundary. In order to
do so, a cluster of Nc (nearest) points are first formed around each point, where
Nc is predefined and treated as parameter. If this cluster lies near the boundary
(such as Cluster B in Figure 7.1, left), it has a good mixture of points belonging
to both classes. The degree of mixture can be measured as entropy. Clusters
with higher entropy are therefore preferred as they might lie around the de-
cision boundary. Cluster centers are calculated and ranked according to their
decreasing cluster entropy value. Finally, the num_points numbers of the top
cluster centers are selected as candidate split points. As shown in Figure 7.1
(right), the candidate split points marked with asterisks are spread around the
decision boundary.

The heuristic approach explained above is still computationally heavy be-
cause clusters around each point need to be considered and entropy calculated

44



Figure 7.2: Split point selection heuristics

for them. The overall objective of using this heuristic is to find the candidate
split points that lie near the decision boundary, assuming that such a boundary
exists. However, a simple and faster heuristic approach can be used to achieve
this same objective, as explained below.

The new approach also makes use of the class labels of the points. First,
the centroid C+ is calculated for all the points belonging to the positive class.
Similarly, the centroid C− is calculated for all points belonging to the negative
class. Now, the distance between the centroid C+ and all points belonging to
the negative class are computed. Similarly, the distances between the centroid
C− and all points belonging to the positive class are obtained. Note that the
distance of points are computed from the centroid of the opposite class. All
the points are ranked in increasing order of their distance value. In the most
ideal case, when there is a clear decision boundary, the highest ranked points
in the list usually lie close to the decision boundary, as shown in Figure 7.2.
Therefore, we simply select a predefined number of points from the top of the
list as candidate split points. This heuristic approach is explained further in
Paper II.

Refining the approximation of the best hyperplane

In the approximation approach, a simple heuristic is used to select candidate
split points which are then used to find the best splitting hyperplane. We con-
sider this hyperplane to be an approximation of the best splitting hyperplane,
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Figure 7.3: Refining approximation of best hyperplane

because not all the points were used to find it. This hyperplane can be fine-
tuned further. In order to do so, we select a new set of candidate split points,
which are closest to the current best hyperplane. This new set of candidate
split points are then used to search for a new splitting hyperplane, as shown
in Figure 7.3, which could perform better than the approximation of the best
splitting hyperplane.

Handling histogram size

When the number of bins (size of the histogram) is large, the search for the
best splitting hyperplane becomes computationally more expensive. One very
simple and straight forward approach is to simply merge adjacent bins to keep
the histogram size below some threshold. This approach was used in Paper
I. However, merging the bins lowers the resolution of the histogram, thereby
leading to a possible loss of useful information. A better solution was called
for.

In a large histogram, not all the bins are equally important, and in fact some
might be very noisy. In some scenarios, such as fault predictions for machines,
the bins of a histogram at either end could be more informative, as they usually
capture machine usage under extreme conditions. Large histograms in general
also seemed to perform poorly when splitting a node. It could therefore be
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Figure 7.4: Sliding window to group bins

Figure 7.5: Sliding window for matrix variable

beneficial to use a small number of bins at a time to evaluate a node split rather
than using all bins at once. Only l out of total m bins are selected, such that
1≤ l ≤ m. Since the bins in a histogram are naturally ordered, we can further
simplify the process by considering only l consecutive bins. At the end, for a
histogram of m bins, a total of m− l+1 chunks of bins should be evaluated for
a node split.

In order to form a chunk of l consecutive bins, a sliding window of this
length is used. This window can slide along the histogram to create all pos-
sible chunks of l bins as shown in Figure 7.4. The sliding window method
even works for a two-dimensional histogram (matrix variable) where a square
window is used, as shown in Figure 7.5. This square window can slide in two
directions. A decision tree induction for histogram feature variables using the
sliding window method is shown in Figure 7.6. Paper II explains this tree
induction process in more detail.
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Figure 7.6: Histogram tree induction using sliding window

7.2.2 Decision Trees for Histograms using PCA

The algorithm deployed so far to find the best splitting hyperplane has some
limitations. The quality of the splitting hyperplane is only as good as the candi-
date split points, which further depend on the simple heuristic that was used to
find such points. The quality of the splitting hyperplane is also determined by
the number of candidate split points used. A larger number of candidate split
points results in more hyperplanes to choose from and potentially increases
the chances of finding the best one. This, however, immensely increases the
computational cost. In order to determine the equation of the splitting hyper-
plane, the algorithm also has to solve a system of linear equations, however, a
solution only exists if there is an inverse matrix of the candidate split points,
which is not always the case. The heuristic used to select candidate split points
is valid only for classification problems. A more general approach is therefore
needed.

The main reason for simultaneously using the bins of a histogram to split
a node is to make sure that all relevant information inherent in the bins as a
group is utilized. Alternatively, a new feature variable can be obtained such
that it carries most of the information inherent in the bins. This new feature
variable can then easily be used to split the node, with hopefully most of the
information from multiple bins still preserved. One of the many ways of ob-
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Figure 7.7: Left: Original Space, Right: Rotated Space for two bins

taining such new feature variables is by using principal component analysis
(PCA) [84]. PCA transforms the points in the original space to a new space
by rotating the direction of the original axis in the direction of maximum vari-
ance, as shown in Figure 7.7. Applying PCA to group of bins results in as
many principal components as bins in the group. Each principal component is
a linear combination of the original bins, and is supposed to capture (linear)
dependencies if any. The evaluation for splitting a node is now performed on
these principal components. This approach is further explained in Paper IV.
In this approach, PCA is performed on bins only for evaluating the split. PCA
is also performed locally within a node. PCA is therefore performed multi-
ple times in many nodes. This differs from the rotation forest proposed by
Rodriguez et al. [85], where PCA is performed before a tree is induced.

7.2.3 Random Forests for Histograms

Many diversely built decision trees for histograms can be easily considered in
an ensemble, so as to build a more robust random forest model. Diversity is
ensured by growing a decision tree from a bootstrap sample generated from
the original data, as is done in the standard random forest algorithm. At each
node, a small subset of all feature variables are randomly selected to evaluate
the split. Each histogram feature variable is considered as a single entity dur-
ing this selection process. When a histogram feature is selected, the sliding
window method is used to prepare chunks of bins to be evaluated. Instead of
evaluating all the chunks, only a few randomly selected chunks (e.g. the square
root of all chunks) are evaluated. This step is supposed to further enhance
randomization, thereby ensuring more diverse trees. The implementation and
evaluation of the random forest for histograms is explained in more detail in
Paper III and IV.
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7.2.4 Random Survival Forests for Histograms

The method of growing a random forest for histograms (using PCA) can be
simply extended to a survival analysis[86; 87] setting, as explained in Paper
V. We follow the implementation for a random survival forest by Ishwaran
et al.[46], as it adapts the standard random forest to a survival response. A
high level description of the adapted random survival forest algorithm for his-
tograms is as follows:

1. Draw B bootstrap samples from the original training data.

2. Grow a histogram tree from each bootstrap sample. At each intermedi-
ate node of the tree, randomly select a subset of p feature variables for
splitting.

(a) If a feature variable is numeric or categorical, find the cutoff value
or best category that maximizes survival difference across child
nodes.

(b) If the feature variable is a histogram, randomly select
√

s of the s
possible subsets (chunks) of bins from the histogram using a slid-
ing window. For each selected chunk, apply PCA and evaluate
each principal component for the best cutoff value that maximizes
survival difference between child nodes. A bin subset (chunk) that
gives the best split is then selected to represent the histogram vari-
able that is being considered.

3. Grow the survival tree to a full size until each terminal node has d unique
deaths (event of interest).

4. For a given test example, the cumulative hazard is estimated by drop-
ping it down the root node of each tree. For a histogram variable, PCA
rotation coefficients are used to transform the bin set of the test example
and the cutoff value of the best principal component to route the test ex-
ample to correct child node. Compute the ensemble cumulative hazard
estimate by combining information from all trees.

7.3 Results and Conclusions

Paper I: Learning Decision Trees from Histogram Data
An experimental evaluation was conducted on both synthetic data and real
world data. Two synthetic datasets of 1000 observations with linear depen-
dencies among the bins were generated and sets of models were trained by
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varying two parameters, neighborhood size and the number of points to be
used for forming the splitting hyperplane. The average accuracies thus ob-
tained on 10-fold cross-validation were compared with the accuracy obtained
from the standard decision tree model where the bins were treated individually.
The new approach was shown to perform better in terms of accuracy and the
size of the model in terms of fewer nodes. Hence, the results indicate that by
properly exploiting information in histograms, an improved predictive perfor-
mance may be achieved. Operational data from 600 heavy duty trucks were
used as real world data to classify battery failure. The dataset had 4 histogram
features. In this case, no clear best performer could be determined, which was
probably due to less informative histograms being used for training the model.
Large original histograms were also simplified by combining adjoining bins,
thus reducing the resolution of histograms, which might have affected the per-
formance of the trained model. Although promising, some disadvantages of
the proposed approach were also observed. The first limitation is due to the
number of bins: the higher the number of bins, the higher the computational
complexity. A high number of bins thus has to be merged to get fewer bins
which will result in information loss. Another inherent limitation lies in the
least number of points (observations) required at each node for making a node
split decision. Since solving the system of linear equations lies at the heart
of the approach, at least as many points (observations) are needed as there are
numbers of bins in order to be able to solve such a system. One of the inherent
limitations of the proposed method is that it assumes linear separation in the
data and tries to approximate linear separation when the decision boundary is
nonlinear. This linear approximation of a possibly nonlinear pattern in his-
togram variables in operational data (real world data) could be another reason
why the method was not always the best performer. The most prominent limi-
tation of the approach lies in the interpretation of split conditions, unlike in the
standard decision tree. The results for synthetic data from Paper I suggested
that the proposed approach of treating the histogram feature by considering all
bins simultaneously could be beneficial. Fewer tree nodes on average in the
proposed histogram approach suggested that the adapted algorithm was able to
capture additional information (dependency) among the bins.

Paper II: Learning Decision Trees from Histogram Data using Multiple
Subsets of Bins
An experimental evaluation was performed on both synthetic and real world
data. Two synthetic datasets were generated; one had a histogram with linear
patterns and the other with non-linear patterns. Both datasets had around two
thousand examples, with four and five bins respectively. Also, a real-world
dataset was used, with snapshots of the operational profiles of around six thou-
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sand heavy duty trucks that had six histogram variables; four with ten bins, one
with twenty bins and one with 132 bins. The objective was to identify trucks
with a faulty NOx Sensor from the healthy ones. Only 272 trucks in total had
reported NOx sensor failure. A five-fold cross validation was performed and
accuracy and AUC values were used to compare model’s performance. The
window size varied from 1 to 4 in all the experiments. When the window size
was 1, each bin was individually evaluated as in a standard algorithm. This
would ensure that the performance of the proposed approach in general is at
least as good as the standard approach. In the algorithm, simpler splits in terms
of number of bins are preferred, in case of a tie during the split. The results
of experiments on synthetic data showed that treating bins as histograms was
better when there were dependencies among the bins compared to the standard
approach where bins are considered separately. A more accurate model was
learned for the linear pattern compared to the non-linear pattern. In general,
the trained trees in terms of the number of nodes for the histogram approaches
were smaller, and the size decreased as the number of split points increased,
whereas also performance increased. The results of the experiments on real
world data did not show a clear gain from using the histogram approach, how-
ever. One of the reasons for this could be one of the limitations of the algo-
rithm, in that it can only capture linear patterns.

Paper II reported that the use of the sliding window approach allowed the
algorithm to train a better model even on a very large histogram. The training
time was reduced compared to when a sliding window was not used. The gain
in training time was also because of the new heuristic used to search for can-
didate split points.

Paper III: Predicting NOx Sensor Failure in Heavy Duty Trucks using
Histogram-based Random Forests
The random forest algorithm for histograms was implemented and evaluated
in Paper III. Random forest classifiers to distinguish trucks with faulty NOx
sensors from healthy trucks were trained on the operational data obtained from
around 17,000 trucks. A random forest model built by using the standard algo-
rithm where bins were treated independently was compared with the adapted
model where multiple bins were used simultaneously. Two more models of
each variant with an additional twenty derived features in the form of the mean
and standard deviations of the histograms were also built and compared using
the five-fold cross-validation. Five hundred trees were considered in each for-
est. For the histogram approach, the sliding window size was varied between
2 to 4. For the matrix variable (2 dimensional histogram), the sliding win-
dow was fixed to 4 cells in a block. The parameters that concern the number
of special points used to form the splitting hyperplane was set to a minimum
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Figure 7.8: Model AUC vs. number of trees

Figure 7.9: Model AUC vs. number of trees in PCA approach

value 1, to keep the setup simple and computationally efficient. The area un-
der the ROC curve (AUC) was used as performance metric. The histogram
approach without additional derived variables (mean and standard deviation
of histograms) performed better overall as shown in figure 7.8. The result
indicates that exploiting additional information from histogram features may
improve predictive performance of a random forest model.

Paper IV: Learning Random Forest from Histogram Data using Split Spe-
cific Axis Rotation
The random forest algorithm for histograms using PCA is implemented and
evaluated in Paper IV. A synthetic dataset was used to evaluate the proposed
approach to handling histogram variables. When there were dependencies
among bins, the proposed approach performed at least as well as the approach
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proposed in Paper III, with fewer parameters to tune when evaluated using
five-fold cross validation. An experimental evaluation on heavy-duty truck’s
data was performed where the NOx sensor failure prediction model trained
using the adapted algorithm was compared with the standard algorithm. In
this dataset, additional shadow variables were created for each histogram bin.
These shadow variables were also treated as if they were histograms. As shown
in the Figure 7.9, the proposed approach outperformed the other in terms of
AUC in contexts when a weighted average rate was used while forming shadow
variables. The low average number of leaf nodes resulting from the PCA ap-
proach also suggested that it was good at discovering informative node splits.
The adapted algorithm could however slower to train than the standard algo-
rithm because of multiple PCA computations.

Paper V: Adapted Random Survival Forest for Histograms to Analyze
NOx Sensor Failure in Heavy Trucks
NOx sensor failure analysis was conducted by training survival models using
a standard random survival forest and the adapted version of it for histogram
variables. The operational data of ten thousand heavy-duty trucks were consid-
ered, with only one thousand having reported NOx sensor failure. This dataset
had nine histogram feature variables to represent a truck’s operation and six
other feature variables corresponding to its technical specification. Five-fold
cross validation was performed to compare the performance of the trained
models in terms of error rate. 300 trees were considered in all the forests. A
sliding window of size 3 was used for all histogram features and a block size
of 2× 2 was set for 2-dimensional histogram. The result of the experiment
shows that both proposed histogram approaches of training random survival
forest outperformed the standard approach.

7.4 Application Domain: Predicting NOx Sensor failure

In Paper III, a random forest classifier was used to distinguish trucks with
problematic NOx sensors from those with no problems. The random forest
model that was trained from histogram features outperformed the standard for-
est model. An average AUC of 0.848 was observed for the best model. In other
words, for any randomly selected pair of trucks with faulty and healthy NOx
sensors, the model would correctly rank the faulty truck above the healthy with
84% certainty. The feature variables considered important by the best model
are ranked as shown in Figure 7.10.

The variable importance rank shows that the Engine Loadmatrix was the
most important feature variable. It is a two dimensional histogram (matrix)
variable composed of 132 bins (cells). The importance of each cell in this
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Figure 7.10: Variable Importance Rank

Figure 7.11: Significant regions of Engine load matrix

variable can further be visualized using a heat map, as shown in Figure 7.11.
Low RPMs (rotations per minute) in the Engine Loadmatrix seem to be more
important.

From an application point of view, it is useful to know whether a NOx
sensor will survive for a certain duration in future. Paper III reports on a
model that was trained such that it could predict the survival probability of a
NOx sensor for the next 90 days. In this setup, the trained model had an AUC
of 0.79. As shown in Figure 7.12, the model correctly assigned higher failure
probabilities (red line) on average to the trucks that eventually suffered NOx
sensor breakdown compared to trucks without breakdowns (green line).

Although the trained model can predict the probability of failure for a
truck, an explicit decision should be made about whether or not to send the
truck to a workshop for further inspection. The best threshold value should
be determined in the failure probability range. The overall objective of using
such a prediction model is to optimize maintenance cost. Trucks may not be
sent to workshop when they are still healthy and likely to survive until next
scheduled workshop visit (false positive cases), but trucks likely to fail should
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not be missed (false negative cases). The cost associated with false positive
and false negative cases varies. Overall maintenance cost should be consid-
ered in order to find the best threshold value in the failure probability range.
For a hypothetical scenario where the false negative cost was assumed to be
five times the cost of a false positive, the best threshold probability was found
to be 16 percent, as shown in Figure 7.13.

In Paper IV, a model for predicting NOx sensor failure was trained on
an adapted random forest algorithm for histograms that used PCA for node
split evaluation. The use of additional derived feature variables improved the
performance of the model. Feature variables were ranked according to both
their importance score and minimal depth criteria. As shown in Figure 7.14,
both rankings seemed to agree with each other. The derived feature variables
have theta attached to the name of their original variables.

Paper V introduced the random survival forest for histograms using the
PCA method. It performed better than the standard random survival forest
in terms of error rate. The variable importance and minimal depth plot for
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Figure 7.14: Comparing variable importance ranks

this model is shown in Figure 7.15. Age seemed to be an important feature
according to this survival model which is unlike what was obtained in earlier
classification models. As shown in Figure 7.16 and Figure 7.17, the survival
curves predicted by the model for 100 randomly selected new trucks from a
test set were plotted. Two trucks among them had problems with their NOx
sensor. These two trucks have steeper survival curves in the PCA approach,
indicating their higher risk of failure.
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Figure 7.16: Predicted survival curves using the standard approach
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8. Interpreting Random Forest
Models

This chapter describes a tool that has been proposed to help understand the
predictions of the standard random forest model for classification. The ap-
proach to understanding a histogram random forest has, however, been limited
to extending the standard variable importance rank to accommodate histogram
features and finally using a heatmap to show which bins were more significant.

8.1 Background

Random Forest models in general are known to give accurate predictions, but
these predictions are not easy to understand. The random forest model is dif-
ficult to interpret in its entirety, although there have been some attempts at
doing so. Breiman[36] introduced variable importance as a way of providing
insights into understanding the model, in his original work. The importance
of a feature is calculated by measuring the effect of permuting it on predictive
performance. If the permutation of a feature makes the model perform worse,
it is considered important. The variable importance scores for features can
be compared and ranked. Such a feature ranking however only explains which
features have a higher impact on the model, and cannot explain how they affect
the prediction. Interpreting the standard random forest model itself is difficult,
which makes interpreting a random forest for histogram models even more dif-
ficult, given the complex nature of histograms compared to standard numeric
feature variables. We thus first mainly focus on interpreting a standard random
forest model, then continue with a random forest for histograms.

8.2 Standard random forest

In Paper VI, an interactive visual tool was proposed, where a user can manip-
ulate selected features to evaluate what-if scenarios to better understand the
prediction of the random forest model.
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8.2.1 The Tool

The tool provides aggregated information for the paths followed by a test ex-
ample in each decision tree and presents this information through intuitive dy-
namic plots, provides a simple decision rule as an explanation for the predic-
tion and further provides suggestions for optimal changes in features to flip the
prediction to a preferred class. The proposed tool has a web-based interface
built using the R development environment. The Shiny R package is one of the
major components of the tool used to build this web interface. The tool can
be used for any random forest model trained on any classification dataset. Be-
low, we use for illustration purpose, the Pima Indian Diabetes dataset, which
is publicly available from the UCI Machine Learning Repository1[88], and
which has been used to train the random forest model to distinguish a diabetic
patient (Class label 1) from a healthy patient (Class label 0).

8.2.2 Functionalities

The functionalities of the tool described here are with respect to a single pre-
diction. The random forest model has been trained on 90 percent of randomly
selected instances from the Pima Indian Diabetes dataset, and the rest of the
instances are used for testing purposes. Details of a patient (instance) used
to illustrate the functionalities of the tool are shown in Figure 8.1, which is
the main interface of the tool. The functionalities of the tool can be accessed
through the header tabs on the main interface.

Feature ranking

A prediction made by a random forest model is an aggregate result of the pre-
dictions made by each base tree. The path in each tree, from the root to a leaf
node, followed by a test instance, is extracted and fragmented into units in a
format: (feature, split value, depth) as shown in Figure 8.2. Each unit has a
feature that is used to split the node, a threshold value of the feature used to
route the examples to the left and right branch, respectively and the depth of
the node along the path.

A large bag of such units are obtained when all the paths followed by the
test instance in all the trees are fragmented. This bag includes information
on how often a particular feature was used, the threshold (split) value of the
feature used most frequently, the depth at which a particular feature is used
frequently and what threshold value of a feature is used more frequently at
what depth. The frequency of a feature may be considered to correspond to its

1https://archive.ics.uci.edu/ml/datasets/Pima+Indians+Diabetes
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Figure 8.1: Details regarding the prediction for an example patient

Figure 8.2: Fragmenting tree paths into (feature, split value, depth) units
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Figure 8.3: Features ranked according to their frequency

Figure 8.4: Bubblechart of features

importance. Therefore, for the prediction of a specific test instance, features
are compared and ranked according to their frequencies, as shown in Figure
8.3.

The importance of the features for a given prediction of a test instance is
also compared with respect to how deep in the paths they are used. Features
used at root nodes or close to the root nodes are considered important. A
bubble chart is used to compare the features, as shown in Figure 8.4, where the
size of each bubble corresponds to the frequency of a feature used at a certain
depth.

Feature specific plots

The user can find important features from the ranked feature list and bubble
chart. The tool allows user to select specific features to explore further, as
shown in Figure 8.5 where Glucose is selected. The top half of the figure
shows the class specific distribution of the Glucose feature in the training data,
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Figure 8.5: Top: Distribution of split points, Bottom: Feature sensitivity on
prediction

Figure 8.6: Contour plot showing split points used at specific tree depths

with a vertical dashed line pointing at the current value of Glucose for the
selected patient. The density plot of threshold (split values) of Glucose used
whenever it was selected in the intermediate nodes to route the test example
down the path is overlaid. The distribution gives an indication of which values
of the feature were used most frequently, indicated by peaks. These peaks are
critical regions of the feature for this particular test instance (patient), in the
sense that the model prediction may change as the test instance may take other
paths. Such sensitivity in model prediction is shown as a sensitivity plot at
the bottom of Figure 8.5. The red dashed vertical line indicates the current
value of Glucose for the instance (patient) being considered, and it also shows
how far from the critical regions (peaks) the current value is, which gives an
indication of how stable the current model prediction is with respect to the
selected feature (Glucose).

A contour plot of node depths and split values for a selected feature can be
provided in order to visualize the values of the selected feature that are used
more often towards the root node, as shown in Figure 8.6.
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Figure 8.7: Prediction explanation using local surrogate tree

Rule explanation

The tool provides an explanation for model prediction by using a local surro-
gate tree that imitates the model’s behavior around the neighborhood of the
test instance. The neighborhood of the test instance is determined by using the
random forest model itself. In a decision tree, two instances are considered
similar if they fall into the same leaf node. Similarly, all the training instances
that fall into at least one leaf node in the base trees as the test instance are se-
lected. Selected instances are thus weighted according to the number of times
they repeatedly fall into the same leaf nodes as the test instance. If an in-
stance is very similar to the test instance, they tend to fall into same leaf node
in multiple base trees. These selected training instances are assigned a new
class label as predicted by the random forest model. A decision tree is trained
on the weighted instances that imitate the random forest model’s behavior in
that locality. A prediction is made on the test instance by dropping it down
the local surrogate tree, and the explanation for the prediction is obtained by
extracting the path it follows. Building a local surrogate tree and explanation
for the prediction for the patient being considered, as supported by the tool,
is shown in Figure 8.7. The explanation provided by the tool shows that the
patient is predicted to be diabetic (Class label 1) because the level of glucose
is more than 155.5. The figure also shows some parameters that the user can
control, such as the depth of the surrogate tree, size of the neighborhood, and
so on, in the tool.

Optimal feature adjustment

The tool supports the functionality of providing suggestions for the optimal
changes needed for the test instance to make the model predict it as a user
preferred class with some certainty. For example, in cases where a patient is
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Figure 8.8: Optimal feature adjustment for changing prediction to preferred class

predicted to be diabetic, one would perhaps like to know what changes in their
lifestyle would make them healthy. Similarly, in cases where a loan request
is rejected, the applicants may want to know what improvements in their ap-
plication would grant them the loans. This feature of the tool can thus have
many real life applications. The tool deploys the actionable feature tweak-
ing algorithm proposed by Tolomei et al.[62], with additional support such as
choosing features that should not be changed, specifying the limit of predicted
class probability and a time limited search for the best suggestion. As shown
in Figure 8.8, the patient was originally predicted to be diabetic with 97% cer-
tainty. Keeping the Age feature intact, the tool is allowed to search for optimal
feature adjustment within one allocated minute of search time, which would
make the model predict the patient as non-diabetic with at least 50% certainty.
The tool suggests that in order for the patient to be healthy the Glucose level
needs to be lowered from 196 to 154 and the BMI value from 36.5 to 28, which
will make the model predict the patient as non-diabetic with 56% certainty.

8.2.3 Workflow

All the functionalities mentioned above are arranged as tabs in the main panel.
Users can select test instances from drop down lists and see details of the se-
lected instance, along with the model prediction. The details of the trained
model are displayed in the same interface. The FeatureList can be clicked to
view the ranked table of features, and users can click on a specific row of fea-
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tures to select them for further exploration. Selected features are displayed in
the left-side bar with respective slider-input control. A bubble chart of features
is displayed under the DepthPlot tab. For the selected features, class specific
density plots and a density plot of the threshold values on top of it are displayed
under the Splitpoint Density tab. The user can change the feature value using
slider-input and see the density plot change. The Sensitivity Plot and Contour
Plot tabs hold respective plots for selected features. The User can generate a
local surrogate tree using training examples similar to the test example. The
size of the neighborhood can be controlled manually. The maximum depth of
the tree can also be defined before generating the tree, which is displayed in
a separate pop-up window with the rule sets of the path followed by the test
example at the bottom. The tool also suggests other test examples similar to
the current one. In order to find suggestions for optimal feature adjustment,
users can select a preferred class label, assign a time limit for the search, as-
sign the lower limit for predicted class probability and finally select features
that should not be changed. The optimal suggestion is displayed in a separate
pop-up window where original and changed feature values are placed side by
side along with the original and changed class probabilities.

8.2.4 Evaluation

Paper VI introduced the above tool which is supposed to aid in a user’s under-
standing of predictions made by the random forest model. In order to evaluate
the usefulness of the tool, a case study was conducted in one of the large truck
manufacturing companies in Sweden. A random forest model was trained on
operational data obtained from around six thousand trucks operating in Den-
mark. The objective of the trained model was to predict whether a particular
component of a truck, the brake pad, need to be changed within three months
in future. In practice, the thickness of a brake-pad can be easily measured to
determine whether it needs to be changed, however, the reason for choosing
this component for our case study is to make sure that user can easily corrob-
orate the information provided by the tool with what is expected, which can
encourage trust in the tool. Post-task interviews were separately conducted
with five domain experts who also had some background in data science. Each
participant was given some simple task to be performed using the tool, under
the interviewer’s supervision if needed. The interview session was conducted
afterward and scheduled for a duration of two hours.
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8.3 Results and Conclusions

The usefulness of the tool was evaluated by conducting post-task interviews
with domain experts and the interview findings were summarized. Participants
found the tool to be useful to understand the prediction of a random forest
model. They also noted that the tool provides users with an easy to use in-
teractive interface. Self-exploration of the tool resulted in new revelations in
some cases. Almost all of the participants believed that it would be useful to
users with some data science background. Some participants even noted that
this tool should be used by data scientists, together with engineers or domain
experts, so that data scientists can relay the information obtained from the tool
to the engineers who can then relate such knowledge to the field of their ex-
pertise. Regarding the role of such tools in building trust while adopting less
transparent machine learning models such as random forests, the participants
believed that such tools certainly help, but also noted that it can take time to
trust such tools.

8.4 Random forests for histograms

While understanding predictions made by a standard random forest model is
hard, interpreting a random forest model trained on histogram data is even
harder. The tool described earlier helps to understand random forest predic-
tions, which is a promising step towards interpreting random forests for his-
tograms. Our take on understanding random forests for histograms is limited
in expanding the standard variable importance ranking approach to accommo-
date histogram feature variables along with usual categorical and numerical
features. The information gains obtained whenever the bin or a group of bins
of a histogram were used to split nodes in base trees are aggregated as an over-
all gain in the forest obtained as a result of using a particular histogram feature.
These overall gains from all the features can be normalized and ranked. The
feature rank can be easily plotted, as shown in Figure 8.9, for easy comparison
of which feature affected the model the most. Each histogram feature can be
isolated and explored further to find out which bins made a higher contribution,
which can be plotted as a heat map as shown in Figure 8.10, where a two di-
mensional histogram is shown, the yellowish color referring to regions (bins)
of higher importance. Although the histogram feature ranking and heatmap
plotting has been presented in the Paper III and IV, it has not yet been in-
corporated in the tool. This might be an useful extension of the tool in the
future.
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9. Concluding Remarks

This chapter begins with an answer to the research question posited in the first
chapter. The main contribution of the thesis is briefly discussed and finally,
some directions for future work are outlined.

9.1 Conclusion

This thesis began with a question about how a machine learning algorithm can
be trained on data that has features represented as histograms. Traditionally,
machine learning algorithms have limited capability to train from a complex
data structure such as a histogram. The underlying hypothesis of the thesis is
that it may be beneficial to learn a better model if one can capture the essence of
the histogram and use it as additional information. This is an important ques-
tion to answer, as one may expect to encounter histograms as features more
often in years to come because most domains these days usually have big data
that needs to be properly managed, and histograms are one convenient way
of aggregating such large volumes of data to a manageable size. It is there-
fore necessary to begin exploring how traditional machine learning algorithms
can be made to handle histograms as features. In order to begin the explo-
ration, it was convenient to start with a machine learning algorithm that was
easy to understand and simple to implement. The decision tree and random
forest algorithms were selected as a natural starting points, but of course other
algorithms could have been considered. In this thesis we decided to explore
how these algorithms can be adapted to make them learn a better model from
data that include histogram features. Random forests are often shown to per-
form on par with the current state-of-the-art methods such as SVM and NNs,
but random forest models are usually difficult to interpret. They are treated as
black-box models. The secondary goal of this thesis therefore revolved around
making random forest models more interpretable.

The research question for this thesis was set as: How can the random forest
algorithm be improved to learn more effectively from histogram data, and how
can the resulting models be interpreted? Four research objectives were set to
answer this question. The main contributions of this thesis are included in six
publications. Each of these publications contributed in some way to achieving
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the research objectives set in the first chapter. Objective 1 was set to investi-
gate and implement decision trees for histogram data. Papers I, II and Paper
IV in part contributed to reaching the objective. The results of the experimental
evaluations in these papers have shown that the adapted algorithm performed
better than the standard decision tree algorithm. Papers III, IV and V con-
tributed to reaching Objective 2, which involved implementing and evaluating
the random forest algorithm for histogram data. In Paper V, the random sur-
vival forest algorithm was adapted to learn from histogram data. The adapted
random forest and random survival forest algorithms were used to train NOx
sensor failure prediction models for heavy-duty trucks, as reported in these pa-
pers. The trained model performed better than the models trained by using the
standard algorithms, as shown by the results of experiments conducted in these
papers. These papers therefore contributed to reaching Objective 3. Finally,
an interactive visual tool was proposed in Paper VI. The objective of the tool
was to help users to understand predictions made by random forest models.
The usability evaluation of the tool confirmed that users found it useful as the
tool offered visual representations and plots relevant to the prediction. Inter-
active nature of the tool made it easy to evaluate various what-if scenarios.
Overall, the tool helped the users to understand the predictions made by ran-
dom forest models. Paper VI therefore contributed to reaching Objective 4,
which involved interpreting a random forest model.

Allowing a decision tree algorithm to consider histogram bins simultane-
ously to evaluate the splitting of a node, either by discovering the best splitting
hyperplane in a higher dimensional space or transforming the bins into a new
rotated space to form new features that preserved the combined information of
the bins, helped to capture inherent dependencies among bins, thereby allow-
ing for a better node split and thus a better tree model. Better decision trees
eventually lead to a better performing random forest model. The variable im-
portance score introduced by Breiman in the standard random forest approach
is probably an inherent first attempt at peering into the opaque model. With
a random forest for histograms, we extended this variable importance rank-
ing approach to a histogram setup such that the contribution of the histogram
feature as a whole can be compared with other categorical, numerical and his-
togram features. A specific histogram feature can also be selected to further
explore the contribution of each bin, which can then be plotted as a heat map
for visual convenience. An interactive visual tool to help users to interpret the
predictions of a standard random forest model was also introduced. These con-
tributions helped to explain how the random forest model can be interpreted.
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9.2 Future Work

This thesis is an initial step towards learning from histogram data. There are
many relevant issues that were not investigated in this study. Handling miss-
ing values is one of the most important issues in the machine learning domain.
Missing values in histogram data was completely ignored in our study, by re-
moving observations that had missing values. Handling missing values in a
more efficient way for histogram data could be an agenda for the future. Sim-
ilarly, the adapted random forest for histograms can be made to comply with
a conformal prediction framework [89; 90] to allow confidence to be deter-
mined in the predictions. From an interpretability perspective, the interactive
visual tool proposed to interpret the standard random forest model prediction
could be extended to make it work for adapted random forests for histograms.
The decision tree method was selected in this study for its simplicity, and its
potential for use as a building block for the more complex and robust ran-
dom forest model. In the future, however, other learning algorithms can be
investigated to learn from histogram data. Using multiple feature variables to
evaluate node splits has been considered in multivariate decision trees[91–93].
One such example is to grow a decision tree using linear discriminant analy-
sis (LDA)[94; 95]. In principle, the same approaches could be replicated for
histogram feature variables, however, the approach should be repeated multi-
ple times in cases of multiple histogram features. Multivariate decision tree
approaches could hence be extended to handle histogram data. In order to pre-
serve the true essence of a histogram, details such as bin boundaries and their
orders should somehow be used, while learning models from histogram data.
This possibility could be further investigated in the future.
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