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1. Introduction 

That night reflected a disconcerting mix of free speech and certain menace; of 

everyday Americans supporting their president and extremists prepared to 

commit violence for him. All had assembled in answer to Mr. Trump’s repeated 

appeals to attend a march to the Capitol the next day that he promised would be 

“wild”. It was. By Wednesday afternoon, a narrow group of Trump supporters 

— some exuberant, some hellbent — had been storm-tossed together into 

infamy. A mob overran the nation’s Capitol, as lawmakers hid in fear. 

Wholesale vandalism. Tear gas. Gunfire. A woman dead; an officer dead; many 

injured. Chants of “U.S.A.! U.S.A.!” (Barry, McIntire and Rosenberg, 2021)  

 

The storming of the US Capitol on the 6th of January 2021 shook the stability 

of American democracy at its core. When we talk about what happened, we 

might describe certain facts about it. For instance, saying that the Capitol 

police were unprepared, that over a hundred people were harmed, and that 

Trump had incited the attack in response to an election fraud that he falsely 

accused his opponent of having committed. But in addition to making such 

descriptive claims about the event, we might also comment on the moral status 

of Trump’s actions that day. We might say that by spreading deceptive claims 

and inciting his allies to violence and destruction, Trump did something 

morally wrong.  

Linguistic expressions such as ‘good’, ‘bad’, ‘right’, ‘wrong’, ‘ought’ and 

‘reason’ are used in discussions, deliberations and arguments about the moral 

status of actions, agents, institutions, and states of affairs. But what does it 

mean to say that Trump’s actions were wrong, that he did something bad, or 

that he ought to have refrained from doing it? These are central questions 

within metaethics that concern the meanings of moral sentences and what 

speakers communicate when they use moral expressions. Metaethics is 

distinguished from normative and applied ethics, which address questions 

about what is right or wrong, and what makes something right or wrong. The 

field of metaethics is not restricted to questions about moral language. It also 

concerns psychological questions pertaining to what goes on in the mind when 

one makes moral judgments, as well as metaphysical and epistemological 

questions about the existence and nature of moral facts and how we might go 

about discovering such facts. Although these various topics within metaethics 

will be touched upon in this thesis, the central focus is on moral language.  
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Moral language is puzzling because it seems to display a certain kind of 

duality.1 On the one hand, there is a sense in which to claim that an act is right 

(or wrong) is a matter of stating a fact about it – a fact that we can be right 

about, make mistakes about, and disagree about. In this sense, to claim that 

Trump did something wrong is similar to claiming that over a hundred people 

were harmed during the attack. But on the other hand, there is a sense in which, 

by claiming that an act is right (or wrong), a speaker seems to indicate that she 

is inclined to perform (or not perform) the act, to want others to perform it (or 

not perform it), and to react with praise towards those who do it (and blame 

or resentment towards those who do not). In this sense, to claim that Trump 

did something wrong is different from claiming that over a hundred people 

were harmed during the attack. The moral claim appears to have a closer or 

more direct bearing on our attitudes, emotions and actions than the descriptive 

claim appears to have.  

This duality of moral language has given rise to a rift between two 

approaches to the meaning of moral sentences. Roughly put, moral sentences 

are considered to have either descriptive meaning, or practical meaning.2 

However, these two alternatives have been thought to form a false dichotomy 

– leaving room for hybrid theories which postulate that moral language is both 

descriptive and practical. Hybrid theories aim to do justice to the duality of 

moral language and solve the problems that the two pure approaches succumb 

to.  

This thesis evaluates whether and how a hybrid theory might best 

accommodate the descriptive and the practical side of moral language. I argue 

that moral sentences do not have a fundamentally different meaning than 

descriptive sentences. The duality of moral language is not explained by 

postulating that moral expressions have two dimensions to their very meaning. 

Instead, I argue that the practicality of moral assertions can be explained by 

appeal to how they impact and relate to the contextual background information 

which interlocutors mutually assume to share. In this introductory chapter, I 

will start in §1.2. by presenting pure descriptivism and pure expressivism – 

the views which have been considered as the two main alternatives to 

understanding moral language. In §1.3. and §1.4. I present two core challenges 

for these pure views: the Frege-Geach problem for expressivism and the 

practicality challenge for descriptivism. In §1.5, I present the forms of hybrid 

theories that I will largely focus on, which appear to have the resources to 

 
1 Smith has argued that moral judgments have “a decidedly Janus-faced character” (Smith, 

2002, p. 319). If moral utterances express moral judgments, then the Janus-faced character of 

moral psychology is similar to the duality of moral language.  
2 It is more common in the literature to distinguish between the ‘cognitive’ and ‘non-cognitive’ 

parts of moral thought and discourse. My choice of a different terminology reflects my focus 

on language rather than thought, and will be more thoroughly motivated in §1.2.  
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solve both these problems. Finally, in §1.6. I present a summary of the 

chapters of the thesis.    

1.2. Pure Descriptivism and Pure Expressivism  

Before going deeper into the nature of hybrid theories, I will start by having a 

closer look at the two traditional pure approaches to the meaning of moral 

language. Let us proceed by using the following sentence as a working 

example: 

 

(1) “It was wrong of Trump to incite the attack on the US Capitol” 

 

At a very general level, pure descriptivism can be characterized as the family 

of views holding that a speaker who sincerely utters a declarative moral 

sentence, such as (1), is making an assertion. When a speaker makes an 

assertion, we typically expect her to be committed to a certain belief. More 

precisely, we expect the speaker who asserts (1) to believe that it was wrong 

of Trump to incite the attack on the US Capitol. In much the same way, we 

expect the speaker who asserts “Over a hundred people were harmed” to 

believe that over a hundred people were harmed. In this sense, utterances of 

declarative moral sentences – just as utterances of other declarative sentences 

– bear a close relation to belief.  

Regarding the meanings of moral sentences themselves, descriptivists 

typically maintain that much like other declarative sentences, (1) has a 

proposition as its semantic content. Propositions are standardly thought of as 

the bearers of truth-value, and are the contents of both beliefs and of 

declarative sentences. There are different views on exactly what propositions 

are: some think of propositions as structured entities, whereas others think of 

propositions as sets of possible words (or as functions from sets of possible 

worlds to truth-values), or as sets of tuples that specify both a possible world 

and a time or agent (or as functions from sets of tuples to truth-values). I will 

set aside these deeper discussions of the nature of propositions.  

We can understand the descriptivist’s claim to be that the speaker who 

utters the sentence in (1) asserts the proposition that it was wrong of Trump to 

incite the attack on the US Capitol and that the sentence is true iff Trump’s 

act of inciting the attack on the US Capitol has the property of being wrong. 

In other words, descriptivists maintain that the speaker who utters (1) asserts 

a proposition that might be true or false.  

Descriptivism comes in many different forms. For instance, we can 

distinguish between contextualist, relativist and absolutist versions of 
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descriptivism.3 Contextualists maintain that the proposition asserted by (1) 

varies depending on speaker at the context of utterance (Dreier, 1990; 

Björnsson and Finlay, 2010; Finlay, 2014; Silk, 2016). If the propositional 

content of (1) can vary in this way, it may denote a true proposition as asserted 

by one speaker and a false proposition as asserted by another. Relativists 

maintain that (1) has the same content regardless of speaker; that is, all 

speakers assert the same proposition when they utter (1) – where the 

proposition includes both a possible world and some agent sensitive parameter 

(Kölbel, 2004b, 2008; Brogaard, 2008; Beebe, 2010; Egan, 2012; MacFarlane, 

2014). The proposition may be true as assessed from one perspective, and false 

as assessed from another. So, contextualists and relativists both maintain that 

(1) might be true when uttered by one speaker and false when uttered by 

another, but they disagree about why this is so. According to contextualists, 

the truth value of (1) might vary across speakers because they assert different 

propositions when they utter (1), whereas relativists maintain that although 

different speakers assert the same proposition when they utter (1), its truth-

value may vary depending on the speaker relative aspects of the context of 

assessment.    

Absolutists maintain that neither the meaning nor the truth-value of (1) vary 

depending on the speaker. Sentence (1) has a stable semantic content and a 

truth-value regardless of the context in which it is uttered. It is common to 

distinguish between absolutist views in terms of whether they hold that moral 

sentences describe natural or non-natural facts. While it is difficult to pinpoint 

how exactly to distinguish natural from non-natural facts, we might cursorily 

say that non-naturalists maintain that moral predicates refer to sui generis 

moral properties, in the sense that moral assertions describe facts that are 

essentially unlike facts about the physical reality (Moore, 1903; Shafer-

Landau, 2003; Enoch, 2011; Parfit, 2011, 2016). By contrast, naturalists 

maintain that moral sentences describe natural facts, which are not essentially 

unlike facts about the physical reality (Anscombe, 1958; Railton, 1986; Boyd, 

1989; Brink, 1989, 2001; Copp, 1995; Nussbaum, 1995; Thomson, 1997; 

Jackson, 1998; Foot, 2001; Finlay, 2014).  

So, absolutists maintain that any speaker who utters (1) thereby asserts a 

proposition which describes Trump’s actions either as having some natural 

property, or as having a non-natural moral property. It is, however, important 

to bear in mind that contextualists also maintain that the property to which 

moral expressions refer is a natural property, and can therefore also be 

understood as a form of naturalism.4 In this thesis, I will use the term 

‘naturalism’ about absolutist who maintain that a moral predicate refers to the 

 
3 Some views that have gone under the name ‘relativism’ might be better understood as forms 

of contextualism, as I describe it here, and some views are not easily labeled as one or the other.  
4 A non-naturalist form of contextualism is also possible, but this option is not advocated by 

anyone (to my knowledge), and is therefore not discussed here.   



5 

same natural property regardless of the context of utterance, and 

‘contextualism’ about views which maintain that a moral predicate refers to 

different natural properties depending on the speaker at the context of 

utterance.  

In short, descriptivists accept the view that utterances of moral sentences 

such as (1) are assertions that have propositions as their semantic values. But 

views differ on: what kind of property is ascribed to Trump’s action in (1); 

whether the context of utterance affects the propositional content of (1); and 

whether the truth-value of the propositional content of (1) varies between 

contexts of assessment or not.  

Pure expressivists reject the descriptivist approach altogether.5 They hold 

that the speaker of (1) is not in the business of asserting any proposition at all. 

Instead, they maintain that the semantic values of moral sentences are non-

cognitive, desire-like, mental states. Pure expressivism is the most prominent 

contemporary incarnation of the category of non-descriptivist views. Non-

descriptivists broadly have in common the view that declarative moral 

sentences have some essentially practical semantic function, rather than to 

assert propositions. The most prominent early non-descriptivist theories come 

from Ayer (1936), Stevenson (1937, 1945) and Hare (1952).  

As we will see, Stevenson and Hare can be interpreted as early proponents 

of hybrid views. I will therefore use Ayer’s view as a paradigm example of 

pure non-descriptivism. According to Ayer’s emotivism, moral expressions, 

such as ‘right’, ‘wrong’, ‘good’ and ‘bad’ add nothing to the content of a 

sentence. Instead, a moral expression is used to express the speaker’s attitude 

towards what has been described. To illustrate, compare the following two 

sentences: 

 

(2) “My computer is broken”  

(3) “My damned computer is broken”  

 

The sentences asserted in (2) and (3) have the same truth-conditions: they are 

both true iff the speaker’s computer has the property of being broken. Even 

though (3) involves an additional expression – the word ‘damned’ – this 

expression adds nothing to its truth-conditions. There is no further fact that 

must obtain for (3) to be true, over and above what is needed for (2) to be true. 

Instead, the expression “damned” functions to express the speaker’s attitude 

about the computer.  

In relation to moral language, we can understand Ayer as saying that the 

presence of ‘wrong’ in (1) makes the same kind of contribution as ‘damned' 

does to (3): It adds nothing to the truth-conditions of the sentence. Instead, it 

 
5 Blackburn (1984, 1998) and Gibbard (1990, 2003) are central figures in the expressivist 

tradition. Others who have defended pure expressivism include Schroeder (2008a), Horgan and 

Timmons (2006b), Franzén (2020), Charlow (2014b), Smith and Stoljar (2003), among others.   



6 

functions to express the speaker’s positive or negative attitude about the state 

of affairs described; that is, it expresses a negative attitude about the fact that 

Trump incited the attack. In Ayer’s words: 

[I]in every case in which one would commonly be said to be making an ethical 

judgement, the function of the relevant ethical word is purely “emotive.” It is 

used to express feeling about certain objects, but not to make any assertion 

about them […] If a sentence makes no statement at all, there is obviously no 

sense in asking whether what it says is true or false. And we have seen that 

sentences which simply express moral judgements do not say anything. They 

are pure expressions of feeling and as such do not come under the category of 

truth and falsehood. They are unverifiable for the same reason as a cry of pain 

or a word of command is unverifiable – because they do not express genuine 

propositions. (Ayer, 1936, pp. 108–109).  

 

Expressivism is the most popular version of non-descriptivism today, and 

most contemporary hybrid views are forms of hybrid expressivism (to be 

explained in more detail in §1.5). Expressivists maintain that the primary 

semantic function of an utterance of a moral sentence is to express a non-

cognitive attitude. There are different expressivist views about exactly what 

kind of non-cognitive attitudes moral sentences are thought to express. As a 

placeholder, I will use states of approval or disapproval. So, we can 

understand the expressivist’s thesis to be that the primary semantic function 

of an utterance of (1) is to express an attitude of disapproval of Trump’s action, 

rather than a proposition (or a belief).  

Expressivists thus understand meaning by appeal to expressions of mental 

states. But it is important to highlight that there is a difference between 

psychological and semantic views in metaethics. Psychological views concern 

what kind of mental states moral judgments are, whereas semantic views 

concern what moral sentences (and expressions) mean. Given this distinction, 

descriptivism is understood as a semantic theory that is naturally combined 

with cognitivism, which is the psychological view that moral judgments (i.e., 

the psychological states) are beliefs.6 By contrast, non-descriptivism and 

expressivism can be understood as semantic theories that are naturally 

combined with non-cognitivism, which is the psychological view that moral 

judgments are non-cognitive mental states.  

The distinction between descriptivism and expressivism is sometimes 

described as a disagreement about what kind of mental states moral sentences 

express. As such, they are understood to disagree about whether moral 

sentences express beliefs or whether they express desire-like attitudes. 

However, as Jackson and Pettit (1998) have argued, descriptivists and 

 
6 Cognitive and non-cognitive mental states are traditionally distinguished in terms of their 

direction of fit. Roughly put, cognitive states (such as belief or perception) aim to fit the world, 

whereas non-cognitive states (such as desires or wishes) aim for the world to fit them. 
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expressivists cannot understand the expression-relation in the same way.7 

Descriptivists maintain that moral sentences express beliefs in the sense that 

they express the contents of beliefs – that is, propositions. But expressivists 

traditionally maintain that moral sentences express non-cognitive attitudes, 

not the contents of non-cognitive attitudes. Hence, the difference is that while 

expressivists maintain that the semantic values of moral sentences are non-

cognitive mental states, descriptivists maintain that the semantic contents of 

moral sentences are propositions and that the propositional attitude we take 

towards this content is belief. It is therefore too cursory to say that the quarrel 

between the proponents of these views concerns whether moral sentences 

express beliefs or whether they express non-cognitive attitudes.   

A further complication is that in the contemporary metaethical debate, there 

really is no uncontroversial way of making the distinction between 

descriptivism and expressivism since the two positions have become 

increasingly nuanced. For instance, proponents of both descriptivism and 

expressivism have adopted minimalist (or deflationary) theories of truth (as 

well as of properties, and propositions). Such theories aim to “deflate” truth 

by saying that there is no robust, or real, property that a sentence can have 

which is constitutive of its being true. By contrast, inflationary theories of 

truth maintain that there is a property which sentences must have to be true; 

such as, the property of corresponding with reality as the correspondence 

theory maintains. Some expressivists have adopted minimalism, mainly to 

accommodate the intuitive idea that moral sentences can be true, albeit in a 

minimal sense. Such theories go under the name of quasi-realism (Blackburn, 

1993; Gibbard, 2003). Some descriptivists have also adopted minimalism, 

mainly to avoid the metaphysical difficulties that arise from accepting the 

view that a moral proposition can correctly represent some features of the 

world. Minimalist descriptivist views go under the name of relaxed realism or 

quietism (Scanlon, 2014; Parfit, 2016; Tiefensee, 2021). The adoption of 

minimalism by both expressivism and descriptivism has made it notoriously 

difficult to see whether there remains any interesting difference between the 

resulting views, or whether they turn out to collapse into one another (Dreier, 

2018).   

Another more recent development among expressivists is the formulation 

of meta-semantic forms of expressivism (Ridge, 2014; Chrisman, 2016). A 

meta-semantic theory explains the facts in virtue of which words and 

sentences have the meanings that they do. As such, theories in meta-semantics 

and semantics aim to explain different things, since semantic views aim to 

provide theories of the meanings that words and sentences have. A purely 

meta-semantic understanding of expressivism aims to be compatible with a 

descriptivist semantics. For instance, according to Ridge, his expressivist view 

 
7 See also Schroeder (2008b) for discussion of how expressivist can (and should) understand 

the expression-relation.  



8 

should be understood as a theory in meta-semantics which is fully compatible 

with a semantics that assigns propositions and truth-values to moral sentences 

(Ridge, 2014, p. 106). Meta-semantic expressivism thus addresses another 

question than the one that I am interested in here.   

The conclusion to draw from these complications is not, however, that the 

distinction I have made between descriptivism and expressivism cannot be 

made. The way that I have drawn the distinction depicts simplified versions 

of these pure views, allowing that there are borderline cases which are difficult 

to classify. In the next two sections, I will explain two major challenges for 

the pure views and why these challenges have been considered detrimental to 

these theories.  

1.3. The Practicality Challenge 

Pure descriptivism has been considered unable to explain the way that moral 

language is distinctively practical or action-guiding. As Finlay puts it, “The 

special practicality of normative language is often alleged by expressivists to 

be the downfall of all purely descriptivist semantics” (2014, p. 125). In this 

thesis, I will ultimately argue that there is a lack of systematicity in the way 

that moral claims display a special practicality, because the practicality of 

moral expressions is highly sensitive to context and linguistic construction. 

But for now, I will set aside this critical discussion and go through what the 

practicality of moral language has been considered to consist in and why it has 

been thought to be a problem for pure descriptivism.  

The practicality of moral language has historically been described as 

involving a variety of attitudes, emotions, and behavioral dispositions. To see 

how complex this phenomenon appears to be, let us start by considering the 

following way in which Blackburn describes the practicality of moral 

language, by appeal to Ryle: 

[E]thics involves the full dynamic range of our practical natures […] As Gilbert 

Ryle put it, ethics involves the ‘tempers, habits, dispositions, moods, 

inclinations, impulses, sentiments, feelings, affections, thoughts, reflections, 

opinions, principles, prejudices, imaginations and fancies’. A picture that leaves 

out any of these is to that extent impoverished. (Blackburn, 1998, p. 13)  

 

We can thus tentatively understand the problem for descriptivism to be that it 

fails to fully incorporate the dynamic range of our practical natures which are 

(purportedly) an essential part of moral language. But what, more precisely, 

does this practical nature involve?  

Early proponents of non-descriptivism emphasized the bearing that moral 

utterances have (or purport to have) on the speaker’s audience. Stevenson 

proposed to analyze a moral claim, such as “ is good”, as something along 
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the lines of: “I approve of ; do so as well!”. Thus, the speaker both describes 

her own attitudes and expresses an encouragement to the addressee to share 

those attitudes (Stevenson, 1945, pp. 26–27). He also contended that a moral 

claim such as “ is good” has an emotive meaning by expressing the speaker’s 

approval of  and arousing the addressee to also approve of  (Stevenson, 

1945, p. 207).8 As Stevenson put it, “Moral judgments are concerned with 

recommending something for approval or disapproval” (1945, p. 13). In a 

similar way, Hare maintained that moral language is prescriptive; 

characteristically used to guide conduct (1952, p. 5). According to Hare, moral 

expressions are especially suited to commend actions (1952, p. 94). The view 

is that in much the same way as imperatives, moral sentences in declarative 

form prescribe actions. Hence, moral sentences are primarily used to prescribe 

the performance of an action, rather than to assert a fact, according his view. 

Ayer similarly maintained that moral expressions “give the sentences in which 

they occur the effect of commands”(Ayer, 1936, p. 108). And as Carnap put 

it, “a value-statement is nothing else than a command in a misleading 

grammatical form” (Carnap, 1935, p. 24 emphasis added).   

These thoughts from the early non-descriptivist thinkers illustrate how 

moral claims are directive; they aim to direct actions or attitudes by, for 

instance, expressing encouragements or commands. This directive force is 

thought of as their meaning (or as a part of their meaning). To make a moral 

claim, for instance saying “You ought to save that drowning child right now!”, 

the speaker is clearly trying to get her addressee to save the drowning child. 

The speaker does not appear to (just) describe a moral fact; she is (also) trying 

to make something happen. Moral language is in this way used to guide the 

actions of others.  

The claim that moral language is directive has also been present in more 

contemporary views, although not as explicitly put in terms of commands or 

prescriptions. For instance, Blackburn maintains that when one thinks that 

some act ought not to be performed, this thought is expressed in terms of one’s 

“preparedness to encourage restraints and boundaries with which people 

should be forced to act” (Blackburn, 1998, p. 13 emphasis added). But in the 

contemporary expressivist tradition to which Blackburn belongs, the primary 

focus has been on the relation that moral claims bear to practical psychological 

attitudes. In other words, expressivists have characteristically had a 

mentalistic approach to meaning, trying to make sense of what we do when 

we talk about what is wrong or right in terms of the psychological attitudes 

that are expressed.  

There are broadly three kinds of attitudes that have been emphasized. First, 

moral discourse is considered to be closely related to certain reactive attitudes. 

For instance, when a speaker claims that an act is wrong, she is expected to 

 
8 These two interpretations are, in Stevenson’s words, the “two patterns of analysis” (Stevenson, 

1945). 
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blame or resent people who perform that act – and conversely, to praise people 

who do things that she judges to be right (Blackburn, 1998, p. 13). Second, 

moral language has been thought of as tied to evaluative attitudes or desires 

(Blackburn, 1998, p. 69). For instance, when a speaker claims that an act is 

right, she is expected to favor the performance of that act, to approve of it, or 

to want it to be performed. Third, moral language has been thought of as tied 

to motivational attitudes.9 When a speaker claims that she ought to perform an 

act, she conveys that she is motivated to actually perform it (Gibbard, 1990, 

p. 7; Blackburn, 1998, p. 1). For instance, a speaker who claims “I ought to 

save that drowning child” is expected to be (at least somewhat) motivated to 

save the drowning child. 

The relation between moral claims and motivation has been a particularly 

heated topic in the contemporary metaethical debate (McDowell, 1979; Platts, 

1980; Blackburn, 1984; Brink, 1986; Railton, 1986; Pettit and Smith, 1990; 

Darwall, Gibbard and Railton, 1992; Smith, 1994; Darwall, 1997; Miller, 

2008; Zangwill, 2008). Discussions have largely revolved around 

(motivational) internalism. Internalism is the view that there is an internal or 

necessary connection between making a moral claim and being motivated to 

act in accordance with that claim (examples of specific internalist views will 

be mentioned below).  

It is important to highlight that the debate about moral motivation 

essentially boils down to psychological issues about moral judgments. The 

core questions debated have to do with what kind of mental state moral 

judgments are and their metaphysical properties. According to the Humean 

theory of motivation, beliefs are motivationally inert, unless they are combined 

with some non-cognitive attitude (Davidson, 1963; Smith, 1994, p. 92).10 

Thus, if moral judgments are a kind of psychological attitude that can lead to 

motivation on its own, or by necessity, then it cannot be a belief.  

Still, while these psychological observations chiefly have to do with the 

metaphysics of mind, there are implications for theories of moral language. If 

internalism is true, then expressivism provides an account which 

accommodates the necessary connection between moral judgment and 

motivation conceptually. According to expressivism, it is a matter of 

conceptual necessity that a speaker who claims “I ought to ” is motivated to 

 (if she is sincere), since the expression of a motivational attitude is entailed 

by the meaning of ‘ought’. But according to pure descriptivism, all we can 

infer from the meaning of an assertion of “I ought to ” is that the speaker 

 
9 Note that one might argue that the evaluative attitude and the motivational attitude mentioned 

above amounts to the same thing. The thought would be that the reason why moral sentences 

express motivation is that they express evaluative or desire-like attitudes which are the kinds of 

attitudes that are motivational.   
10 An option for descriptivists (that I will not discuss further) is to abandon the Humean theory 

of motivation and accept internalism and descriptivism/cognitivism (McDowell, 1979; Platts, 

1980; Scanlon, 1998; Shafer-Landau, 2003) 
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holds a belief with the proposition that she ought to  as its content (if she is 

sincere). It does not follow by conceptual necessity from the meaning of 

‘ought’ that the speaker is motivated. So, if there is a necessary connection 

between moral claims and motivation, the descriptivist must explain this by 

means of metaphysical necessity, which is at odds with the aforementioned 

Humean theory of motivation, according to which there can be no necessary 

connections between distinct mental states.  

But although internalism is accepted by many, it is far from the canonical 

view. Pure descriptivists typically deny the truth of internalism, and instead 

accept (motivational) externalism, which is the view that there is no internal 

or necessary connection between making a moral claim and being motivated 

to act in accordance with it (Stocker, 1979; Brink, 1989; Mele, 1996; 

Svavarsdottir, 1999; Roskies, 2003; Miller, 2008). As a way of trying to 

undermine internalism, externalists have pointed to various counterexamples 

of speakers who appear to make moral claims while lacking any moral 

motivation. For instance, such counterexamples include cases in which 

speakers may not have any motivation corresponding to their moral claim due 

to depression, weakness of will, or just general moral apathy.  

Many different versions of internalism have arisen in the current debate, 

allowing internalists to be more flexible in accommodating counterexamples 

where speakers appear to display no moral motivation. There are now several 

forms of internalism that refrain from postulating a necessary, indefeasible, 

connection between all instances of moral claims and motivation. Some have 

argued that the connection between moral claims and motivation holds by 

necessity, but under certain specified conditions. For instance: under 

conditions of psychological normality (Blackburn, 1998; Björnsson, 2002; 

Gibbard, 2003); when the speaker is practically rational (Korsgaard, 1986; 

Smith, 1994; van Roojen, 2010); or for speakers with a certain moral 

perceptivity or understanding (McDowell, 1979; McNaughton, 1988; 

Wiggins, 1991; Tolhurst, 1995). Others postulate that motivation need not 

follow directly from the meaning of a moral claim. Instead, the thought is that 

motivation follows indirectly from some relevantly connected moral 

judgment, such as the moral judgments of the community to which the speaker 

belongs (Greenspan, 1998; Tresan, 2009), or to the judgments of a moral 

practice that she is part of (Dreier, 1990).11 These various kinds of internalist 

views broadly have in common that they allow there being individual moral 

judgments that do not entail motivation.  

Hence, despite the concession that there are counterexamples to 

internalism, where a speaker need not be motivated in accordance with her 

moral claim, proponents of internalism argue that their view is nonetheless the 

correct view of moral motivation. For instance, Blackburn contends that the 

 
11 For a helpful summary of the debate around motivational internalism including a more 

detailed overview of the different forms of internalism, see (Björnsson, et al., 2015, chapter 1)  
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fact that the counterexamples are exceptions shows that internalism is largely 

correct about moral language. As he puts it: 

[E]xternalists can win individual battles. They can certainly point to possible 

psychologies about which the right thing to say is that the agent knows what it 

is good or right to do, and then deliberately and knowingly does something else 

[…] But internalists win the war for all that, in the sense that these cases are 

necessarily parasitic, and what they are parasitic upon is a background 

connection between ethics and motivation. They are cases in which things are 

out of joint, but the fact of a joint being out presupposes a normal or typical 

state in which it is not out. (Blackburn, 1998, p. 61) 

 

However, this development in the literature raises the question of whether 

there is an interesting difference between externalism and internalism left at 

all, and if so, what the difference is. Moreover, as the range of different 

internalist views has grown, the arguments for and against these views rely on 

increasingly subtle intuitions about moral psychology. It is for this reason 

perhaps unsurprising that there is still no consensus as to whether internalism 

or externalism is correct – and there seems to be no easy way to undermine all 

forms of internalism, nor to show that internalism is right.  

I will not try to settle these difficult and intricate problems here. The 

psychological issues pertaining to how motivational attitudes are connected to 

a speaker’s overall psychology will be treated as peripheral to my main focus 

on linguistic communication. Still, some of the questions that I will address 

interact with the issues mentioned. At the level of language, I take it that what 

needs to be explained is why listeners are licensed to infer from the utterance 

of a moral claim that the speaker is motivated in a specific way. The question 

is: Why will a speaker who utters a sentence such as “I ought to ” convey to 

her listeners that she is motivated to ?  

Looking at the practicality challenge more generally, there are two broad 

questions that need to be answered. First, does moral language systematically 

display a special practicality – and if so, what does this practicality consist in? 

Second, why does moral language display the practicality that it does? If 

listeners are licensed to infer that the speaker of a moral sentence has certain 

reactive, evaluative, or motivational attitudes, or that her claim directs the 

attitudes or actions of her addressee, then our best theory of moral language 

needs to accommodate this.  

In sum, the special practicality of moral language has historically been 

described as the attitudes, emotions, behavioral dispositions and directive 

import that is connected to moral discourse. Insofar as moral claims reliably 

convey this practicality, a theory of moral language needs to explain why this 

is so. The pure descriptivist appears to be in trouble in this regard. According 

to pure descriptivism, a speaker who makes a moral claim just asserts a 

proposition that she believes to be true. Hence, pure descriptivism suggests 
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that a listener is not licensed to infer attitudinal or directive contents in virtue 

of the meaning of a moral claim. The practical aspects of moral language that 

fuel the practicality challenge has led many to accept pure expressivism. But 

as we will see in the next section, expressivists face a serious problem.  

1.4. The Frege-Geach Problem 

The Frege-Geach problem is arguably the arch-challenge for expressivism and 

other non-descriptivist views.12 The standard formulation of the problem has 

its roots in a paper by Geach (1965). Geach emphasized the importance of 

what he called the Frege point, which is the claim that a declarative sentence 

has the same proposition as its content regardless of whether it is embedded. 

In Geach’s words, “a proposition may occur in discourse now asserted, now 

unasserted, and yet be recognizably the same proposition” (Geach, 1965, p. 

449). The Frege point, he argued, is essential in order to understand the 

meaning of the logical connectives and logical validity (Geach, 1965, p. 452). 

To see why, consider the following inference (that, for instance, could be 

offered by the opponent of euthanasia as part of a reductio ad absurdum):  

 

P1: Euthanasia is right.  

P2: If euthanasia is right, then it is right to commit murder.   

C1: Therefore, it is right to commit murder.   

 

A central point in Geach’s objection is that the inference from P1 to C1 is an 

instance of modus ponens only insofar as the meaning of the antecedent in P2 

is the same as the meaning of P1 and the meaning of the consequent of P2 is 

the same as the meaning of C1. The argument is valid if and only if the truth 

of the premises guarantees the truth of the conclusion. But if the meaning 

varies between the premises and conclusion, then the argument equivocates – 

and is therefore invalid.  

The expressivist’s problem is twofold. First, traditional expressivists reject 

the claim that moral sentences have a truth-evaluable content such as 

propositions. As a result, they cannot utilize the formal semantic resources 

that use propositions as the semantic values of well-formed declarative 

sentences and hence cannot explain validity as necessary truth preservation 

(Schroeder, 2009, p. 265). Second, the expressivists’ prospects of giving 

another account of validity than necessary truth preservation has seemed dire. 

The reason is that even if we suppose that the semantic value of P1 is a state 

of approval of giving to charity, this attitude is not intuitively expressed by the 

antecedent of P2. A speaker who utters P2 is more likely to be opposed to 

euthanasia than approve of it. The first premise therefore does not have the 

 
12 For helpful summaries of the Frege-Geach problem see (van Roojen, 2013; Woods, 2017).  
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same meaning when embedded in the second premise. If P1 and the antecedent 

of P2 have different meanings, then it is unclear how the conclusion is thought 

to follow from the premises. As a result, the inference commits the fallacy of 

equivocation. As Geach puts it: 

[A]n ostensibly assertoric utterance "p" and "If p, then q" can be teamed up as 

premises for a modus ponens. Here, the two occurrences of "p," by itself and in 

the "if" clause, must have the same sense if the modus ponens is not to be 

vitiated by equivocation (Geach, 1965, p. 463) 

 

While this is how the Frege-Geach problem was originally presented, the 

issues just discussed are parasitic on a deeper problem about compositionality. 

A compositional semantics explains how the meaning of a sentence is 

determined by the meanings of its parts and how they are put together. A 

widely recognized reason to think that meaning is compositional is the 

remarkable productivity of natural languages: speakers are able to produce 

and understand many sentences that they have never come across before.13 

Since it is implausible that speakers store the meanings of every sentence they 

understand, there must be a finite set of expressions and combinatory rules by 

the application of which speakers can work out the meanings of sentences they 

have never heard before.14  

Given the powerful reasons to think that meaning is compositional, what 

we need is for our semantics of moral language to be compositional as well. 

What is needed is a semantic analysis for moral language that accommodates 

how moral expressions can figure in various types of constructions. For 

instance, an atomic moral sentence such as “lying is wrong” can be embedded 

under speech and attitude verbs (e.g., “John believes that lying is wrong”), 

modals (e.g., “Lying might be wrong”) and the logical connectives (e.g., 

“Lying is not wrong”). What is more, moral expressions cannot merely figure 

as parts of sentences in declarative form (e.g., “Giving to charity is right”), but 

also as interrogatives (e.g., “Is it right to give to charity?”) and imperatives 

(e.g., “Do the right thing!”). We want to know how the meanings of the 

expressions ‘right’ and ‘wrong’ contribute to the meanings of these various 

kinds of sentences in which it might occur.  

It is widely accepted in formal semantics that the semantic values of 

declarative sentences are propositions, and that the meanings of predicates are 

the properties that they predicate (i.e., the sets of objects which instantiate the 

property). In line with this, pure descriptivists generally hold that moral 

expressions predicate properties, and that they predicate the same property 

 
13 For a discussion of the arguments for compositionality, see Pagin & Westerståhl  (2010). 
14 A somewhat more controversial reason to accept that meaning is compositional has to do 

with learnability; namely that speakers are able to learn natural languages, plausibly by learning 

the meanings of expressions and their rules of composition, rather than learning one sentence 

at a time. 
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regardless of embedding. The meaning of a moral term is thus held constant 

across linguistic constructions, which makes it possible to explain how 

speakers can understand any new moral sentence in virtue of knowing the 

meanings of the moral terms, the meanings of other sub-sentential parts, and 

its mode of construction. This route is, however, not available for the 

expressivist. Expressivists deny that moral terms predicate properties and that 

the semantic values of moral sentences are propositions, holding instead that 

moral sentences express attitudes of approval or disapproval.  

The challenge for expressivists is to provide an alternative compositional 

semantics for moral language. But it is hard to see how an expressivist 

semantics could turn out to be compositional given their semantic claim that 

moral sentences express non-cognitive attitudes. The reason is, as we have 

seen, that even if there is some intuitive support for the claim that an 

unembedded moral sentence expresses a non-cognitive attitude, there are 

many other linguistic constructions in which the attitude is not intuitively 

present.  

There are several strategies that have been employed by pure expressivists 

to respond to the Frege-Geach problem, but it is not at all obvious that any of 

them are successful.15 For instance, some have tried to construct a logic of 

attitudes, rather than propositions. Blackburn (1984) has argued that complex 

moral sentences express higher-order attitudes about the judgments that would 

be expressed by the embedded antecedent. For instance, according to 

Blackburn, the conditional in P2 expresses approval of approving of murder 

if one approves of euthanasia. The hypothesis is that the inference from P1 

and P2 to C1 is valid because it would be irrational to have the aforementioned 

higher-order attitude, and approve of euthanasia (which is the content of P1), 

without also approving of murder (which is the content of C1). This logic of 

attitudes approach abandons the view that validity is explained in terms of 

necessary truth preservation, and instead appeals to rational relations between 

attitudes to explain what it is for an inference to be valid. The inference in P1-

C1 is thus not valid because the truth of the premises guarantees the truth of 

the conclusion. Instead, the inference is valid because it would be irrational 

to accept the premises without accepting the conclusion.  

The problem about this approach is that if logical validity is reduced to facts 

about which attitudes can be rationally combined, then we should find logical 

inconsistency whenever there are such rational connections between attitudes. 

 
15 Since I ultimately focus on hybrid views in this thesis, I only provide a brief overview of the 

pure expressivist strategies for solving the Frege-Geach problem here. I go through the main 

problems that pure expressivist solution face, which have motivated adopting a hybrid account 

instead. Since I do not provide an in-depth discussion of the various arguments, I acknowledge 

that there are responses which are not addressed here. For other pure expressivist attempts to 

solve the Frege-Geach problem see, for instance: (Stoljar, 1993; Price, 1994; Björnsson, 2001; 

Sinclair, 2011; Charlow, 2014b). And for criticism of the pure expressivist solutions see, for 

instance, Schroeder (2008a, 2010), Hale (1993) and van Roojen (1996).  
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Yet, there are examples of intuitively irrational utterances which are 

nevertheless logically consistent (Hale, 1993; van Roojen, 1996). For 

instance, the Moore paradoxical assertions such as “It is raining, but I don’t 

believe that it’s raining” or utterances of performative contradictions such as 

“I never repeat myself, I never repeat myself” seem to be irrational, but not 

logically inconsistent. If we reduce validity to rationality, we cannot make this 

distinction.  

What is more, the logic of attitudes solution to the Frege-Geach problem 

has sparked another difficult embedding challenge, known as the negation 

problem (Unwin, 1999). Roughly, the issue is that in a sentence such as “Anne 

believes that lying is wrong” a negation may be inserted in the following three 

ways:  

 

(4) Anne does not believe that lying is wrong. 

(5) Anne believes that not lying is wrong.  

(6) Anne believes that lying is not wrong. 

 

Assume that “Anne believes that lying is wrong” ascribes to Anne the attitude 

of disapproving of lying. Then, what attitudes do (4)-(6) ascribe to Anne? We 

might think that (4) and (5) correspond to: 

 

(4)* Anne does not disapprove of lying.  

(5)* Anne disapproves of not lying.  

 

However, the sentence in (6) seems to lack a plausible interpretation about 

what attitude of disapproval Anne has which is appropriately distinguishable 

from the attitudes expressed by the other sentences (Unwin, 1999; Hale, 

2002). 

A general problem with the logic of attitudes approach is that semantic 

operators and the logical connectives seem to operate on contents, rather than 

attitudes. But this is in tension with the view that the contents of moral 

sentences are attitudes and that semantic and logical relations between 

sentences are explained by the relations between these attitudes. To avoid this 

worry, a pure expressivist might instead construct a logic of the contents of 

moral sentences, while maintaining that these contents are importantly 

different from the contents of descriptive sentences.  

According to Gibbard (2003), moral (and other normative) judgments are 

plan-laden states, whose contents are represented by pairs of centered possible 

worlds and plans. Gibbard understands the contents of normative judgments 

as sets of pairs of possible worlds and plans (in much the same way as the 

contents of descriptive beliefs are often represented as sets of possible 

worlds).16 These world-plan pairs represent combinations of facts and plans 

 
16 Or possible worlds and norms (Gibbard, 1990). 
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compatible with that fact. Very roughly, to accept the moral judgment 

expressed by “I ought to ” is, according to Gibbard, to rule out the world-

plan pairs that do not include the agent -ing. Gibbard takes the notion of 

disagreement as primitive and argues that a normative sentence and its 

negation express the kinds of states that disagree with each other; to accept P 

is to disagree with anyone who accepts ¬P.  

However, Schroeder has argued that this explanation takes for granted what 

needs to be explained – namely why certain moral sentences have the 

inconsistency properties that they have (Schroeder, 2008a, pp. 52–53). There 

seems to be nothing inconsistent between my plan to  and your plan to not 

  – and so, it is not obvious how, when, and why two plans conflict. What is 

more, Gibbard’s account also faces the negation problem since there does not 

appear to be enough planning states to assign to Anne in (4)-(6). She might 

plan to not lie, or not plan to lie. But again, this does not leave us enough 

attitudes to ascribe to Anne in (4), (5) and (6).17   

Schroeder proposes that atomic and complex moral sentences express 

attitudes of ‘being for’. The account proceeds from the hypothesis that to solve 

the Frege-Geach problem and the negation problem, an expressivist analysis 

of moral claims must identify a content (e.g., blaming for -ing) and an 

attitude that speakers take towards this content (e.g., being for). For instance, 

an utterance of “lying is wrong” expresses an attitude of being for blaming for 

lying.18 According to Schroeder, this view solves the negation problem, 

because we can understand (4)-(5) as ascribing the following attitudes to Anne 

(Schroeder, 2008a, p. 59): 

 

(4)** Anne is not for blaming for lying.  

(5)** Anne is for blaming for not lying.   

(6)** Anne is for not blaming for lying.   

 

Schroeder argues that the attitude of ‘being for’ can be used to construct a 

compositional semantics, which provides recipes for how to understand the 

logical connectives when the sentences they combine express attitudes of 

being for (Schroeder, 2008a, pp. 65–71).  

However, even if this turns out to be the most plausible candidate for 

constructing an expressivist compositional semantics for moral language, 

Schroeder contends that a serious problem arises once we consider how to 

 
17 A lot more could be said about Gibbard’s view here, but for reasons of space, as well as the 

scope of this chapter and thesis, I will not engage in further in this discussion. For Gibbard’s 

discussion of the Frege-Geach problem, negation and disagreement, see: (Gibbard, 2003, pp. 

41–87).  
18 A problem about this view is that it is possible to judge that an act is wrong without being for 

blaming people for performing it. This will come up again in chapter 3.  
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analyze mixed sentences with moral and descriptive constituents. For instance, 

one might make the following inference: 

 

P3: Animals are sentient beings.  

P4: If animals are sentient beings, then eating meat is wrong.  

C2: Eating meat is wrong.  

 

If we have two parallel semantics for descriptive and moral language, then it 

is hard to see how we are supposed to understand a sentence such as P4 which 

is a complex sentence consisting of moral and descriptive components. How 

are we to understand the meanings of the mixed sentence in P4, and 

consequently, how are we to understand the validity of inferences from P3 and 

P4 to C2? 

Schroeder argues that a theory of moral language has two options for how 

to tackle mixed sentences. One could either generalize the semantics for moral 

sentences to apply to descriptive sentences, or one could generalize the 

semantics for descriptive sentences to apply to moral sentences. Although he 

explores the first option by extending the account of ‘being for’ to apply to 

descriptive claims too, he acknowledges that this approach is far from ideal. 

In Schroeder’s words: 

One of the principal motivations for expressivism in the first place was the idea 

that belief and desire are two very different kinds of psychological state, and 

belief is of the wrong kind in order to motivate. But now we are considering the 

view that believing is really a certain kind of being for. The proposal sounds 

both implausible on its face, and is not at all like the kind of thing to which one 

would have antecedently expected expressivists to be friendly. (Schroeder, 

2008a, p. 92) 

 

The second option of extending the semantics of descriptive sentences to 

moral sentences has been advocated by hybrid expressivists. There has been 

significant optimism that by adopting a hybrid view, expressivists can access 

precisely the same response to the Frege-Geach problem that is available for 

pure descriptivism. Hybrid expressivists hold that moral sentences have a 

descriptive content in addition to expressing attitudes, and can thereby use this 

descriptive part of moral sentences to accommodate issues regarding logical 

inconsistency and compositionality in much the same way as the pure 

descriptivist does. Hence, they need not adopt another parallel system for how 

moral sentences embed and figure as constituents of logically valid inferences. 

They thereby claim that the truth of the descriptive content of C1 follows from 

the truth of the descriptive contents of P1 and P2 – because the antecedent of 

P2 has the same descriptive content as P1. And they can say precisely the same 

thing about the inference in P3-C2. Hence, hybrid expressivists can “piggy-
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back on standard truth-conditional methods” (Schroeder, 2013, p. 302).19 This 

hybrid solution to the Frege-Geach problem will be discussed more 

thoroughly in chapter 3. I will now turn to consider the commitments of hybrid 

theories about moral language.  

1.5. Hybrid Views  

According to hybrid theories, moral sentences fulfill both a descriptive and a 

practical linguistic function. An increasing number of hybrid views have been 

formulated during the last two decades.20 But the hybrid approach to moral 

language has its roots much earlier than this. Stevenson contended that “there 

is always some element of description in ethical judgments” (1937, p. 16), and 

Hare argued that “Although the evaluative meaning of ‘good’ is primary, the 

secondary descriptive meaning is never wholly absent” (1952, p. 122).21 Still, 

both Stevenson and Hare maintained that the emotive, or prescriptive 

component of moral claims is essential – and in some sense primary – to the 

meaning of moral expressions.  

In this thesis, I explore the question of how to integrate the different 

dimensions of meaning within a theory of moral language. If there are two (or 

more) kinds of linguistic components associated with moral expressions, then 

how, more precisely, are these two kinds of components conveyed, expressed, 

or otherwise related to the meaning of moral claims? I investigate how to 

answer question by considering different ways that content can be 

linguistically communicated, and evaluate how to apply these approaches to 

moral language. Moral language is thus analyzed in relation to language more 

broadly, thereby taking into consideration more general ways of 

understanding what is said, what is meant, and what is communicated by 

different linguistic means.  

The semantic content of a declarative sentence is standardly understood as 

the proposition that the sentence is used to assert, and this proposition provides 

its truth-conditions. But in addition to this propositional semantic content, a 

sentence may also convey additional non-semantic content conventionally and 

non-conventionally. The distinction between conventional and non-

conventional meaning is largely due to Grice (1989). Roughly, conventional 

 
19 Examples of those who have explicitly argued that hybrid theories can solve the Frege-Geach 

problem by appeal to the descriptive content of moral sentences include (Ridge, 2006; Alm, 

2008; Boisvert, 2008; Schroeder, 2013; Toppinen, 2013).  
20 Theories that can broadly be understood as hybrid views include: (Robinson, 1948; Altham, 

1986; Barker, 2000; Copp, 2001, 2009; Finlay, 2004, 2005, 2014; Horgan and Timmons, 2006a; 

Ridge, 2007, 2014; Alm, 2008; Boisvert, 2008; Eriksson, 2009; Hay, 2011; Henning, 2011; 

Schroeder, 2013; Toppinen, 2013). For helpful overviews of hybrid theories, see Schroeder 

(2009) and Toppinen (2017). 
21 John Eriksson (2009) proposes an interpretation of Hare as defending a kind of hybrid view. 
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implicature is content that is generated by a sentence due to the conventional 

meaning of some expression that it involves. Since it is part of the meaning of 

an expression, it will be salient to competent speakers what the implicated 

content is. For instance, the sentence “Even Jill finished the race” is true iff 

Jill finished the race, but this sentence also conveys that Jill was less likely 

than others to finish the race. This additional implicature content is conveyed 

in virtue of the conventional meaning of ‘even’. Since the implicature does 

not affect the truth-conditions of what is said, it is not part of the semantic 

content of the sentence, but it is nevertheless part of the conventional meaning. 

This is discussed again in chapter 3.   

A sentence might also convey content non-conventionally. For instance, 

conversational implicature is content that is generated by a sentence due to 

background assumptions of the conversation and contextual information about 

the situation in which the utterance is made. Implicature content that is 

conveyed conversationally is thus not part of the meanings of the expressions 

themselves. Such content is instead generated due to “general principles of 

discourse” (Grice 1989: 20) This will be discussed in more detail in chapter 4.  

We need not, however, understand the distinction between conventional 

and non-conventional content only in the light of Gricean implicature. In 

general, we can say that competent speakers of a language are familiar with 

the conventional meanings of the expressions that they use. Speakers may, 

however, also use a sentence to communicate things that are not part of its 

conventional meaning. But when they do, they need to be able to count on 

their addressee’s ability to infer this information. It is in virtue of the context 

of utterance and mutually shared assumptions about the conversation that 

speakers successfully use sentences to communicate something other than 

what they conventionally mean, and know that they can rely on their 

interlocutors to infer that this is what they aim to communicate.  

Furthermore, it is important to bear in mind that ‘conventional’ and ‘non-

conventional’ are used as theoretical terms in this thesis. They specify the 

source from which some information can be inferred from the utterances of a 

sentence. To say that some content is conveyed non-conventionally by an 

utterance does not, however, mean that it does not have to do with conventions 

at all. There are still conventions at work behind (for instance) conversational 

implicature, even though such implicature is not conveyed in virtue of the 

conventional meaning of the sentence that triggers it.  

Both conventional and conversational implicature are standardly thought 

of as parts of pragmatics. It is widely agreed that a distinction between 

semantics and pragmatics is useful to explain a wide range of linguistic 

phenomena. But it is highly controversial how to draw this distinction, how 

semantic and pragmatic content interact, and how to explain why some 

pragmatic content is conveyed. Part of the difficulty arises due to 

disagreements over how much the context of utterance might affect the 

semantic content of a sentence. For example, a minimal semantic account 
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recognizes only a very limited number of context-sensitive expressions, such 

as the indexicals “I”, “here” and “now” (Borg, 2012, p. 10). By contrast, use-

sensitive semantic accounts maintain that all expressions are sensitive to use, 

such that the semantic content of a sentence is derivable only when considered 

against the context of utterance (Travis 1989). In between these two poles, 

there are views that allow features of the context to affect the truth-conditions 

of a sentence to varying degrees (Carston 2002; Kölbel 2008; Predelli 2005; 

McFarlane 2007). Hence, what is treated as pragmatically conveyed content 

by some is treated as the determinants of semantic content by others. 

Another controversial topic that borders the distinction between semantics 

and pragmatics is the role that speech acts have to linguistic theorizing. The 

early non-descriptivist theories of Hare and Stevenson arose around the same 

time as speech act theory emerged, which has its roots and development in the 

work of Austin (1975, 1979) and Searle (1969, 1975, 2010). The guiding 

thought behind speech act theory is that sentences are not (or not merely) 

carriers of content, but they are instead (or also) used to perform speech acts. 

For instance, a speaker may use a sentence to make an assertion, to issue a 

command, to ask a question, etc. Some sentences might be used to perform 

more than one speech act. For instance, “Would you care to join us?” will, due 

to its interrogative form, merely seem to state a question, but the speaker might 

be understood to also offer an invitation.  

There are still pressing and unresolved questions about how to construe a 

systematic and explanatory framework of speech act content. It is, for 

instance, controversial how to individuate speech acts, how many kinds of 

speech acts there are, whether there are some speech acts that are universal 

across cultures (and which ones), and whether there is a limit to how many 

different speech acts can be performed by a single utterance.22 So, while there 

is intuitive pull behind the claim that speakers use sentences to perform speech 

acts, it is controversial whether there are any simple and systematic recipes 

for determining which speech act is performed by a given sentence and why.  

Now that we have surveyed some of the standard linguistic devices for 

conveying content, we can paint a clearer picture of the different approaches 

to the duality of moral claims. Note that this way of distinguishing the views 

might not always correspond with the intentions that various proponents of 

hybrid views have for their theories. However, I maintain that by interpreting 

different forms of hybrid theories against the background of these distinctions 

will help elucidate, evaluate, and compare ways to account for the duality of 

moral language. In the remainder of this thesis, I will distinguish between 

broadly two kinds of hybrid views: hybrid descriptivism and hybrid 

expressivism.  

Hybrid expressivism will be understood to be the class of views according 

to which the meanings of moral sentences involve both non-cognitive mental 

 
22 For a helpful discussion of speech act theory, see Levinson (2017).  
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states and (the contents of) beliefs (Copp, 2001, 2009; Ridge, 2007; Boisvert, 

2008; Schroeder, 2013; Toppinen, 2013). Many hybrid expressivists hold that 

moral sentences express two states – a belief and a desire – as part of their 

semantic or non-semantic conventional meaning. For instance, (1) expresses 

a belief that Trump’s action has a certain property, and a non-cognitive 

attitude towards things that have that property.  

Note that a hybrid expressivist theory need not be limited to the view that 

only two states are expressed. For instance, Björnsson & McPherson (2014) 

have argued that moral sentences express a cluster-like state which consists of 

cognitive and non-cognitive mental states, and behavioral dispositions. Yet 

another approach is to say that different kinds of moral sentences express 

different kinds of content, and hence that some moral sentences express one 

kind of content, and other moral sentences express another kind of content 

(Svoboda, 2011; Kriegel, 2012; Chrisman, 2016). Still, I take the 

characteristic claim of hybrid expressivism to be that moral sentences express 

a combination of belief and desire-like attitudes – which means that they have 

at least some descriptive propositional content (i.e., the content of the belief) 

and some practical or attitudinal component as part of their conventional 

meaning.    

Hybrid descriptivism will be understood as the class of views which take 

the conventional meanings of moral sentences to be wholly exhausted by their 

descriptive contents, but that in addition aim to explain the practicality of 

moral sentences by pragmatic devices, such as conversational implicature 

(Finlay 2004, Finlay 2005, Finlay 2014; Strandberg 2012).  

Note that according to my definitions of the pure and hybrid views, hybrid 

descriptivism entails pure descriptivism, whereas pure and hybrid forms of 

expressivism are incompatible. The difference between pure and hybrid 

descriptivism has to do with the scope of what they aim to explain: pure 

descriptivist views are semantic theories, whereas a hybrid descriptivist offers 

a theory of both the semantics and pragmatics of moral language. This does 

not mean that a pure descriptivist must actively deny that moral claims can 

pragmatically convey additional contents – but they might of course do so, 

perhaps by denying that there is anything interesting or systematic there to 

explain at the level of pragmatics. Another option is for the pure descriptivist 

to contend that there are pragmatic mechanisms at work, but be silent on the 

nature of those mechanisms, instead focusing more narrowly on moral 

semantics.23  

 
23 Another possible theory is to accept pure expressivism about the semantics of moral 

sentences, and defends a pragmatic account of how moral sentences express some additional 

content by non-conventional pragmatic mechanism. This theory would not, according to my 

definitions, be hybrid expressivism nor hybrid descriptivism. But, since I know of no theory 

along these lines, I will put this slight complication aside.  
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There are other ways that hybrid expressivism and hybrid descriptivism 

have been distinguished in the literature. Inspired by Hare’s distinction 

between primary and secondary meaning (1952, p. 122), one might say that 

hybrid expressivists maintain that the attitudinal component of moral 

sentences is primary, whereas hybrid descriptivists maintain that the 

descriptive content is primary (Alm, 2008, p. 123). This way of making the 

distinction is not very informative unless we have an account of what it is for 

a part of the meaning to be primary and another to be secondary. The idea 

from Hare and Alm is that the attitudinal part of the meaning is primary 

because it is the same for different speakers, whereas the descriptive content 

varies (Hare, 1952; Alm, 2008, p. 123).24 However, making the distinction this 

way makes it difficult to classify hybrid views that adopt absolutism about the 

descriptive content; because according to these views, both the descriptive and 

the attitudinal meaning is postulated to be the same across speakers (Robinson, 

1948; Copp, 2001, 2009; Boisvert, 2008, 2008).25  

Toppinen has argued that the difference between the two kinds of hybrid 

views is that hybrid expressivism adopts the mentalistic approach to meaning 

that is characteristic of expressivist views, whereas hybrid descriptivism 

denies this. This is largely compatible with my proposed distinction above, 

since I have characterized hybrid expressivism in terms of the attitudes 

expressed as part of the conventional meaning of moral sentences.  

Note that there may simply not be a neat way to distinguish between hybrid 

expressivism and hybrid descriptivism that does justice to the commitments 

of all views. The distinction that I have chosen reflects the broader focus of 

this thesis regarding how different contents or attitudes might be conveyed by 

the utterance of a moral sentence. The main difference between expressivist 

and descriptivist hybrid views has to do with the way that they regard the 

attitudinal or practical component of moral language. The former views 

ascribe to moral expressions a hybrid conventional meaning, whereas the 

latter views do not, but try to instead provide an account of how the practicality 

of moral language is conveyed through mechanisms that are distinct from 

conventional meaning. 

I now turn to the question of whether a hybrid theory about moral language 

can offer an explanation for both why moral language is practical to the extent 

that it is, and at the same time offer a compositional semantics for moral 

language. Recall that the problem for pure descriptivists is to explain why 

moral sentences sometimes convey certain practical contents, whereas the 

problem for expressivists is to explain why moral sentences do not always 

 
24 Moreover, more argument is needed to motivate that this feature is what makes a part of the 

content ‘primary’ at all.  
25 Ridge has argued that the distinguishing commitment for hybrid expressivists is that they 

maintain that the descriptive content of a moral sentence is not “guaranteed to provide the 

sentences’ truth conditions” (Ridge, 2007, p. 54). I find it unclear what is meant by this.  
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convey any such practical content (most notably, when they are embedded). 

These problems are in one sense two sides of the same coin – and the question 

is whether any hybrid theory can successfully capture both sides.  

In this thesis, I argue that moral claims do not convey both the contents of 

beliefs and non-cognitive attitudes in virtue of their conventional meaning, as 

hybrid expressivists maintain. I argue that the problem for these views is that 

moral expressions do not express attitudes systematically across different 

linguistic constructions and contexts. But the conventional meaning of an 

expression should be reliably tied to it in a systematic way. Therefore, 

attitudes are not part of the conventional meaning. Furthermore, I argue that 

there are significant problems about the existing hybrid descriptivist views 

which have appealed to Gricean conversational implicature (or some similar 

mechanism). The problem for these views is that they have not successfully 

explained how an addressee is able to infer the attitudes that are purportedly 

conveyed by the utterance of a moral sentence, and how the speaker can count 

on the addressee’s ability to do so. Still, I argue that hybrid descriptivism is 

on the right track. I defend a hybrid descriptivist view inspired by a more 

general framework advocated by Stalnaker (1999, 2002), Portner (2004, 

2007), and Roberts (2006, 2012), among others. According this dynamic 

descriptivist view, moral sentences make a dual contribution to a 

conversational background which is shared among the interlocutors. I argue 

that by looking at the contribution moral sentences make to the broader 

conversational context, we can explain why they sometimes have bearing on 

both what to believe and what to do.  

1.6. Chapter Summaries 

In chapters 2, 3 and 4, I will criticize existing hybrid views and in chapters 5 

and 6, I will present and defend a positive view. In chapter 2, I turn to the 

problem of moral disagreement, which has been central in the metaethical 

debate and plagues many forms of both pure descriptivism and pure 

expressivism. I argue that hybrid theories fare no better. The problem is, 

roughly, to say what it is that speakers disagree about when they are engaged 

in a moral disagreement. Once we have a closer look at how to specify the 

contents of moral sentences, it is difficult to pinpoint what the conflict is 

between seemingly disagreeing speakers. I argue that if a hybrid theory aims 

to explain disagreement by appeal to the descriptive contents of the beliefs 

expressed by moral sentences, they face problems that pure descriptivists 

already have. But if they instead aim to say that the practical dimension of 

moral claims explains disagreement, they do not only face similar worries as 

pure expressivists do, but they also owe an explanation of how this practical 

import is expressed or conveyed by moral sentences at all.  
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In chapter 3, I consider the hybrid expressivist view that both the 

descriptive and the practical dimensions of moral language are part of the 

conventional meanings of moral sentences. I argue that the hybrid solution to 

the Frege-Geach problem casts doubt on this hypothesis. By handing over to 

the descriptive content of moral sentences both the role of explaining the 

meanings of sentences in terms of their parts, and the role of explaining the 

validity of the arguments in which they figure, there seem to be no 

distinctively semantic role for the attitude to play. Moreover, if there is no 

semantic role for the attitude to play, there is not enough linguistic evidence 

in support of the hypothesis that it is part of the conventional meanings of 

moral sentences at all. In this chapter, I also reevaluate what the practicality 

challenge is, providing further evidence that moral expressions do not express 

or convey attitudes or directives by virtue of their conventional meanings.   

In chapter 4, I turn to the hybrid descriptivist view that moral sentences 

convey attitudes through some non-conventional pragmatic mechanism, akin 

to Gricean conversational implicature. Conversational implicature is, by 

definition, calculable i.e., the implicated content can be inferred in virtue of 

the assumption that the speaker is following the Gricean conversational 

maxims. I argue that hybrid descriptivists have not successfully shown how 

the practical aspects of moral language are calculable from Grice’s maxims, 

or other similar pragmatic principles.  

In chapter 5, develop dynamic descriptivism. According to this view, the 

duality of moral language can be explained by considering how moral 

utterances update the public conversational context, rather than by focusing 

on speaker’s psychological attitudes. I argue that some moral sentences make 

a dual contribution to the discourse context, which can roughly be 

characterized as information which is mutually taken for granted by the 

participants of a conversation. The contribution that moral assertions make 

pertain both to which beliefs the participants of the conversation accept, and 

to the actions that each individual participant takes on. The account can not 

only explain the way moral sentences direct the actions of the addressee, but 

it can also explain how moral sentences indicate something about what actions 

the speaker herself takes on.    

In chapter 6, I return to the challenges concerning moral disagreement 

discussed in chapter 2. I consider the approach of saying that moral 

disagreement is not explained by appeal to the conflicting contents of what is 

said or implicated. Instead, at least some disagreements are explained meta-

linguistically.  I consider three meta-linguistic views, and present problems 

for these. I then move on to explore how dynamic descriptivism might solve 

the problems with moral disagreement by appeal to the information harbored 

in the shared discourse context and discuss potential challenges for the view 

explored.  

In chapter 7, I summarize the conclusions from the thesis.  
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2. Moral Disagreement  

 

 

 

2.1. Introduction 

As we saw in chapter 1, hybrid theories have been considered to get the best 

of two worlds by avoiding the problems of the pure views. Hybrid 

descriptivism promises to solve the practicality challenge for pure 

descriptivism, and hybrid expressivism promises to solve the Frege-Geach 

problem for pure expressivism. In this chapter, I will turn to another problem 

central to the metaethical debate, which has caused trouble for both pure 

descriptivism and pure expressivism. Versions of both pure views have 

struggled to give satisfactory accounts of what it is that speakers disagree 

about when they are engaged in a moral disagreement. When two speakers 

morally disagree, we want to be able to say that the contents of their claims 

conflict; but as we will see, many views have struggled to explain what the 

conflict consists in, given the way they understand the meanings of moral 

claims. This chapter will mainly focus on hybrid expressivism, and whether 

their claim that moral sentences have a hybrid conventional meaning can help 

them account for moral disagreement. I argue that hybrid expressivism faces 

severe problems in this regard. In §2.2. and 2.3. I consider the hybrid 

expressivist’s option of saying that moral disagreement can be explained by 

appeal to conflicts in the descriptive contents of the beliefs expressed by moral 

sentences. I discuss the potential benefits of this approach, but focus on the 

problems which arise for different versions of hybrid expressivism. The 

problems discussed also arise for pure and hybrid forms of descriptivism, but 

not for pure expressivism. In §2.4. I consider whether a hybrid view – in 

contrast to pure descriptivist views – might instead account for moral 

disagreement by appeal to the practical or attitudinal components of moral 

clams. I argue that this approach also faces challenges.   
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2.2. The Prospects for Disagreement in Moral Belief  

Just as speakers can disagree about matters of fact, they can disagree about 

matters of morality. For instance, consider the following disagreement: 

 

(7) “Lying is wrong” 

(8) “Lying is not wrong”    

 

Suppose that the speaker of (7) is a Kantian and the speaker of (8) is a 

utilitarian. There is intuitively a conflict between what the Kantian says and 

what the utilitarian says. They seem to be genuinely disagreeing about the 

moral status of lying. We know that they accept different first-order moral 

views, but we do not think that subscribing to different views is all that differs 

between them; they also disagree about the wrongness of lying. 

One way to cash out this idea is to say that our intuitions about the moral 

disagreement in (7) and (8) is stable, rather than unstable (Francén, 2010). 

This means that we are not ready to retract or modify our intuitions about a 

case of apparent disagreement, even upon closer reflection. The intuition that 

there is a conflict persists, even when we acknowledge that the Kantian and 

the utilitarian differ greatly on their conceptions of what constitutes wrongness 

(Francén, 2010, pp. 21–22). By contrast, intuitions about disagreements are 

unstable when there at first seems to be a conflict between two speakers, but 

upon reflection, we can quite easily come to acknowledge that there is no real 

conflict or tension between what the speakers have said. For example, 

consider the following disagreement: 

 

(9) “Joey is tall” 

(10) “Joey is not tall” 

 

The speakers of (9) and (10) seem to disagree with each other. But if we find 

out that the speaker in (9) means that Joey is tall for a nine-year-old, and the 

speaker in (9) means that Joey is not tall for a grown-up, we modify our 

intuition about the apparent disagreement. There is no real conflict between 

(9) and (10), since Joey might be tall for a nine-year-old, but not tall for a 

grown-up. Such disagreements turn out to be merely verbal. The persistence 

of a merely verbal disagreement is owed entirely to the speaker’s divergent 

uses of some portion of language, rather than an actual conflict about the issue 

at hand (Cohnitz and Marques, 2014, pp. 2–3). When the terminology is 

clarified, the disagreement dissolves.  

There is intuitively a stable conflict between the speakers of (7) and (8). 

There is a tension between what is said in (7) and what is said in (8). A way 

to understand the basis for this stable tension or conflict is that conflicting 

moral sentences are exclusionary. Two sentences P and Q are exclusionary iff 
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P (or what P entails) excludes Q (or what Q entails).26 When speakers assert 

exclusionary contents, at least one of them must be incorrect or making a 

mistake (Streumer, 2017, p. 71).27 By postulating that moral sentences have 

descriptive content, hybrid expressivists might seem to have the ability to 

accommodate the intuition that there can be stable moral disagreement by 

saying that (7) and (8) assert exclusionary contents. A pure expressivist is 

unable to do so since they do not maintain that (7) and (8) are assertions of 

propositions that the speakers believe to be true. Pure expressivists might 

instead propose another account of disagreement, saying that in cases of moral 

disagreement, speakers have clashing attitudes of some sort. I will discuss this 

option in more detail in §2.4., and whether hybrid theories can say something 

similar.  

I will argue that if a hybrid expressivist aims to explain moral disagreement 

as a conflict between the contents of the beliefs expressed by moral sentences, 

they face serious problems, which already constituted difficulties for many 

versions of pure descriptivism. Hence, the claim that moral sentences have 

descriptive contents brings with it certain costs. More precisely, problems 

arise once the hybrid expressivist tries to cash out why (7) and (8) have 

exclusionary descriptive contents.  

2.3. The Problems with Disagreement in Moral Belief 

In contrast to pure expressivism, a hybrid expressivist might seem to have the 

resources to explain genuine moral disagreement since they claim that moral 

expressions have a descriptive content. The speakers of (7) and (8) can 

therefore be said to disagree in belief – their beliefs have incompatible 

contents in the sense that they cannot both be true. There is at least prima facie 

reason to think that such a doxastic account of disagreement allows the hybrid 

theorist to explain the conflict between the sentences in (7) and (8). But while 

this perhaps seems simple and straightforward enough, problems arise once 

we try to specify what the content of the belief is.  

Several hybrid theorists maintain that a moral sentence such as (7) does not 

express a negative attitude towards lying specifically. Instead, it expresses a 

more general negative attitude of disapproval of things that have some 

property F (Copp, 2001, 2001, 2009; Ridge, 2007; Boisvert, 2008; Schroeder, 

2013; Toppinen, 2013). And so, an utterance of (7) expresses both a negative 

non-cognitive attitude towards things that are F, and a belief that lying is F; 

 
26 For a discussion of whether folk intuitions support the claim that moral disagreements are 

exclusionary, see (Khoo and Knobe, 2018).  
27 Some disagreements are considered to be faultless – and are therefore not exclusionary. For 

instance, disagreements about personal taste are generally thought of as faultless because two 

speakers who disagree about the tastiness of some type of food can intuitively both be correct 

(Kölbel, 2004a; Huvenes, 2014; Zeman, 2020).  
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whereas (8) expresses both a negative non-cognitive attitude towards things 

that are F, and a belief that lying is not F.  

What is this property F? In this section, I will present four approaches that 

a hybrid view might take with regard to the descriptive contents of moral 

sentences, and present problems for each option.   

2.3.1. Hybrid Contextualism  

According to contextualism, in uttering the sentence “lying is wrong” the 

speaker asserts the proposition that lying has a natural property F, the nature 

of which varies depending on the speaker at the context of utterance (see §1.2). 

A hybrid contextualist accepts this thesis about the descriptive contents of 

moral sentences, and adds that moral claims also express negative attitudes 

toward things that are F. The identity of F varies between speakers because 

the speaker’s attitude of approval or disapproval determines the content of the 

expressed belief. Ridge’s early version of ecumenical expressivism can be 

interpreted as a view along these lines, according to which, a moral sentence 

expresses a general attitude of approval or disapproval of actions insofar as 

they have a certain property, and “a belief which makes anaphoric reference 

to that property (the one in virtue of which the speaker approves [or 

disapproves] of actions in general)” (Ridge, 2007, p. 55).28  

Moral expressions are thus analyzed in a similar way to indexical 

expressions, which are standardly analyzed using a double-indexing 

framework (Lewis, 1980; Kaplan, 1989). This means that to understand the 

content of a sentence, we are required to consider both the context of utterance 

and the circumstances of assessment. The context of utterance represents a 

situation in which the sentence is used, which is modelled as an ordered n-

tuple that standardly involves a world, time and agent <w, t, a>. Once a context 

of utterance is fixed, the sentence can be assigned a content that delivers a 

truth value relative to the possible world specified in the circumstances of 

evaluation.29  

According to the view under consideration, the content of the belief 

expressed by “lying is wrong” is determined at a context of utterance that 

specifies a conditional attitude of disapproval of the speaker. Whatever 

property the speaker disapproves of, this will be the property that is ascribed 

to acts of lying at the speaker’s context of utterance. For the remainder of this 

 
28 I acknowledge that there are other ways one might interpret Ridge’s early view. It might, for 

instance, be interpreted instead as similar to the kinds of views discussed in §2.3.4. 
29 For instance, in a context of utterance where Joan is the speaker, the content of “I am tired” 

is that Joan is tired. The truth value of this proposition can then be evaluated against different 

circumstances of assessment. The circumstances of assessment standardly specify a possible 

world (but may also involve other parameters such as a time or location). Hence, as uttered at 

the context <w1, t0, Joan> the sentence “I am tired” has the proposition that Joan is tired as its 

content, and has truth value ‘T’ evaluated against w1 iff Joan is tired at w1. 
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chapter, I will assume that the speaker of (7) is a Kantian and the speaker of 

(8) is a utilitarian. The Kantian disapproves of acts insofar as they have the 

property of violating the categorical imperative. At the context of utterance 

where the Kantian is the speaker, the descriptive content of “lying is wrong” 

is the proposition that lying violates the categorical imperative. This 

proposition is true when evaluated at w1 iff lying violates the categorical 

imperative at w1. The content of the belief expressed by moral sentences varies 

across speakers, but the truth value of the descriptive content at a context of 

utterance is speaker-invariant.  

The problem for hybrid views which accept this is that they face the 

problem of lost disagreement. The issue is that since the Kantian and the 

utilitarian morally disapprove of acts insofar as they have different properties, 

the contents of their uses of ‘wrong’ will vary. By uttering (7), the Kantian 

asserts the proposition that lying fails to violate the categorical imperative and 

by uttering (8) the utilitarian asserts the proposition that lying does not fail to 

maximize happiness. But the contents of these beliefs are fully compatible. It 

is true, and can be agreed upon by both parties, that lying violates the 

categorical imperative and that it does not (invariably) fail to maximize 

happiness.  

Note that the problem is not only that the contextualist hybrid option fails 

to show that (7) and (8) are exclusionary, since both descriptive contents 

expressed can both be true. The problem is also that there is no clash or tension 

at all between (7) and (8), since the Kantian and the utilitarian are speaking 

past another: the Kantian is talking about the categorical imperative while the 

utilitarian is talking about happiness maximization.30 Hence, there is no 

conflict or tension between the descriptive contents of the beliefs expressed 

by interlocutors and both beliefs can be true. Therefore, the moral 

disagreement cannot in general be explained by the descriptive contents of 

utterances of moral sentences if the contents of these sentences vary with the 

moral attitudes of the speaker at the context of utterance. 

In response to the problem of lost disagreement, hybrid contextualists 

might make the relevant parameter to which a moral sentence is relativized 

more encompassing. For instance, they might argue that moral sentences are 

relativized to a more general end or standard that is endorsed by the speaker’s 

whole community (Harman, 1975; Finlay, 2014). As such, the contextualist 

version of hybrid expressivism might accommodate disagreement between 

speakers who belong to the same community. These disagreements might be 

explained as a kind of empirical disagreement about whether a certain act 

satisfies the mutually accepted end or standard.  

 
30 Consider the analogy with an indexical sentence. Suppose one speaker utters “I am tired” and 

another speaker utters “I am not tired”. They do not thereby disagree. In this case, a contextualist 

semantics gives the intuitively correct result since the person that “I” refers to varies depending 

on who utters the sentence, and therefore the sentence does not have the same content across 

contexts of utterance.   
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However, this account still faces the problem of lost disagreement between 

speakers from different communities or groups which endorse different 

standards or ends. Speakers from communities with different standards will 

merely be speaking past one another, just as the Kantian and the utilitarian do. 

Hence, even if it is possible to appeal to community wide standards or ends in 

some cases, one cannot do so in every case because it fails to explain genuine 

moral disagreement between people that belong to different communities or 

who subscribe to different standards or ends. 

In short, a hybrid expressivist who aims to explain moral disagreement in 

terms of conflicts in belief, and who accepts contextualism about the 

descriptive contents of the beliefs expressed by moral sentences, face the 

problem of lost disagreement.  

2.3.2. Hybrid Naturalism  

According to naturalism, “lying is wrong” asserts the proposition that lying 

has a natural property F, the nature of which is invariant regardless of the 

context of utterance. As such, “Lying is wrong” expresses a belief that lying 

is F, where F is the same natural property across different speakers. A hybrid 

view may accept this thesis about the descriptive contents of moral sentences, 

and add that moral claims also express attitudes about F (Barker, 2000; 

Boisvert, 2008, p. 202; Copp, 2009, p. 170). Hence, (7) expresses that lying 

has some speaker-invariant natural property F (and a negative attitude of 

things that are F).  

Insofar as speakers morally disagree in virtue of the contents of their 

beliefs, they disagree about whether lying has this speaker-invariant natural 

property F. When the Kantian asserts (7), she expresses a belief with the 

content that lying has some speaker-invariant natural property F, and when 

the utilitarian asserts (8), she expresses the belief that lying does not have that 

same property F (and both express disapproval of F). By saying this, the 

hybrid expressivist appears able to show both why (7) and (8) are in conflict 

and why they are exclusionary. There is a conflict between the interlocutors, 

because the Kantian believes that lying is F and the utilitarian believes that 

lying is not F – and these beliefs are exclusionary because lying cannot 

simultaneously be F and not be F.   

The naturalist’s claim that there is some invariant natural property that all 

speakers talk about (and disagree about!) has historically met great opposition, 

especially from non-descriptivist thinkers such as Hare and Gibbard, but also 

from non-naturalists such as Moore. While a hybrid naturalist may 

successfully explain why there is a conflict between (7) and (8), this is 

achieved by relying on there being some plausible invariant natural property 

that all speakers refer to when they use ‘wrong’ – even speakers who accept 

fundamentally different moral commitments such as the Kantian and the 

utilitarian. There are many versions of the broad family of specification 
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problems, turning on the claim that there is a natural property which all uses 

of ‘wrong’ refer to (Moore, 1903; Hare, 1952, pp. 148–150; Wong, 1984; 

Gibbard, 1990; Horgan and Timmons, 2009).31 In this section, I will focus on 

two recent incarnations of this type of problem.  

The first problem is presented by Schroeder (2021), who calls it the 

common subject problem for ethics.32 To see what the problem is, let us start 

with the assumption that F is a property that is identified by some standard 

first-order normative theory. This view is advocated by Boisvert who 

maintains that: “The properties picked out by the moral predicates are just 

whatever the correct moral theory says they are” (Boisvert, 2008, p. 202).33 

Let us for the sake of argument suppose that, for instance, Kantianism turns 

out to be the correct first-order moral view and that F is therefore the property 

of violating the categorical imperative. This amounts to a constitutive form of 

Kantianism. As such, Kantianism is not only a first-order normative view 

about what makes actions right or wrong, but also a constitutive view of what 

it is to be right or wrong.  

Suppose now that our utilitarian is John Stuart Mill. The problem is that if 

F is the property of violating the categorical imperative, then it seems as if the 

Mill’s thoughts and judgments about what is wrong (or right) are entirely 

misguided. It turns out that he is not merely incorrect about what makes 

actions wrong, but his way of using moral expressions and his thoughts about 

wrongness does not at all align with the property picked out by moral terms. 

If ‘wrong’ just refers to the property of violating the categorical imperative, 

and the meaning of a moral expression is the property that it predicates, then 

Mill’s use of moral vocabulary and his process of finding out what is wrong 

is deeply flawed (Schroeder, 2021, p. 7). For instance, suppose Mill claims: 

 

(11) “An act is wrong iff it does not maximize the overall amount of 

happiness”    

 

The problem is that if constitutive Kantianism is correct, then Mill’s use of 

‘wrong’ refers to the property of violating the categorical imperative, which 

implies that the content of Mill’s utterance in (11) is: 

 
31 One of the most influential versions of the specification problem is Moore’s classical open 

question argument (Moore, 1903, pp. 5–21), and another kind of specification problem is the 

Moral Twin Earth argument presented by Horgan & Timmons (1991, 2000, 2009). A lot has 

been said about these objections, which I cannot do justice to here. But what is crucial to 

emphasize is that these are persistent challenges for naturalist forms of descriptivism which 

hybrid expressivists open themselves up to if they claim that moral sentences express invariant 

descriptive contents.   
32 A similar objection is also put forward by Hattiangadi (2020).  
33 Note that this assumption means taking on some heavy theoretical baggage. It is not only 

controversial that there is such a thing as the correct moral theory, but it is also controversial 

that this theory in turn determines the extensions of our moral expressions. 
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(12) An act violates the categorical imperative iff it does not maximize 

overall amount of happiness.  

 

But if this is what Mill is saying, then he is not just saying something false, he 

is saying something which is clearly inconsistent with other things that he 

presumably believes. Mill plausibly believes that it is not the case that an act 

violates the categorical imperative iff it does not maximize happiness. It turns 

out that Mill does not only have false moral beliefs, but he is also conceptually 

confused in his thoughts and assertions about rightness and wrongness and the 

contents of his moral claims turn out to be inconsistent with what he otherwise 

believes.  

A response to this problem, which is discussed by Schroeder, is to appeal 

to the analogy with water and H2O to get out of this problem. A naturalist 

about the descriptive contents of moral claims might point out that before we 

knew that water was H2O, we had all sorts of false beliefs about water. In 

much the same way as our ancestors did not know the chemical nature of 

water, one might think that Mill (among others) has been making related kinds 

of mistakes about rightness and wrongness, because he did not yet know that 

wrongness just is the property of violating the categorical imperative.  

However, as Schroeder argues, even though people had false beliefs about 

the nature of water, they were nevertheless able to successfully identify it. 

They had a fairly reliable way for identifying water, even though they 

sometimes made mistakes due to their imperfect knowledge of its exact 

chemical composition. The way that speakers identify water was not largely 

affected by their beliefs about its underlying nature (Schroeder, 2021, pp. 6–

7). But the same does not hold for moral properties, if constitutive Kantianism 

is true. If wrongness is the property of violating the categorical imperative, 

then Mill’s method for forming moral beliefs about which acts are wrong are 

entirely misguided: when he tried to find out which acts are ‘wrong’, he was 

not trying to find out which acts had the property of violating the categorical 

imperative. 

One might object that the problem of common subject matter does not 

really have anything to do with disagreement, per se. The reason is that the 

problem of common subject matter does not seem to affect the (hybrid) 

naturalist’s ability to explain that there is a moral disagreement. They can say 

that because the Kantian and the utilitarian assert exclusionary propositions, 

both (7) and (8) cannot be true, because lying cannot both have and not have 

the property to which ‘wrong’ refers (whatever property this turns out to be). 

Hence, the problem of common subject matter follows from the assumption 

that there is a single natural property to which all uses of ‘wrong’ refers – 

which might in its own right lead to trouble – but disagreement is nonetheless 

accommodated. However, there is a disagreement problem lurking in the 
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background nonetheless. We want a plausible account of what it is that the 

Kantian and the utilitarian are disagreeing about. The problem for the hybrid 

naturalist is that the disagreement between them turns out to be a disagreement 

about whether lying violates the categorical imperative (for instance), which 

misconstrues entirely what the utilitarian is plausibly trying to say – and thus 

misconstrues the subject matter about which she is disagreeing with the 

Kantian.   

The second problem for both pure and hybrid naturalism which I will 

discuss here is presented by Eklund (2012, 2017). A starting assumption in 

this argument is that there might be a plurality of possible concepts or 

expressions, which include not only the ones that we actually use, but also 

possible expressions or concepts that we could have used. The fact that we 

have the concepts or expressions that we actually use might be due to 

sociological or biological facts which are contingent.34 For instance, although 

there is an expression, ‘table’, which we actually use, there are other ‘table’-

like expressions which we could have used – which are similar to our 

expression ‘table’, but still different enough such that it does not pick out all 

and only the same objects as ‘table’. Similarly, the naturalist might be right 

that the normative expression ‘wrong’ picks out the same natural property 

across different speakers, but still, there might be other ‘wrong’-like 

expressions which are similar to our expression ‘wrong’, but are still different 

enough that they do not pick out all and only the same objects as ‘wrong’.  

If we are going to accept that there are different ‘wrong’-like expressions 

– perhaps even an abundance of them – we want to know what it is about these 

expressions which makes them all ‘wrong’-like. Eklund maintains that the 

similarity between different ‘wrong’-like expressions has to do with what he 

calls their normative role.35 The normative role of an expression has to do with 

the way it is “fit to be used in practical deliberation about what to do” and how 

its “application has, so to speak, practical consequences in addition to merely 

theoretical ones” (Eklund, 2012, pp. 152–153). One might worry that this 

characterization of normative role is not precise or informative enough. But, 

perhaps, as Eklund maintains, there is no way to “state in very informative 

terms what the normative role of a predicate is” (Eklund, 2012, p. 153).  

One way to support the intuition that non-coextensive expressions might 

have the same normative role (or something similar) – even though we cannot 

provide a precise definition of it – is to consider the thought experiment behind 

Horgan and Timmons Moral Twin Earth argument (1991). Very roughly, the 

 
34 For related discussions about concepts in logic, metaphysics and epistemology, see (Hirsch, 

2002; Beall and Restall, 2005; Lynch, 2009; Sider, 2011; Dasgupta, 2018; Clarke-Doane, 2020; 

Eklund, 2020) 
35 Moreover, Eklund maintains that different moral predicates have different normative roles, 

such that the normative role of ‘wrong’-like expressions is different from the normative role of 

‘ought’-like expressions and ‘bad’-like expressions. 
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argument draws from Putnam’s (1975) Twin Earth scenario, in which we 

imagine a possible world where there is a chemical substance XYZ. This 

substance is different from H2O, but on Twin Earth, XYZ is the thing which 

falls from the sky when it rains, which we drink when we are thirsty, and 

which runs through rivers, lakes and oceans, etc. On Twin Earth, XYZ is even 

called ‘water’. In the Moral Twin Earth scenario, we instead imagine a 

possible world where people use the term ‘wrong’ to describe actions which 

people aim to avoid, and that often regulates blame, resentment and 

punishment. But on Moral Twin Earth, the speakers take very different actions 

to be wrong than the ones we take to be wrong on earth. When they use 

‘wrong’, the expression does not refer to the same property as it does on 

earth.36  

In relation to the discussion of normative role, we can say that the thing 

that the speakers on earth and on Twin Earth have in common when they talk 

about wrongness is the feature which different ‘wrong’-like expressions have 

share. As long as we have the intuition that they are – in some sense – talking 

about the same topic, even though their expressions are not coextensive, this 

is evidence that there is something like a common normative role of ‘wrong’-

like expressions. Hence, while there might not be a way of precisely 

characterizing exactly what the normative role of an expression is, we have 

good reason to think that there is such a thing.  

With this in mind, we can consider the following scenario, which Eklund 

calls Alternative: 

There is a linguistic community speaking a language much like English, except 

for the following differences (and whatever differences are directly entailed). 

While their words ‘good’, ‘right’ and ‘ought’ have the same evaluative and 

normative roles as our words ‘good’, ‘right’ and ‘ought’ have, their words aren’t 

coextensive with our ‘good’, ‘right’ and ‘ought’. So even if they are exactly 

right about what is ‘good’ and ‘right’ and what ‘ought’ to be done, in their 

sense, and they seek to promote and to do what is ‘good’ and ‘right’ and what 

‘ought’ to be done in their sense, they do not seek to promote what is good and 

right and what ought to be done. (Eklund, 2012, p. 139) 

 

A metaethical theory might be alternative-friendly or alternative-unfriendly 

in the sense that it either maintains that the aforementioned scenario is possible 

or that it is not. Eklund argues that several naturalist views, such as the ones 

defended by Boyd (1989), Brink (1989), and Jackson (1998), allow the 

possibility for alternative linguistic communities with alternative moral 

concepts or expressions, given the way that the referent of a moral term is 

determined, according to these theories (Eklund, 2012, pp. 140–141). 

 
36 I will not engage further with the Moral Twin Argument here due to reasons of space, and 

since the main reason to bring it up is in relation to Eklund’s argument.  
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Bear in mind that the distinction I have made between variant and invariant 

contents does not exactly correspond to the distinction between alternative-

friendliness and alternative-unfriendliness. A proponent of pure or hybrid 

naturalism might contend that our expression ‘wrong’ invariantly refers to a 

property F, but may still allow that there could be another community or 

language, with another expression ‘wrong*’, which has the same normative 

role but invariantly refers to another property F*. This kind of alternative-

friendly naturalist view is not thereby a type of contextualism. The 

contextualist maintains that ‘wrong’ is an expression which systematically 

changes referent depending on the context of utterance, just as other context-

sensitive expressions do. Hence, we can distinguish between the 

contextualist’s claim that our expression ‘wrong’ systematically has different 

extensions depending on the speaker at the context of utterance, and the 

alternative-friendly naturalist’s claim that our expression ‘wrong’ invariantly 

refers to a property F, but that there are other ‘wrong’-like expressions which 

each respectively refer invariantly to other properties.   

The problem for alternative-friendly naturalist views is that they seem 

unable to say that if we claim that lying is wrong, and the other community 

claims that lying is not wrong*, we intuitively disagree about a matter of fact 

on which they are objectively incorrect. Since our expressions diverge in their 

content, it is hard to pinpoint what is at issue between them and us, about 

which they are mistaken, and which we are correct. Hence, the alternative-

friendly naturalist is saddled with a version of the problem of lost 

disagreement.37  

In response to this problem, one might argue that ‘wrong’ is somehow 

privileged over ‘wrong*’. We think that one ought to use ‘wrong’ rather than 

‘wrong*’. What is at issue between us and the other community is whether 

‘wrong’ or ‘wrong*’ is the term that ought to be used to pick out the actions 

which are truly wrong. However, the problem with this response is that once 

we try to specify what is at issue, we once again employ a normative term. In 

much the same way as we think that one ought to use ‘wrong’ rather than 

‘wrong*’, they think that one ought* to use ‘wrong*’ rather than ‘wrong’. 

Since other community employs different normative terms than we do, there 

is no objective fact of the matter about whether our normative expressions or 

their normative expressions are privileged (Eklund, 2012, p. 144).  

According to Eklund, this leads the naturalist to a choice between two 

implausible commitments. The naturalist either has to insist that there is a 

further question which is at issue between the speakers of the two linguistic 

 
37 In Eklund’s presentation of the problem, he frames the argument a bit differently than I do 

here. He presents the problem for what he calls ardent realists, according to which “any 

acceptable normative realism should deliver the result that there is something important that 

one of you (presumably you) objectively gets right and the other […] objectively gets wrong” 

in Alternative (Eklund, 2017, p. 2).  
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communities, but that it is ineffable what the issue is. The other option is to 

simply accept that there is no further question which is at issue between the 

speakers; but to instead say that there are simply acts which are ‘wrong’ in our 

sense of the word, and acts that are ‘wrong*’ in their sense of the word, and 

that there is nothing more to it. There is no conflict. Hence, the naturalist either 

accepts that the disagreement is lost, or that there is a disagreement about an 

ineffable further issue (I will return to this in chapter 6).  

 In short, naturalist views face problems as a result of their claim that 

‘wrong’ refers to an invariant property F. I have discussed two such problems 

here. The first is that once we specify a natural property which all speakers 

who use ‘wrong’ refer to, some speakers will turn out to be completely 

confused about their use and understanding of moral expressions. The second 

is that even if the expression ‘wrong’ in our language invariantly refers to a 

property F, someone who we intuitively disagree with might nevertheless 

employ another expression ‘wrong*’with the same normative role but which 

invariantly refers to another property F*. If so, the disagreement between us 

is lost, because there is no fact of the matter which we disagree about since 

we employ different normative expressions. As we will see in the next section, 

this problem does not only affect naturalist versions of hybrid expressivism, 

but also non-naturalist versions.   

2.3.3. Hybrid Non-Naturalism 

According to non-naturalism, a speaker who utters the sentence “lying is 

wrong” asserts the proposition that lying has a non-natural moral property F, 

the nature of which is invariant across contexts of utterance. A hybrid 

expressivist might accept this view and altogether reject that F is a natural 

property.38 By doing so, they would agree with non-naturalism and the error 

theory about the descriptive contents of moral sentences, but add that moral 

claims also express a non-cognitive attitude about things that are F, by virtue 

of their conventional meanings.  

There is at least initial reason to think that this sort of hybrid view is not 

especially attractive to hybrid expressivists. The claim that moral sentences 

describe non-natural facts does not chime well with one of the chief 

motivations for accepting expressivism, which is that it allows us to maintain 

a naturalistic metaphysics.39 In Blackburn’s words:  

[W]e nearly all want to be naturalists and we all want a theory of ethics. So the 

problem is one of finding room for ethics, or of placing ethics within the 

disenchanted, non-ethical order which we inhabit, and of which we are a part. 

 
38 This option is merely acknowledged (but not developed) by Copp (2001, p. 28), and he has 

elsewhere defended naturalist descriptivism (Copp, 1995). 
39 Ridge puts this point in terms of the expressivist’s “ontological economy” (Ridge, 2014, p. 

132). 
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‘Finding room’ means understanding how we think ethically, and why it 

offends against nothing in the rest of our world-view for us to do so (Blackburn, 

1998, p. 49) 

 

It is often presented as a decisive advantage for expressivism that it is 

compatible with a scientifically respectable worldview. By adopting a pure 

expressivist semantics, one need not postulate the existence of metaphysically 

“queer” sui generis moral properties, that, for instance, are causally 

inefficacious, epistemically unreachable, or irreducibly normative (Mackie, 

1977; Joyce, 2001; Olson, 2014). 

One way for a non-naturalist hybrid expressivist to avoid these 

metaphysical problems is to adopt an error theory about the descriptive 

content of moral sentences. For instance, according to Robinson, moral claims 

have an “emotive meaning” á la Stevenson and describe non-natural 

“unanalysable” properties that are never actually instantiated by anything in 

the world (Robinson, 1948, pp. 83–84). However, while the error theory 

avoids having to postulate the existence of non-natural moral facts, it does so 

at the cost of saying that all moral claims are false, and that competent 

speakers use moral language systematically in error.40  

In short, it is often thought of as an advantage for pure expressivism that it 

satisfies the goal of maintaining a naturalistic metaphysics without ascribing 

systematic error to competent speakers. Pure expressivists do so by holding 

that moral expressions do not purport to refer to properties at all; they instead 

function to express non-cognitive mental states. But hybrid expressivists do 

maintain that moral expressions refer to properties. Hence, if the hybrid 

expressivist wants to maintain the naturalistic worldview that expressivists 

characteristically wish to maintain, and avoid ascribing systematic error to 

competent speakers, the hybrid expressivist should say that F is a natural 

property rather than a non-natural moral property. But as we have seen, this 

leads to the problems discussed above. 

A hybrid expressivist who thinks that moral expressions refer (or purport 

to refer) to non-natural properties is thus at odds with a common motivation 

for accepting expressivism to begin with. But what if a hybrid theorist 

nevertheless adopts non-naturalism about the descriptive contents of moral 

claims? The problem for this view is that it also faces Eklund’s worry from 

§2.3.2.  

In much the same way as there might be several ‘wrong’-like expressions 

which refer to different natural properties, there might also be several ‘wrong’-

 
40 According to the ‘now what’-problem, moral discourse should somehow be revised since it 

is systematically mistaken (Lutz, 2014). One proposal for how to solve this problem is that we 

should revise our moral language and start using moral sentences to express non-cognitive 

attitudes instead of purporting to describe non-natural moral facts (Köhler and Ridge, 2013; 

Svoboda, 2015). For expressivists convinced of this argument, a hybrid error theory is likely to 

seem very unattractive.  



40 

like expressions which refer to different non-natural properties. There are 

moral expressions that we could have used – which are importantly similar to 

those that we employ – that refer to other non-natural moral properties.  If this 

is correct, the non-naturalist might maintain that our moral term ‘wrong’ refers 

to a non-natural moral property F, but allow that another community might 

have a term ‘wrong*’ which has the same normative role but refers to another 

non-natural moral property F*. Whereas ‘wrong’ invariantly refers F across 

speakers, ‘wrong*’ invariantly refers to F*. In much the same way as for the 

alternative-friendly naturalist, the disagreement between us and speakers of 

the other community is lost. There is no objective normative reason to prefer 

our ‘wrong’ over their ‘wrong*’ – neither is privileged. 

In short, I have argued that a hybrid expressivist who adopts non-naturalism 

about the descriptive contents of moral claims faces two problems. First, it is 

in tension with a popular reason to accept expressivism in the first place, and 

is therefore not an especially attractive option for hybrid expressivists who are 

attracted to expressivism for this reason. Second, it leads to the problem that 

disagreements might still be lost between speaker who use different normative 

expressions, but who nevertheless intuitively still disagree. In the next section, 

I will consider a final option for how a hybrid expressivist might explain moral 

disagreements in terms of conflict in the descriptive semantic contents of 

moral sentences.   

2.3.4. Relational Expressivism (or Hybrid Relativism) 

According to relational expressivism, moral sentences do not 

straightforwardly express beliefs and desires.41 Instead, they express relational 

mental states that are, in turn, multiply realizable by sets of beliefs and desires 

(Schroeder, 2013, p. 290; Toppinen, 2013, p. 253; Ridge, 2014, pp. 120–

121).42 This view maintains that a moral sentence expresses a higher-order 

state which has an invariant content across speakers, but this state is realized 

by a belief and desire with variant contents. 

According to relational expressivism, when the Kantian asserts (7), she 

expresses a relational mental state that is realized by an attitude of (for 

instance) disapproval of things that violate the categorical imperative and a 

 
41 The relational expressivist’s prospects of explaining moral disagreement has been rather 

overlooked in the literature so far, except being briefly discussed by Fletcher, who maintains 

that while more needs to be said about it, there is prima facie reason to think that relational 

expressivism provides a successful solution (Fletcher, 2014c, p. 288). 
42 According to Ridge, moral sentences express what he calls ‘non-representational beliefs’, 

which can be understood as similar to what is called a ‘relational state’ above. A non-

representational belief is, according to Ridge, multiply realizable by a representational belief 

and a non-cognitive component (Ridge, 2014, pp. 120–121). I return to Ridge’s view in §3.3.4. 

and to his account of disagreement in §2.4, and focus on Schroeder’s and Toppinen’s relational 

views in this section.  
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belief that lying violates the categorical imperative. When the utilitarian 

asserts (8) she expresses a relational mental state that is realized by an attitude 

of (for instance) disapproval of things that fail to maximize happiness and a 

belief that lying does not fail to maximize happiness. The content of the 

realizer belief varies depending on which property the speaker disapproves 

of.43 Hence, moral utterances express relational states which are realized by 

beliefs and desires which are related in the same way as the beliefs and desires 

that are expressed by moral sentences according the form of hybrid 

contextualism discussed in §2.3.1. As Toppinen puts it: 

According to the higher-order state view, normative sentences express higher-

order states of being in complex states roughly of the sort that according to 

[hybrid contextualism] are expressed by (utterances of) these sentences. […] 

normative sentences do not express descriptive beliefs. Still, being in the 

higher-order states that are expressed ensures having descriptive beliefs that are 

related to the desires of the speakers in certain ways. (Toppinen, 2013, pp. 257–

258) 

 

In short, relational expressivism is the view that moral sentences express 

relational states that are realized by beliefs and desires, rather than just 

straightforwardly expressing these beliefs and desires. According to this view, 

there are thus three mental states involved when a speaker asserts a moral 

sentence: a relational state, a realizer belief and a realizer desire. The question 

is whether the addition of a third, higher-order state, provides the necessary 

additional resources to explain the disagreement between the Kantian and the 

utilitarian in (7) and (8). In order to see whether it can, I will look more closely 

at how to understand the claim that the interlocutors disagree in virtue of 

expressing conflicting relational states. As we will see, it is not obvious how 

to understand the contents of relational states. It is therefore not clear what it 

means to say that two speakers disagree because they express conflicting 

relational states.  

I will provide two interpretations of how to understand the content of the 

relational state. The first interpretation is based on Toppinen’s version of the 

view, and the second proceeds from Schroeder’s version. Starting with 

Toppinen’s version, he argues that two speakers morally disagree in virtue of 

being in mental states that cannot be simultaneously adopted by either speaker. 

And so, the Kantian and the utilitarian disagree because if the Kantian were to 

adopt the utilitarian’s relational state, she would have an inconsistent set of 

beliefs, and vice versa.  

 
43 For some speakers, it might be a disjunctive or conjunctive list of properties rather than just 

one property.  
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An initial problem with this account is that it reduces disagreement between 

different speakers to what would be incoherent for one speaker to believe.44  

But there is reason to think that such intrapersonal incoherence does not 

suffice to explain disagreement. There is an intuitive a difference between 

what it is for two people to disagree with each other, and what it is for one 

person to disagree with herself. Two mental states might give rise to an 

intrapersonal conflict although those same two states do not give rise to an 

interpersonal conflict. For instance, there is a conflict between the intention 

to quit smoking and the intention to have a cigarette when both intentions are 

held by the same person at the same time. But of course, these two intentions 

are not in conflict when one person intends to quit smoking and another 

person intends to have a cigarette. And intuitively for moral judgments, there 

is not only a conflict if one thinker accepts that lying is wrong and that lying 

is not wrong. There is also intuitively a conflict if one speaker accepts that 

lying is wrong and another speaker accepts that lying is not wrong. So, this 

kind of disagreement account that Toppinen proposes simply does not seem 

to capture the kind of incompatibility that is characteristic of moral 

disagreement, which is interpersonal, rather than intrapersonal (Marques, 

2014, p. 128). 

What is more, there is another problem which is more specific to this 

interpretation of relational expressivism. The relational expressivist wants to 

say that two speakers morally disagree because either speaker would have 

inconsistent mental states if they adopted the other speaker’s state. In order 

for this account to make sense, we must first have a clear understanding of 

what it means for one speaker to adopt another speaker’s relational state. But 

it is simply not obvious what it is exactly about the utilitarian’s relational state 

that the Kantian is supposed to adopt (and vice versa).  

If the thought is that for the Kantian to adopt the utilitarian’s mental state 

is for her to adopt the content of the belief that realizes the utilitarian’s 

relational state, then the view also leads to the problem of lost disagreement. 

The content of the utilitarian’s realizer belief (i.e., that lying does not fail to 

maximize happiness) is compatible with the content of the belief that realizes 

the Kantian’s state (i.e., that lying violates the categorical imperative). And 

so, if this is what it means to adopt a relational state, then relational 

expressivism – just as contextualist versions of hybrid expressivism – faces 

the problem of lost disagreement.  

However, Toppinen maintains that the contents of the realizer states make 

no difference to whether the speakers disagree – the Kantian and the utilitarian 

might disagree even though either of them are able to have all the states that 

realize (7) and (8) at the same time (Toppinen, 2013, p. 277). Rather, Toppinen 

 
44 Toppinen acknowledges that there are problems with this account of disagreement (Toppinen, 

2013, pp. 273–274). This type of account is found in (Kölbel, 2004b, p. 305; Dreier, 2009, p. 

105; MacFarlane, 2014, p. 122) and is criticized by for example (Marques, 2014).  
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argues that the speakers of two moral sentences such as (7) and (8) disagree 

because neither speaker can consistently be in mental states that are related to 

each other in the ways that both their mental states are related (Toppinen, 

2013, p. 276). In Toppinen’s words:  

We could put the idea also in terms of relations between desires and beliefs: 

What is essential to whether [the Kantian] and [the utilitarian] disagree is how 

their desires and beliefs are related to each other. The relations between [the 

Kantian’s] and [the utilitarian’s] desires and beliefs, respectively, are such that 

one cannot consistently have a set of desires and beliefs which are related to 

each other in both of those ways. One cannot have desires for things with some 

certain properties and believe of an action that it has both some and none of 

those properties. (Toppinen, 2013, p. 277) 

 

What Toppinen seems to have in mind is that the Kantian cannot coherently 

adopt a set of attitudes that are related in the way that the utilitarian’s attitudes 

are related, and vice versa. The relational states expressed by the interlocutors 

conflict because of the way that the states are related (Toppinen, 2013, p. 277). 

To illustrate, the Kantian is in a state of having some negative attitude towards 

acts insofar as they are F, and some belief that lying is F, and the utilitarian is 

in a state of having some negative attitude of things that are F and some belief 

that lying is not F. The thought seems to be that that the Kantian cannot 

maintain her own relational state of having an attitude/belief-pair related in 

the way that her states are related and adopt an attitude/belief-pair which is 

related in the way that the utilitarian’s states are related. It is thus not the 

contents of the states that matter. Instead, it is the way that the states are related 

that matters for disagreement.  

The problem with this proposal is that there is insufficient reason to accept 

that the way two attitudes are related suffices for disagreement. To the 

contrary, we have reason to think that the relation is not sufficient insofar as 

their contents are compatible. To see why, let us compare with another 

example of accepting and negating a set of attitudes that are related in a certain 

way. Suppose, for instance, that you assert a conjunction of two sentences (p 

& q) and I assert the negation of a conjunction of two sentences ¬(p & q). It 

is true that insofar as the individual conjuncts of what we say express the same 

propositions, then neither of us (or anyone else) can coherently adopt the 

conjunction that you accept and the negation of the conjunction that I accept. 

But the assumption that the individual conjuncts have the same contents 

makes a crucial difference. Insofar as you believe the conjunction of one pair 

of propositions and I negate the conjunction of another pair of propositions, 

we clearly do not disagree. For instance, there is no disagreement between the 

mental states that we express if you say “The sea levels are rising and the ice-

caps are melting” and I say “It is not the case that the earth is flat and NASA 

wants to keep it quiet”. And yet, the assertions are related in a way such that 
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if the individual conjuncts expressed the same propositions in both utterances, 

then they would be inconsistent.  

The point that I want to press here is that just because I accept and you 

negate two propositions that are related in the same way does not mean that 

we disagree. And yet, the disagreement of (7) and (8) is supposedly explained 

only in virtue of the way that the states are related, even though the contents 

of the beliefs and desires that realize (7) and (8) are not in conflict at all. After 

all, the contents of the beliefs are that lying violates the categorical imperative 

and that lying does not fail to maximize happiness, and there is no conflict 

between the contents of these beliefs. Hence, there is reason to think that just 

the way that two states are related does not suffice to explain the disagreement 

insofar as the contents are compatible.   

I will now move on to the second version of relational expressivism, which 

proceeds from Schroeder’s presentation of the view. Bear in mind that 

Schroeder does not discuss the problem of moral disagreement in relation to 

his version of relational expressivism. The proposal presented now specifies 

what relational expressivists can say about disagreement, given Schroeder’s 

way of characterizing the content of relational states.   

According to Schroeder’s version of relational expressivism, we can think 

of relational states as having some content over and above the contents of the 

beliefs that realize it for each speaker. Relational expressivists might then be 

able to say that to adopt a relational state is to accept the content of that 

relational state. And so, when the Kantian asserts (7), she accepts the same 

content that the utilitarian negates when she asserts (8). What is the content of 

a relational state? 

Schroeder argues that the relational state expressed by a moral sentence can 

be formally modelled as a set of possible world-attitude pairs, <w, α>, where 

w represents a possible world, and α a non-cognitive attitude of approval or 

disapproval of acts conditional on them having some property F. We can then 

understand the meaning of a moral sentence [P] as a function [P]α that takes 

a conditional attitude as input and outputs a set of possible worlds which 

represent the content of a belief (Schroeder 2013: 305). As such, the content 

of a relational state can be understood as an attitude-sensitive proposition, 

characterized as a function from attitudes of conditional approval or 

disapproval to sets of possible worlds. The semantic content of a moral 

sentence can be understood as this attitude-sensitive proposition, which is the 

content of the relational state expressed.  

Hence, regardless of who the speaker is, the sentence in (7) is used to 

express a mental state with an attitude-sensitive proposition as its content, and 

the sentence in (8) is used to express a mental state with the negation of the 

same attitude-sensitive proposition as its content. The input conditional 

attitude and the output belief may vary for different speakers, but the attitude-

sensitive proposition of the relational state is nevertheless the same across 

speakers. We can then understand the meaning of a moral sentence as an 
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attitude-sensitive proposition [P]α that takes a conditional attitude α as input 

and outputs a truth value; namely, the truth-value of the output belief.  

Regarding disagreement, the relational expressivist might argue that the 

Kantian and the utilitarian disagree because their assertions of (7) and (8) 

express conflicting attitude-sensitive propositions, in that the utilitarian 

expresses the negation of the attitude-sensitive proposition asserted by the 

Kantian. Insofar as we input the same α for [P]α and ¬[P]α, then the former is 

True when the latter is False, and vice versa. Negation inverts the truth-value 

of a proposition relative to an input attitude. Relational expressivism can 

therefore truly “piggy-back on standard truth-conditional methods” as 

Schroeder argues (2013, p. 302). The reason is that once we have a conditional 

attitude as input, we can understand the meaning of any complex moral 

sentence as a function from the meaning of the parts to the meaning of the 

whole. The view thereby provides an account of compositionality and 

disagreement which crucially explains both of these features of moral 

language in terms of the truth-values of the beliefs that realize the relational 

state.  

Relational expressivism, understood in the foregoing way, amounts to a 

view that is formally similar – if not analogous – to relativism (see §1.2).45 

Relativists understand the meaning of a sentence as a function from 

circumstances of assessment to truth-values. But the circumstances of 

assessment do not only include the standard parameters such as a possible 

world, a time, or a location. The circumstances of assessment also involve a 

subjective parameter such as a speaker’s or assessors’ standard of taste, 

aesthetics, or morality. The truth of a sentence therefore depends on an agent-

relative parameter, such that the same proposition can be true for one person 

and false for another. Relational expressivism can thus be understood to be 

adopting the central idea of relativism, and adding that the parameter relevant 

to evaluate or assess a moral sentence is a non-cognitive attitude of conditional 

approval or disapproval. Hence, according to this interpretation of relational 

expressivism, non-cognitive attitudes play the role which moral standards 

usually play according to descriptivist forms of moral relativism.  

A worry about this approach is that relational expressivism gives too much 

away to the descriptivist. If relational expressivism just is a form of relativism, 

then it collapses into descriptivism. It is not especially expressivist in spirit to 

say that moral sentences have propositions as their contents and to explain 

crucial features of moral language by appeal to truth-values of those 

propositions. Rather, expressivists traditionally say that the semantic values 

of moral sentences are mental states rather than propositions (Schroeder, 

2009, p. 264). The forms of hybrid expressivism discussed in §2.3.1, §2.3.2. 

and §2.3.3. at least maintain that moral sentences express propositions in 

 
45 Schroeder acknowledges that relational expressivism and relativism have the same formal 

structure (Schroeder, 2013, p. 308).  
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addition to expressing attitudes. However, according to this interpretation of 

relational expressivism, the semantic contents of moral sentences are only the 

propositions which are the contents of the relational state (whose truth-value 

is attitude dependent). No attitude is expressed.  

Another problem about this relational expressivist account of disagreement 

is that it is only able to show that there is a superficial conflict at the level of 

propositions expressed by the moral sentences. The sentence in (7) expresses 

the same proposition that (8) negates. However, the account will predict a 

genuine conflict only insofar as we take the same conditional attitude as the 

parameter value for both (7) and (8). For instance, if we take the Kantian’s 

conditional attitude as input for (7) and (8), we get the output beliefs that lying 

violates the categorical imperative and that lying does not violate the 

categorical imperative as output – which cannot both be true. Relational 

expressivism can show that (7) and (8) are exclusionary only if we take the 

same conditional attitude as input for both assertions.  

However, we should not take the same conditional attitude as the parameter 

value for (7) and (8), because that would misconstrue what the speakers of the 

two sentences intend to say. To see why, note that according to the norms of 

assertion, sincere speakers are expected to aim to say something true when 

they make assertions. What is more, we should assume that for two speakers 

to genuinely disagree, they must be semantically competent with the 

expressions that they use. As Stojanovic puts it, this means that they “master 

their meaning and truth-conditions” (2007, p. 696). Hence, insofar as a 

sentence has speaker-relative truth-conditions, we can expect that a 

semantically competent and sincere speaker who asserts the sentence is trying 

to say something true, relative to her own circumstances. And so, provided 

that the Kantian and the utilitarian are semantically competent and follow the 

norms of assertion, they each intend to say something that is true with respect 

to their own conditional attitude of disapproval. We should therefore assess 

(7) against the Kantian’s conditional attitude and (8) should be assessed 

against the utilitarian’s conditional attitude – which means that there is no 

conflict.  

The problem is that the relational expressivist’s account of disagreement 

says that (7) and (8) cannot both be true if we take either the Kantian’s or the 

utilitarian’s conditional attitude as input for both sentences. But this is not how 

the interlocutors’ assertions are intended to be understood. The Kantian does 

not intend her assertion to be evaluated against the utilitarian’s conditional 

attitude, and the utilitarian does not intend his assertion to be evaluated against 

the Kantian’s conditional attitude. It would just plainly be uncharitable for 

listeners to evaluate the Kantian’s assertion of (7) with respect to the 

utilitarian’s conditional attitude. To do so would misconstrue what the Kantian 

intends to say and would fail to treat her as a semantically competent and 

sincere speaker.  
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Consider the following case for comparison: Suppose that your friend, who 

is coming to visit you in Stockholm, calls you up to ask whether she should 

pack her winter coat, and you respond: “Yes, it is snowing in Stockholm”. As 

you made this assertion, you intended to say something true at the time. Now, 

imagine then that your friend has to postpone her trip a few months, and 

instead comes to visit you in the summer. As your friend arrives to a sunny 

summer Stockholm, dressed in her best winter coat, she angrily exclaims: “It 

is not snowing in Stockholm at all!”. For the sake of argument, suppose that 

temporalism is correct, such that the time of utterance is not part of the content 

of the assertions, but instead that the time of utterance figures as a parameter 

against which the proposition expressed is evaluated. In this case, we have a 

superficial conflict between the sentence uttered by you (“It is snowing in 

Stockholm”) and the sentence uttered by your friend (“It is not snowing in 

Stockholm”). Your friend negates the same proposition that you assert. But 

there is clearly no genuine disagreement between you and your friend in this 

case, even assuming that her assertion was the negation of the same 

proposition that you asserted. It would be perfectly natural for you to respond 

to you friend: “Sure, it is not snowing now, but when you asked me before, it 

was snowing!”. And yet, as evaluated from the same time of utterance (that is, 

either when your friend asked you over the phone or when she arrived in 

Stockholm), we get a genuine conflict since it cannot both be true that it is 

snowing and not snowing in Stockholm at the same time.  

The case illustrates the point that when two speakers intend the contents of 

their assertion to be evaluated against different parameters, it should be fairly 

easy to reveal that there is no genuine conflict between them (Stojanovic, 

2007, p. 697). It is easily revealed that there is no disagreement between you 

and your friend since the you both intend to assert something true at different 

points in time. The fact that you would disagree if your assertions were 

evaluated against the same parameter does not suffice to show that you 

disagree in your actual exchange. Once we acknowledge that two sentences 

are intended to be evaluated against different parameters, the apparent 

disagreement should disappear. The seeming conflict is revealed to be a 

merely superficial disagreement. But the Kantian would not respond to the 

utilitarian by saying: “Sure, I understand that lying is not wrong according to 

your preferred moral view, but following the categorical imperative that I 

prefer, it is wrong”, thereby resolving the apparent conflict. The problem is 

that the disagreement between the interlocutors is not intuitively resolvable in 

such a way, and the question addressed here was whether hybrid expressivists 

could give an account that explains this. The relational expressivist does not 

successfully show that there is a genuine conflict between (7) and (8).   

In short, the heart of the problem for this second interpretation of relational 

expressivism is that it only delivers genuine disagreement between two 

conflicting sentences if we evaluate them both relative to the same conditional 

attitude. But given the assumption that speakers who make assertions aim to 
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say something true, and are semantically competent, relational expressivism 

predicts that each speaker intends their assertion to be evaluated with respect 

to their own conditional attitude. And if so, there is merely a superficial 

conflict between the Kantian and the utilitarian.  

I therefore conclude that relational expressivism might have appeared to 

provide some additional resources that other versions of hybrid expressivism 

did not have, and therefore seemed to have an initially promising way to 

explain moral disagreement. However, as I have argued, once we look closer 

at the nature of the relational mental state, we can see that relational 

expressivism faces significant problems in explaining moral disagreement.  

2.4. A Hybrid Advantage? 

In response to these difficulties, hybrid expressivists and hybrid descriptivists 

might argue that they have an advantage over pure descriptivists who also face 

the problems discussed. Since hybrid views postulate that moral sentences 

also express or convey some practical contents, they might downplay the 

importance of the descriptive content when it comes to moral disagreement. 

And instead, they might appeal to the conveyed or expressed attitude or 

behavioral disposition to accommodate disagreement; thereby, saying that 

disagreement arise when there is a clash between, for instance, approvals, 

disapprovals, plans, preferences, or attitudes of being for or against some 

action or property. In other words, a hybrid theorist might take on the classical 

non-descriptivist approach, arguing that speakers may not only disagree in 

belief, but also in attitude. As Stevenson put it:  

Two [people] will be said to disagree in attitude when they have opposed 

attitudes to the same object – one approving of it, for instance, and the other 

disapproving of it – and when at least one of them has a motive for altering or 

calling into question the attitude of the other (Stevenson, 1945, p. 3) 

 

However, in much the same way as pure expressivism, hybrid accounts which 

aim to explain disagreement in terms of some practical attitude or disposition 

owe an account of what it is for two attitudes (or other practical imports) to 

conflict. It is not enough to merely say that some sets of attitudes are in 

disagreement; we also want to know what the conflict between these states 

consists in.  

To see why this is important, just consider once again the problem of lost 

disagreement which plagues pure and hybrid views which contend that the 

descriptive content of a moral claim is variant across speakers. Proponents of 

these views might of course say that the belief that lying is wrong and the 

belief that lying is not wrong are intuitively in disagreement. Without further 

analysis, there is intuitively a conflict between believing (7) and believing (8). 



49 

However, the problem of lost disagreement arises once we ask why these 

beliefs are in conflict. Since contextualism maintains that the contents of 

moral sentences vary across speakers, it turns out that even though the 

speakers intuitively make assertions which express conflicting beliefs, they 

are actually speaking past each other since the contents of their claims (and 

beliefs) do not conflict. So, once we consider the contextualist analysis of 

‘wrong’, we discover that despite appearances, there is no conflict between 

the relevant beliefs.  

We must uphold the same standard for non-doxastic accounts of 

disagreement. The challenge for any non-doxastic account of moral 

disagreement is not only to say that there is intuitively a conflict between two 

attitudes (or other practical import), but also to explain why these two attitudes 

conflict. It is therefore not enough to point out that two non-cognitive states 

intuitively conflict and contend that moral sentences express such states. This 

does not mean that there cannot be a conflict in attitudes, just that there is a 

burden of proof to explain wherein the conflict lies.  

So, what is it for two non-cognitive attitudes to conflict? There have 

broadly been two approaches to this question in the literature. The first is to 

give a subjective rationality account, according to which, two non-cognitive 

attitudes are in conflict when an individual cannot rationally hold both those 

attitudes simultaneously. This option is similar to the proposal discussed in 

relation to relational expressivism. The first problem with this account is 

familiar from §2.3.4: the account specifies only what is required for an 

intrapersonal conflict, and it is therefore not at all obvious how it could explain 

the disagreement between the Kantian and the utilitarian, which is 

interpersonal. The second problem is that a subjective rationality account of 

conflicts between non-cognitive attitudes incurs further problems than similar 

accounts of conflicts in belief, because it is controversial whether 

combinations of desires or emotion can be irrational at all (Marques, 2015, p. 

6).  

The second approach is to give a satisfaction account of non-cognitive 

conflicts. According to such accounts, two non-cognitive attitudes are in 

conflict when they cannot both be satisfied. This option was advocated by 

Stevenson (1963, p. 3). But for this proposal to work, we need an account of 

which attitudes are conveyed or expressed, what it is for them to be satisfied, 

and why they cannot be jointly satisfied.46  

 
46 A problem for this account in relation to taste-disagreement is that there are cases when 

people intuitively disagree about taste, but in which their attitudes can be jointly satisfied – 

which shows that preclusion of joint satisfaction and disagreement come apart. For instance, 

suppose one speaker says, “Licorice is tasty” and the other says, “Licorice is not tasty”. In this 

case, both speakers might have their desires satisfied: the speaker of the first sentence can eat 

licorice and the speaker of the second sentence can refrain from eating it (Marques, 2015, pp. 

6–7). Still, they intuitively disagree about whether licorice is tasty.   
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There are many examples of such attitudes or dispositions of this kind that 

do not conflict: I might prefer coffee and you might prefer tea; you might plan 

to go to France, and I might plan to go to Italy. But there is no conflict between 

us in these cases. Hybrid theorists have suggested different kinds attitudes or 

behavioral dispositions as explanations of the conflict in moral disagreements. 

For instance, Björnsson and Finlay have argued that moral disagreement is 

explained as a disagreement in preferences (Björnsson and Finlay, 2010, pp. 

27–28).47 But two preferences might not be jointly satisfiable and still not 

constitute a disagreement. For instance, we might both prefer the last piece of 

cake, but the fact that we have these preferences which cannot both be satisfied 

does not mean that we disagree with each other.   

Ridge’s recent proposal is that moral disagreement is explained by what 

the speakers would advise or prescribe under certain idealized circumstances 

(Ridge, 2014, pp. 186–187). Against Ridge’s advice-based disagreement 

account, Dreier (2015) has argued that it fails to predict the relevant kind of 

conflict for sentences such as (7) and (8). According to Ridge’s account, 

speakers of (7) and (8) disagree because they would offer incompatible advice 

under certain idealized conditions. But presumably, the speaker of (7) would 

advise that people do not lie, while the speaker of (8) – who is committed only 

to the judgment that lying is not wrong – would for all we know advise people 

to either lie or not lie. Therefore, one might successfully follow the advice 

from both speakers by simply not lying. Hence, Ridge’s account predicts that 

(7) and (8) are not in disagreement (Dreier, 2015, pp. 457–458). 

Furthermore, Eriksson (2015) has argued that even if a pure expressivist 

could give a satisfactory account of disagreement in attitude, this account 

cannot be appropriated by hybrid views since they often make significantly 

different claims about what kind of attitude is expressed. Remember that many 

hybrid theories maintain that a moral sentence such as (7) does not express a 

negative attitude towards lying specifically, but instead such sentences 

express general negative attitudes towards things that are F. Eriksson argues 

that a problem for hybrid theories is that the general attitudes of disapproval 

are not in conflict if we assume that F varies across contexts. The reason is 

that insofar as the speakers disapprove of different F-things (such as for the 

Kantian and the utilitarian), the attitudes expressed are directed to acts of 

different kinds. The Kantian expresses a general attitude about acts that violate 

the categorical imperative and the utilitarian expresses a general attitude about 

acts that fail to maximize happiness. But these two attitudes are not in conflict.  

 
47 Ridge argues that under the idealized circumstances, both parties of the disagreement must 

be honest in the sense that they mean what they say, i.e., they are not hypocrites. They must 

also provide advice that is fully candid in the sense that they both mention any consideration 

that they think is relevant and provide an overall judgment about what to (if it is an all things 

considered judgment) (Ridge, 2014, p. 187). 
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Matters get even worse when we consider the prospects of giving an 

account of disagreement in attitude if F is invariant across speakers. The 

problem is that according to many forms of hybrid expressivism, both (7) and 

(8) express a general negative attitude of things which are F. The term ‘wrong’ 

refers to a property F and expresses disapproval of things that are F. So, if F 

is invariant, then the Kantian and the utilitarian express the same kind of 

attitudes of disapproval of the same property when they utter (7) and (8). But 

surely, having the same attitude about the same property does not constitute 

disagreement.  

There is more to say about the nature of disagreement in attitude, and more 

views about this that could be evaluated; however, I do not have the scope to 

inquire further into these problems here. I contend that the problems discussed 

above show that there is an overarching problem of providing an account of 

the conflict in (7) and (8) by appeal to clashing attitudes, and so, it is not clear 

that considering further detailed proposals will bear fruit. Therefore, appealing 

to the presence of a non-cognitive attitude does not immediately help the 

hybrid expressivist to account for disagreement.   

What is more, even if we had a satisfactory account of what it is for two 

attitudes to conflict, a further question arises of how these conflicting attitudes 

are related to the sentences in (7) and (8) to begin with. In other words, we 

want to know how the practical content which is supposed to explain the 

conflict between two sentences is expressed or conveyed by those sentences. 

If a hybrid view aims to explain why there is a disagreement between two 

moral utterances such as (7) and (8) by appeal to their practical import, the 

onus is on them to explain how the contents, attitudes or behavioral 

dispositions which explains the conflict are related to (7) and (8) to begin with. 

We want a satisfactory account of how moral claims convey their practical 

import in addition to expressing the contents of moral beliefs, and then, we 

can see whether this practical dimension can help understand the nature of 

moral disagreement.  

2.5. Conclusion 

In this chapter, I have discussed the problem of moral disagreement. I have 

gone through four different options of how hybrid expressivism might cash 

out the descriptive contents of moral sentences, and argued that each option 

gives rise to problems. If they say that the descriptive content is invariant 

across speakers, they succumb to problems concerning common content. But 

if they say that the descriptive content is variant across speakers, they succumb 

to the problem of lost disagreement. I also discussed the option for both hybrid 

descriptivists and hybrid expressivists to argue that they have an advantage in 

comparison to pure descriptivism regarding these problems. They might meet 

these challenges by appeal to the non-descriptive, practical, content conveyed 
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or expressed by moral sentences. I argued that accounts of disagreement in 

attitude also face various challenges. Moreover, I argued that for such an 

account to be satisfactory, the hybrid theorist must provide a story of how the 

practical content which they claim explains moral disagreement is connected 

to the sentences that conflict to begin with. Are they part of the sentences 

semantic content, or more broadly conventional meaning? Are they conveyed 

non-conventionally or in virtue some other linguistic apparatus altogether? I 

will consider whether there is a plausible story to tell about how moral claims 

convey attitudes, dispositions or directive speech acts pragmatically. Chapters 

3 and 4 will argue that serious problems arise for existing attempts of showing 

that moral sentences convey their practical contents in virtue of their 

conventional meaning or as a result of conversational implicature. In the next 

chapter, I will turn to the hybrid expressivist claim that moral sentences 

express both beliefs and attitudes as part of their conventional meaning.  
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3. Hybrid Expressivism and Conventional 

Meaning 

 
 

 

 

 

3.1. Introduction 

In this chapter, I will start by returning to the hybrid solution to the Frege-

Geach problem. This problem arises for pure expressivism because the view 

appears unable to explain how the meaning of a moral sentence is determined 

by the meaning of its parts and how they are combined. As we saw in chapter 

1, there are significant problems for existing pure expressivist solutions to this 

problem. There has, however, been considerable optimism that by adopting a 

hybrid view, the expressivist is able to solve it. The hybrid expressivist can 

say that semantic and logical operators affect only the descriptive content of 

moral sentences, and therefore need not construct a logic of attitudes or 

attitude content. In this chapter, I argue that the hybrid solution to the Frege-

Geach problem casts doubt on the hybrid expressivist’s claim that attitudes 

are part of the conventional meaning of moral sentences. In §3.2. I present a 

challenge for hybrid expressivism which results from their solution to the 

Frege-Geach problem. In §3.3. I discuss four responses to the problem and 

argue that none of them succeeds. In §3.4. I argue that the evidence presented 

in this chapter leads us to reevaluate what the practicality challenge is. I argue 

that moral sentences do not convey or express attitudes in a systematic and 

reliable way across different linguistic constructions and contexts, which 

provides further evidence that the attitudinal or directive aspects which 

constitute the practicality of moral language are not part of the conventional 

meanings of moral sentences.  
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3.2. The Hybrid Solution and The Role of Attitudes 

The Frege-Geach problem arises for pure expressivism because many 

embedded moral sentences do not express the attitude that pure expressivists 

take it to express when unembedded. Consequently, pure expressivism 

appears unable to explain how the meaning of a moral sentence is determined 

by the meaning of its parts and how they are combined. This makes it hard to 

see how pure expressivism might explain how a conclusion follows from the 

premises of a logically valid inference with moral constituents. Moreover, the 

view even predicts that many intuitively valid inferences are invalid due to the 

fallacy of equivocation. (cf. §1.4). 

In contrast to pure expressivism, hybrid views postulate that moral 

sentences have descriptive content in addition to expressing attitudes. This 

assumption plays a crucial role to the hybrid solution to the Frege-Geach 

problem. Hybrid theorists have claimed to solve the Frege-Geach problem by 

handing over to the descriptive content the role of explaining the meanings of 

sentences in terms of their parts, and the role of explaining the validity of the 

arguments in which they figure. To see how this works, let us recall the modus 

ponens inference from §1.4. of the introduction (which, again, could be 

offered by the opponent of euthanasia as part of a reductio ad absurdum, for 

instance):  

 

P1: Euthanasia is right.  

P2: If euthanasia is right, then it is right to commit murder.   

C1: Therefore, it is right to commit murder.   

 

Both pure descriptivists and hybrid theorists maintain that declarative moral 

sentences such as P1 have a descriptive content. Thus, they both hold that the 

proposition which is the content of P1 is also the content of the antecedent of 

P2. Hence, hybrid theorists and pure descriptivists alike might say that much 

like inferences involving non-normative sentences, the inference from P1-C1 

is valid because the truth of (the descriptive contents of) the premises 

guarantees the truth of (the descriptive content of) the conclusion. But in 

contrast to hybrid descriptivism, hybrid expressivists maintain that the 

meaning of a moral sentence such as P1 is not exhausted by its descriptive 

content. In addition, moral sentences express non-cognitive attitudes in virtue 

of their meaning. This attitudinal content is unaffected by logical operators, 

which means that it is preserved in both of the premises and the conclusion, 

and therefore promises to avoid the challenge of equivocation. The hybrid 

solution to the Frege-Geach problem is thus simply to use the descriptive 

content of moral sentences to explain the validity of P1-C1, and to leave the 

non-cognitive attitude unaffected. Woods sums up the solution as follows: 
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[L]ogical operators and other semantic operators are applied to the cognitive 

aspect [the descriptive content] leaving the conative portion “scoped out” over 

the entire complex judgment. Since inconsistency properties are all foisted off 

on the expressed belief (the belief component of a complex state), hybrid 

expressivism neatly solves the Frege-Geach problem. (Woods, 2017, p. 239) 

 

A problem immediately arises for the hybrid expressivist in virtue of their 

commitment that the expressed attitude is also part of the meanings of moral 

sentences. The problem is that the hybrid expressivist hands over to the 

descriptive content the role traditionally fulfilled by the semantic content of 

sentences. It is widely held that the meaning of a well-formed declarative 

sentence is its compositional content, as determined by the syntactic structure 

of the sentence and the meanings of its parts. And so, the problem for the 

hybrid expressivist is that if the meaning of a sentence just is its compositional 

semantic value, and if the compositional semantic value of a moral sentence 

just is the descriptive component of its meaning, then the attitude expressed is 

not part of the semantic content of a moral sentence at all. The hybrid 

expressivist assigns such a privileged semantic role to the descriptive contents 

of moral sentences that it is hard to see what role is left for the attitude to play.  

A way for the hybrid expressivist to respond to this problem is to heed the 

distinction between narrowly semantic content and broadly conventional 

meaning. Hence, they accept that the narrowly semantic content of moral 

sentences is their descriptive content on which semantic operators and the 

logical connectives operate. Still, they insist that the broadly conventional 

meaning of a sentence is not always exhausted by this narrowly semantic 

content. For instance, conventionally implicated content does not affect the 

truth-value of what is said, but is nevertheless part of the conventional 

meaning of the sentence which triggers it (see §1.5.).  

In much the same way as content conveyed as conventional implicature, 

the attitude expressed by moral sentences is unaffected by semantic and 

logical operators, but is still part of the conventional meaning of what is said. 

In other words, the thought is that the attitude projects.48 To see how projective 

content behaves, consider the following example of a sentence:  

 

(13) “Even Jill finished race” 

⊨ Someone finished the race.  

↝ Jill was less likely than others to finish the race.   

 

Listeners are licensed to infer from an utterance of (13) both that someone 

finished the race, and that Jill was less likely than others to finish the race. 

The first kind of content is an entailment, and the second kind of content is a 

 
48 The phenomenon is familiar from a range of linguistic categories such as conventional 

implicature, presuppositions, slurs and (other) pejoratives. 
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conventional implicature generated due to the conventional meaning of 

‘even’.49 As we saw in §1.5., the sentence in (13) is true iff Jill finished the 

race, and it also conveys that Jill was less likely than others to finish the race 

as conventional implicature. Remember that conventional implicature is 

conveyed by a sentence due to the conventional meaning of some expressions 

that it involves. Since the implicated content has nothing to do with the truth-

conditions of what is said, it is not part of the semantic content of the sentence. 

But it is nevertheless part of the conventional meaning and will thus be salient 

to competent speakers.  

These two contents differ in an important way: The entailment no longer 

follows when the sentence occurs in unasserted embeddings, whereas the 

conventional implicature is still conveyed in such constructions. Just consider 

what happens when we embed (13) in a conditional:  

 

(14) “If even Jill finished the race, then I’ll buy her a drink” 

⊭ Someone finished the race.  

↝ Jill is less likely than others to finish a race.   

 

When (13) is embedded as the antecedent in (14), listeners are no longer 

licensed to infer the entailment that someone finished the race. The 

proposition asserted in (13) is targeted by logical operators when embedded, 

and so, when this proposition occurs unasserted in (14) it no longer carries the 

entailment. By contrast, listeners are still licensed to infer from an utterance 

of (14) that Jill is less likely than others to finish. The conventional implicature 

is not targeted by the logical operator. The conventional implicature projects 

because it is preserved from (13) to (14) – listeners are licensed to infer the 

conventional implicature from both sentences since conventionally implicated 

content survives embeddings.   

One way to test whether some content is conventionally conveyed by a 

sentence is to consider whether it can be felicitously cancelled. The reason is 

that the conventional meaning of an expression is expected to be reliably tied 

to it. The semantic content of a sentence is one part of its conventional 

meaning, but since it is targeted by semantic and logical operators, it is not 

always expressed when the sentence is embedded. By contrast, projective 

content is not targeted by these operators. Thus, if a projective content is part 

of the conventional meaning of an atomic sentence, then it is also part of the 

conventional meaning of that sentence when it is embedded (at least in most 

constructions). Therefore, it cannot be felicitously cancelled in either 

construction. For instance, after asserting either one of (13) and (14), the 

speaker cannot felicitously add “But I don’t mean that Jill is less likely to 

finish”. In both (13) and (14), the proposition that Jill is less likely to finish 

 
49 The existence of conventional implicature has been challenged (Bach, 1994, 1999). I will not 

engage with this discussion here due to reasons of space and relevance.  
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the race cannot be cancelled, which is evidence that it is part of the 

conventional meaning of both (13) and (14). It is a projective content since it 

is not targeted by semantic and logical operators, and it is conventionally 

conveyed since it cannot be cancelled.50 Cancellability is one of the features 

that distinguishes Gricean conventional implicature from conversational 

implicature. The former is not cancellable and the latter is. The reason is that 

conversational implicatures are not generated in virtue of the meanings of the 

words themselves, but by contextual factors of the conversational background. 

But since conventional implicature is part of the meaning of the sentence, it is 

reliably tied to it. 

The hypothesis that moral terms express non-cognitive attitudes 

conventionally, while the descriptive content takes care of the challenges 

raised by the Frege-Geach problem, has been motivated by postulating that 

moral expressions should be given the same semantic analysis as slurs 

(Boisvert, 2008, p. 185; Copp, 2009, pp. 169–170; Schroeder, 2013, pp. 288–

289). 51 These hybrid expressivists have argued that moral sentences express 

more general attitudes about things with a certain property F, rather than a 

specific attitude towards the act that is evaluated. Slurs are therefore a 

promising template for the hybrid expressivist. The reason is that a slur (such 

as “kike”) appears to have a descriptive content (referring to people of Jewish 

faith) and an attitudinal component (expressing a derogatory attitude towards 

people of Jewish faith).52 By asserting a sentence such as “David is a kike”, 

the speaker expresses a derogatory attitude towards people of Jewish faith 

generally, rather than just towards David specifically. The analogy with slurs 

seems particularly promising for the hybrid expressivist’s who similarly 

 
50 Note that a projective content need not survive all kinds of embeddings. For example, 

presuppositions do not project through speech and attitude reports. Still, there needs to be some 

story of what why the content projects, when it does and why it does not when it does not.  
51 Barker does not explicitly talk about slurs, but he contends that a speaker who asserts a 

conditional moral sentence is not only committed to a certain descriptive content, but also to an 

attitude of approval or disapproval, since it is an instance of conventional implicature (Barker, 

2000, p. 274). Copp and Boisvert compare moral terms and pejoratives more generally. 

However, most examples are between slurs and moral terms, witch for the above-mentioned 

reasons seems to be the most fitting analogy. Note that is not at all obvious that all pejoratives 

as a general category should be given the same linguistic analysis. For instance, an important 

difference between swear words and slurs is that the swear word such as ‘damn’ does not refer 

to anything. This analogy with swear words fits better with how traditional non-cognitivists 

understood the meanings of moral expressions (Ayer, 1936), whereas the analogy with slurs 

fits better with the hybrid expressivist’s account of moral expressions. See Hay (2011) for a 

more extensive discussion of the relation between different kinds of pejoratives and moral 

expressions under belief reports, who argues that the best comparison with moral terms is 

pejoratives such as ‘jerk’.  
52  Some prefer to leave a blank space as a placeholder for the slur, but I believe that the points 

that I make in this chapter are most clearly illustrated by comparing an actual slur with moral 

terms. Still, I acknowledge that slurs are uncomfortable to both read and write, and I therefore 

keep the mention of slurs to a minimum in this chapter. 
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maintain that a moral sentence such as “lying is wrong” express general 

attitudes of approval or disapproval toward all acts with some property F.   

However, by comparing slurs and moral expressions, it is evident that these 

expressions should not be given the same semantic analysis at all. While there 

is linguistic evidence in support of the claim that the derogatory content of a 

slur is a conventionally conveyed projective content, there is no corresponding 

evidence in support of the claim that the attitudinal component of a moral 

sentence is the same kind of content.53 Hence, the analogy with slurs breaks 

down, and therefore fails to support the hypothesis that the non-cognitive 

attitudes are part of their conventional meanings of moral sentences even 

though they are not part of the narrowly semantic content.  

The derogatory attitude conveyed by a slur is a kind of content that is 

thought to project through all embeddings. To see how, let us start by 

considering the following example: 

 

(15) “The kike upstairs is smoking indoors”  

↝ A derogatory attitude towards people of Jewish faith.  

 

There is linguistic evidence that the derogatory attitude conveyed is part of the 

conventional meaning of the slur since it cannot be felicitously cancelled.54 

For instance, it would be infelicitous to assert (15) and then add “not that I 

have anything against people of Jewish faith”. Furthermore, there is also 

evidence that this attitude is part of its conventional meaning – but not its 

semantic content – since it is not targeted by logical operators. Just consider 

how the derogatory attitude is still conveyed when we embed (15) under a 

conditional, negation, a modal and a speech report: 

 

(16): “If the kike upstairs is smoking indoors, then I bet the landlord 

will kick him out” 

 
53 Väyrynen (2013) has argued that the evaluative element of thick terms (such as, “rude” or 

“courageous”) project. As I am concerned with thin moral terms such as ‘right’ and ‘wrong’, I 

will not evaluate the arguments for that hypothesis here. But I take there to be prima facie 

reason to doubt that the evaluative element of thick terms projects since it is felicitous to say 

e.g. “If Jonah is courageous, then he will save others before himself. But I don’t think there is 

anything good about being courageous. You’ve got to take care of yourself first!”. Which 

indicates that no positive evaluation is conveyed by the embedded sentence – at least not 

conventionally.    
54 It is by no means uncontroversial in the literature on slurs that the derogatory attitudes 

conveyed are conveyed as conventional implicature, and I do not intend to take a stance on this 

here. The important thing for me is that the way that the derogatory attitude conveyed by slurs 

behave under embeddings is taken as evidence that it is conveyed as conventional implicature. 

There might, however, be other observations about slurs which indicate that it is not a kind of 

conventional implicature. But I do not have the space here to dive deeper into this question. For 

different views about the meaning of slurs in the literature, see: (Hom, 2012; Anderson and 

Lepore, 2013a, 2013b; Whiting, 2013; Camp, 2018; Nunberg, 2018; Marques and García-

Carpintero, 2020). 
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(17): “The kike upstairs is not smoking indoors” 

(18): “The kike upstairs might be smoking indoors” 

(19): “Johnny said that the kike upstairs is smoking indoors” 

 

Just as (15), all of (16)-(19) convey a derogatory attitude towards people of 

Jewish faith. The speaker cannot felicitously add “not that I have anything 

against people of Jewish faith” after asserting any of these sentences.  

Hence, just as we saw with the conventional implicature in (13), this is 

evidence that the derogatory attitude towards people of Jewish faith is part of 

the conventional meaning of the slur, and that it projects. It is a projective 

content since it is not targeted by semantic and logical operators, and it is 

conventionally conveyed since it cannot be felicitously cancelled in any of 

these constructions.  

In order for the hybrid expressivist’s analogy to hold, the same 

phenomenon should occur when we consider corresponding embeddings of 

moral sentences. If the projection hypothesis is right, then the following 

sentences in which “It is wrong to download movies” is embedded, should 

express that the speaker disapproves of things with a property F: 

 

(20): “If it is wrong to download movies, then it is wrong to steal a car”   

(21): “It is not wrong to download movies” 

(22): “It might be wrong to download movies”  

(23): “Johnny said that it is wrong to download movies” 

 

However, listeners are not licensed to infer that a speaker of the sentences in 

(20)-(23) has a general attitude of disapproval. In fact, it is not even clear 

which attitude of general disapproval is supposed to be conveyed by these 

utterances – a general attitude towards what?  

Let us consider Boisvert’s and Copp’s accounts more closely. Boisvert 

cashes out the attitudinal component of moral sentences in terms of speech 

acts, rather than conventional implicature. But his characterization of how the 

attitude expressed supposedly behaves is closely reminiscent of how 

conventional implicature is typically characterized. According to Boisvert, 

moral sentences perform expressive speech acts. In Searle’s taxonomy of 

speech acts, paradigm members of the class of expressives are utterances that 

contain expressive words, such as, “apologize” and “grateful”, and they 

function to express that the speaker has the attitude or feeling which 

corresponds to the verb used (Searle, 1975, pp. 356–357). According to Searle, 

an expressive speech act is sincere when the speaker has the relevant attitude 

that the expressive term corresponds to. For instance, a speaker who says “I 

am grateful for the gift” is sincere only if she feels at least some gratitude for 
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the gift she has received, and by saying “I apologize for losing my temper” 

the speaker is sincere only if she feels some remorse about losing her temper.55  

Boisvert maintains that the speaker who utters a moral sentence about the 

wrongness of some action performs an expressive speech act, such as: “Boo 

for things that are wrong” (Boisvert, 2008, p. 172). As we saw in chapter 2, 

he maintains that the property of being wrong is identified as whatever the 

correct first-order normative theory maintains that it is. Copp has argued that 

the speaker who utters a sentence about the wrongness of some act 

conventionally implicates disapproval of F-things. He leaves it open whether 

F is a non-natural moral property or a natural property, but has previously 

defended the latter view (Copp, 1995). So, both proposals from Boisvert and 

Copp predict that (20)-(23) express a general attitude of disapproval of F-

things, since they maintain that the attitudinal component of the meaning is a 

projective content which is part of the conventional meaning of the sentences.  

However, in contrast to the sentences in (16)-(19), the evidence does not 

support the claim that (20)-(23) express such attitudes. Listeners are not 

licensed to infer that a speaker of (20)-(23) disapproves of things that violate 

the categorical imperative (for instance), nor that she disapproves of things 

with a sui generis moral property of wrongness. It is not infelicitous for a 

speaker to assert (20)-(23) and then add “not that I have anything against acts 

that violate the categorical imperative” or “not that I have anything against 

doing things that are wrong”. For instance, it would be felicitous for a speaker 

to say, “Downloading movies might be wrong, or it might be right. Who 

cares?”. Perhaps most notably, the speech report in (19) is clearly very 

different from the speech report in (23). When a speaker utters (23), we are 

not licensed to infer anything about the speaker’s non-cognitive attitudes. 

After all, it is Johnny who is reported to have certain moral convictions. But 

the same is not true of (19). In (19), the speaker still expresses a derogatory 

attitude towards people of Jewish faith, even though she is reporting what 

someone else has said. Hence, the speaker of (20)-(23) neither performs an 

expressive speech act, nor does she convey an attitude through conventional 

implicature. 

In sum, the attitudinal component of moral sentences does not project 

through (20)-(23) since we are not licensed to infer that a speaker who asserts 

these sentences has the attitudes postulated by the hybrid expressivist. A 

speaker can also felicitously use (20)-(23) and then assert that she does not 

have the kinds of attitudes postulated by the views under consideration. This 

 
55 In many cases, the speaker might only have a weak feeling of gratitude or remorse when she 

utters these kinds of expressive speech acts. And there are perhaps also examples when phrases 

such as “Sorry” or “Thanks!” are uttered as automatic responses due to reasons of politeness, 

in which the speaker does not feel gratitude or remorse at all. I will not get into further details 

about this here, but merely note that the way I explain the nature of expressive speech acts 

above go along with Searle’s taxonomy to which Boisvert appeals.  
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provides evidence that moral expressions and slurs should not be given the 

same semantic analysis, which undermines the hybrid expressivist’s analogy. 

It also provides evidence against the hypothesis that non-cognitive attitudes 

are a part of the conventional meanings of moral sentences that projects 

through embeddings.56   

3.3. Responses 

3.3.1. Weaken or Abandon the Analogy 

In response to the argument presented here, a hybrid expressivist might 

weaken or abandon the analogy with slurs. In line with the approach of 

weakening the analogy, Boisvert contends that the projective behavior of 

moral expressions is restricted to sentences in which moral predicates are used 

in extensional contexts.57 Speech and attitude reports are therefore exceptions 

(Boisvert, 2008, p. 172). Hence, moral expressions do not behave exactly as 

slurs. If they did, then the view would predict that the attitudinal component 

should project in (23) too, just as (19) does. But it does not. We can thus 

understand Boisvert’s view to be that slurs and moral expressions are not 

completely analogous. Still, they are species of the same genus, since moral 

expressions project in extensional contexts in much the same way as slurs do. 

The problem about this view is that even in extensional contexts, there is no 

projection, as (20)-(22) illustrate. Even if we grant that the projective behavior 

of moral terms does not include speech -and attitude reports, the attitudinal 

component is nevertheless predicted to project in the other examples (and 

other embeddings). Yet, the linguistic evidence speaks against this claim too.  

A hybrid expressivist might instead abandon the analogy between slurs and 

moral terms altogether. Eriksson (2009, 2015) has argued that the hybrid 

expressivist should not claim that the attitude expressed by moral sentences is 

a general attitude of F-things. Instead, he endorses a hybrid view according to 

which a sentence such as “lying is wrong” express disapproval of lying and a 

belief that lying has some wrong-making characteristics (2009, p. 20, 2015, p. 

 
56 It might even be possible to follow up atomic moral utterances with a cancellation of the 

attitudinal component without creating any inconsistency. But as this is controversial, I will not 

try to push this point here. Rather, I argue here that even if there is some evidence that the 

attitudinal component is expressed by atomic moral sentences, it is clearly not expressed by 

many embedded moral sentences.  
57 Copp also acknowledges that slurs and moral terms do not work in exactly the same way, and 

uses belief-reports as an example of this. He suggests that this might be explained by saying 

that the attitudinal content conveyed by moral claims is triggered by moral terms when they are 

used to make moral judgments (Copp, 2009, pp. 187–188). However, he does not provide an 

explanation of why there is such a difference, and indicates that this will need to be worked out.  
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51). This view does therefore not rely on an analogy between slurs and moral 

expressions.  

However, the core of the problem presented here still remains. The 

evidence presented does not only refute the claim that slurs and moral 

expressions deserve the same semantic analysis. The real issue here is that the 

conventional meaning of an expression is reliably and systematically tied to 

it. If a sentence expresses a content or attitude conventionally, then this 

content or attitude is either affected or unaffected by semantic and logical 

operators. If it is affected, then there must be some account of how and why it 

is affected by these operators. Providing such an account is indeed the 

challenge that pure expressivists have long struggled to accommodate, since 

they maintain that the expressed attitude is the narrowly semantic content. I 

have argued here that if the attitude is instead unaffected – as the hybrid 

expressivist maintains – then it should be expressed even when the sentence 

is embedded. But regardless of whether the hybrid expressivist postulates a 

specific or general attitude, the linguistic evidence does not support that the 

attitude is preserved. Sentences such as (20)-(23) express neither a general 

attitude towards F-things, nor a specific attitude towards downloading.  

In short, the core of the problem persists regardless of how tightly the 

hybrid expressivists holds on to the analogy with slurs. The conventional 

meaning of a sentence is characteristically the kind of content that is either 

targeted by semantic and logical operators (which the descriptive content is), 

or that projects through embeddings. According to the hybrid solution to the 

Frege-Geach problem, the attitudinal component is not targeted by semantic 

and logical operators, and the linguistic evidence just presented speaks against 

the hypothesis that the attitudinal component of moral expressions projects. 

We therefore have strong evidence that the attitudinal component is not part 

of the conventional meanings of moral sentences.  

3.3.2. Reporting and Expressing Attitudes 

Another line of response is for the hybrid expressivist to object that the 

argument presented here ignores the distinction between reporting and 

expressing attitudes. The expressivist claims that moral sentences express 

attitudes, rather than reporting them. In other words, according to the 

expressivist, “-ing is wrong” expresses disapproval of F-things, but it does 

not report that the speaker disapproves of F-things (which is a truth-evaluable 

proposition). A hybrid expressivist might insist that by checking whether it is 

possible to deny having the attitude expressed after asserting a sentence that 

expresses it, one checks whether the attitude report can be cancelled. For 

example, by uttering (20)-(23) and then add “but I don’t disapprove of things 

that are wrong” the speaker has cancelled the attitude-report that she 

disapproves of things that are wrong. But this evidence does not therefore shed 
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doubt on the hypothesis that (20)-(23) expresses disapproval of things that are 

wrong – or so, the hybrid expressivist might argue.  

In response to this objection, we can observe that a statement can be 

infelicitous for different reasons and in different ways. One source of 

infelicity, which is relevant to the expressivist’s hypothesis, is Moorean 

inconsistency. For example, an assertion of “It is raining, but I don’t believe 

that it’s raining” is inconsistent in the Moorean way. The reason is that an 

utterance of the first conjunct “It’s raining” commits the speaker to the belief 

that it is raining, whereas the second conjunct “I don’t believe that it’s raining” 

states that the speaker does not have this belief. Still, the contents of each 

conjunct are logically compatible, because it might be true that it is raining 

even though the speaker does not believe that it is. In much the same way, 

utterances that commit the speaker to non-cognitive attitudes can also give rise 

to Moorean inconsistency. For instance, consider the following utterances 

which would classify as expressive speech acts in Searle’s terminology: 

 

(24) “I apologize for losing my temper” 

(25) “Boo for the Yankees!” 

 

Consider how it would be infelicitous for the speaker of (25) to add “not that 

I have anything against the Yankees” and for the speaker of (24) to add “but I 

feel no remorse for losing my temper”. The sentence in (25) most closely 

resembles the expressive speech act purportedly made by moral sentences 

according to Boisvert – that is, an instance of Booing. If the moral sentences 

in (20)-(23) had a similar kind of expressive content, then the speaker who 

reports that she does not have the relevant non-cognitive attitude after uttering 

these sentences should also be guilty of Moorean inconsistency. But the 

speaker is not. Note we can also find infelicitous cancellations of directive 

speech acts, which are speech acts that commit speakers to trying to get their 

addressee to do something (Searle, 1969, p. 355). It is, for instance, 

infelicitous to say “Get me a beer, but I don’t want you to get me a beer” 

(Woods, 2018, p. 327). Hence, cancellations of both directive and expressive 

speech acts can be infelicitous by adding a descriptive sentence which cancels 

the directive or expressive content conveyed.  

The evidence presented against hybrid expressivism is therefore not 

invalidated by the distinction between reporting and expressing attitudes. If a 

sentence expresses an attitude by virtue of its conventional meaning, then the 

speaker cannot felicitously report that she does not have the attitude which is 

expressed by this sentence. Hence, even if we honor the distinction between 

expressing and reporting attitudes, the evidence presented here suggests that 

moral sentences do not have an expressive conventional meaning which 

projects through embeddings.  
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3.3.3. Insincerity 

Another line of response is to say that the evidence presented here can be 

resisted by distinguishing between sincere and insincere uses of moral 

expressions. The hybrid expressivist might insist that a person who utters (20)-

(23) without having the appropriate non-cognitive attitudes does not genuinely 

use moral language. Rather, when she uses a moral sentence, she uses moral 

expressions in an “inverted-commas” sense. As Blackburn puts it, the speaker 

”pays lip-service to a value that [she does] not really hold” (Blackburn, 1998, 

p. 60). The insincere speaker merely mimics the conventional use of moral 

vocabulary without possessing the non-cognitive attitudes that (the 

expressivist thinks) a genuine speaker must have. Hence, the speaker of (20)-

(23) who does not disapprove of F-things is insincere.  

This kind of insincerity response often comes up in debates over the 

possibility of amoralists. The amoralist is a character who makes moral claims 

such as “lying is wrong” without being in the least bit motivated to refrain 

from lying. Expressivists often argue that insofar as amoralists are possible at 

all, they must use moral language in an inverted-commas sense; because to 

sincerely use a moral sentence is to express a motivational attitude.58  

A problem about this sincerity response is that inverted-commas 

interpretations of sentences are usually triggered or marked by something 

about the utterance indicating that such a reading is appropriate (Woods, 2014, 

p. 8). To see how, remember from the previous section that a sentence such as 

(25) can give rise to Moorean inconsistency, because it is infelicitous to say 

“Boo for the Yankees! I have nothing against the Yankees”. Still, we can get 

an inverted-commas reading of this sentence too, allowing for the cancellation 

to be felicitous. For instance, imagine someone is reluctantly dragged to a 

baseball game shouting “Boo Yankees” in a bored voice and rolling her eyes. 

It would then be felicitous for them to add: “I don’t have anything against the 

Yankees”. But doing so is felicitous precisely because the first utterance is 

clearly a case of mimicking the use of sincere speakers.  

Moreover, we can compare again with the use of slurs. Some have argued 

that a speaker could mark the use of a slur in a sentence to show that the slur 

is mentioned reluctantly by vocally emphasizing it or using air quotes. To 

illustrate, compare (19) with the following speech reports: 

 

(26) “Johnny said that the “kike” upstairs is smoking indoors”. 

(27) “Johnny said that the Jewish man upstairs is smoking  

indoors, but he used the word “kike””. 

 
58 Intuitions about whether amoralists genuinely use moral terms diverge. A study by Nichols  

(2002) suggest that according to folk intuitions, amoralists can make sincere moral claims. But 

this evidence has been called into question by Björnsson et.al. (2015), who present a study that 

instead suggest that folk intuitions do not favor the thesis that amoralists make sincere moral 

claims.  
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In (26) and (27), the speaker indicates that she does not subscribe to the 

derogatory attitude expressed by the slur, thereby triggering the interpretation 

that she is employing an inverted-commas use. The speaker can felicitously 

add that she does not have the derogatory attitudes that sincere uses of the slur 

triggers.59   

These examples illustrate that just because an utterance can be given an 

inverted-commas reading does not mean that it will not create Moorean 

inconsistency when considered in decontextualized unmarked linguistic 

environments (Woods, 2014, pp. 7–8). When the slur is not stressed or marked 

in any way, the inverted-commas interpretation does not naturally arise, and 

denying that one has the derogatory attitude would be infelicitous.  

Hence, with the right emphasis, a sentence with some conventionally 

conveyed content that normally projects can be given an inverted-commas 

interpretation. But without this emphasis, the attitudinal or directive content 

still projects and should be infelicitous to cancel. And so, the fact that a 

speaker can felicitously add that she does not have the relevant moral attitudes 

after stating (20)-(23) cannot be explained away by the possibility that these 

can be given an inverted-commas reading. What needs to be shown is that 

(20)-(23) must be given an inverted-commas reading in order for it to be 

felicitous for the speaker to say that she does not have the relevant non-

cognitive attitude. This does not hold for (20)-(23).  

3.3.4. Relational Expressivism and Meta-Semantics   

A final way that a hybrid expressivist might respond to the foregoing argument 

is to say that the reason why several embedded moral sentences do not 

intuitively express attitudes is because they do not express attitudes when they 

are unembedded either. There is therefore no expressed attitude to be 

preserved from the atomic sentence to embedded instances of it. Remember 

from §2.3.4. that according to relational expressivism, moral sentences do not, 

strictly speaking, express a belief and a desire. Instead, moral sentences 

express higher-order states that are realized by a belief and desire related in a 

specific way. A moral sentence such as “Downloading movies is wrong” thus 

expresses a higher-order mental state that is multiply realizable by pairs 

consisting of a belief (ascribing a property F to downloading movies) and a 

non-cognitive attitude (towards F-things) that may vary across speakers. No 

attitude is expressed by moral sentences according to this view, which means 

that it is compatible with the evidence presented in §3.2.  

 
59 It is not obvious that all slurs can be given an inverted-commas reading. Most notably, it is 

hard (if not impossible) to get an inverted-commas reading to work for sentences that contain 

the N-word.  
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In addition to the views by Toppinen and Schroeder discussed in §2.3.4, 

Ridge’s recent version of ecumenical expressivism can also be interpreted as 

a kind of relational expressivism. He maintains that moral sentences express 

what he calls ‘non-representational beliefs’ that are multiply realizable by a 

representational belief and a complex cluster of attitudes, standards and 

dispositions (Ridge, 2014, pp. 120–121). Moreover, as I discussed in §1.5, he 

argues that ecumenical expressivism is primarily to be understood as a meta-

semantic view. As a view in meta-semantics, relational expressivism makes 

claims about the facts in virtue of which a normative expression or sentence 

has the semantic content that it does (Ridge, 2014, pp. 8, 103).60 As such, 

Ridge argues that meta-semantic expressivism is compatible with truth-

conditional semantics. As he puts it: “This meta-semantic construal means that 

Ecumenical Expressivism is compatible with an orthodox approach to first-

order semantics” (Ridge, 2014, p. 8) 

We can identify two interpretations of how relational expressivism treats 

the role of attitudes. According to the first interpretation, relational 

expressivism only commits to the claim that attitudes (or clusters of attitudes, 

etc.) play a meta-semantic role. Understood this way, the view makes no 

commitment concerning the semantic contents of moral sentences; relational 

expressivism is only a meta-semantic view, not a semantic view. It is not clear 

that this view has any bearing on the issues discussed in this thesis. I am 

concerned with the question of when and why attitudes (or other practical 

contents) are expressed or conveyed by moral utterances. If this view is to 

shed any light on the questions that I address here and the data that I have 

presented, relational expressivist must argue that that meta-semantics affect 

what listeners are licensed to infer from the utterance of a moral sentence and 

why they are licensed to do so. But speakers need not know the meta-semantic 

story behind an expression in order to be semantically competent with its 

meaning. Therefore, a relational expressivist who relegates the attitude 

entirely in the meta-semantics, but does not claim that an attitude is at all 

expressed, can for my purposes be regarded as a form of descriptivism.  

According to the second interpretation of relational expressivism, the view 

commits both to the claim that attitudes (or clusters of attitudes, etc.) play a 

meta-semantic role for moral sentences, and that attitudes (or clusters of 

attitudes, etc.) are part of the mental state which constitutes the semantic 

values of moral sentences. Both Ridge and Toppinen suggest this reading (but 

I set aside the exegetic question of whether this is the correct interpretation of 

their views). Ridge maintains that the contents of moral sentences are moral 

judgments and these judgments are characterized as consisting of a kind of 

cluster of attitudes, emotions, beliefs and dispositions. In Ridge’s words, 

moral judgments ”are partly constituted by desire-like states of mind, 

 
60 See also Chrisman (2016) for discussion of how metaethical views primarily differ in their 

meta-semantic commitments.   
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including one’s emotions and intentions” (Ridge, 2014, p. 132). Moreover, he 

maintains that moral judgments are “emotionally tinged” which means that 

the speaker is “disposed to emotional reactions” (Ridge, 2014, p. 116). 

Toppinen maintains that the semantic contents of moral sentences are 

relational states which express complex states that consists of some non-

cognitive attitude and some belief, related in the right way. Thus, based on 

these kinds of claims, it is reasonable to think that non-cognitive attitudes not 

only determine semantic content, but are also somehow part of the mental state 

expressed – even though no specific attitude is expressed.  

Although relational expressivists of this kind do not say that there is any 

particular attitude expressed, it is reasonable to expect that utterances of moral 

sentences would convey that the speaker has some attitudes, emotions and 

behavioral dispositions that are systematically associated with her use of 

moral expressions, if relational expressivism is correct. But if so, a speaker 

should not be able to meaningfully utter (20)-(23) without conveying that she 

has some kind of attitude or behavioral disposition about downloading 

movies. Therefore, the argument still applies to relational expressivism, thus 

understood.  

In the next section, I provide a more general case against the claim that 

there is a systematic relation between moral expressions and the practical 

contents that have been thought to constitute their practicality. This more 

general argument also casts doubt on relational expressivism, as well as the 

other hybrid expressivist views that have been discussed in this chapter.  

3.4. A General Case Against Conventional Meaning 

I have argued that if the descriptive content of moral sentences takes care of 

the challenges raised by the Frege-Geach problem and no attitude of approval 

or disapproval projects through embeddings, then we have insufficient 

evidence to support the hypothesis that attitudes are part of the conventional 

meaning of moral expressions. The fact that the attitudinal content of moral 

expressions is triggered by some moral assertions but not others suggests that 

this content is not part of the meaning of the terms themselves since it is not 

systematically associated with these expressions. The connection that moral 

expressions have to attitudes is unsystematic, which provides evidence that it 

is not part of the conventional meanings of these terms.  

This evidence leads us to reevaluate the practicality challenge. In chapter 

1, we saw that the special practicality of moral language has historically been 

described in many different ways, taking various speech acts, attitudes, 

emotions, and behavioral dispositions to be expected from someone who 

makes an assertive moral claim. I distinguished the different kinds of practical 

aspects that have been emphasized into broadly four categories: (a) desire-like 

or evaluative attitudes, (b) reactive attitudes, (c) motivational attitudes, and 
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(d) directives. The first three have to do with the attitudes we might assume 

that a sincere speaker of a moral sentence has, whereas the fourth practicality 

phenomenon has to do with how a moral claim aims to affect the actions or 

attitudes of the addressee. The desire-like attitude specified in (a) has been the 

object of most of the discussion of this chapter, underscoring the expressivist 

focus on attitudes of approval and disapproval. I will now have a closer look 

at the other three features. Once we have a clear picture of how the attitudes 

and directives that are associated with moral expressions vary depending on 

linguistic construction and context, we are in a position to evaluate how this 

is best explained. 

Starting with reactive attitudes, there is certainly some intuitive pull behind 

the idea that moral discourse is related to attitudes such as blame, resentment 

and praise. We often blame people who commit moral wrongs and praise 

people who do what is right. However, it is easy to see that a speaker may 

sincerely accept a moral claim without having any such reactive attitude 

whatsoever. For instance, the following claims are felicitous: 

 

(28) “You ought to give to charity. But don’t expect me to praise you 

for doing it” 

(29) “It’s wrong to steal. But I don’t blame or resent those who do it”  

 

It is easy to find felicitous readings of (28) and (29). This can be explained by 

noting that the wrongness of an act and the blameworthiness of the person 

who committed it can intuitively come apart – people are not always worthy 

of praise or blame, even when they have done something right or wrong. There 

is nothing incoherent or irrational about avoiding reactive attitudes altogether 

and still make moral claims. Reactive attitudes may still be part of our moral 

practice to a large extent. But these attitudes are not plausibly entailed or 

conventionally implicated by the meanings of moral expressions. Rather, 

reactive attitudes might instead be thought of as parts of a moral practice as 

means of holding each other accountable, and to enforce moral convictions. 

In order to make sure that people do things that are right and avoid doing 

things that are wrong, we respond with praise, blame, resentment or ostracize 

them. This explanation for the role of reactive attitudes is fully compatible 

with the hypothesis that moral expressions do not convey them as part of their 

conventional meaning, while granting that they have a role in a moral practice.  

Moving on from reactive attitudes, the features in (c) and (d) emphasize 

how moral sentences convey motivational attitudes and directive speech acts. 

To see how, consider the following two moral sentences: 

 

(30) “I ought to give to charity” 

(31) “You ought to give to charity” 
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The first-person sentence in (30) intuitively conveys that the speaker is 

motivated to give to charity – at least to some extent. In other words, listeners 

are licensed to infer that a speaker who sincerely asserts (30) is motivated to 

give to charity. It does not necessarily convey that the speaker’s motivation is 

not outweighed by other motivations. Still, the assertions would seem odd, 

inappropriate or misleading if the speaker had no motivation at all to give to 

charity. The second-person sentence in (31) intuitively conveys an 

encouragement onto the addressee to give to charity. Listeners are licensed to 

infer that the speaker encourages her addressee to give to charity. An assertion 

of (31) would be odd, inappropriate or misleading if the speaker did not mean 

to encourage her addressee to give to charity.  

There seems to be something particularly interesting about the sentences in 

(30) and (31). They are practical in a very direct and explicit way (I will return 

to this in §5.4). In (30), it is explicit which kind of act that the speaker has 

some motivation to perform, and in (31), it is explicit what kind of act the 

speaker directs her addressee to perform.61 It seems that we need not fill in the 

context of utterance to infer that these assertions are action-guiding, which 

action they guide, and which agent they guide. This can be supported by 

noting that there is at least something odd about the following utterances: 

 

(32) “I ought to give to charity ?but I’m not even the least bit motivated 

to do it” 

(33) “You ought to give to charity ?but don’t do it!” 

 

But while the sentences in (30) and (31) appear to have this direct and explicit 

relation to action, there are ‘ought’ claims that do not bear this relation – which 

suggests that these practical contents are not part of the meaning of ‘ought’. I 

will present several examples of moral sentences which do not display these 

features. One need not be convinced by all of my counterexamples here in 

order for the general point to hold. As long as some of the sentences that will 

be presented are genuine counterexamples to the practicality that (30) and (31) 

display, we have reason to think that the practical content of (30) and (31) are 

not part of the meanings of moral expressions more generally. 

Let us start by noting that the motivation and the encouragement conveyed 

by (30) and (31) easily disappear under embeddings. In much the same way 

many embedded moral sentences do not convey attitudes of approval or 

disapproval, neither do (30) and (31) convey motivation and encouragement 

when embedded. For instance, consider: 

 

(34) “If I/you ought to give to charity, then Anne ought to give to charity” 

(35) “Johnny said that I/you ought to give to charity” 

 
61 Even though there are, of course, several ways in which the speaker or addressee might give 

to charity.  
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When (30) and (31) figure as the antecedent of a conditional, or as the contents 

of a speech or belief report, they do not convey that the speaker is motivated 

to give to charity or that the speaker encourages her addressee to give to 

charity. It is perfectly felicitous for the speaker to assert (34) or (35) and then 

add that they are not motivated to give to charity, or that they do not want their 

addressee to give to charity. Hence, if we want to say that the narrowly 

semantic contents of (30) and (31) is exhausted by their descriptive contents, 

then we have reason to think that the motivation and encouragement is not 

part of the conventional meaning – since these practical contents do not 

project.   

Furthermore, there are important theoretical uses of moral expressions that 

do not intuitively convey any motivational attitude or encouragement. 

Especially as philosophers, we often employ such uses of moral expressions. 

We use moral expressions in metaethical discussions to reason about the 

nature of rightness and wrongness, and the good and the bad. We also use 

moral expressions theoretically in discussions about thought-experiments in 

normative and applied ethics. We reason about what would be right or wrong 

in certain hypothetical situations and why it would be right or wrong in these 

situations. When we do so, we do not seem to be conveying the practical 

contents of (30) and (31). For instance, the following claims do not appear to 

directly convey any specific motivation or any specific encouragement:  

 

(36) “Rightness is a sui generis moral property”   

(37) “There are no acts that objectively ought to be performed no matter 

what anyone wants or believes” 

(38) “The impartial bystander ought to pull the leaver”  

 

By asserting the sentences in (36) and (37) in metaethical contexts, the other 

participants are not licensed to infer that the speaker has any specific 

motivation or encourages the others to undertake any specific kind of action. 

And it is unclear how (38) would convey an encouragement since the 

addressee is not just absent, but even merely hypothetical.   

Moreover, there are several other examples of atomic declarative sentences 

that do not intuitively convey a motivational attitude or an encouragement, 

which suggests that these contents are not triggered by the meaning of ‘ought’. 

For instance, moral claims about what some institution ought to do, about what 

ought to be the case, and what oneself or the addressee ought to have done, or 

what a third person (who is not present) ought to do, lack these practical 

features. Just consider:  

 

(39) “Amazon ought to allow unionization” 

(40) “There ought to be world peace” 

(41) “I ought to have helped my mother move” 
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  (42) “Joe ought to stop lying”   

 

Unlike (30), is simply unclear what motivation would be expressed by the 

sentences in (39)-(42). And in contrast to (31), it is unclear both which action 

they aim to direct, and whose actions they aim to direct.  

Note also that the practical content of (30) is not conveyed by (31), and 

vice versa. A speaker who asserts (30) is not committed to directing her 

addressee to perform an act, and the speaker who asserts (31) is not committed 

to being motivated to give to charity herself.  

In response to at least some of the foregoing examples, an objector might 

say that we can infer some motivational attitude or directive from utterances 

of the sentences in (34)-(42). To see how this response might go, let us 

consider a few examples. First, an assertion of (37) might convey that the 

speaker is disposed to act indifferently towards any moral obligation that 

might be imposed on her. Second, an assertion of (40) might convey that the 

speaker is motivated to engage with charity organizations or activist groups 

that oppose warfare. Third, an assertion of (41) might convey that the speaker 

is motivated to help her mother if she moves in the future. And lastly, an 

assertion of (42) might convey that the speaker would be motivated to give to 

charity, if she were in the same circumstances as Joe. 

The problem with this response is that it trivializes the practicality of moral 

language. If all there is to the practicality of moral language is that we can 

infer some behavioral disposition from any moral claim, then there is nothing 

special about moral expressions. We might infer some behavioral disposition 

by an assertion of any declarative sentence.62 We might, for instance, expect 

certain behavior from a speaker who asserts “It is raining outside” – such as, 

staying indoors or bringing an umbrella if they go out. In general, it is possible 

to infer that the speaker believes the content of what she asserts and that she 

is inclined to act rationally on the basis of what she believes. The fact that we, 

as listeners, might reasonably infer certain courses of behavior from a speaker 

that makes a moral claim does not show that there is something special about 

moral language. Moreover, some descriptive claims seem to have a quite close 

bearing on action, for instance, claims about what is healthy, or what leads to 

happiness, wealth, pain or suffering. There may be a variety of behavioral 

dispositions that naturally combine with any claim – descriptive or moral. But 

this does not show that these dispositions are conveyed by the sentence in 

virtue of its meaning, nor that there must be a systematic linguistic story to 

tell about how listeners infer this information from the use of a certain 

expression.  

 
62 According to functionalism, beliefs (and other mental states) are defined, inter alia, by 

reference to the behavioral dispositions that they give rise to. Roughly put: to believe that p is 

to act as if p is true.  
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Still, we might grant the intuition that moral language at least has a 

somewhat stronger bearing on our attitudes and behavior than utterances of 

most descriptive sentences do, even though it is difficult to pinpoint exactly 

what attitude or disposition is conveyed, and when it is conveyed. The 

important thing to note is that this practicality is unsystematic and often 

opaque, which suggests that there is no reliable linguistic mechanism behind 

the way in which it is conveyed (I will return to this in §5.5).  

Hence, moral language seems to vary in the strength of its practicality, 

where some moral claims display a stronger practicality, and some display a 

weaker practicality. First-person and second-person ‘ought’ claims such as 

(30) and (31) display a strong practicality, because it is explicit and direct what 

practical import they have. But other moral claims display a weak practicality 

which is less direct, implicit and often opaque. I have not offered a clear-cut 

definition of weak and strong practicality here. There might be a continuum 

from statements which appear to indicate nothing in particular about the 

speakers’ behavioral dispositions or attitudes, to statements that have a strong 

connection to behavior or attitudes. The kind of moral sentences in (30) and 

(31) provide the clearest example of how moral language is practical, and I 

will therefore take the main challenge to be to explain this. The difference 

between sentences such as (30) and (31), and other ‘ought’ claims have led 

some to argue that there is a category of deontic modal claims which, in virtue 

of their meaning, have a distinctively close or strong bearing on action, 

decision-making, and deliberation. As such, the thought is that ‘ought’ is 

systematically ambiguous or polysemous (Schroeder, 2011; Chrisman, 2016). 

These views will be discussed in §5.4.1.  

To take stock, I have argued that some moral sentences seem to have a 

particularly close relation to the motivation of the speaker or how the speaker 

aims to direct her addressee. The first-person and second-person sentences in 

(30) and (31) have this very direct and explicit bearing on action. But many 

other moral sentences do not display these features. Hence, the practicality 

phenomena in (a)-(d) do not systematically follow across different uses of 

moral expressions. This provides evidence that the practicality of moral 

language is not conveyed due to the conventional meaning of moral 

expressions.  

3.5. Conclusion  

In this chapter, I have argued that there is a tension between the hybrid solution 

to the Frege-Geach problem and the central expressivist thesis that non-

cognitive attitudes are an essential part of the conventional meanings of moral 

sentences. The conventional meaning of an expression is tightly connected to 

it and therefore does not simply come and go. Rather, it is characteristically 

the kind of content that is either targeted by semantic and logical operators, or 
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that projects through embeddings. According to the hybrid solution to the 

Frege-Geach problem, the descriptive content of a moral sentence is affected 

by semantic and logical operators, whereas the attitudinal component projects.   

As I have argued, the linguistic evidence does not support the hypothesis 

that the attitudinal component of moral expressions projects; it speaks against 

it. The non-cognitive attitudes postulated by hybrid expressivists therefore 

play neither roles characteristic for conventional meaning. The problem for 

the hybrid expressivist turns out to be roughly the same as for the pure 

expressivist. The attitude they claim to be expressed by an atomic moral 

sentence is not expressed when the sentence is embedded in many 

constructions. Nothing is gained by moving from postulating that moral 

sentences express a general negative attitude of F-things instead of a specific 

negative attitude of the thing evaluated. If the attitude expressed – specific or 

general – is neither embedded nor projects, then this constitutes evidence that 

it is not part of the conventional meaning of the moral expression. The hybrid 

expressivist thus solves the Frege-Geach problem only at the cost of failing to 

honor their core expressivist commitment that non-cognitive attitudes play an 

important role in the conventional meanings of moral sentences. I presented 

four responses to this argument and concluded that none of them is successful.  

This discussion led me to reevaluate what the practicality challenge is. I 

argued that since the practical aspects of moral language vary a great deal 

between different occurrences of moral expressions, there is reason to 

abandon the approach of trying to incorporate both the descriptive content and 

an attitude into the meanings of moral expressions. In the next chapter, I will 

turn to the hybrid descriptivist claim that the conventional meaning of a moral 

sentence is wholly exhausted by its descriptive content, but that it conveys 

practical content (such as attitudes and directives) in virtue of non-

conventional pragmatic mechanisms.  
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4. Hybrid Descriptivism and Conversational 

Implicature 

 
 

 

 

 

 

 

 

 

 

4.1. Introduction 

I have argued that if moral sentences express both the descriptive contents of 

beliefs and some practical content, a hybrid theory needs to give an account 

of how this non-descriptive content is conveyed – especially if these theorists 

want to explain moral disagreement by appeal to this content. In chapter 3, I 

argued that attitudes are not plausibly part of the conventional meaning of 

moral expressions. In this chapter, I explore the hybrid descriptivist view that 

the meaning of moral sentences is wholly exhausted by their descriptive 

contents, but that there is a non-conventional pragmatic story to tell about the 

way that such sentences convey practical contents as well. In §4.2. I present 

Grice’s view of conversational implicature and why it appears to be a fruitful 

way for a hybrid descriptivist to go. In §4.3. I argue that existing non-

descriptivist accounts that appeal to conversational implicature have not 

successfully explained how moral utterances convey their practical contents 

as conversational implicature. In §4.4. I present Finlay’s latest hybrid 

descriptivist account, which proceeds from pragmatic principles district from 

Grice’s conversational maxims. I argue that this view faces similar problems 

as those faced by Gricean accounts and conclude that theories which advocate 

this pragmatic approach have not solved the practicality challenge. 
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4.2. Conversational Implicature and Practicality 

It is widely held that successful linguistic communication is not only ensured 

by knowing the literal meaning of what is said. What a speaker means to 

communicate or wants to achieve by making an utterance is not always 

encoded in the meaning of the uttered sentence. As competent uses of 

language, we are able to infer additional contents, aims, or purposes through 

pragmatic mechanisms. Grice’s theory of conversational implicature is one of 

the most influential theories of how speakers can use a sentence to convey 

more than it literally means.  

We have been briefly familiarized with Grice’s distinction between 

conventional and conversational implicature in §1.5. – and more thoroughly 

with conventional implicature in chapter 3. To repeat, conventional 

implicature is conveyed by the utterance of a sentence due to the conventional 

meaning of an expression that it involves. Since conventionally implicated 

content is part of the meaning of the sentence, it will be salient to competent 

speakers what the implicated content is. By contrast, conversationally 

implicated content is non-conventional, in the theoretical sense that it is not 

inferred just in virtue of the conventional meaning of what is said (see §1.5.). 

Instead, content that is conversationally implicated is conveyed because 

contextual information about the context of utterance together with mutually 

assumed pragmatic principles.  

A theory about how information is conveyed non-conventionally needs to 

spell out the linguistic conventions that are responsible for such contents being 

conveyed. When an utterance conveys some information in virtue of the 

conventional meaning of the uttered sentence, the participants of a 

conversation are able to infer this information because of their linguistic 

competence with the words used (and their mode of composition). However, 

when an utterance conveys some information non-conventionally, things are 

not as simple. Since non-conventional content is not inferred merely in virtue 

of linguistic competence with the conventional meaning of what is said, there 

must be some explanation for how such contents are conveyed instead. What 

are the pragmatic mechanisms which enable competent interlocutors to infer 

information that is not part of the conventional meaning of what is said?  

Grice’s view on how this is achieved proceeds on the assumption that 

discourse is rationally motivated goal-oriented behavior. It is because speakers 

assume each other to be rational that they reliably and predictably infer certain 

information from an utterance, even though this information is not encoded 

into its meaning. According to Grice, rational speakers are assumed to pursue 

the goal of ensuring maximally efficient exchange of information. The 

speakers are assumed to implicitly adhere to certain general principles of 

rational discourse because these principles are conducive to this goal (Grice 

1989: 20). Hence, speakers can successfully convey information as 

conversational implicature because they implicitly assume that their listeners 
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are able to infer this information in virtue of the assumption that the speaker 

and addressee both adhere to a finite set of simple pragmatic principles. 

Grice’s most general pragmatic principle is the Cooperative Principle: “Make 

your conversational contribution as informative as required, at the stage at 

which it occurs, by the accepted purpose or direction of the talk exchange in 

which you are engaged” (Grice 1989: 26). In addition, he formulates the 

following four more specific conversational maxims, from which interlocutors 

may infer conversational implicature: 

 

The Maxim of Relation: Be relevant.  

 

The Maxim of Quantity: ‘Make your contribution as informative as 

required (for the current purposes of the exchange)’ and ‘Do not make 

your contribution more informative than is required’  

 

The Maxim of Manner:  

Supermaxim: ‘Be perspicuous’ 

Sub-maxims: ‘Avoid obscurity’, ‘Avoid ambiguity’, ‘Be brief (avoid 

unnecessary prolixity),’ and ‘Be orderly’  

 

The Maxim of Quality: 

Supermaxim: ‘Try to make your contribution one that is true’  

Sub-maxims: ‘Do not say what you believe to be false’ and ‘Do not say 

that for which you lack adequate evidence’ (Grice, 1989, pp. 26–27). 

 

These conversational maxims enable interlocutors to infer information from 

an utterance even if it is not part of its conventional meaning, according to 

Grice. Hence, although conversationally implicated information is not part of 

the meaning of an utterance that conveys it, this information can be inferred 

by the listeners because they interpret the utterance as if the speaker is rational 

and thereby adheres to the conversational maxims (Grice 1989: 86).  

The idea that conversationally implicated content can be inferred in this 

way from the Gricean maxims is often put in terms of calculability:  

 

CALCULABILITY: A conversational implicature, CI, conveyed by the 

utterance of a sentence S in context c, is calculable iff listeners are 

licensed to infer CI in virtue of the assumption that the speaker adheres 

to the cooperative principle and its maxims.   

 

Note that independently from Grice’s specific account of conversational 

implicature, something similar to CALCULABILITY will be an important 

constraint on any account of non-conventionally conveyed information. As I 

argued above, a theory about how information is conveyed non-

conventionally needs to spell out the pragmatic mechanism(s) that enable 
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competent speakers to infer information that is not part of the conventional 

meaning of what is said. The calculability constraint on conversational 

implicature ensures that it meets this requirement.  

To see how a conversationally implicated content is thought to be 

calculable, let us consider an example:  

 

(43) “There are cookies in the cupboard or on the table” 

 

Grice argued that many sentences that contain the logical connectives often 

convey content that is distinct from its meaning. This can be illustrated by 

noting that an assertion of the sentence in (43) might be misleading for two 

different reasons. First, it would be misleading to assert (43) knowing that its 

truth-conditions are unfulfilled – that is, when both disjuncts are false. Second, 

an assertion of (43) might also be misleading if the speaker knows that there 

are cookies both in the cupboard and on the table. In other words, the speaker 

of (43) conveys that the cookies are either in the cupboard or on the table, but 

not both. But why does an utterance of (43) intuitively convey this? 

According to Grice, the utterance of a sentence such as (43) can be 

misleading in the former way due to its meaning while it can be misleading in 

the latter way because of the conversational implicature it triggers. A listener 

is able to infer from an utterance of (43) that the cookies are not both in the 

cupboard and on the table because of the second sub-maxim of the maxim of 

quantity (‘Do not make your contribution more informative than is required’). 

If the speaker of (43) knew that there were cookies both in the cupboard and 

on the table, she would have asserted that that there are cookies in the 

cupboard and on the table. Hence, in order to preserve the assumption that the 

speaker does not violate the maxim of quantity, her utterance of the 

disjunction in (43) will convey that the conjunction does not hold.  

The explanation for how the use of ‘or’ triggers a conversational 

implicature in this way can be understood against the background of a broader 

explanatory model of how implicature is systematically generated due to the 

maxim of quantity. This neo-Gricean account has been developed by Levinson 

(1983, 2000). The explanation starts with the assumption that some 

expressions are members of linguistic scales. The members of the scales are 

ranked depending on how strong or informative they are. Examples of such 

scales include: or, and, all, some, n, … 3, 2, 1, always, sometimes, 

know, believe, try, succeed, necessarily, possibly, etc. (Levinson, 1983, 

p. 134). On the assumption that speakers respect the maxim of quantity, their 

use of a weaker term on a scale (that is, one farther to the right), will implicate 

that a stronger term (that is, one farther to the left) is inappropriate. For 

instance: “Jeff ate some of the cookies” implicates that Jeff did not eat all the 

cookies; “There are two cookies in the jar” implicates that there are not more 

than two cookies in the jar; and “Jeff tried to eat all the cookies” implicates 
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that Jeff did not succeed to eat all cookies. This provides a systematic and 

predictable account of how and why an utterance of (43) triggers the 

implicature that there are not cookies in the cupboard and on the table.  

In the pursuit of a non-conventional account of how the practicality of 

moral language is conveyed, it is especially interesting for a hybrid 

descriptivist to explore Grice’s pragmatic framework. Grice aimed to give a 

general account of how the utterance of a sentence may predictably convey 

information that is not part of its conventional meaning (1989: 8). He 

maintained that the inclination to ascribe two dimensions of conventional 

meaning of the logical connectives (and other expressions) arises because we 

are paying “inadequate attention to the nature and importance of the 

conditions governing conversation” (Grice 1989: 24). This framework 

provides a promising model for a hybrid descriptivist who aims to explain the 

seeming duality of moral expressions without ascribing to them a hybrid 

conventional meaning. 

So, the question addressed here is whether a hybrid descriptivist might 

explain the practicality of moral language by appeal to Gricean conversational 

implicature.63 In order to see whether this is a plausible route, we can construe 

the practicality challenge in a similar way as we described the duality of (43). 

To do so, let us consider the following claim again, familiar from chapter 2:  

 

(7) “Lying is wrong” 

 

If descriptivism is correct about the semantic contents of moral sentences, then 

a speaker who utters (7) asserts a proposition. An assertion of a (7) would 

therefore be misleading if the speaker knew or believed that the proposition it 

denotes is false. But we might think that the utterance of (7) can be misleading 

in other ways too. If (7) conversationally implicates certain attitudes, 

dispositions or directives, then an utterance of (7) would be misleading insofar 

as the speaker does not aim to convey this. As I discussed in chapter 1 and 3, 

moral claims have been thought to convey: (a) desire-like or evaluative 

attitudes, (b) reactive attitudes, (c) motivational attitudes, and (d) directives. 

Hence, we might think that an utterance of a (7) would be misleading if the 

speaker did not aim to covey one or more of these attitudes or directives – and 

that this can be explained by appeal to conversational implicature rather than 

by appeal to their conventional meaning.  

If a hybrid descriptivist wants to say that (some of) the attitudes or 

directives described in (a)-(d) are conversationally implicated by utterances of 

 
63 My purpose is not to defend Grice’s framework of conversational implicature, which faces 

its own problems independent of its application to moral language. Rather, assuming that 

Gricean conversational implicature is a plausible enough framework to explain pragmatically 

conveyed content in general, the question remains whether it is suitable to say something 

informative about moral language in particular. 
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moral sentences, then they need to show how these attitudes or directives are 

calculable. There is initial reason to doubt that the attitudes or directives in 

(a)-(d) are calculable from Grice’s conversational maxims since Grice did not 

formulate the maxims with practical discourse in mind. As Grice puts it:  

I have stated my maxims as if this [conversational] purpose were a maximally 

effective exchange of information; this specification is, of course, too narrow, 

and the scheme needs to be generalized to allow for such general purposes as 

influencing or directing the actions of others (Grice 1989: 28) 

 

Still, Grice’s account could potentially be expanded to moral language despite 

his own views. Fletcher (2014b, 2014a)64 has argued that conversational 

implicature accounts are the most promising of all implicature accounts of the 

practicality of moral language, and both Finlay (2004, 2005) and Strandberg 

(2012) have defended conversational implicature accounts of moral language. 

Hence, this route is worth taking seriously.  

In the next section, I will argue that existing accounts that appeal to 

conversational implicature have not successfully shown that moral utterances 

convey their practicality by means of conversational implicature. The problem 

is that the attitudes or directives that these views postulate are conveyed by 

moral claims are not calculable from the Gricean maxims.   

4.3. Practicality and Calculability  

I will argue that neither Strandberg nor Finlay have convincingly shown that 

moral utterances convey attitudes or directives that are calculable from the 

Gricean maxims. I will start by discussing Strandberg’s proposal and how he 

proposes that the practical aspects of moral language are calculable from the 

maxim of relation and the maxim of quantity. I briefly discuss the prospects 

of calculating the practical aspects of moral language through the maxim of 

manner, although it has not to my knowledge been defended by anyone. 

Lastly, I proceed to discuss a proposal from Finlay, according to which the 

practicality of moral language is calculable from the maxim of quality.  

4.3.1. The Maxim of Relation 

Strandberg aims to accommodate the practicality of moral language by 

postulating that moral assertions conversationally implicate that the speaker 

has an attitude of wanting certain actions to be performed or not be performed. 

 
64 Although Fletcher maintains that Strandberg’s account is the most plausible of all implicature 

accounts, he proposes another pragmatic account which he contends is better. This account will 

be briefly discussed in §4.4.1.  
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Hence, a speaker’s “utterance of a sentence of the type “-ing is wrong” 

conversationally implicates that she wants that  is not performed” 

(Strandberg, 2012, p. 106).  

Strandberg argues that this implicated attitude explains both why moral 

utterances convey something about the speaker’s motivation and about how 

she directs the attitudes or actions of others. Remember, these are the two 

practical contents that I argued constitute the most interesting practicality 

phenomena (§3.4.) According to Strandberg, both the motivational attitude 

and the directive are inferred when a speaker conveys that she does not want 

an act or type of act to take place. By letting listeners know what she wants – 

as a result of the triggered conversational implicature – the speaker indicates 

what she is motivated to do and what she encourages others to do. In 

Strandberg’s words:    

A very general way of affecting other people’s behaviour is to let them know 

what our attitudes towards it are. Assume that it generally is the case that when 

a person says that an action is wrong, we infer that she has a negative attitude 

towards it being performed. This might make us less willing to do the action or 

to contribute to it being carried out. (Strandberg, 2012, pp. 89–90) 

 

Moreover, Strandberg’s view is that the conversational implicature generated 

by utterances of moral sentences is generalized rather than particularized. An 

utterance triggers generalized conversational implicature in most 

conversational contexts in which it occurs – unless there are some context 

specific features that defeats it. The conversational implicatures generated by 

scalar terms described in §4.2, are examples of generalized implicature. By 

contrast, an utterance conveys a particularized conversational implicature in 

virtue of the specific context in which it is uttered. But an utterance of the 

same sentence does not generally convey the same implicature in other 

conversational contexts. Hence, generalized conversational implicature is 

more closely tied to the use of a particular expression.  

So, according to Strandberg’s account, the assertion of a moral sentence 

“-ing is wrong” conveys the generalized conversational implicature that the 

speaker wants that acts of -ing do not take place. Listeners then infer from 

this conversationally implicated attitude that the speaker is herself at least 

somewhat motivated to avoid -ing and that she directs her addressee to avoid 

-ing. How is this conversationally implicated attitude calculable?  

Strandberg proposes two ways that the implicated content is calculable. I 

will start by discussing the first way, which is in virtue of the maxim of 

relation (or relevance). Remember, according to the maxim of relation, 

rational speakers will say things they believe to be relevant to the 

conversational end. In order for the maxim of relation to generate 

conversational implicature, it must be the case that the utterance is irrelevant 

unless we interpret it as conveying some additional content. The implicated 
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content is inferred in order to preserve the assumption that the speaker respects 

the maxim of relation. And so, the thought is that that in order to preserve the 

assumption that the speaker of a moral sentence adheres to the maxim of 

relation, listeners interpret her as having a non-cognitive attitude.  

In order for the maxim of relation to deliver implicature, we need to know 

what the conversational end is. Strandberg argues that moral conversation has 

two general conversational aims. The first is to inform others of our moral 

beliefs, and the second is to influence each other’s behavior (Strandberg, 2012, 

p. 102-103). He argues that once we acknowledge that one of the general 

conversational aims of moral conversation is to affect people’s behavior, we 

can calculate the conversational implicature. The purpose of affecting 

people’s behavior is accomplished by letting hearers know what attitudes we 

have ourselves. According to Strandberg, an utterance of a sentence such as 

(7) would be irrelevant unless the speaker has the attitude of wanting that acts 

of lying do not take place – which, in turn, affects the addressee’s behavior. 

Hence, the speaker would violate the maxim of relation unless she has this 

desire. The attitude (and subsequently an encouragement of some sort) 

implicature is conveyed in order to preserve the assumption that the speaker 

adheres to the maxim of relation (Strandberg, 2012, p. 106). In Strandberg’s 

words: 

There does not seem to be any point in uttering a sentence that entails that there 

is a moral reason not to hit one’s children in a moral conversation which has as 

a mutually accepted purpose to influence behaviour unless [the speaker] wants 

that such actions are not carried out. (Strandberg 2012, p. 105) 

 

The problem about this explanation is that there are many instances of moral 

claims that are not plausibly about influencing behavior. This conversational 

end is perhaps most plausible in contexts where a speaker is asking for advice, 

or when the speakers are debating about a moral decision to be made. But 

moral discourse is not exclusively of this kind. As I argued in §3.4, moral 

conversations often concern subject matters that speakers and addressees 

themselves have no control over. When we reason about rightness and 

wrongness in philosophy seminars using moral expressions, the aim is not (at 

least not usually) to influence each other’s behavior. Moreover, we often 

discuss the wrongdoings of politicians, governments, industries, big 

companies, etc., or the moral status of actions conducted in the past or by 

spatially distant actors. For instance, let us consider the following sentence 

from Chapter 1:  

 

(1) “It was wrong of Trump to incite the attack on the US Capitol” 

 

Strandberg’s view predicts that listeners infer a generalized conversational 

implicature from an utterance of (1); and that the content of this implicature is 
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calculable from the maxim of relation because the aim of the conversation is 

to influence behavior. But an utterance of (1) is likely to not be asserted with 

the aim of influencing behavior. It is therefore implausible that moral 

expressions would trigger generalized conversational implicatures in order to 

be relevant to a conversational purpose that they are often not used for at all. 

In response, Strandberg might revise his view and argue that the maxim of 

relation license interlocutors to infer particularized, rather than generalized, 

conversational implicature. Hence, moral utterances might be thought to 

convey particularized conversational implicature in virtue of the maxim of 

relation in contexts when the conversational end is to influence behavior, but 

not in other contexts.  

However, even supposing that this attitude is sometimes conveyed, it is not 

at all obvious how the attitude of wanting acts to take place or not take place 

is conducive to the conversational aim of influencing behavior. The claim that 

informing others about our attitudes influences their behavior does simply not 

obviously hold. In many cases, we do not care whether someone else wants 

some act to be performed, and they are likely to know that we do not care 

about their desires. Informing others about our attitudes might sometimes 

affect their behavior – in particular if it is someone whose approval we seek. 

But often, doing so does not make a difference at all. 

In short, Strandberg’s account of why moral claims convey generalized 

conversational implicature in virtue of the maxim of relation is not convincing. 

Still, he defends another option of how to calculate moral implicatures via the 

maxim of quantity. This proposal will be considered next.  

4.3.2. The Maxim of Quantity 

Strandberg provides an additional proposal for how to calculate the moral 

implicature. He argues that moral utterances conversationally implicate an 

attitude of wanting certain acts to be performed or not be performed in virtue 

of the maxim of quantity. Remember that the maxim of quantity has to do with 

the amount of information that it is necessary for a rational speaker to include 

in her utterances.  

The scalar implicatures described in §4.2. were examples of implicature 

generated by the maxim of quantity. Levinson’s neo-Gricean account 

simplifies Grice’s maxims to heuristics that specify information mutually 

assumed by the speaker and her addressee. These form “a set of heuristics, 

mutually assumed by sender and receiver” (Levinson 2000: 30). Levinson’s 

heuristic that generates scalar implicature is inspired by Grice’s first maxim 

of quantity. To explain the practical aspects of moral claims, Strandberg 

appeals to another one of Levinson’s heuristics, which is influenced by Grice’s 

second maxim of quantity (Strandberg 2012: 109). It states the following:  
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I-HEURISTIC: “What is simply described is stereotypically exemplified” 

(Levinson 2000: 32).65   

 

Levinson’s account of the I-heuristic relies on a distinction between marked 

and unmarked expressions. Marked expressions are unusual or obscure ways 

of saying something that could have been said in a more standard or simple 

way; that is, in an unmarked way. By using an unmarked expression, the 

speaker implicates that the state of affairs which she describes is not out of the 

ordinary. Rather, it is stereotypically exemplified. By doing so, listeners are 

licensed to infer that the state of affairs described are instantiated in a 

stereotypical way. To see how, consider the following sentence: 

 

(44) “We just got a new dog”  

↝ A four-legged dog.  

 

The utterance above generates the implicature that the dog in question has four 

legs simply because a four-legged dog is the typical instantiation of the object 

described.  

Strandberg maintains that the attitude of wanting certain acts to be 

performed or not be performed is conversationally implicated in virtue of the 

I-heuristic. The suggestion is that a moral assertion stereotypically involves 

an accompanying non-cognitive attitude and therefore that this attitude is 

conversationally implicated due to the I-heuristic. In Strandberg’s words:  

[R]eturn to the person who is involved in a moral conversation […] we ought 

to assume that there is no reason for her to provide information to the effect that 

what usually is presumed to hold true does not apply in this particular case. As 

a result, we understand what she says in such a way that there is no exception 

to the background presumptions regarding moral beliefs and utterances. 

Consequently, her utterance conversationally implicates that she wants that 

such actions are not performed. (Strandberg, 2012, p. 110).  

 

The problem about this proposal is that the I-heuristic generates the 

implicature that the state of affairs described by the sentence are 

stereotypically instantiated. The use of “dog” in (44) implicates that the dog 

in question is one with four legs, since this is the stereotypical instantiation of 

a dog. The I-heuristic specifies that the states of affairs described is 

stereotypically exemplified.  

However, a speaker’s attitude of wanting certain acts to not be performed 

is not part of the state of affairs described by a moral sentence. For instance, 

by asserting (7), the speaker does not describe a state of affairs which typically 

involve her own attitude – she ascribes to lying the property of being wrong. 

 
65 The underlying principle for this heuristic has been called the Informativeness Principle, 

hence the “I-heuristic”.  
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In short, the problem is that according to the I-heuristic, an unmarked 

expression conveys that the state of affairs described are stereotypically 

instantiated. But the speaker’s attitude is not a way that a moral property is 

instantiated at all.  

In response, Strandberg might argue that the I-heuristic can easily be 

extended to include the psychological state stereotypically had by a speaker 

who utters a specific sentence. Hence, in virtue of this extended I-heuristic, 

the utterance of a sentence conveys that the speaker has the attitudes that a 

speaker of that sentence stereotypically has. An assertion of (7) 

conversationally implicates that the speaker does not want acts of lying to take 

place because people who make utterances about wrongness stereotypically 

have this kind of attitude.   

A more general problem with the I-heuristic – which is also inherited by 

the extended version of it – is that it is unclear how to determine what is part 

of the stereotype instantiation, and whether all features of the stereotype are 

conveyed by the utterance of a sentence. For instance, we might describe the 

stereotype medical doctor as a white, middle-aged man. But in this day and 

age, an utterance of a sentence, such as, “I went to see my doctor today” does 

not convey that the speaker’s doctor is a white middle-aged man; a listener is 

not licensed to infer this content. So, how do we determine which part of the 

stereotype a listener is licensed to infer in virtue of the I-heuristic? 

A way to test whether some content is conveyed by the I-heuristic is to see 

whether adding the (purportedly) implicated content would be overly 

informative. In other words, if the speaker would make a feature of the 

stereotypical instantiation explicit, the addition would be redundant. For 

instance, had the speaker of (44) said “We just got a new dog. It has four legs”, 

then she would clearly have provided more information than was required. By 

simply using “dog”, the speaker can trust listeners to infer that the animal 

described has four legs. This addition is therefore overly informative.  

The problem for Strandberg’s view is that the same does not intuitively 

hold for the attitude that he maintains is conversationally implicated by 

utterances of moral assertions. For example, a speaker might say “Giving to 

charity is right. I want everyone to do so!” or, “Lying is wrong. I want people 

to refrain from it” the speaker is not in the same way asserting something 

overly informative. This provides reason to think that the attitudes of wanting 

the act described to take place or not take place is not conversationally 

implicated by means of the I-heuristic, even though it might still be part of the 

attitudes that people stereotypically have when they make moral claims 

(something close to this idea will be revisited in §5.5.) 

In short, I have argued that Strandberg does not convincingly show how 

the practical aspects of moral language is conveyed as conversational 

implicature in virtue of the maxim of quantity (or Levinson’s I-heuristic). 

Before I turn to Finlay’s proposal, I will briefly discuss the prospects of 
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calculating conversational implicature from moral claims through the maxim 

of manner. 

4.3.3. The Maxim of Manner 

The maxim of manner has to do with how something is said, rather than what 

is said. This maxim triggers implicature when something is described in an 

obscure or uncommon way. To take Grice’s example, consider the assertion 

of “Sarah produced a series of sounds that corresponded closely with the score 

of ‘Home Sweet Home’”. Since the speaker does not simply say that Sarah 

sang ‘Home Sweet Home’, the assertion implicates that Sarah’s performance 

was not pleasant enough to be called singing (Grice 1978: 37). The reason 

why this is implicated is that the speaker appears to violate the maxim of 

manner, according to which speakers should ‘be perspicuous’ and ‘avoid 

obscurity’. To preserve the supposition that the speaker is nevertheless 

cooperative, listeners infer that she expresses herself obscurely or less 

perspicuously on purpose to convey that what she has described was 

something out of the ordinary.  

The maxim of manner bears an important relation to Levinson’s I-heuristic. 

Recall that utterances convey implicature in virtue of the I-heuristic when 

something is described in an unmarked way. Utterances of sentences with 

unmarked expressions signal that the state of affairs described are 

stereotypically instantiated. When an utterance generates implicature in virtue 

of the maxim of manner, it does so because of the use of marked expressions. 

When something is described in a marked way, this indicates that the state of 

affairs described is instantiated in a non-stereotypical way. 

As we saw in chapter 3, several hybrid theories have appealed to the 

meaning of slurs to motivate the idea that moral expressions have a hybrid 

conventional meaning. It is therefore interesting to note that the maxim of 

manner has been used to explain the seemingly dual meaning of slurs as a kind 

of conversational implicature (Nunberg, 2018). Roughly, Nunberg’s view is 

that slurs are marked expressions. They are unusual or obscure ways of saying 

something that could have been formulated in a more standard or simple way. 

For instance, by using “spic” instead of “Hispanic” the speaker uses a marked 

expression which conversationally implicates a derogatory attitude about 

Hispanic people.  

Regardless of whether this is a satisfactory account of slurs, it is 

nevertheless interesting to note that there seems to be no parallel case to be 

made regarding moral expressions. There is nothing obscure or out of the 

ordinary about standard assertions of moral sentences, and it is therefore 

unclear how the maxim of manner could generate conversational implicature 

from moral claims. The maxim of manner does therefore not seem to be a 

plausible route for calculating the attitudes conveyed by moral sentences, 

which is perhaps why this option has not been advocated.  
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4.3.4. The Maxim of Quality  

Finlay defends an end-relational descriptivist view about the conventional 

meaning of moral (and other normative) language (Finlay, 2014, p. 6). 

According to this view, normative sentences are relativized to ends that are 

often left implicit. When there is no explicit end mentioned, the sentence is 

understood as elliptical for a complete sentence in which the contextually 

salient end is explicit. For instance, an assertion of “You ought to give to 

charity” denotes the complete proposition that the addressee giving to charity 

raises the probability of attaining an end e. The relevant end might for 

instance be a moral end, such as to prevent poverty or a prudential end, such 

as to improve one’s self-esteem. It will typically, according to Finlay, be 

salient in the context of utterance what the relevant end is. In Finlay’s words:  

[S]emantically, normative language is descriptive language about relations in 

which things stand to various ends […] Sometimes these ends are made explicit, 

as in talk about what one ought to do in order that e, or about what is good for 

e, but at other times they are left implicit and assumed, and have to be identified 

as salient in the context. To be ‘good’ for an end e, I argue, is just to raise the 

probability of e, and what ‘ought’ to be done in order that e is just whatever 

most raises the probability of e. (Finlay, 2020, p. 100)  

 

Finlay has argued that in addition to this end-relational semantic content, 

moral assertions convey that the speaker subscribes to, or desires, the relevant 

end as conversational implicature. More precisely, he argues that this content 

is conversationally implicated in virtue of the maxim of quality (Finlay, 2005, 

p. 12). Bear in mind that Finlay has proposed another pragmatic account in 

more recent work, which will be discussed in §4.4. Still, it is worth discussing 

this Gricean proposal to see why it is problematic.  

According to the maxim of quality, rational speakers aim to say true things 

and avoid saying things that are false. Irony and metaphor are Grice’s 

examples in which implicatures are generated by the maxim of quality. For 

instance, consider an assertion of “You are the cream in my coffee”. The idea 

is that if hearers were to interpret the assertion literally, then the speaker would 

violate the maxim of quality. She would say something clearly false since a 

person cannot literally be the cream in someone’s coffee. If this is what the 

speaker meant, then she would be uncooperative since she blatantly violates 

the maxim of quality. In order to preserve the assumption that the speaker is 

nevertheless cooperative and respects the maxim of quality, listeners interpret 

the assertion as a metaphorical use. 

Finlay argues that since normative assertions that do not explicitly specify 

an end are incomplete, they conversationally implicate that the speaker desires 

some contextually salient end which makes the sentence complete. The end is 

left implicit precisely because the listeners can be assumed to infer the end 

without it being explicitly mentioned. In Finlay’s words: 
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Audiences are licensed, by Grice’s ‘maxim of quality’, to understand as 

conversationally implicated any information required in the context in order for 

a speaker’s utterance to make an intelligible contribution to the conversation. 

An evaluative utterance that is incomplete […] will therefore conversationally 

implicate that the speaker possesses some attitude, just in case her possessing 

that attitude is (part of) the context that her audience must presuppose in order 

to be able to identify the omitted standard-relativization. (Finlay, 2005, p. 12) 

 

An immediate problem about this proposal is that the maxim of quality is 

ordinarily thought to trigger implicature when a speaker says something 

overtly false. But moral sentences that do not explicitly specify an end do not 

intuitively say something clearly false. It is therefore hard to see why an 

implicature would be triggered at all since there appears to be no maxim 

violation by ordinary utterances of moral sentences. What is more, even if we 

suppose that Finlay’s end-relational semantics is correct, moral sentences that 

do not specify ends are not false, they are just incomplete. But the maxim of 

quality does not say anything about incompleteness.  

In response, Finlay may contend that he uses a revised version of the maxim 

of quality, according to which speakers are not only to avoid saying things 

that are false but are also to avoid saying things that are incomplete and thus 

not truth evaluable. We might understand the hypothesis to be that an 

utterance of a moral sentence that leaves the end implicit is not overtly false, 

but it is instead incomplete and therefore not evaluable for truth. For a moral 

sentence to be truth-evaluable, there must be some end that the speaker 

desires. A conversational implicature is therefore triggered to preserve the 

assumption that the speaker respects the revised maxim of quality, which 

entails that she does not say false or non-truth-evaluable things. The utterance 

of a moral sentence such as (7) therefore conversationally implicates that the 

speaker desires an end since the utterance would otherwise not be truth-

evaluable.   

The problem about this account is that the revised maxim of quality will 

deliver only an end, not the desire of that end. According to Finlay’s end-

relational semantics, we need to specify an end to evaluate a moral sentence 

for truth. We need not, however, assume that the speaker desires or subscribes 

to the relevant end to ensure that the sentence is truth evaluable. Speakers may 

often talk about what is good or bad for various ends that they do not subscribe 

to. We might, for instance, have a long discussion of which properties are good 

for a serial killer to have. But we need not therefore subscribe to or desire the 

ends that make up a good serial killer. Hence, the fact that a speaker does not 

subscribe to the implicit end does not affect whether the sentence she asserts 

is truth-evaluable. And so, given the end-relational semantics, all we need for 

a moral claim such as (7) to be truth evaluable is a specified end which lying 

is purportedly conducive to. To preserve the assumption that the speaker of 

(7) respects the maxim of quality, we therefore need only assume that there is 
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an end that the speaker thinks lying does not increase the probability of. We 

need not assume that the speaker desires this end for (7) to be evaluable for 

truth. Hence, the desire for an end is not calculable from the maxim of quality.  

I conclude that none of Grice’s conversational maxims seem to provide a 

good basis for calculating moral implicatures that explains the practical 

aspects of moral language. In Finlay’s most recent account of the pragmatics 

of moral language, he proposes his own pragmatic principles, rather than 

appeal to Grice’s maxims. This account will be discussed next.  

4.4. Finlay’s New Pragmatics  

Finlay’s most recent pragmatic proposal is to explain the practicality of moral 

language by a theory of pragmatically indicated content. In much the same 

way as conversational implicature, pragmatically indicated content is not part 

of the semantic contents of moral sentences. Instead, it is conveyed due to 

certain overarching conversational principles. The pragmatic principles that 

regulate pragmatically indicated content according to Finlay are: 

 

Instrumental Law of Pragmatics (ILP): “Speakers always speak in 

the way they believe best for their conversational ends” (Finlay, 2014, 

p. 123) 

 

Cooperation Law of Pragmatics (CLP): “If speakers know their 

conversational ends to be shared, then they always speak in ways they 

believe best for the shared conversational ends” (Finlay, 2014, p. 125) 

 

A difference between Finlay’s pragmatic principles and Grice’s maxims is that 

ILP and CLP are formulated as descriptive claims, rather than imperatives (as 

Grice’s maxims are). An initial worry about this is that, understood as 

descriptive claims about how people actually speak, ILP and CLP seem to be 

false, since it is plausible that people often speak in confusing or misleading 

ways which are not at all especially well-suited for their conversational aims.66 

This worry might be diverted by regarding the principles as regulative ideals, 

understood as standards to which speakers aspire to conform, even though we 

do not actually do so. In any case, I will not discuss this worry further here, 

and instead move on to discuss Finlay’s pragmatic principles and how they 

generate pragmatically indicated content.  

According to Finlay, ILP, is the foundational pragmatic principle, which is 

adhered to by the interlocutors, because ”a tacit understanding of this law […] 

 
66 Perhaps one line of response is to say that although ILP and CLP are false descriptions of 

how people actually speak, they are nevertheless assumed to be true by interlocutors and 

therefore successfully render pragmatically indicated content.  



90 

can safely be presumed to be partly constitutive of competence as a speaker 

and interpreter” (Finlay, 2014, p. 123). In contrast to Grice’s cooperative 

principle, ILP is not about mutually shared ends among the participants of a 

conversational exchange. When the end is shared among participants, CLP is 

derived from ILP, which is why ILP is the foundational principle (Finlay, 

2014, p. 24). Hence, the difference between ILP and CLP is that the former is 

at work when the conversational ends are not shared, whereas the latter is at 

work when the ends are shared.  

What constitutes a conversational end, according to Finlay’s view? One 

interpretation is to think of the conversational ends specified in ILP and CLP 

in Gricean terms. As such, the conversational ends are determined by what the 

interlocutors aim to achieve by their communicative exchange. This end might 

be to achieve maximally efficient exchange of information, which is what 

Grice thought to be the end of conversations governed by his maxims.  

However, this kind of Gricean conversational end is not what Finlay seems 

to have in mind. He characterizes conversational ends as “the end(s) that an 

utterance is most saliently (e.g., in the speaker’s mind) aimed to promote” 

(Finlay, 2014, p. 122). By looking at the examples that Finlay uses, the thought 

seems to be that the conversational end is the same as the ends specified in the 

semantic content of a normative claim. For instance, Finlay provides an 

example of a speaker who encounters her neighbor who is trying to hack down 

a tree with an axe. When she says, “You ought to use a chainsaw”, Finlay 

maintains that the sentence can be understood as elliptical for the proposition 

that the neighbor using a chainsaw increases the probability of felling the tree. 

And therefore, he argues, the most salient end will correspondingly be to fell 

the tree (Finlay, 2014, p. 178). Another example he provides is that we might 

imagine teammates of a football game who make normative judgments about 

what is good to do in the game. In this case, the most salient conversational 

end, he argues, will likely be winning the game. In Finlay’s words: 

[T]o understand any communicative act, an interpreter must be able to identify 

in some way the speaker’s conversational end […] In a conversation between 

teammates during a game of football, for example, unrelativized normative 

language is naturally interpreted as assuming an end like our winning the game. 

(Finlay, 2014, p. 138) 

 

These examples support the interpretation that the conversational ends are the 

same as the ends that determine which complete proposition is asserted by 

unrelativized normative sentences (even though this commitment is not 

explicitly argued for). That is, if the proposition asserted by “-ing is right” 

is that -ing increases the probability of attaining an end e, then e is the 

conversational end. Finlay’s new pragmatic system thereby differs from 

Gricean conversational implicature in its characterization of the 

conversational ends.  
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Still, Finlay’s view has important similarities with Grice’s system of 

conversational implicature. In much the same way as conversational 

implicature, pragmatically indicated content is supposed to be generated in a 

“nonarbitrary and calculable way” (Finlay, 2014, p. 118). Finlay’s aim is to 

spell out “a minimal set of independently motivated and compelling 

fundamental principles of pragmatics, and then deriving all our solutions 

directly and systematically by applying these to our semantic theory” (Finlay, 

2014, p. 120). Given this aim, it is reasonable to assume that Finlay accepts 

something like CALCULABILITY as a constraint on pragmatically indicated 

content. We might thus formulate the following revised characterization of 

calculability: 

 

CALCULABILITY*: Some pragmatically indicated information, PI, 

that is conveyed by the utterance of a sentence S in context c, is 

calculable iff listeners are licensed to infer PI from S in c in virtue of 

the assumption that the speaker adheres to ILP or CLP.  

 

Remember that in §3.4, I argued that the most interesting practicality 

phenomena of moral language is the motivation conveyed by first-person 

‘ought’ claims and the directive conveyed by second-person ‘ought’ claims. I 

argued that utterances of such sentences appear to convey their practical 

contents explicitly, directly and across various contexts. Finlay focuses on 

precisely these two parts of the practicality of moral language and argues that 

his account of pragmatically indicated content can explain both the motivation 

and the encouragement which moral claims convey. To illustrate, I will use 

the same first-person and second-person ‘ought’ claims as in chapter 3, 

namely: 

 

(30) “I ought to give to charity” 

(31) “You ought to give to charity” 

 

So, what we can expect from Finlay’s pragmatic principles is that they explain 

why (30) pragmatically indicates that the speaker is motivated to give to 

charity and why (31) pragmatically indicates an encouragement to her 

addressee to give to charity. The motivation and the directive are supposed to 

“straightforwardly follow by our pragmatic principles” (Finlay, 2014, p. 140). 

And so, the assumption that speakers adhere to ILP or CLP, should make 

listeners able to predictably and systematically infer that the speaker has a 

motivational attitude or that she directs her addressee. I will argue that 

Finlay’s view does not meet this requirement.  
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4.4.1. Calculability and Finlay’s Laws of Pragmatics  

To see whether the motivational attitude and the directive are calculable from 

ILP and CLP, let us start by explicating that there are three important elements 

to Finlay’s analysis of utterances of sentences such as (30) and (31). He 

distinguishes between: (i) their semantic content, (ii) the pragmatic 

presuppositions that they convey, and (iii) their pragmatically indicated 

information.  

A pragmatic presupposition is a proposition that the participants of a 

conversation mutually assume to be mutually accepted. This notion is familiar 

from Stalnaker (1999, 2002). In Stalnaker words, “the presuppositions of an 

individual speaker can be identified with what the speaker believes to be 

common belief” (2002: 707). The presuppositions shared by speaker and 

addressee(s) form the common ground of the conversation. The common 

ground can be represented as the set of propositions that are taken as 

background assumptions, relative to which new utterances are interpreted.  

With the notion of pragmatic presupposition explained, let us consider how 

to understand the three dimensions of moral utterances according to Finlay’s 

analysis. The view is that a sentence such as (30) has as its semantic content 

the proposition that -ing increases the probability of e. An utterance of it 

also pragmatically presupposes that the speaker subscribes to e. And lastly, it 

pragmatically indicates that the speaker is motivated to . Similarly, a 

sentence such as (31) has as its semantic content the proposition that the 

addressee -ing increases the probability of e. An utterance of it 

pragmatically presupposes that the speaker or addressee subscribe(s) to e. 

And lastly, it pragmatically indicates an encouragement to the addressee to 

. Listeners should be able to infer the pragmatically indicated information 

from ILP or CLP.  So, the question remains of how this follows from the 

principles?  

Finlay provides two parallel explanations for why (31) conveys an 

encouragement to give to charity. First, when the implicit end is shared by 

speaker and addressee, it conveys an encouragement due to CLP. But when 

the implicit end is not shared by speaker and addressee, it conveys an 

encouragement due to ILP. Hence, regardless of whether the end is shared or 

not, an utterance of (31) pragmatically indicates an encouragement. Let us 

start by having a closer look at the first explanation.  

As we have seen, according to Finlay’s end-relational view, a speaker who 

utters (31) asserts the proposition that the addressee giving to charity 

increases the probability of preventing poverty (for instance). In addition, it 

pragmatically presupposes that the addressee and speaker both care about 

preventing poverty. He then argues that since the speaker is considered to 

adhere to CLP (if she knows the end to be shared, she will speak in a way 

conducive to reaching that end) she will pragmatically indicate an 

encouragement to the addressee to give to charity. The reason is that (31) 
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informs the addressee that giving to charity is conducive to their shared end. 

And so, if the speaker of (31) speaks in the way she believes best for the 

conversational end, her utterance will be interpreted as a way of getting her 

addressee to prevent poverty by giving to charity. In Finlay’s words:  

[W]hen she says to an agent s, ‘You ought to φ’, she will be understood to be 

asserting that in order that e, s ought to φ; i.e., that φ-ing is the surest means to 

e. Communicating this information to s is an optimal way of motivating s to φ, 

as a means to their shared end e. So this is naturally inferred to be what the 

speaker is trying to do. (Finlay, 2014, p. 139).67 

 

Finlay advances the second explanation for how an encouragement might be 

pragmatically indicated since it is characteristic of moral encouragements or 

commands that they can be imposed regardless of the speakers own personal 

preferences. Speakers might know that their addressee embraces radically 

different ends than she does, and still impose moral obligations on them. If an 

agent morally ought to perform an act, then she ought to do so regardless of 

whether she wants to.  

To accommodate such cases, Finlay maintains that when the end is not 

shared, an encouragement will be conveyed due to ILP instead of CLP. He 

argues that the sentence conveys an encouragement because the speaker is 

“speaking as if something were true of the audience though transparently 

lacking any justification for believing it” (Finlay, 2014, pp. 186–187). The 

thought is that since the presupposition that the addressee cares about 

preventing poverty is known to be false, an utterance of (31) will be 

reinterpreted as a command instead of an assertion. The reason is that the 

speaker is still trying to reach the end of preventing poverty. She will therefore 

be understood to issue a command instead of making an assertion that 

pragmatically presupposes something false. As Finlay puts it: 

Since the agent can see that the speaker clearly doesn’t expect him to come to 

believe the asserted proposition, by ILP he can infer this isn’t what the speaker 

intends, and therefore that she must be advancing the proposition with some 

nonassertoric or nondeclarative force. When this proposition is also something 

the speaker evidently prefers and the agent has the power to make true (or closer 

to the truth), then the natural conjecture is that she is advancing the proposition 

rather as an imperative, with prescriptive force. (Finlay, 2014, p. 186)68 

 

 
67 In this quote, Finlay goes from the idea that a moral sentence expresses that an act “increases 

the probability” of e, to saying that the act is “the surest means” to e. It is reasonable to interpret 

him as intending the former reading, as it is what he more commonly uses.   
68 Note that Finlay’s seems to suppose that the speaker cannot expect the addressee to accept 

what the asserted sentence if the conversational end is not shared. But it is unclear why. The 

addressee can clearly come to accept that giving to charity increases the probability of 

preventing poverty, even though she does not desire to prevent poverty. 
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The problem about both these explanations for how the encouragement is 

inferred is that they rely on the conversational participants knowing whether 

their end is shared or not. While an end might sometimes be salient from the 

context, this is surely not always true. And even when the end is salient, it is 

just not always possible to know whether it is shared. In many cases, it will 

simply be unknown to the conversational participants whether the addressee 

shares the end, and thus unknown whether the speaker is presupposing 

something false. The conversational participants will therefore be unable to 

infer an encouragement from ILP or CLP when it is opaque to them whether 

the end is shared.  

In response, Finlay might argue that since he has two parallel accounts for 

how the directive is conveyed, it does not matter whether the interlocutors 

know that the end is shared (or what the end is). The listener does not actually 

need to know whether the end is shared to infer the directive. Irrespective of 

whether the interlocutors know that the end is shared or not, they can infer the 

encouragement nonetheless.  

This is not an adequate response. If the interlocutors do not have access to 

information about the end, then the process of inferring the pragmatically 

inferred information will not even be initiated. According to Finlay’s first 

explanation of how (31) conveys an encouragement, it is conveyed because 

the addressee knows that the end is shared. It is in virtue of this knowledge 

that CLP supposedly generates a pragmatically indicated content. And 

according to the second explanation, it is because the addressee knows that 

the end is not shared that she supposedly infers this same pragmatically 

indicated content. Hence, it makes a crucial difference that the addressee has 

this knowledge for the encouragement to be inferred through the pragmatic 

principles. The inference to the pragmatically indicated content starts with the 

assumption that the end is or is not shared. And so, without this knowledge, 

no inference to pragmatically indicated information is initiated by the 

interlocutors.  

Let us move on to how a motivational attitude is pragmatically indicated 

by an assertion of (30), according to Finlay’s view. The hypothesis is that in 

virtue of ILP, listeners are able to reliably infer from an utterance of (30) that 

the speaker is motivated to give to charity. To explain how, Finlay argues that 

if the addressee knows that the speaker of (30) believes that her giving to 

charity increases the probability of preventing poverty (which is the asserted 

content), and that she desires the end of preventing poverty (which is 

pragmatically presupposed), then it follows that she is motivated to give to 

charity (which is pragmatically indicated) (Finlay, 2014, p. 136). As Finlay’s 

puts it: 

Since the desire for an end is or provides motivation toward both it and the 

means to it, the speaker therefore pragmatically indicates that she has favorable 

motivation (Finlay, 2014, pp. 138–139).  
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The problem about this explanation is that the pragmatically indicated content 

does not at all appear to be calculable from ILP (or CLP). To see why, let us 

start by emphasizing that according to ILP, the conversational participants 

speak in a way they believe best to achieve their conversational ends. 

Moreover, the conversational end of a normative claim is supposedly the same 

as the end specified in the semantic content. Hence, the conversational end is 

the end of preventing poverty (for instance). The issue is that from the 

assumption of ILP – that the speaker speaks in the way she believes to be the 

best way to prevent poverty – we cannot in any immediate or straightforward 

way infer that she has a motivational attitude to give to charity. Why would 

the speaker think that her utterance of (30) is conducive to the end of 

preventing poverty? Surely, it is the act of giving to charity that is increases 

the probability of preventing poverty (if it does), not the communicative act 

of assertion. And so, the assumption that the speaker speaks in a way that she 

believes best to achieve her end simply does not license listeners to infer that 

the speaker of (30) is motivated to give to charity. 

To clarify, the problem is that if Finlay’s view is going to satisfy the 

constraint specified in CALCULABILITY*, then we should be able to infer from 

the assumption of ILP that the speaker of (30) is motivated to give to charity. 

The pragmatically indicated content should follow from the assumption of 

ILP. But it is just not at all clear how ILP licenses listeners to do so.69  

In response to these problems, Finlay might revise his account and abandon 

ILP and CLP. Instead, he might claim that pragmatically indicated content is 

inferred from the semantic contents of the sentences uttered, the information 

available in the common ground and widely accepted assumptions about 

rationality. According to this revised account, interlocutors assume each other 

to be rational, and therefore infer that a speaker who believes that -ing 

increases the probability of e, and who desires e, is also at least somewhat 

motivated to . Similarly, interlocutors will assume that if they believe that 

they both desire an end e, then informing one another that -ing is conducive 

to this end will increase the chances of them performing . This explanation 

pretty much gets the gist of Finlay’s explanations described above, even 

though it makes no mention of ILP or CLP.  

Moreover, Fletcher (2014b) has offered a pragmatic proposal which closely 

resembles this revised version of Finlay’s view. The pragmatic account that 

 
69 Remember that the idea from Grice is that conversational implicature is conveyed by an 

assertion in order to uphold assumption that the speaker respects principles of rational 

communication (i.e., the cooperative principle and its maxims). For instance, when a speaker 

blatantly violates a maxim, the addressee must reinterpret what means in order to uphold the 

assumption that the speaker is rational (and therefore cooperative). But Finlay does not have a 

similar story for why the addressee is licensed to infer that the speaker is motivated to give to 

charity based on the assumption that she respects ILP.   
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Fletcher presents is that it is simply common knowledge that people ordinarily 

have non-cognitive attitudes in combination with their moral beliefs, and that 

utterances of declarative moral sentences express the moral beliefs that the 

speaker has (Fletcher, 2014b, p. 195). Hence, when a speaker asserts a moral 

claim, listeners infer that the speaker has a non-cognitive attitude to act in 

accordance with this belief since it is what people normally have.  

Both Fletcher’s account and the proposed revision of Finlay’s view takes 

for granted the assumption that the speaker of a moral claim has a relevant 

kind of desire in combination with her moral belief. Thus, even though the 

content of her assertion is just a proposition, her interlocutors somehow know 

that she has a desire. But we want to know why (and what kind of) desire is 

associated with moral assertions, how the assumption of this attitude license 

listeners to infer motivation and encouragement, and how this is pragmatically 

conveyed.  

In response to this, Finlay might insist that he has an explanation for why 

this desire-like attitude is assumed. It is pragmatically presupposed. But why 

does (30) add the propositions that the speaker wants to prevent poverty to the 

common ground, and why does (31) add the proposition that the speaker and 

addressee want to prevent poverty to the common ground? These assumptions 

about what is pragmatically presupposed are central to Finlay’s account, 

regardless of whether he sticks to ILP and CLP. But he does not provide an 

explanation of why utterances of these sentences make this contribution to the 

common ground to begin with.  

This brings us back to the same kind of problem that we discussed for 

Finlay’s use of the maxim of quality in §4.3.4. Recall that his former 

hypothesis was that the speaker’s desire for the end is conveyed as 

conversational implicature in virtue of the maxim of quality. And so, if this 

explanation had been successful, then we would have had an account of why 

the speaker’s desire for the end is added to the common ground: it would be 

added because it is conversationally implicated. But as I argued, even if the 

speaker does not subscribe to the end, there is no violation of the maxim of 

quality. If the sentences in (30) and (31) are elliptical for complete 

propositions that specify an end, we only need to postulate that there is some 

end which these are relative to. But we need not postulate that the speaker 

subscribes to this end for utterances of these sentences to make intelligible 

contributions to the conversation. The problem is that in Finlay’s new 

pragmatic system, he still helps himself to the assumption that a desire for the 

relevant end is pragmatically conveyed. Only, instead of saying that it is 

conveyed as conversational implicature through the maxim of quality, he 

postulates instead that it is pragmatically presupposed. But we still lack an 

explanation for why this content pragmatically follows from utterances of (30) 

or (31).  

In sum, I have argued that Finlay’s new pragmatic system does not enable 

us to see how utterances of moral sentences such as (30) and (31) convey 
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motivation or directives. Hence, none of the non-conventional accounts 

considered here have successfully explained how the practicality of moral 

language is derivable from pragmatic principles, such as Grice’s maxims. In 

the next chapter, I will expand on the idea present in Finlay’s account that we 

can explain important aspects of the practicality of moral language by looking 

at the shared assumptions among the participants of the exchange, which, inter 

alia, includes the common ground. However, I will argue that just looking at 

the propositions included in the common ground is not enough to explain the 

duality of moral language. By developing the details of the dimension of 

communication which includes the shared information among participants, I 

will argue that a hybrid descriptivist can explain the duality of moral language.   

4.5. Conclusion 

In this chapter, I have explored the hybrid descriptivist’s prospects of 

explaining the practicality of moral language by saying that moral utterances 

convey attitudes, motivation, or directives by some non-conventional 

pragmatic account such as conversational implicature. I presented 

calculability as a constraint on this kind of pragmatically inferred contents. 

The reason is that if some pragmatically conveyed content is not part of the 

meaning of the uttered sentence, then there must be some explanation for how 

listeners can reliably infer this content nonetheless. I argued that the existing 

hybrid descriptivist accounts which appeal to conversational implicature have 

not shown how the practicality of moral language is calculable. I also argued 

that Finlay’s most recent account also faces similar problems about 

calculability. Hence, none of these accounts have provided a successful 

explanation for how the practicality of moral language is derivable from non-

conventional pragmatic principles. In the next chapter, I present a new account 

of how to explain the practicality of moral language.  
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5. Dynamic Descriptivism and the Practicality 

Challenge  

 

 

 

 

 

 

5.1. Introduction 

In this chapter, I develop a view called dynamic descriptivism and argue that 

it solves the practicality challenge for theories of moral language. So far, I 

have argued that the practicality of moral language has not been successfully 

accommodated by hybrid expressivism or hybrid descriptivism, because 

neither provide a satisfactory account of how, why, and when moral sentences 

convey attitudes or directives. Dynamic descriptivism accommodates the 

practical aspects of moral language while maintaining a descriptivist 

semantics. According to dynamic descriptivism, moral utterances make a dual 

contribution to an interpersonal dimension of communication which can 

roughly be characterized as the information that is mutually taken for granted 

by the participants of a conversation. The contribution that some moral 

utterances make pertain both to which beliefs the participants of the 

conversation mutually assume to mutually accept, and to the actions that the 

participants mutually assume to mutually accept that each individual 

participant is committed to. The account not only explains the relation that 

moral utterances bear to the actions of the addressee, but it also explains what 

moral utterances indicate about the speaker’s own dispositions to act. In §5.2, 

I revisit the practicality challenge and summarize what needs to be explained. 

In §5.3, I present the pragmatic framework from which dynamic descriptivism 

proceeds. In §5.4, I argue that dynamic descriptivism can explain the strong 

practicality displayed by first-person and second-person ‘ought’ claims, and 

in §5.5, I argue that it can also explain the weak practicality displayed by other 

kinds of moral claims. Finally, §5.6, deals with some objections and 

clarifications.    
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5.2. The Practicality Challenge Revisited 

The practicality of moral language has been described in a variety of ways, by 

associating various attitudes and directives with moral utterances (cf. §1.3. 

and §3.4.). There is no consensus in the literature how to precisely define the 

practical elements conveyed, even though it is widely held that moral language 

displays a distinctive practicality. I have argued that it is often opaque exactly 

what attitude or directive is supposedly associated with a moral expression, 

and how such attitudinal or directive contents are affected by embeddings. 

There are no attitudes that are systematically associated with moral utterances 

of a certain type across all linguistic environments and constructions. The 

practicality challenge is thus to explain why moral language is practical to the 

extent that it is, providing the right predictions for why moral language does 

not always convey attitudes or directives. Drawing on the data presented in 

§3.4., we can distinguish between strong practicality and weak practicality. I 

did not offer a precise definition of weak and strong practicality. But I offered 

a characterization which helps to get a rough idea of how the practical 

elements of moral language vary.  

I argued that to some extent, all or most moral claims appears to display at 

least a weak practicality, in a similar way as some descriptive claims appear 

to (such as, claims about what is healthy or dangerous). This weak practicality 

was described as the way that moral utterances often indicate something about 

the speaker’s non-cognitive attitudes or behavioral dispositions, although the 

exact nature of this practicality is opaque. For instance, sentences such as 

“lying is wrong”, or “Benevolence is a virtue” will often be interpreted to have 

some bearing on the speakers’ or addressee’s commitments to act, indicate 

something about the speakers’ desire-like attitudes about lying or 

benevolence, or about her inclination to reactive attitudes towards people who 

lie or act benevolently. However, it is not obvious which attitude is conveyed 

by moral utterances, nor is it obvious when it is conveyed and when it is not.  

The strong practicality of moral language is displayed by first-person and 

second-person deontic modal claims. More precisely, I argued that the 

following ‘ought’ claims have a direct bearing on action: 

  

(30) “I ought to give to charity” 

(31) “You ought to give to charity”  

 

I argued that in both (30) and (31) it is explicit what kind of action the speaker 

is motivated to perform, or that she encourages her addressee to perform. As 

listeners, we are licensed to infer from an utterance of (30) that the speaker is 

at least somewhat motivated to give to charity, and that the speaker of (31) 

encourages her addressee to give to charity. We need not assume much else 

about the context of utterance in order for (30) and (31) to be practical in this 

way.  
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However, the strong practicality that (30) and (31) convey are not 

systematically associated with the expression ‘ought’, since many other 

‘ought’ sentences do not convey either the motivation or the directive. For 

instance, whether these contents are conveyed depends on who the subject of 

the sentence is. Although (30) conveys that the speaker is motivated to give 

to charity, (31) does not convey this. And although (31) conveys a directive 

towards the addressee, (30) does not convey this. Hence, the practical import 

that each sentence displays is not preserved when the subject of the sentence 

changes. Furthermore, in chapter 3, I argued that the following sentences are 

not strongly practical: 

 

(38) “The impartial bystander ought to pull the lever”  

(39) “Amazon ought to allow unionization” 

(40) “There ought to be world peace” 

(41) “I ought to have helped my mother move” 

  (42) “Joe ought to stop lying”   

 

Sentence (38) is an example of a theoretical use of ‘ought’, in which no 

motivational attitude or encouragement is intuitively conveyed. Sentence (39) 

does not intuitively convey that the speaker is motivated to allow unionization, 

nor that she directs her addressee to allow unionization, because it does not 

concern her or her addressee. Sentence (40) is an example of a moral sentence 

that does not specify any agent at all; it is a claim about what ought to be the 

case. Sentence (41) is about what someone ought to have done previously and 

does not therefore commit a speaker or addressee to a future action. And 

sentence (42) is about what a third-person ought to do, which (unless the third 

person is the addressee) does not convey a motivational disposition or a 

directive. Hence, though (30) and (31) display strong practicality, other 

‘ought’ claims do not (even if they may be weakly practical in the sense that 

all moral language is).  

Hence, claims about what the speaker or addressee (or both) ought to do 

appear to have a particularly close and explicit bearing on action, which 

constitutes their strong practicality. But this is not shared by all moral claims. 

Still, there is nevertheless something elusively practical which permeates 

moral language across the board, which constitutes its weak practicality. The 

practicality challenge is primarily to explain the strong practicality of first-

person and second-person ‘ought’ claims such as (30) and (31), but also to 

elucidate what the weak practicality of other moral claims consists in.  
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5.3. Dynamic Descriptivism  

I will present a view that I call ‘dynamic descriptivism’, according to which, 

moral sentences have propositions as their semantic contents and 

pragmatically update a shared discourse context in a way that bears on both 

action and belief.70 Since my focus in this chapter is on pragmatics, I will not 

defend any specific descriptivist view about the semantic contents of moral 

sentences, but I will briefly return to consider the semantics of deontic modal 

claims in §5.4.1. For now, I will assume only that at a semantic level, the 

semantic contents of moral sentences are propositions.  

In chapter 4, I argued that the main problem with Finlay’s and Fletcher’s 

hybrid descriptivist views is that they assumed certain things about the 

contextual background, without offering a thorough explanation of how to 

understand this background, and how it relates to the use of moral sentences. 

The view presented in this chapter fills this gap: it provides both a way of 

understanding the practicality of moral language and an explanation for it, by 

constructing a more detailed picture of the conversational background against 

which moral discourse takes place.  

The view developed here builds on an approach to linguistic 

communication which treats much of the communicative contribution of 

utterances in terms of how they aim to update a shared, public, background 

conversational context (Lewis, 1969; Grice, 1989; Stalnaker, 1999, 2002).71 

From now on, I will call this interpersonal dimension of communication the 

Discourse Context (it is sometimes referred to as just the ‘common ground’ or 

the ‘context’). The discourse context consists of information that the 

participants of a conversation mutually assume to mutually accept. It figures 

as the background of a conversation, and it is against this background that new 

utterances will be interpreted and to which new utterances will contribute 

(Roberts, 2006, p. 202). As Stalnaker puts it, a central assumption to this 

pragmatic framework is that “a context should be represented by a body of 

information that is presumed to be available to the participants in the speech 

situation” (Stalnaker, 1999, p. 6). 

The information that is stored in the discourse context can be updated by 

different means. It is partly built up by general assumptions that interlocutors 

already assume at the start of their conversation. For instance, interlocutors 

mutually assume that they speak the same language, and perhaps have similar 

 
70 The use of ‘dynamic’ here concerns how utterances of moral sentences play a dynamic 

pragmatic role (as will become clearer in the chapter). Views in dynamic pragmatics maintain 

that sentences have static semantic contents, but that that utterances of sentences aim to update 

the discourse context in virtue of pragmatic principles and assumptions (Lewis, 1979; Portner, 

2018; Stalnaker, 2018). By contrast, according to dynamic semantics, the meaning of a sentence 

is (roughly put) its potential to update the discourse context (Kamp, 1981; Heim, 1982).   
71 There are various kinds of both semantic and pragmatic phenomena that might be explained 

by appeal to this dimension of communication (Roberts, 2006, p. 217). But I will not consider 

all these debates here.  
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social backgrounds or references (Clark, 1992, 1996). Some of this 

information might be taken for granted due to general world knowledge that 

even strangers assume to share; for instance, that the earth is round, and that 

gravity exists (Roberts, 2006, p. 211). 

In addition to these kinds of general assumptions, the discourse context is 

also created and adjusted by the explicit utterances of sentences. Utterances 

of different kinds of sentences can be understood to standardly aim to update 

or contribute to three different dimensions of the discourse context. These 

three dimensions correspond to the three universal clause types – declaratives, 

interrogatives and imperatives. Hence, each clause type has one dimension of 

the discourse context to which it standardly contributes. I will describe each 

one in turn.  

Declarative sentences are generally thought to add propositions to the 

Common Ground.72 The common ground of a conversation consists of the 

propositions that the participants are assumed to mutually take for granted (cf. 

§4.4.1.). These beliefs are represented as the set of propositions which are the 

contents of the mutually accepted beliefs. For instance, by asserting “It’s 

raining”, the speaker proposes to add the proposition that she asserts to the 

common ground of the conversation in which she is engaged. If this 

proposition is included into the common ground, then it will be taken as 

background information – as a pragmatic presupposition – by the participants 

of the conversation. In Stalnaker’s words: 

In the simple picture, the common ground is just common or mutual belief, and 

what a speaker presupposes is what she believes to be mutual belief. The 

common beliefs of the parties to a conversation are the beliefs they share, and 

that they recognize that they share: a proposition  is common belief of a group 

of believers if and only if all in the group believe that , all believe that all 

believe it, all believe that all believe it, etc. (Stalnaker, 2002, p. 704) 

 

Interrogative sentences have also been thought to add to the discourse context; 

they add to something called the Question Set (Ginzburg, 1995; Roberts, 

2012). As Roberts puts it, when a question is accepted into the discourse 

context, “it is added to the set of questions under discussion” (Roberts, 2012, 

p. 22). The question set represents questions under discussion (QUDs) that the 

participants aim to answer in the ongoing conversation. For instance, by 

asking “Is it raining?” the speaker adds this question to the question set as a 

QUD. Following Hamblin (1973) and Karttunen (1977), Roberts understands 

the contents of questions as sets of propositions that constitute the possible 

answers to it (which will be discussed more thoroughly in chapter 6). If a 

question is added to the discourse context, participants are committed to trying 

 
72 Related views can also be found in Lewis (1969) and Schiffer (1972).  
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to answer it. This aim is achieved once one of the propositions which 

constitutes a possible answer to it is added to the common ground.  

Imperative sentences have been understood to update a To-Do List 

Function (Portner, 2004, 2007).73 The to-do list function adds acts or act-types 

to individual interlocutor’s to-do lists. For instance, by saying “Bring an 

umbrella!” the speaker adds the act of bringing an umbrella to the addressee’s 

to-do list. Portner maintains that the semantic contents of imperatives are 

properties. For instance, the imperative “Leave!” denotes the property of 

leaving (Portner, 2004, p. 237). 74 The set of actions of a to-do list can therefore 

be formally represented as a list of properties, according to Portner’s view. 

The to-do list function assigns acts or act-types to the individual to-do lists of 

the interlocutors which represents actions that they are committed to take. For 

instance, the utterance of “Leave!” aims to assign the act of leaving to the 

addressees’ to-do list, and an utterance of “Don’t leave!” aims to assign the 

act of not leaving to the addressees’ to do list.75 Once an act has been assigned 

to a participant’s to-do list, she is committed to perform that act, so far as the 

other participants are concerned. In Portner’s words: 

[T]he To-Do List of an agent α is a set of properties, and the participants in the 

conversation mutually assume that α will try to bring it about that he or she has 

each of these properties. Typically the properties correspond to actions […] and 

so if we are willing to be a bit imprecise, we can say that the To-Do List 

represents the actions that α is committed to taking. (Portner, 2007, p. 352). 

 

In sum, the discourse context consists of: (a) the common ground, which 

represents the beliefs that the participants assume that they mutually accept, 

(b) the question set, which represents the questions that the participants 

assume they are mutually committed to answering, and (c) to-do lists, which 

represents actions that the participants assume to mutually accept that each 

participant is committed to perform. Declaratives typically aim to update the 

common ground, interrogatives typically aim to update the question set, and 

imperatives typically aim to update to-do lists.  

Although the common ground, the question set, and the to-do lists represent 

different parts of the discourse context, they closely interact. To see how, let 

 
73 Portner’s view is part of a more general approach to imperatives (Lewis, 1979; Han, 1998; 

Mastop, 2011; Charlow, 2014a; Starr, 2020). The common kernel among these views is that 

they explain much of the communicative role of imperatives by appeal to their relation to 

planning (or some related notion) (Charlow 2014 p. 651). 
74 Another option is to say that imperative sentences have propositions as their semantic values 

(see, for instance Kaufmann (2012)). One might then argue that the to-do list consists of sets of 

propositions instead of properties. A view along these lines is advocated by Ninan (2005). 
75 One might worry about how the to-do list can be updated by claims about what interlocutors 

are committed to refrain from doing (such as not lying). This is something that Portner’s 

account of imperatives would need to accommodate, but he does not address this issue in his 

work on the subject.  
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us start by emphasizing that a central assumption to this whole framework is 

that discourse is a goal-oriented activity. Stalnaker’s notion of the common 

ground provides a way for the interlocutors to figure out what the actual world 

is like (Stalnaker, 1999, p. 88). The aim of finding out what the world is like 

can be understood as the fundamental question under discussion (Roberts, 

2012, p. 4). Hence, The Big Question of goal-oriented discourse can 

standardly be thought to be: “What is the way that things are?”. Getting 

propositions accepted into the common ground is conducive to answering the 

Big Question. Conversational participants systematically narrow down the 

possible ways that the actual world might be like by adding propositions to 

the common ground, which they assume to mutually accept.  

Roberts argues that in order to reach the overarching goal of answering the 

Big Question, interlocutors adopt various strategies. One such strategy is to 

narrow down the discussion into subinquiries. When a question is accepted 

into the discourse context, this question becomes the (immediate) QUD 

(Roberts, 2012, p. 5). Thus, questions help focus the conversation on more 

specific goals, delimiting which additions to the common ground are relevant 

to the conversation. Following Roberts, we can understand the role of 

questions to commit the conversational participants to a shared discourse goal; 

a goal which is attained by adding answers to QUDs to the common ground 

(Roberts, 2012, p. 26). 

In short, the question set and the common ground are tightly integrated. By 

uttering an interrogative sentence, a speaker introduces a QUD to the question 

set. Since conversation is understood as goal-oriented behavior, and speakers 

are presumed to be rational, the speakers will be interpreted as if they aim to 

resolve the most immediate QUD (that is, the question which is on the “top” 

of the stack of QUDs). This is most straightforwardly done by asserting a 

declarative sentence that answers it – thus aiming to add a proposition to the 

common ground that settles which answer to the QUD is correct.  

Moreover, Portner argues that the common ground is also closely related 

to the to-do lists. Whereas the common ground represents what the speakers 

take the world to be like, the to-do lists represent actions that each participant 

is committed to taking. The to-do lists rank the possibilities compatible with 

the common ground. Settling what to do is, after all, crucially dependent on 

what can be done. And so, the common ground provides a background of 

possibilities for how the actions that the participants are committed to 

performing might be ranked on their to-do lists.  

Hence, all three dimensions of the discourse context together structure the 

background of a conversation. The discourse context settles which questions 

the participants assume they mutually aim to answer, which propositions the 

participants assume that they mutually believe, and which actions the 

participants assume that they mutually accept that the participants are 

committed to performing.  
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It is worth bearing in mind that the beliefs, commitments and aims 

represented in the discourse context are not understood as psychologically real 

entities. The discourse context models information that the conversational 

participants mutually assume to mutually accept. But its contents need not 

correspond to the aims, beliefs and plans that the speakers actually have. The 

framework can therefore accommodate how speakers might publicly commit 

to a proposition being in the common ground, even when they are insincere, 

or if they assume it for the purpose of the conversation – even if they do not 

actually believe it. As Stalnaker puts it in relation to pragmatic 

presuppositions: 

Presupposing is thus not a mental attitude like believing, but is rather a 

linguistic disposition—a disposition to behave in one's use of language as if one 

had certain beliefs, or were making certain assumptions […] A proposition is 

presupposed if the speaker is disposed to act as if he assumes or believes that 

the proposition is true, and as if he assumes or believes that his audience 

assumes or believes that it is true as well (Stalnaker, 1999, pp. 52, 58). 

 

With this in mind, it is possible to distinguish between the discourse context 

and the actual psychology of interlocutors, while still upholding that they are 

connected. We can distinguish between how the utterance of a sentence affects 

the psychology of the participants and how the utterance of a sentence affects 

the discourse context shared among participants. At a psychological level, 

agents are considered to be rational insofar as they act in accordance with their 

beliefs and desires, intentions, or plans. We can think of the discourse context 

as doing something similar, but at a public discourse level (Portner, 2004, p. 

242). At the discourse level, speakers will be judged rational by the other 

interlocutors if they behave in accordance with the beliefs, aims and 

commitments of the discourse context. The other participants assume that a 

rational and cooperative speaker actually believes what she has publicly 

accepted into the common ground, and that she plans to perform the acts that 

she has publicly committed to by accepting them on her to-do list.  

Whether the content of an utterance gets accepted into the discourse context 

can be signaled by the interlocutors in various ways. To see how this is done, 

consider a speaker who asserts “It’s raining”. The addressee might signal that 

she accepts the proposition asserted into the common ground by: uttering 

another sentence in response (e.g., “It sure is pouring down out there”, or 

“Let’s bring an umbrella”); by responding with short verbal cues (e.g., 

“Mhm…”, “Sure…”); or by nodding her head. In addition, interlocutors might 

just take for granted that a proposition is accepted into the common ground in 

the absence of any explicit objection. While this kind of “shortcut” makes it 

harder to know when some content is accepted into the discourse context, it 

enables more efficient communication.  
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Another shortcut for getting information accepted into the discourse 

context more efficiently is the process of accommodation (Lewis, 1979; von 

Fintel, 2008). The thought is that speakers sometimes take for granted that 

some information is in the common ground, even when it has not been 

explicitly added. For instance, if a speaker asserts “John knows that it’s 

raining”, she presupposes that it is already in the common ground that it is 

raining (because otherwise, John could not know that it is). But this 

information need not have been made explicit in the conversation yet. In such 

cases, the interlocutors may accommodate the presupposed content by 

adjusting the common ground. If the presupposed information is neither 

controversial nor inconsistent with what is already in the discourse context, 

the interlocutors will likely accommodate it. 

The principle of accommodation also plays an important role in the 

addition of QUDs to the question set. Conversational participants sometimes 

state questions overtly and then reason about their answers. But the questions 

we aim to answer are sometimes implicit (Schoubye and Stokke, 2016, p. 

771). To take an example of how this might work, consider a case in which 

you see someone knocking on your neighbor’s door and you know that your 

neighbor is out of town. As you pass the visitor, you might assert “Jones is out 

of town”, thereby adding to the common ground between you and the visitor 

that your neighbor Jones is out of town. Although the visitor has not explicitly 

asked you where the neighbor is, your assertion can nevertheless be 

understood as a response to an implicit question pertaining to why there is no 

response at the door. Hence, the content of a declarative sentence might be 

accepted into the common ground as a response to a question that has never 

explicitly been asked. When no question has explicitly been asked, it might 

not always be possible to know precisely what the QUD is since an utterance 

might be compatible with more than one QUD. Still, contextual factors can 

help determine which question is presupposed (as in the case above).76 When 

an utterance appears to presuppose a question which has not been explicitly 

raised, then the other participants will accommodate it (at least insofar as the 

implicit question is relatively uncontroversial and compatible with the 

discourse context).  

In sum, the discourse context models information that interlocutors assume 

to mutually take for granted in a conversation. The three dimensions of the 

discourse context correspond to the three universal clause types, which 

standardly contribute to these dimensions respectively. But while the common 

ground, the question set, and the to-do list can be characterized in isolation, 

 
76 For instance, one such factor is prosody. To illustrate, the sentence “Mary is in France” might 

be used to answer a question concerning who is in France, or a question concerning where Mary 

is. By emphasizing ‘Mary’ the speaker suggests that the former is the question under discussion, 

and by emphasizing ‘France’ the speaker suggests that the latter is the question under discussion 

(Schoubye and Stokke, 2016, pp. 771–772).  
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they are closely related. They together construct the background against which 

utterances are interpreted. In the next section, I will argue that the duality of 

moral language can be explained by appeal to the way that utterances of moral 

sentences can make a dual contribution to the discourse context.  

5.4. Strong Practicality  

The pragmatic framework just presented offers a way to make sense of the 

practicality of moral language by showing how moral utterances are related 

both to belief and to action. It is by considering the way moral utterances relate 

to and aim to update the broader conversational context that we can offer a 

straightforward and cohesive characterization of the way in which utterances 

of some moral sentences convey information about what to believe and what 

to do. They aim to simultaneously aim to update the common ground and the 

to-do lists of the interlocutors. To see how, let us again consider the sentences 

in (30) and (31): 

 

(30) “I ought to give to charity” 

(31) “You ought to give to charity”  

 

An assertion of (30) aims to update the common ground and add an action to 

the to-do list of the speaker. Similarly, an assertion of (31) aims to update the 

common ground and add an action to the to-do list of the addressee. This gives 

us a cohesive way of understanding the strong practicality of (30) and (31).77  

It explains the relation that moral claims bear to directives, which was 

emphasized by early non-descriptivists. And it also explains the motivation 

conveyed by (30), which has been emphasized in the more contemporary 

metaethical debate. Both the motivation and the directive are conveyed by 

means of the same pragmatic mechanism. Both sentences in (30) and (31) 

have propositions as their sematic contents and, when asserted, aim to update 

the common ground. But in addition, they also aim to add act-types to the to-

do list of either the speaker or the addressee. It is in this sense that some moral 

utterances are descriptive and practical. 78  

 
77 According to Zanuttini et. al. (2012) imperatives belong to a broader jussive clause type. 

Jussives include imperatives as well as promissives. Whereas imperatives are directed to the 

addressee (e.g., “Buy lunch!”), promissives are directed to the speaker (e.g., “I’ll buy lunch”). 

In most languages (such as English) imperatives have a particular grammatical form, but 

promissives do not.  Promissives are standardly formulated in declarative form.  
78 Bear in mind that in Portner’s framework, to-do lists consist of properties, which represent 

acts or act-types and are the contents of imperative sentences. But it is not correspondingly the 

contents of deontic modal sentences which are added to the to-do lists, if to do-lists consist of 

properties, since these sentences have propositions as contents. But we can nevertheless say 

that (30) and (31) are about actions or act-types, more precisely, about which acts or act-types 
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Note that the ability to make dual updates to the discourse context is 

intuitively a feature of deontic modals more broadly. For instance, the 

following utterances intuitively also add actions to the to-do lists of the 

interlocutors:  

 

(45) “I will come to the party” 

(46) “You must call your mother now” 

(47) “We should leave in 5 minutes” 

 

The sentence in (45) aims to update the common ground and to add the 

property of coming to the party to the speakers’ to-do list; (46) aims to update 

the common ground, and to add the property of calling her mother to the 

addressee’s to-do list; and (47) aims to update the common ground and add 

the property of leaving in 5 minutes to the to-do lists of speaker and addressee. 

I will proceed to focus on moral claims here, as moral language is the focus 

of this thesis. 

Now, let us turn to the relation that sentences such as (30) and (31) bear to 

the question set, and how that influences their practicality. Moral assertions 

are often uttered in conversational contexts which concern topics that bear on 

action; these are answers to questions which concern what to do. Portner 

argues that once we take the role of the to-do lists seriously, we can see that 

discourse is often about planning, coordinating, and settling what to do. In 

Portner’s words:  

We talk for many reasons, but which reason, or reasons, should be represented 

in formal pragmatic models? Semanticists often consider the goal of 

conversation to be the exchange, and hopefully growth, of information. The 

concept of Common Ground models this feature of discourse […] Once we take 

the pragmatic contribution of imperatives seriously, however, our perspective 

on the goals of conversation shifts. Conversation is also about planning and 

coordinating action; sharing and increasing the information at our disposal is 

part of this, but at some point we have to form a commitment to act. Often we 

try to impose such a commitment on someone else or make explicit our own 

commitments; the To-Do List models this aspect of conversation. (Portner, 

2007, p. 381) 

 

Once we acknowledge that the common ground and to-do lists are both 

integral parts of the discourse context, we can see that communication is not 

only structured around figuring out what the world is like, but also about 

figuring out what to do. The common ground and the to-do lists model answers 

 
to perform. These acts or act-types can be represented as properties and added to to-do lists. 

And so, we can still say that utterances of (30) and (31) aim to add properties to the to-do list 

function, not propositions. Another option is to revise the to-do list framework and maintain 

that to-do lists consist of propositions, which is for instance argued by Ninan (2005). 
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to these two broad goals of communication, whereas the question set specify 

and rank the more specific QUDs in a given conversation. We aim to figure 

out what the world is like and figure out what to do, given what the world is 

like.   

However, note that just because we can distinguish a category of questions 

which pertain to what to do, does not mean that these questions need to have 

radically different contents than other questions, nor that they function in a 

radically different way. As I have said previously, the semantic contents of 

questions are often considered to be sets of possible answers; and so, a 

question such as “Who ate the last cookie?” can be represented as a set of 

propositions that provide possible answers to it, such as “Daniel ate the last 

cookie”, “Jenny ate the last cookie”, “Carl ate the last cookie”, etc.  Similarly, 

assuming a descriptivist semantics for moral claims, a question such as “What 

is the thing that I ought to do (in circumstances c)?” will be represented as a 

set of propositions that provide answers to this question, such as, “I ought to 

give to charity”, “I ought to invest the money”, “I ought to buy my mother a 

house” etc.  

With this in mind, we can see how utterances of the sentences in (30) and 

(31) can have a similar role to play in the discourse context as imperatives do. 

Just consider how an imperative and a declarative ‘ought’ claim are both 

felicitous answers to the following QUD: 

 

(48) A: “I just received a huge inheritance. But I don’t know what to do 

with the money. What do you think I ought to do?” 

B: “Give it all to charity!” 

 

(49) A: “I just received a huge inheritance. But I don’t know what to do 

with the money. What do you think I ought to do?” 

B: “You ought to give it all to charity” 

 

In both (48) and (49), B offers felicitous answers to the QUD pertaining to 

what to do. In this conversational context, an imperative or an ‘ought’ claim 

can both be offered as answers, settling the QUD pertaining to what to do with 

the inheritance. But remember that QUDs need not always be explicit (§5.3). 

We can similarly imagine a conversation in which the question of what to do 

is implicit, but can nevertheless reasonably be presupposed. For instance, 

consider: 

 

(50) A: “I just received a huge inheritance!” 

 B: “Give it all to charity!” 

 

(51) A: “I just received a huge inheritance!” 

 B: “You ought to give it all to charity” 
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In contrast to (48) and (49), the question of what to do with the inheritance 

has not been made explicit in (50) and (51). Rather, all that A has done is to 

update the common ground, and B’s subsequent utterance presupposes a QUD 

pertaining to what A ought to do with the inheritance. Hence, whether or not 

the QUD is explicit, the utterance of “You ought to give it all to charity” will 

be interpreted, given the context, as an answer to a question about what to do 

with the inheritance.79  

Dynamic descriptivism does not only explain how first-person and second-

person sentences are strongly practical; it also explains why many other 

‘ought’ claims are not. Since the to-do lists are a feature of the shared 

discourse context, an utterance can only update the to-do lists of the 

conversational participants. The sentences in (30) and (31) concern 

conversational participants regardless of context, which is part of the reason 

why they are strongly practical. This also explains why many other ‘ought’ 

claims, such as (38)-(42), are not strongly practical in the way that (30) and 

(31) are. For instance, consider again: 

 

(39) “Amazon ought to allow unionization” 

(40) “There ought to be world peace” 

(41) “I ought to have helped my mother move” 

 

An utterance of the sentence in (39) is not strongly practical since Amazon is 

not a conversational participant, and the utterance simply cannot update 

anyone’s to-do list (unless, a proponent of the company is a conversational 

participant). This will also hold for claims such as (41) which address some 

third-person who is not present. Moreover, the framework also explains why 

(40) is not strongly practical in the way that (30) and (31) are, because it is not 

addressed to anyone at all – it is a claim about what ought to be.  

 
79 Still, there are some differences between these examples. One difference depends on whether 

the QUD is explicit or not. When the QUD is only implicit in, the speaker might felicitously 

respond by saying “I didn’t ask for your advice”, or “Mind your own business!”. By doing so, 

she signals that she does not accommodate the QUD which her addressee presupposed. By 

contrast, the speaker cannot similarly respond in this way when the question of what to do with 

the money has explicitly been accepted into the discourse context already. Another difference 

is that in (49) and (51), the speaker might cancel the addition to a to-do list, without having to 

take back what she said. To clarify, it is possible for B to say, “You ought to give it all to charity, 

but don’t! Give it to me instead!”; while it is infelicitous to say “Give it all to charity! But don’t! 

Give it to me instead”. This indicates that B’s utterances in (49) and (51) still have a content to 

be added to the discourse context, even if the update to the to-do list is unsuccessful. The 

utterance still updates the common ground with information about what the addressee ought to 

do. By contrast, the imperatives in (48) and (50) only aim to update the discourse context with 

an act to the to-do lists, and this contribution cannot therefore be felicitously canceled.  
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In sum, (30) and (31) are strongly practical because utterances of these 

sentences directly and explicitly aim to update the to-do list of a 

conversational participant, which is why sentences which do not concern any 

conversational participant are not strongly practical in this way. This provides 

a straightforward and cohesive account of the strong practicality of first-

person and second-person claims about what someone ought to do. However, 

one might worry that although this is an intuitive picture of the way in which 

(30) and (31) are practical, the account does not provide a deep enough 

account of why these kinds of sentences have this dual pragmatic role without 

some account of how it relates to the semantic contents of these sentences. I 

will consider next the semantic content of claims such as (30) and (31) and 

argue that it can be combined with the pragmatic account presented here.   

5.4.1. Practicality and The Semantics of ‘Ought’  

I do not aim to defend a theory of the semantic contents of modals such as 

‘may’, ‘ought’ and ‘must’ at any length here. However, I will briefly 

summarize the most standard semantic analysis of modals, which comes from 

Kratzer (1977), because this view fits nicely with the dynamic pragmatics for 

moral assertions which I have presented. To get a rough idea of what this view 

is, consider the following sentence:  

 

(52) “Jim must complete his tax declaration before April 15th”  

 

To evaluate the truth of (52), the sentence is interpreted relative to a modal 

base and an ordering source. The modal base is represented as a set of possible 

worlds, and the ordering source ranks these worlds. The possible worlds of the 

modal base represent a background compatible with what the world is like. 

These possible worlds are then ranked according to an ordering source that 

specifies the rules governing tax declarations. The sentence in (52) is true iff 

all of the highest ranked worlds are ones in which Jim completes his tax 

declaration before April 15th. This gives us a general idea of how modal 

propositions are standardly interpreted. 

So, how does this semantic analysis of deontic modals fit with dynamic 

descriptivism? Portner adopts Kratzer’s semantics for deontic modals and 

argues that the relation between imperatives and deontic modals can be 

explained by appeal to the way that the ordering source relates to the to-do 

lists. He maintains that the common ground and the to-do lists represent what 

the ordering source and modal base do at a semantic level. The idea is that in 

much the same way as the modal base can sometimes be affected by what is 

in the common ground, the ordering source can sometimes be affected by what 

is on to-do lists. As Portner puts it:  
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The Common Ground and To-Do List are both formally and intuitively parallel 

to the modal base and ordering source, respectively, in Kratzer’s semantics for 

modals. [T]he modal base delimits the set of possible worlds which are relevant 

to the interpretation of a modal, while the ordering source orders them 

according to some standard (e.g., laws, desires, etc.). This is just what the 

Common Ground and To-Do Lists do at the public, mutually presupposed 

discourse level (Portner, 2007, p. 359).  

 

According to Portner, the close relation between deontic modals and 

imperatives can thus be explained because imperatives can help build up the 

ordering source which is used to interpret the deontic modal. As Portner puts 

it, “Speakers have an explicit way to affect the ordering source for a deontic 

modal: they just have to utter an imperative” (Portner, 2007, p. 353).80 To see 

how this might work for deontic modals, let us consider an example in which 

the to-do list intuitively can affect the ordering source. For instance, consider 

the following interaction between a parent and his teenage daughter: 

 

(53) Parent (to daughter): “Hang up the phone!”  

 Daughter (to friend on the phone): “I must hang up now”  

 

In the conversation in (53), it seems intuitive that the parent’s imperative 

utterance can influence the ordering source against which the daughters’ 

deontic claim is assessed for truth. After all, the parent has the power to decide 

whether the daughter must hang up the phone. However, in many cases, this 

will not be the correct result. For instance, consider sentence (52). This 

sentence is assessed relative to an ordering source which ranks worlds 

depending on the legal rules governing the tax declarations in Jim’s society. 

This ordering cannot be affected by the utterance of an imperative (unless 

perhaps that utterance is made by a judge in the right circumstances). This also 

seems true of moral claims such as (30) and (31). Individual speakers do not 

have the authority to change the ordering source for moral sentences, at least 

not in the direct way that the parent has in (53).  

Still, the way that deontic modals update to-do lists can be explained by 

appeal to how to-do lists relate to the ordering source. To see how, let us start 

by noting that listeners assume that speakers aim to say something true, given 

the norms of assertion or the Maxim of Quality. For the sentence (31) to be 

true, the worlds in which the speaker gives to charity are highly ranked by the 

ordering source. If the to-do lists of the interlocutors bear the kind of relation 

to the modal base as Portner suggests, an utterance of (31) will therefore 

presuppose that the act of giving to charity is on the speaker’s to-do list. If this 

is not already part of the discourse context, the to-do list will be updated 

accordingly, in virtue of the principle of accommodation (see §5.3).  

 
80 Portner maintains that this is similar to how the common ground builds up the modal base 

for the interpretation of epistemic modal claims. 
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To clarify, by committing to the truth of (30), the speaker also commits to 

an ordering source, which highly ranks worlds in which the speaker gives to 

charity. Therefore, the speaker presupposes also that her to-do list involves 

the act of giving to charity. If this presupposition is not already part of the 

discourse context, it will be accommodated. Since the to-do lists aim to 

represent the ordering source, the utterance will aim to add or presuppose that 

the act of giving to charity is on the to-do list of the speaker. The sentence in 

(30) is true if and only if the worlds in which the speaker gives to charity are 

highly ranked by the ordering source, thus presupposing that the act of giving 

to charity is on the speakers’ to-do list. Similarly, (31) is true if and only if the 

worlds in which the addressee gives to charity are highly ranked by the 

ordering source, thus presupposing that the act of giving to charity is on the 

addressees’ to-do list. A dynamic descriptivist account which accepts 

Kratzer’s semantics for deontic modals captures strong practicality of (30) and 

(31) by emphasizing the relation between the ordering source and the to-do 

lists.  

However, there are known problems for Kratzer’s semantics, and it is 

beyond the scope of this chapter to defend Kratzer’s semantics against all 

these objections here. I will therefore settle with the conditional claim that if 

Kratzer’s semantics for deontic modals is successful, then dynamic 

descriptivism can be used adopt the account above of how the semantic 

contents of moral sentences relate to the pragmatic contribution of sentences 

such as (30) and (31). But there is one objection to Kratzer’s semantics for 

deontic modals which I will address, since it is particularly closely related to 

the distinctive practicality of some deontic modal claims. The objection has 

been raised by both Schroeder and Chrisman, who argue that Kratzer’s 

semantics for deontic modal sentences is not sufficient to capture a distinctive 

deliberative or agentive element in claims such as (30) and (31), which 

indicate that these sentences have a distinctively practical semantic content. I 

will discuss the two views in turn.  

Chrisman distinguishes between an evaluative (or non-agentive) ‘ought’, 

which evaluates actual or possible states of affairs, and a distinctively practical 

agentive ‘ought’, which relates to practical deliberation and is therefore 

closely connected to action. Chrisman maintains that evaluative ‘ought’ 

claims are not closely connected to action – at least not in the intimate way 

that agentive ‘ought’ claims appear to be (Chrisman, 2016, p. 125). With this 

distinction in place, Chrisman argues that the difference between the agentive 

and the evaluative ‘ought’ can be explained by assigning agentive ‘ought’ 

sentences a distinctive kind of practical semantic content: practitions. 

Agentive ‘ought’ claims share this distinctively practical content with 

imperative sentences. Hence, both imperatives (such as “Give to charity”) and 

agentive ‘ought’ claims (such as “You ought to give to charity”) denote 

practitions (Chrisman, 2016, pp. 137–139).  
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In contrast to propositions which are evaluated for truth, practitions are 

evaluated for legitimacy. The legitimacy of a practition is assessed relative to 

a point of evaluation, which involves a world (which represents a situation) 

and a norm. According to Chrisman, the norm is represented as a list of acts 

that any agent should perform given certain states of affairs obtaining, such 

as: if in P, do A and don’t do B; if in Q, do C and don’t do D, etc. (where the 

antecedents represent situations and consequents represent actions). In 

Chrisman’s words: 

Abstractly, we might think of a norm as an operation on a set of possible 

circumstances an agent might face telling us at each circumstance what is 

required/recommended, forbidden, and optional—or if you like, a list of 

conditional agent-neutral do’s and don’ts. (Chrisman 2016, p. 144).  

 

According to Chrisman, a practition is legitimate relative to a world, w, and a 

norm, n, iff satisfying the practition is required by n in w (Chrisman, 2016, p. 

146). For instance, [Give to charity!]w, n and [You ought to give to charity]w, n, 

are correct iff the practition being satisfied is required by n in w. Note that it 

is not entirely obvious what it means for it to be ‘required’ that a practition is 

‘satisfied’. I assume that what Chrisman has in mind is simply that the 

practitions above are legitimate iff the list of conditional agent-neutral do’s 

and don’ts that n consist of includes: if in w, give to charity (where w is the 

actual world).  

It is possible to construct a version of dynamic descriptivism which adopts 

Chrisman’s practition analysis of the meaning of (30) and (31). We can think 

of the to-do lists as assigning the actions from the agent-neutral norm against 

which a practition is assessed, to the agent-relative to-do lists of the 

conversational participants. Hence, at the pragmatic level, the speaker of (30) 

and the addressee of (31) commit to having the action of giving to charity on 

their respective to-do lists (if they accept that the practition is legitimate).  

However, there are at least two reasons why this version of dynamic 

descriptivism is not preferable to one that adopts Kratzer’s semantics. The first 

problem is that since practitions are a relatively unfamiliar semantic entity, 

Chrisman faces an explanatory burden to make them intelligible. The notion 

of a practition comes from Castañeda (1975), but this idea has not gained 

much traction in contemporary semantic theorizing until Chrisman took it up 

(Chrisman, 2016, p. 137). The problem is that Chrisman’s characterization of 

practitions involves a circularity, which makes it difficult to get a grip of what 

practitions are. Since practitions are evaluated for legitimacy relative to a 

norm which consists of a list of “Do’s and Don’ts”, this norm will also just be 

a list of practitions. The reason is that these “Do’s and Don’ts” are conditional 

imperatives, such as “If in circumstances A, do B!” and imperatives also 

denote practitions, according to Chrisman. So, the norm against which a 

practition is evaluated itself consists of a set of embedded practitions. Each of 
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these practitions are then, in turn, also evaluated against a norm, which in turn 

also consists of a set of practitions, and so on. Hence, practitions are essential 

to the analysis of practitions. As a consequence, we still have no clear picture 

of what a practition is. What we know is that it is a new semantic entity which 

is evaluable relative to other entities of the same kind.81  

The second problem is that the practition analysis faces the problem that 

although it explains the similarity between agentive deontic modals and 

imperatives, it does not properly accommodate the difference between them. 

We want to say that (31) bears an interesting relation to an imperative in the 

sense that it appears to encourage the addressee to commit to an action or 

action-type. But there are reasons to think that (31) is neither semantically nor 

pragmatically identical to the imperative “Give to charity!”.  

To see why, consider first that imperatives cannot intuitively be true or 

false and they cannot be felicitously embedded under belief reports. To 

illustrate, it is infelicitous to say, “It is true that give to charity!” or “John 

believes that give to charity!”, but it is felicitous to say, “It is true that you 

ought to give to charity” and “John believes that I ought to give to charity”. 

This suggests that ‘ought’ claims have the same kind of content as beliefs, and 

that their contents can be true or false, whereas imperatives do not. A second 

observation about the difference between modal claims and imperatives is that 

they behave very differently under other embeddings too. For instance, much 

like other moral sentences, agentive ‘ought’ claims, can embed felicitously as 

the antecedent of a conditional. However, imperatives cannot: one cannot 

felicitously say “If give to charity then, then Jeff ought to give to charity”, but 

it is felicitous to say, “If you ought to give to charity, then Jeff ought to give 

to charity”. Therefore, there is good reason to think that imperatives and 

deontic modals do not have the same content.  

But according to the practition-analysis, agentive ‘ought’ claims and 

imperative sentences express practitions; and it also predicts that both aim to 

update the to-do lists (if one accepts dynamic pragmatics of imperatives). 

Hence, they have the same semantic content and make the same pragmatic 

contribution to the discourse context, which only accommodates the 

similarity, but not the difference between utterances of these classes of 

sentences. 

Schroeder has defended another version of the view that there is a category 

of deontic modals with a distinctively practical meaning. He argues that 

sentences about what some agent ought to do are systematically ambiguous 

between evaluative and deliberative interpretations. In other words, agentive 

‘ought’ sentences can be equivalent to evaluative ‘ought’-sentences, but are 

sometimes distinctively deliberative (Schroeder, 2011, p. 9). This deliberative 

sense of ‘ought’ has a semantic content which is different from other deontic 

 
81 There are also questions to be raised about compositionality in relation to practitions. But I 

will not go deeper into this question here.  
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modal claims, according to Schroeder.82 To illustrate, let us follow Schroeder 

and consider the following sentences: 

 

(54) “Larry ought to win the lottery” 

(55) “It ought to be the case that Larry wins the lottery” 

 

According to Schroeder, (54) is an example of an agentive ‘ought’-sentence 

which is not deliberative; its meaning is equivalent to the meaning of (55). 

However, he argues that we can imagine a case in which Larry seeks advice 

from a friend about what to do. In this case, the evaluative ‘ought’ does not 

offer the kind of advice which Larry is interested in. He is interested in what 

he ought to do, in the deliberative sense.  

There are five characteristic features of Schroeder’s deliberative ‘ought’. 

First, deliberative ‘ought’-sentences have a direct bearing on advice. Second, 

a deliberative ‘ought’-sentence is the kind of claim which aims to close a 

deliberation. Third, when someone ought to do something, in the deliberative 

sense, then they are accountable if they do not perform this act. Fourth, the 

deliberative ‘ought’, implies ‘can’; that is, the agent must have the ability to 

do what she deliberatively ought to do. Lastly, a deliberative ‘ought’ is more 

closely tied to obligation than the evaluative ‘ought’ is. (Schroeder, 2011, pp. 

9–10).  

Schroeder argues that Kratzer’s semantics for deontic modals cannot 

account for this distinctive deliberative sense of ‘ought’, and that deliberative 

‘ought’-sentences have another kind of content. The semantic analysis that 

Schroeder proposes is that the deliberative ‘ought’ relates agents to actions. 

Schroeder understands actions as properties of agents; that is, properties that 

the agent has (at least some) control over.  

It is possible to construct a form of dynamic descriptivism which adopts 

this semantic analysis of the meaning of sentences such as (30) and (31). If 

deliberative ‘ought’ claims have a distinct semantic content, relating actions 

to agents, then it makes sense that utterances of (30) and (31) contribute to the 

to-do lists of the interlocutors. What the to-do lists do at the mutually 

presupposed pragmatic level is to track which actions each conversational 

participant is committed to. And so, if the asserted content of (30) and (31) is 

a relation between an action and an agent, then to accept that sentence into the 

discourse context would intuitively involve accepting the action onto the 

agent’s to-do list.  

However, much like Chrisman’s account, this theory does not seem to 

capture the difference between deontic modals and imperatives. As I have 

argued, there is good reason to think that imperatives and deliberative ‘ought’-

 
82 Schroeder provides linguistic evidence to support the claim that there is a distinct category 

of deliberative ‘ought’. I do not have the space here to fully engage with this evidence. For 

criticism, see Chrisman (2012) and Finlay & Snedegar (2014).  
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claims are related, but not identical in both semantic content and pragmatic 

contribution. Deliberative ‘ought’-claims can be embedded under belief-

reports, they can be ascribed truth or falsity, and they can occur as antecedents 

of conditionals – whereas imperatives cannot. A form of dynamic 

descriptivism which adopts Kratzer’s semantics can accommodate the 

similarity between imperatives and deliberative ‘ought’-claims by appeal to 

their pragmatics, while upholding that there is a difference between them. 

Deontic modal claims and imperatives have different semantic contents, and 

while both pragmatically aim to update to-do lists, deontic modals also aim to 

update the common ground.  

Moreover, there is a way for dynamic descriptivism to accommodate the 

characteristic features of the deliberative ‘ought’ which Schroeder describes, 

without saying that deliberative ‘ought’ claims have a distinctive kind of 

semantic content. The way an utterance aims to update the discourse context 

is primarily derived from its clause type, but contextual factors can alter this 

under certain conditions (Portner, 2018, p. 303). The characteristic features of 

the deliberative ‘ought’ which Schroeder identifies can therefore be 

understood as features of a conversational context which contributes to it 

being interpreted as a deliberative ‘ought’. A deliberative ‘ought’-claim thus 

can be said to update to-do lists because: it is offered as advice; it has the 

purpose of closing a deliberation; it is expected that the speaker who performs 

the act will be accountable; the agent has the ability to perform the act; and 

because it is more closely tied to obligation. Hence, the features which 

Schroeder takes to be characteristic of the category of the deliberative ‘ought’ 

makes a difference in pragmatics, not semantics. 

In sum, I conclude that it is possible to construct a dynamic descriptivist 

account which adopts either Schroeder’s or Chrisman’s accounts of the 

semantics of sentences such as (30) and (31). But I have argued that a version 

of dynamic descriptivism which accepts Kratzers’ semantics for (30) and (31) 

provides a better account of both the similarities and differences between 

agentive deontic modals and imperatives. By adopting Kratzers’ semantics for 

deontic modals, dynamic descriptivism can contend that the reason why (30) 

and (31) make a dual contribution to the discourse context has to do with the 

way the features of the discourse context relate to the modal base and the 

ordering source, which are integral to the semantic analysis of deontic modals 

more generally.  

5.5. Weak Practicality  

I have argued that sentences such as (30) and (31) pose an especially difficult 

practicality challenge because they display a strong practicality which is direct 

and explicit. However, to some extent, other moral sentences appear to display 

a weak practicality, even though this practicality is quite opaque and 
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unsystematic. For instance, sentences such as “lying is wrong”, or 

“Benevolence is a virtue” will often be interpreted to have some bearing on 

the speakers’ or addressee’s commitments to act, indicate something about the 

speakers’ desire-like attitudes about lying or benevolence, and about her 

inclination to reactive attitudes towards people who lie or act benevolently. 

And so, even though they might not have the same kind of intimate relation to 

to-do lists as deontic modals, it is still an interesting question whether it is 

possible to elucidate how claims about what is good, bad, right, wrong, 

permissible, virtuous, or vicious are weakly practical. In this section, I will 

argue that dynamic descriptivism provides the resources to explain their weak 

practicality.  

To do so, I will argue that there is a way to understand and expand 

traditional motivational externalist commitments against the background of 

the pragmatic framework presented here. Externalists often argue that people 

generally have some desire or disposition to act in accordance with their moral 

beliefs (see §1.3). Fletcher’s simple pragmatic account (see §4.4.1.) proceeds 

from the thought that people generally have non-cognitive attitudes to act in 

accordance with their moral beliefs (Fletcher, 2014b, p. 195). And 

Svavarsdóttir (1999) argues that the disposition to act in accordance with 

one’s moral beliefs is grounded in complex psychological processes. For 

example, she maintains that the inclination to act in accordance with one’s 

beliefs about morality might stem from a more specific concern about the 

factors which one thinks are relevant to determine the moral status of an act, 

such as happiness, suffering, respect, freedom, and human rights. And, 

according to Svavarisdóttir, this disposition might also be fueled by fear of 

being blamed, ostracized, or punished.  

As a placeholder, I will proceed with the idea that people have a general 

concern for morality, which can loosely be understood as the inclination to do 

what one believes is good/right/virtuous, and refrain from doing what one 

believes is bad/wrong/vicious, as well as caring for the properties one thinks 

are relevant to determine this kind of moral status. The main claim that I will 

argue for here is that dynamic descriptivism provides an intuitive way of 

understanding the role of this more general concern for morality in linguistic 

communication.  

As I mentioned in §5.3, interlocutors often assume that certain 

uncontroversial information is already in the common ground. Such general 

world knowledge might, for instance, include the belief that the interlocutors 

speak the same language, that the earth is round, what day of the week it is, 

etc. This kind of information is sometimes understood as metapresuppositions 

in the discourse context. These metapresuppositions are assumed to already 

be in the common ground, even when no utterance signals or presupposes that 

they are. The thought that interlocutors make such metapresuppositions is very 

intuitive, and immensely helpful to accomplish efficient communication. 
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After all, it would be very inefficient if we had to explicitly establish all 

background assumptions every time we started a conversation. 

In addition to this kind of general world knowledge, I contend that 

interlocutors also assume to mutually accept that they are committed to certain 

courses of behavior, even when these commitments have not been made 

explicit. For instance, interlocutors will often mutually assume to mutually 

accept that they are committed to following the law – and thus expect that it 

is commonly assumed that they will not try to assault or murder each other. 

Hence, when we start a conversation, we do not merely assume to commonly 

accept beliefs that are already in the common ground, but we also assume to 

mutually accept that there are action-types which are already on our respective 

to-do lists. 

So, what kind of actions are already presumed to be on the participant’s to-

do lists? Roberts argues that the Gricean maxims (as well as other pragmatic 

guidelines) can be understood as metapresuppositions in the conversational 

background (2006, pp. 215–216). Since Grice’s maxims are imperatives, we 

can understand them as properties on the participant’s to-do lists. And so, 

when two speakers enter a conversation, they commonly assume to mutually 

accept that it is on everyone’s to-do list to, e.g., say relevant things, and to say 

things that are true (in virtue of the maxim of relation and maxim of quality). 

Their utterances will therefore be interpreted as if these acts are on their to-do 

lists. I suggest that we can understand the general concern for morality in 

much the same way. The property of acting in accordance with one’s beliefs 

about morality is mutually assumed be on the interlocutor’s to-do lists. For 

instance, these might be the acts of doing what one believes is right, and not 

doing what one believes is wrong.  

Note that the thought that there might be implicit moral maxims in the 

conversational background, in addition to the conversational maxims, is also 

suggested by Grice, who writes:  

There are, of course, all sorts of other maxims (aesthetic, social or moral in 

character), such as “Be polite,” that are also normally observed by participants 

in talk exchanges (Grice 1989: 28) 

 

Understood this way, the assumption that speakers have a general concern for 

morality does not primarily play a psychological role in the explanation of the 

practicality of moral language, but is rather understood as a sociolinguistic 

disposition. It is a communicative assumption that speakers are disposed to 

behave and communicate as if doing what one believes to be right and not 

doing what one believes to be wrong is on the to-do lists of each 

conversational participant.  

Note that the general concern for morality can be a metapresupposition in 

the discourse context even though it is not part of the interlocutors’ actual 

psychology. And so, although the amoralist does not actually care about 
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morality, her utterances might nevertheless be interpreted as if her to-do list 

includes acting in accordance with her moral beliefs. In much the same way, 

a bold-faced liar does not actually care about telling the truth, but her 

interlocutors will nevertheless interpret her utterances as if the act-type of 

telling the truth is on her to-do list, since the maxim of quality is a 

metapresupposition in the discourse context.  

To see how this might work for moral sentences, consider again the 

sentence from chapter 2: 

 

(7) “Lying is wrong” 

 

By uttering (7), the speaker aims to add the proposition that lying is wrong to 

the common ground, which means that will be taken to be mutually assumed 

to be common belief that lying is wrong (unless it is resisted by the other 

interlocutors). Now, insofar as the general concern for morality is a 

metapresupposition in the discourse context, the speaker of (7) will also be 

expected to refrain from lying. Hence, the speaker’s to-do list is updated. 

Moreover, this picture also provides the resources to explain other kinds of 

ways that moral language has been thought to be practical. In chapter 3, I 

argued that moral discourse is certainly related to reactive attitudes such as 

blame, resentment and praise. We often blame people who commit moral 

wrongs and praise people who do what is right. However, people are not 

always worthy of praise or blame, even when they have done something right 

or wrong, and there is nothing incoherent or irrational about avoiding reactive 

attitudes altogether. I proposed that reactive attitudes might be thought of as 

parts of a moral practice as means of holding each other accountable, and 

enforcing moral convictions. As a means of making sure that people do things 

that are right and avoid doing things that are wrong, we respond with praise, 

blame, resentment, etc. (cf. §3.4.).  

With the resources provided by the discourse context in mind, I propose 

that these sorts of behaviors often figure as metapresuppositions in the 

discourse context, that are part of the general world knowledge because of a 

moral practice of which we are part, but is not therefore part of the meanings 

of the individual moral expressions that we use. To see how this might work, 

consider again the sentence from chapter 1: 

 

(1) “It was wrong of Trump to incite the attack on the US Capitol” 

 

By uttering (1), the speaker aims to add the proposition that it was wrong of 

Trump to incite the attack on the US Capitol to the common ground. Since the 

speakers’ moral practice involves blaming people who commit wrongdoings, 

this will be a metapresupposition in the discourse context. Therefore, the 

speaker of (1) will also be expected to blame Trump for his actions.   
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In response to this account of weak practicality, an objector might argue 

that our inclinations to blame, resentment, praise, approval, disapproval, etc., 

cannot be pragmatic metapresuppositions since they are too difficult to cancel. 

There is a sense in which we not only presuppose that our interlocutor has 

these inclinations, but also that it is in some sense appropriate or fitting that 

she has them if she is sincerely engaged in moral discourse. But this does not 

undermine the view, since metapresuppositions might often be hard to cancel. 

Just consider how the conversational maxims often generate implicature when 

the speaker overtly flouts a maxim – for instance, saying something obviously 

false (thereby violating the maxim of quality). In such cases, interlocutors 

reinterpret what the speaker says in order to preserve the assumption that she 

is cooperative. Hence, the Gricean maxims are in this sense persistent 

members of the discourse context. And so, in much the same way as the 

Gricean maxims, it might sometimes be difficult to defeat the 

metapresupposition that the speaker has a general concern for morality, even 

when she indicates that she does not. Perhaps only when we know that we are 

talking to an amoralist, we give up on the metapresupposition that our 

interlocutor has a general concern for morality; and in much the same way, 

when we know that we are talking to a bold-faced liar, we might give up the 

metapresupposition that the speaker respects the maxim of quality.   

In short, I have argued that the general concern for morality can be 

understood as a linguistic disposition (or dispositions) represented as a set of 

metapresuppositions in the discourse context, in much the same way as 

Gricean conversational maxims are. By representing the general concern for 

morality in this way, dynamic descriptivism can account for the weak 

practicality of moral claims about what is right, bad, virtuous, etc., and explain 

how this practicality differs from the strong practicality of deontic modal 

claims such as (30) and (31).  

5.6. Final Remarks and Clarifications 

5.6.1. Permission and Requirement  

The to-do lists model an intuitive way that imperatives aim to update the 

discourse context by representing actions or action-types that individual 

speakers are committed to. However, there are details that need to be clarified 

about how the to-do list is supposed to work. A worry concerns whether the 

do-do list framework has enough structure to distinguish between 

requirements and permissions.  

The strength of a modal claim is provided by which deontic modal is used; 

for instance, ‘ought’ is stronger than ‘may’, but weaker than ‘must’. Claims 

about what ‘may’ be performed standardly convey permissions, whereas 
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claims about what ‘ought’ or ‘must’ be performed convey requirements. For 

instance: 

 

(56) “You may have a cookie” (permission) 

(57) “You must sit down right now!” (requirement) 

 

Imperatives can also express either permissions or requirements. For instance, 

consider: 

 

(58) “Have a cookie, if you’d like” (permission) 

(59) “Sit down right now!” (requirement) 

 

Whether an imperative expresses a permission or a requirement is signaled in 

more subtle ways. For instance, Portner argues that when an imperative 

sentence is uttered with a rising intonation, it indicates that the act is permitted; 

but if it is instead uttered with falling intonation, it indicates that the act is 

required.83 Moreover, the context can also determine whether an imperative 

poses a requirement or merely a permission, depending on what authority the 

speaker has over the addressee. Some kinds of authority “leaves the addressee 

with no role to play in determining whether the imperative takes effect” 

(Portner, 2018, p. 308).  

So, if imperatives and deontic modals can impose acts or act-types either 

as permissions or requirements on interlocutors, then how is this 

accommodated in the discourse context? One way of understanding the 

difference between permission and requirement is to appeal to the idea that 

the to-do list of an interlocutor has different sub-sections. As Portner puts it:  

I would like to suggest that To-Do Lists also come in a variety of flavors […] 

We can think of this in terms of each participant in a conversation having 

multiple To-Do Lists or (as I prefer) in terms of To-Do Lists being organized 

into sections. (Portner, 2007, p. 360) 

 

In line with this suggestion, we can say that the framework has room to 

accommodate the difference between permission and requirement because 

there are sub-sections of the to-do list. Accordingly, utterances of (56) and 

(58) aim to add actions to the permissions-section of the to-do list, whereas 

(57) and (59) aim to add actions to the requirements-sections of the to-do list. 

 One might object that it is too metaphorical to just postulate these kinds 

of sections of the to-do lists. However, these sub-sections are not just labels, 

but also impose different constraints how the interlocutors are expected to act. 

As Portner argues, a difference between permissions and requirements is that 

 
83 Similarly, a rising intonation of a declarative sentence can signal that it is used to ask a 

question.  
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when an act is permitted, it does not preclude that it is also permitted to not 

perform that act. For instance, if the addressee in (56) or (58) accepts that she 

is permitted to have a cookie at time t, she is still permitted to not have a cookie 

at t. By contrast, when an act is required, then not performing that act is 

automatically precluded. For instance, if the addressee in (57) and (59) accepts 

that she is required to sit down at t, then she cannot also be required to not sit 

down at t. Hence, the permissions-section of the to-do list may include 

contrary actions, but the requirement-section cannot. The permissions-section 

may include both having a cookie and not having a cookie at t, but the 

requirements-section may not include sitting down and not sitting down at t. 

In short, dynamic descriptivism can accommodate the distinction between 

permissions and requirements by appeal to sub-sections of the to-do list. The 

distinction between permission -and requirement is represented in the 

discourse context as different sections of the to-do lists.  

5.6.2. Why not Dynamic Non-Descriptivism? 

Dynamic descriptivism is a form of hybrid descriptivism which 

accommodates the duality of moral language by adopting resources from 

dynamic pragmatics. However, one might argue that the evidence presented 

here might as well support a dynamic non-descriptivist view, which treats the 

way moral sentences update the discourse context as part of their semantic 

contents. Remember, the broadly non-descriptivist approach to meaning is to 

understand the meanings of moral sentences in terms of what we do when we 

use them (see §1.2.). Hence, a proponent of a dynamic non-descriptivist view 

would say that the way moral claims modify the discourse context is part of 

the semantics of moral sentences; their meaning is constituted by their role in 

the discourse context.  

The main reason why dynamic descriptivism is preferable to such an 

account is that the practicality of moral language behaves very differently 

across different linguistic constructions, contexts, and embeddings. This 

provides independent reason to think that attitudes, or directive speech acts, 

are not part of the meanings of moral expressions such as ‘ought’, ‘right’ and 

‘wrong’. As I argued in Chapter 3, the unsystematic relation moral expressions 

bear to the practicality that some moral sentences display, provides evidence 

for thinking that the practicality of moral language should be explained in 

some other way. Hence, it is in virtue of the way that attitudes and directive 

speech acts behave under embeddings that we have good reason to think that 

these features of moral language are better explained pragmatically. The way 

that I divide the explanatory burdens between semantics and pragmatics is 

therefore warranted. 

In response, one might object that by opting for this kind of pragmatic 

explanation of the practicality of moral language, we solve the practicality 

challenge for moral language by dropping the problem into a pragmatic 
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“wastebasket” (as it is sometimes called). One might argue that the relation 

that utterances of moral sentences have to action cannot merely be pragmatic, 

since this relation to action plays such a big role in moral communication. For 

this reason, it might be argued, a non-descriptivist dynamic view might seem 

preferable to dynamic descriptivism.  

However, this response takes for granted that pragmatics is somehow 

radically less important and less serious than semantic theorizing. But I am 

not proposing that we simply defer the linguistic phenomenon behind the 

practicality challenge to pragmatics without saying more about the pragmatic 

system which explains the phenomenon. As long as we take the role of 

pragmatics seriously, and aim to construct theories that explain how the 

pragmatic dimension of moral language works, there is nothing inferior about 

such explanations. In Stalnaker’s words: 

I am recommending […] the development and application of a pragmatic theory 

in which detailed explanations of phenomena relating to linguistic contexts can 

be given. It is true that traditionally the more well‐developed and the more 

rigorous linguistic theories have focussed on questions of grammar and content, 

while the discussions which emphasized the role of conversational context have 

been more informal and less theoretical. But there is no necessity in this. 

Potentially at least, a theory of pragmatics, and the notion of pragmatic 

presupposition can be as precise as any of the concepts in syntax and semantics. 

Although the explanations I have sketched […] are informal and incomplete, I 

think they suggest a strategy for giving explanations of linguistic phenomena 

relating to contexts which are both rigorous and intuitively natural (Stalnaker, 

1999, p. 62) 

 

The aim is to provide a pragmatic account that provides the machinery to 

explain how and why moral utterances display their practicality, even though 

this practicality is not part of their conventional meaning. Dynamic 

descriptivism provides a way of making sense of the duality of moral 

language. It is by taking seriously the way that utterances affect the discourse 

context that we can maintain a semantic analysis which avoids the Frege-

Geach problem, and a pragmatic analysis that honors the bearing moral 

language has on action.  

5.7. Conclusion 

In this chapter, I have proposed a view about moral language that takes into 

account the way that utterances of moral sentences affect a dimension of 

linguistic communication that is shared among the participants of the 

conversation. The view developed here is a form of hybrid descriptivism, 

which adopts descriptivism about the semantic contents of moral sentences 

while explaining their practicality by appeal to dynamic pragmatics. I argued 
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that the way in which moral claims are practical can be explained by how they 

make a dual contribution to the discourse context. The contribution that moral 

assertions make pertain both to which beliefs the participants of the 

conversation accept, and to the actions that each individual participant takes 

on. The account gives a cohesive explanation for how moral assertions can 

have a direct bearing on the actions of the speaker or the addressee. In the next 

chapter, I will explore whether this view provides new resources in regard to 

the problem of moral disagreement. 
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6. Dynamic Descriptivism and Moral 

Disagreement  

 

 

 

 

 

 

6.1. Introduction 

In this chapter, I explore the dynamic descriptivists’ prospects for solving the 

problem of moral disagreement. In chapter 2, I argued that extant hybrid 

theories struggle to explain what speakers disagree about when they are 

engaged in a moral disagreement. If the extension of a moral term is variant 

across contexts, then the speakers may speak past each other – and the 

disagreement is therefore lost. If the extension of a moral term is invariant 

across speakers, then at least one of them risks being radically mistaken about 

their use of moral expressions in a way that suggests that their claims about 

morality are incoherent with what they otherwise can be presumed to believe. 

Moreover, even if a moral expression, such as ‘wrong’, refers to the same 

property in our language or community, we can imagine another language or 

community that uses another moral expression ‘wrong*’ with the same 

normative role and a different extension. The disagreement is lost between 

speakers who claim that an act is ‘wrong’, and ‘wrong*’, respectively. In 

§6.2., I will explain how the problems with moral disagreement also occur for 

other kinds of disagreement, and discuss an approach to solving these 

problems which has been popular in recent debate. I then set out to investigate 

whether attention to the broader discourse context can account for the nature 

of disagreement. In §6.3., I investigate whether the dynamic pragmatic 

framework presented in chapter 5 might enable dynamic descriptivism to 

avoid the disagreement problems. I discuss worries that arise for this account 

and sketch ways in which it might be adjusted to resolve these worries.    
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6.2. The Problem of (Moral) Disagreement Revisited 

In chapter 2, I considered the disagreement expressed between the following 

assertions, as uttered by a Kantian and a utilitarian: 

 

(7) “Lying is wrong” 

(8) “Lying is not wrong”    

 

I argued that many (if not all) extant hybrid theories about the meaning of 

moral sentences struggle to provide an account of what it is that speakers 

disagree about when they have a moral disagreement. However, recent 

philosophical debate shows that these problems are not exclusive for moral 

language. Problems that arise in relation to moral disagreement also arise not 

only for other normative disagreements, but also for many other kinds of non-

normative disagreement. There are many examples of expressions – such as 

‘woman’, ‘truth’, ‘person’ – which people have (or have had) radically 

different understandings of, but nevertheless intuitively talk about the same 

thing in a way that enables speakers to make conflicting statements about these 

topics.  

To consider an example in more detail, the expression ‘atom’ has 

historically been used in radically different ways. Though once used to 

describe an object which is indivisible, the term later came to be used to 

describe an object that is divisible. Since no object can be both divisible and 

indivisible, speakers cannot always have meant to refer to the same thing. Yet, 

neither speaker was therefore linguistically incompetent or incoherent. 

Despite these different uses, we think that in some sense, we have been talking 

about the same topic when we have been talking about atoms (Sawyer, 2020, 

p. 560). Similarly, the expression ‘wrong’ is, and has been, used in radically 

different – even incompatible – ways by speakers in different times and 

communities. And still, the speakers have not been linguistically incompetent 

or incoherent (although they might have been mistaken about what is wrong). 

Yet, we want to say that they talk about the same thing, and that there can be 

conflicts between them.  

In short, we can understand the disagreement problem for a theory of some 

target expression e to be that the theory fails to accommodate two things. First, 

we want to be able to say that two speakers can use and define e in very 

different ways; and yet, both speakers might still be linguistically competent 

with e and their use of e is not incoherent with what they otherwise believe 

about e. Second, we want to be able to say that when speakers engage in 

discourse involving e, they are engaged in a conversation about the same 

topic; they are, in some sense, talking about the same thing.  

A strategy for solving this problem is to show that disagreement is not 

(always) explained by appeal to conflicts in the semantic or pragmatic 

contents expressed or conveyed by the speakers’ utterances. For instance, 
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Plunkett and Sundell (2013, 2021) argue that some disagreements can be 

understood as meta-linguistic negotiations. The thought is that two speakers 

who use a given term may have competing uses for that term. In such cases, 

the disagreement concerns how the term is or ought to be used in the context. 

For instance, consider two speakers who disagree about whether Joey is tall. 

On the one hand, they might disagree in virtue of having different opinions 

about how tall Joey is; but on the other hand, they might disagree in virtue of 

having different opinions on how the term ‘tall’ is or ought to be used in the 

context. When the speakers disagree about how a term ought to be used, they 

are engaged in a metalinguistic negotiation. 

Metalinguistic negotiations express disagreements that, in the first instance, are 

about language and thought—about the resolution of context sensitivity, or the 

precisifcation of vague terms, or which concept to pair with some term with a 

range of candidate meanings, and so on. (Plunkett and Sundell, 2021, p. 150) 

 

However, metalinguistic negotiation accounts face two problems. The first 

problem, put forward by Cappelen (2018), is that first-order disagreements are 

simply not intuitively about negotiating the meanings of words (Cappelen, 

2018, p. 175). When speakers talk about wrongness (for instance), they have 

some common topic that they agree or disagree about; but the common topic 

is not plausibly the meaning of ‘wrong’. By understanding the disagreement 

between the Kantian and the utilitarian as a metalinguistic negotiation about 

the meaning of ‘wrong’, one misrepresents what they are intuitively 

disagreeing about. We want a response to the disagreement problem which 

does not misconstrue the topic that the speakers share.  

The idea of a common topic plays a crucial role in Cappelen’s own view. 

He argues that topics are more coarse-grained than extensions, and that 

speakers may therefore talk about the same thing, even when they use an 

expression with different extensions (and intentions). As Cappelen puts it, 

“Sameness of topic doesn’t track sameness of extension” (Cappelen, 2018, p. 

110). The Kantian and the utilitarian can therefore talk about the same topic, 

even if ‘wrong’ refers to different properties in (7) and (8). However, as 

Sawyer (2020) objects, Cappelen only provides evidence to the effect that 

there is intuitively a common topic even in circumstances when it is also 

intuitive that speakers mean different things with their expressions; but, as she 

puts it, “To identify the phenomenon is not yet to explain it” (Sawyer, 2020, 

p. 558). In other words, the problem is that Cappelen does not provide an 

account of how it is possible that we have topic continuity despite context-

variant meanings, and he does not provide an account of what topics are, nor 

how they relate to expressions. Hence, what we have is merely further 

evidence that speakers may refer to different objects or properties, and 

nevertheless talk about the same topic – but this is not an account of what 

sameness of topic consists in.  
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The second problem is that metalinguistic negotiation accounts explain one 

normative disagreement by appeal to another normative disagreement: the 

disagreement about what is wrong is reduced to a disagreement about how 

‘wrong’ ought to be used. This sort of circularity worry is put forward by 

Eklund (2012, 2017), as I discussed in chapter 3. Eklund argues that our moral 

expression ‘wrong’ might refer to one property, whereas another language or 

community might use another ‘wrong’-like expression ‘wrong*’ with the 

same normative role that refers to a different property. But there is no 

objective fact which determines which term ought to be used, since the 

speakers might employ different notions of ‘ought’ in their judgments about 

whether ‘wrong’ or ‘wrong*’ ought to be used. Hence, this move just pushes 

back the problem of disagreement to another kind of disagreement which faces 

the same kind of challenge (cf. §2.3.2.). As Eklund puts the problem: 

[T]here is a general problem that would appear to afflict all statements of what 

is at issue: in any statement of ours about what is at issue, our normative terms 

are employed, and in such a way that the question as framed threatens to be 

trivially […] settled in favor of our terms, while in any statement of theirs about 

what is at issue, their normative terms are employed and in such a way that the 

question as framed threatens to be trivially settled in favor of their terms. 

(Eklund, 2012, p. 144) 

 

Hence, solutions which aim to identify another topic that the moral 

disagreement is about – such as metalinguistic negotiation accounts do – faces 

a circularity problem, because the same kind of disagreement problem also 

arises for disagreement about this further topic.  

 Still, it is important to bear in mind that this problem is not exclusive for 

moral expressions. For instance, we can also imagine that there are many 

different epistemic expressions, such as ‘truth’ and ‘truth*’, or ‘knowledge’ 

and ‘knowledge*’. Suppose that two speakers disagree about whether a 

proposition is true, but they use different truth-like predicates. If so, there is 

no clear sense in which they disagree: the proposition might be ‘true’, and not 

be ‘true*’. One might be tempted then to say that the speakers’ disagreement 

is instead about whether ‘true’ or ‘true*’ is the privileged truth-like predicate. 

But again, it might be ‘true’ that ‘true’ is the privileged predicate, but not 

‘true*’ that ‘true’ is the privileged truth-like predicate, and vice versa.  

In addition to the metalinguistic negotiation account, there have been other 

accounts that similarly try to explain disagreement meta-linguistically, which 

might avoid the worries. One such approach is exemplified by the 

Stalnackarian accounts that have been defended by Khoo and Knobe (2018) 

and Pérez Carballo and Santorio (2016).84 Khoo and Knobe assume a semantic 

analysis for moral sentences according to which the context of an utterance 

fixes a set of norms which provides a parameter against which moral sentences 

 
84 A somewhat similar account has been presented by Björnsson (2015).   
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can be true or false.85 Hence, (7) is true iff lying is forbidden by the moral 

norms that the Kantian’s conversational context picks out (Khoo and Knobe, 

2018, p. 130). By uttering a moral sentence, the speaker affirms or opposes 

the moral norms against which the sentence is assessed for truth. For instance, 

by asserting (7), the Kantian affirms moral norms which forbid lying, and 

oppose norms that do not. By doing so, he presents those norms as guidelines 

for how to act (Khoo and Knobe, 2018, p. 127). As they put it, disagreement 

is understood as “a conflict at the level of proposed updates to the context” 

(Khoo and Knobe, 2018, p. 123). As such, two speakers disagree if they 

propose incompatible updates to the common ground.  

Pérez Carballo and Santorio defend an expressivist account of 

communication which builds on the common ground framework. More 

precisely, they accept Gibbard’s norm expressivism, according to which to 

accept a norm is (roughly) to accept a kind of practical attitude towards 

courses of action in various possible circumstances. A norm or system of 

norms which is complete determine actions which are forbidden, permitted,  

and required, according to that norm or system of norms (Pérez Carballo and 

Santorio, 2016, p. 611). By asserting a moral sentence, the speaker will 

propose to add its content to the common ground, which amounts to adding a 

world-norm pair which is the content of the moral sentence. According to 

Pérez Carballo and Santorio, speakers presuppose that there is a norm or set 

of norms that they ought to converge on, in much the same way as they 

presuppose that there is a way the actual world is like (Pérez Carballo and 

Santorio, 2016, p. 635).  

[I]n order to purposefully and rationally engage in communication about 

normative matters […] agents must take for granted that there is a kind of 

objectivity about normative matters. As a result, in each context, speakers 

presuppose that they are required to converge on a unique norm, at least insofar 

as they choose to remain engaged in communication. (Pérez Carballo and 

Santorio, 2016, p. 621) 

 

Hence, a moral disagreement between two speakers can be understood 

against the background of a presupposed common norm. 

However, these accounts also face similar circularity worries as the 

metalinguistic negotiation account does. Let us start by considering Khoo 

and Knobe’s account, which can be interpreted as a kind of metalinguistic 

negotiation account similar to Plunkett and Sundell’s view. The conflict 

between the Kantian and the utilitarian is about which norm to add to the 

common ground, and this determines the norm-parameter against which (7) 

 
85 Khoo and Knobe call this a contextualist view, but the way that they describe the view 

sometimes suggests something closer to relativism than contextualism (for instance, in saying 

that “moral sentences are only true or false relative to a parameter that is fixed by the context 

in which they are uttered” (Khoo and Knobe, 2018, p. 130)).  
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and (8) will be semantically assessed. Hence, the disagreement between the 

Kantian and the utilitarian can be understood as a negotiation about which 

norm ought to be accepted into the common ground which then determines 

the truth value of their sentences. But in much the same way as Plunkett 

and Sundell’s account, this raises the problem that the explanation of moral 

disagreement reduces to another normative disagreement: a disagreement 

about which norm (7) and (8) ought to be assessed against.  

However, Khoo and Knobe do not put the account as a meta-linguistic 

negotiation account. Rather, according to them, the disagreement is about 

which norm ought to be added to the common ground, not a negotiation 

about how to semantically evaluate the proposition. They argue that to 

propose to add a norm to the common ground is a matter of affirming that 

norm, which is “a way of putting these norms forward as guides for living” 

where the speaker thus communicates about some act that “we should not 

perform it, that we should feel guilt if we do, that we should encourage 

others to avoid doing it, and so on” (Khoo and Knobe, 2018, pp. 131, 127 

emphasis added). But again, if this is what the speakers disagree about, we 

want to know what this normative disagreement consists in.  

Moving on to Pérez Carballo and Santorio, they argue that interlocutors 

may actually subscribe to different moral norms, but the interlocutors 

presuppose that there is a norm or standard “on which the participants’ 

attitudes ought to converge” (2016, p. 608). They maintain that ‘ought’, in 

this case, is understood as a practical commitment of being cooperative 

interlocutors. However, the speakers might also accept different norms of 

the cooperative ‘ought’. If they do, the speakers do not presuppose the same 

thing when they presuppose that they ought to converge on a common 

norm. Therefore, this view also faces a circularity worry since moral 

disagreement is reduced to another normative disagreement.  

 Another worry about these accounts is that it is not obvious how norms 

fit into Stalnaker’s notion of common ground, which by definition consists 

of propositions which are mutually assumed to be mutually believed. 

Langton has pushed a similar worry in relation to views about derogatory 

language that postulate that derogatory speech acts add attitudes or norms 

to the common ground. As she puts it:  

There is something missing in this pragmatic picture of how norms and beliefs 

alter in response to conversational moves […] The pragmatic model […] gives 

us an adequate story about how belief change can be achieved, through subtle 

conversational moves adjusting the ‘common ground’ or ‘score’; but it seems 

inadequate to the task of addressing change in feeling and desire. (Langton, 

2012, p. 85) 

 

By accepting a more dynamic account of the dimensions of the discourse 

context – as I defended in chapter 5 – we need not fit everything that is 

mutually assumed to be mutually accepted into the common ground. But 
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this framework also lacks space for common norms, at least as it stands. 

Hence, more work is needed to show exactly how norms might figure in 

the discourse context.  

In sum, I have discussed the metalinguistic negotiation account of 

disagreement, as well as two norm-based accounts which appeal to the 

information in the common ground to solve the problem of moral 

disagreement. I have argued that the norm-based views face the challenge 

of showing how norms can figure in the common ground – which, by 

definition, represents common belief as sets of propositions – and that all 

three views succumb to circularity problems since moral disagreement is 

explained by appeal to another normative disagreement. In the next section, 

I will explore a novel account of disagreement that dynamic descriptivism 

can adopt. I will consider whether the information in the discourse context 

might help elucidate the nature of a further question or topic which speakers 

have in common. I will do so by investigating the prospects of the hitherto 

unexplored option of using the QUD-framework to explain disagreement.  

6.3. An Exploration of a Question-Based Account 

In this section, I explore whether moral disagreement might be explained by 

appeal to the information stored in the question set, which is part of the 

discourse context (§5.3.). Before addressing how that might work, I will start 

by going through some details of Roberts’ QUD-framework and elaborate 

three aspects of it. I will then turn to moral disagreement and explain how a 

dynamic descriptivist might use the expanded QUD framework to explain the 

disagreement between the Kantian and the utilitarian.   

6.3.1. The QUD Framework  

Recall that utterances of interrogative sentences aim to add questions to the 

Question Set. The question set represents the QUDs that the interlocutors 

mutually aim to resolve in the ongoing conversation. The semantic contents 

of questions are often understood as the sets of propositions which provide 

alternative answers to it, and a QUD is resolved once one of these propositions 

are added to the common ground. I will now elaborate on the details of this 

framework, starting with explaining the kinds of questions that figure in the 

question set.  

There are broadly two kinds of questions. Polar questions can be answered 

by simple ‘yes’ or ‘no’ answers (or by asserting a proposition or its negation, 

which correspond to ‘yes’ or ‘no’ answers). For instance, these are questions 

such as, “Does the train leave at noon?”, or “Did Carl eat the last cookie?”. 

By contrast, constituent questions (or, wh-questions) do not have simple ‘yes’ 

or ‘no’ answers. These include questions such as “Where is the train station?”, 
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or “Who ate the last cookie?”. A constituent question is represented by the set 

of propositions that provide possible answers to it. These are the set of 

alternatives. For instance, the set of alternatives for “Who ate the last cookie” 

might include propositions such as: “Jenny ate the last cookie”, “Carl ate the 

last cookie”, “Mindy ate the last cookie”, etc. And the set of alternatives for 

“When does the train leave?” might include propositions such as: “The train 

leaves at 1:00”, “The train leaves at 2:00”, “The train leaves at 3:00”, etc.  

Once a QUD has been accepted into the discourse context, this determines 

which subsequent discourse moves are felicitous to make. According to 

Roberts, whether a discourse move is felicitous can be determined by whether 

it is Relevant (i.e., compatible with the Maxim of Relation), which is a 

metapresupposition in the discourse context (cf. §5.5.). She argues that once 

a question q has been accepted as the QUD, a subsequent discourse move m is 

Relevant iff it either provides an answer to q, or is part of a strategy for 

answering q. An interlocutor makes the former kind of conversational move 

when she asserts a proposition that constitutes a complete or partial answer to 

q. When an interlocutor makes the latter move, she raises a new question as a 

strategy for answering q. In Roberts’ framework, it is quite restricted which 

kinds of questions can be raised as felicitous strategies for solving a QUD. A 

felicitous strategy for answering a constituent question is to introduce polar 

questions as sub-questions to answer q. For instance:  

 

(60) 

A: “Who ate the last cookie?” 

B: “Did Jenny eat it?”  

 

In (60), B introduces a polar question as a strategy for answering A’s 

constituent question.86 A felicitous strategy of inquiry into the answer to 

constituent question q is to introduce polar sub-questions which are suitably 

related to the set of alternatives of q. As such, “a strategy of inquiry will have 

a hierarchical structure, a set of questions partially ordered by entailment” 

(Roberts, 2012, p. 7). Hence, felicitous discourse moves include asserting an 

answer to the QUD, or introducing sub-inquiries to the QUD.  

Roberts’ framework provides an idealized picture of the structure of 

conversations; and, as she herself acknowledges, actual conversations are 

often more complex (Roberts, 2012, p. 7). I will propose three ways that the 

framework can be expanded.87 The expansions to the framework which I will 

 
86 The content of a constituent question might be represented as a set of polar question (whose 

content is in turn represented as a set of propositions that answer it), rather than as a set of 

propositions that answer it, but still representing the same set of alternatives only in a slightly 

different way. 
87 The expansions that I suggest are elaborations of ideas present in Roberts’ account, not 

completely new additions to it, with the exception of the second expansion which I have not 

seen discussed by Roberts.  
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propose are relevant to analyze more complex discourse, which will be crucial 

to the dynamic descriptivist’s account of moral disagreement.  

The first expansion to the QUD-framework that I propose is to clarify the 

different conversational moves which constitute strategies for answering a 

QUD. As is already suggested by Roberts, interlocutors might not only be 

asking a logically entailed sub-question of the aforementioned kind, but they 

might also ask questions which are interpreted as relevant to the overarching 

QUD in virtue of other contextual factors (Roberts, 2012, p. 7). Such strategies 

are only felicitous provided certain other assumptions in the discourse context. 

For instance, consider the following continued version of the conversation in 

(60): 

 

(61) 

A: “Who ate the last cookie?” 

B: “Did Jenny eat it?”  

A: “Did the cookie have nuts in it?” 

B: “Yes, it did” 

A: “Well, Jenny is allergic, so she did not eat it” 

 

Again, A raises the QUD pertaining to who ate the last cookie and B adopts a 

felicitous strategy of introducing a polar sub-question, the answer to which 

entails a partial answer to the QUD. But A’s next question does something 

slightly different – it is not a sub-question of the same kind as B’s polar 

question. Rather, A introduces what we might call an auxiliary question. This 

conversational move is felicitous insofar as it is a strategy relevant to 

answering the overarching QUD. Whether it is Relevant will depend on 

information that is assumed to already be in the discourse context, or which 

would be accommodated if presupposed. B’s auxiliary question is introduced 

as (potentially) conducive to answering who ate the last cookie, since Jenny is 

allergic to nuts and it is presupposed that people generally avoid eating that 

which they are allergic to. Hence, in (61), an answer to the auxiliary question 

is conducive to answering the sub-question, which provides a partial answer 

to the overarching QUD. The basic and intuitive idea described here is that 

interlocutors often raise new questions as a means of answering QUDs. Both 

sub-questions and auxiliary questions are strategies of narrowing down the set 

of alternatives of a mutually assumed overarching QUD.  

 The second expansion to the QUD-framework that I propose is to explore 

how conversations can often occur against the background of a non-ideal or 

defective discourse context. In Stalnaker’s common ground framework, he 

proposes that contexts can be defective. He argues that a context is defective 

when the interlocutors’ presuppositions about what propositions are in the 

common ground do no align, and it is non-defective when the interlocutors 

presuppose the same things (Stalnaker, 2002, p. 717). According to Stalnaker, 

defective contexts might sometimes hinder efficient communication, but 
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sometimes, defects have little or no effect on the communicative exchange. I 

propose that much as the common ground might be defective, so too can the 

question set be. Only, I will proceed by distinguishing between ‘ideal’ and 

‘non-ideal’ discourse contexts (in contrast to ‘defective’ and ‘non-defective’), 

where non-ideal contexts are not necessarily understood as something 

negative that needs to be fixed.  

An ideal question set consists of QUDs that interlocutors agree on the 

precise meanings of, and where the set of alternatives is well-defined and 

delimited. However, in some non-ideal cases, a QUD may be added to the 

question set, even though it includes terms that are vague, ambiguous, 

polysemous, context-variant, or otherwise imprecise. As such, the question set 

may be non-ideal in the sense that it includes QUDs with terms with imprecise 

or opaque meanings, which allows for a wider set of alternatives than for 

questions in ideal contexts. For instance, suppose that an interlocutor raises a 

QUD pertaining to whether Joey is tall. If so, we might think that the set of 

alternatives include “Joey is tall” and “Joey is not tall” (which provide ‘yes’ 

and ‘no’ answers). But since ‘tall’ is vague and reference-class relative, we 

can have discourses in which it is opaque exactly what the interlocutors mean 

by ‘tall’. We can imagine a context in which it is not obvious how ‘tall’ is to 

be understood, and yet, the interlocutors can nevertheless accept a common 

QUD pertaining to whether Joey is tall. In such a context, the QUD accepted 

into the question set allow a wider set of alternatives in which ‘tall’ is given 

different more precise understandings, such as: “Joey is tall (for a nine-year-

old)”, “Joey is not tall (for a nine-year-old)”, “Joey is tall (for a grown-up)”, 

and “Joey is not tall (for a grown-up)”, etc. The term ‘tall’ occurs in the 

question set as a placeholder term, thus allowing that it can be part of the 

question set, even if the interlocutors are somewhat unsure of its precise 

meaning.  

The third expansion to the QUD-framework that I propose is to clarify the 

different ways in which a QUD might be affected (or unaffected) once it has 

entered the discourse context. It is either removed or remains. A QUD can be 

removed from the question set in two ways. First, when interlocutors agree on 

an answer to a QUD, a proposition among the set of alternatives gets added to 

the common ground and the QUD is removed from the question set because it 

is answered. It is no longer a question that the interlocutors aim to answer. 

Second, the QUD can instead be replaced with another question, and thereby 

removed from the question set. This is intuitively what happens in many cases 

involving vague terms. For instance, suppose again the interlocutors accept a 

QUD pertaining to whether Joey is tall (where ‘tall’ is underspecified). If one 

interlocutor clarifies that she means to say that Joey is tall for a nine-year-old, 

then the original QUD might get replaced with the QUD pertaining to whether 

Joey is tall for a nine-year-old. In such cases, the original QUD is replaced and 

does not remain part of the question set. Hence, a QUD might be removed from 

the question set by being answered or replaced. But in some cases, the QUD is 
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neither answered nor replaced. Instead, a QUD can remain in the question set 

if the interlocutors fail to answer or replace it. If so, the QUD might not 

continue being on the top of the QUD-stack, but it nevertheless remains in the 

question set as an unresolved QUD. 

In sum, the QUD framework offers a way to model how discourse is 

structured around commonly assumed inquiries. I have argued that a discourse 

context might be ideal or non-ideal in virtue of the information in the question 

set, depending on whether a commonly accepted QUD involves expressions 

with opaque meanings. Moreover, I have argued that once a QUD has been 

added to the question set, there are various discourse moves that are felicitous 

to make. An interlocutor might assert a proposition which answers it, 

introduce a sub-question, or introduce an auxiliary question. Finally, I also 

proposed a more detailed account of how a QUD’s status in the question set 

might be affected or unaffected in the discourse context. I will now turn to 

explore whether this framework can help solve the disagreement problem for 

dynamic descriptivism.  

6.3.2. Moral Disagreement and the QUD Framework 

The account pursued here starts from the assumption that in moral 

conversations, the discourse context is often non-ideal since the interlocutors 

do not have a clear shared idea about what property ‘wrong’, or ‘right’ refers 

to. In such non-ideal discourse contexts, interlocutors may introduce a 

question such as, “Which actions are wrong?”, or “Is lying morally wrong?”, 

even though they have very different first-order normative views and thoughts 

about what wrongness is. If so, what do they disagree about?  

In much the same way as the example with ‘tall’, we can imagine that 

‘wrong’ can occur as a member of the mutually assumed QUDs, but that 

wrongness must be understood as a placeholder, thereby in a deflated way. A 

deflated reading of ‘wrong’, does not commit to wrongness being an 

ontologically robust and mind-independent entity. To put it metaphorically, 

the property of being wrong is a shadow of the predicate ‘wrong’ (Armstrong, 

1989; Shiffer, 1996). Thus, deflated understandings of moral terms do not 

commit to any ontological claims. Deflationary accounts of wrongness and 

rightness are not uncommon in metaethics; for instance, Quasi-realism, 

relaxed realism and quietism maintain that moral predicates denote moral 

properties in a deflated sense (cf. §1.2).  

The view pursued here is that a deflated notion of ‘wrong’ – which we can 

call ‘wrong°’ – can be invoked as it occurs in the question set of the discourse 

context. When ‘wrong°’ occurs as part of a QUD in the question set, it figures 

as a placeholder. In much the same way as the aforementioned example with 

‘tall’, a QUD which involves a placeholder term also allows a wider set of 

alternative answers. Suppose the question is “Is lying wrong°?”. If so, the set 

of alternatives may include answers which employ different ‘wrong’-like 
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expressions. Hence, the set of alternatives does not only “Lying is wrong” and 

“lying is not wrong”, but also “Lying is wrong*” and “Lying is not wrong*”, 

etc. In other words, the deflated ‘wrong°’, as it occurs in the question set, 

allows a set of alternative answers which might employ different ‘wrong’-like 

expressions.  

With this in mind, dynamic descriptivism can explain what it is for the 

Kantian and the utilitarian to disagree. They disagree because they mutually 

assume to mutually accept a common QUD, but they disagree about how to 

answer it. The QUD that they share might be the polar question “Is lying 

wrong°?”, or the constituent question “Which actions are wrong°?”, where 

‘wrong°’ occurs as a placeholder. When the Kantian asserts (7) and the 

utilitarian asserts (8), they each propose different ways of answering this QUD. 

If they would accept either (7) or (8) into the common ground as an answer to 

the QUD, the question would be answered and thus removed from the question 

set. But since neither the Kantian nor the utilitarian accepts (7) or (8) into the 

common ground as an answer to their mutually accepted QUD, this does not 

happen. The QUD remains.  

It is important to highlight that the disagreement arises because the Kantian 

does not accept the proposition asserted in (8) as an answer which resolves 

the commonly accepted QUD, and the utilitarian does not accept the 

proposition asserted by (7) as an answer which resolves the commonly 

accepted QUD. Still, both (7) and (8) are members of the set of alternatives to 

the mutually assumed QUD. The disagreement arises since the QUD remains 

unanswered by interlocutors, even though they offer answers to it; they cannot 

decide on a proposition to add to the discourse context which removes it from 

the question set.  

The account can be adopted by versions of dynamic descriptivism which 

adopts contextualism or alternative-friendly forms of naturalism or non-

naturalism about the semantic contents of (7) or (8). If contextualism is 

correct, both the Kantian and the utilitarian can accept what the other says into 

the common ground; they can accept that lying does violates the categorical 

imperative and that it does not generally fail to maximize happiness. But they 

disagree because they do not accept what the other has said as an answer to 

the QUD of whether lying is wrong°. If an alternative-friendly naturalist or 

non-naturalist view is correct, then two speakers can accept that lying is wrong 

and that lying is not wrong* (where ‘wrong’ and ‘wrong*’ refer to different 

natural or non-natural properties). But they disagree because they do not 

accept what the other has said as an answer to the QUD of whether lying is 

wrong°.  

Moreover, speakers with radically different moral views might not only 

disagree about which proposition answers the QUD, they might also disagree 

about which strategy to adopt to pursue an answer to the QUD. Remember that 

an interlocutor might felicitously introduce a new question as a strategy of 

answering the overarching QUD; for instance, by adding sub-questions or 
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auxiliary questions. Auxiliary questions might be offered as ways to replace 

the original QUD, which would remove it from the question set (as described 

in §6.3.1.). When the Kantian and the utilitarian disagree about a QUD 

pertaining to what is wrong°, they might also engage in a negotiation about 

which auxiliary question is relevant to answering their overarching QUD. 

Whereas the Kantian might suggest the auxiliary question “What violates the 

categorical imperative?” as a relevant strategy to answer the QUD, the 

utilitarian might suggest the auxiliary question “What fails to maximize 

utility?” as a relevant strategy. But neither of them will accept the auxiliary 

question that the other proposes as a replacement for the common QUD, 

pertaining to whether lying is wrong°. None of them successfully updates the 

question set.  

This helps further elucidate the persistence of the conflict between the 

Kantian and the utilitarian – that is, that the conflict between them seems to 

remain even as they reveal their use of ‘wrong’ and understanding of the 

nature of wrongness. The disagreement between them is persistent, and part 

of a deeper negotiation about how to resolve moral queries. This part of the 

proposal is similar to the view from Plunkett and Sundell that there is some 

kind of negotiation going on between speakers. But unlike their account, the 

view pursued here does not reduce the conflict between the Kantian and the 

utilitarian to a negotiation about the meanings of words. Rather, their 

disagreement is about how to answer a common QUD, and often amounts to a 

kind of methodological negotiation about which auxiliary questions to ask to 

resolve a mutually assumed QUD. 

In short, dynamic descriptivism can contend that in cases of moral 

disagreement, the discourse context includes a QUD in which moral terms 

occur as placeholders, thus permitting a set of alternatives that employ 

different understandings of the moral terms. The interlocutors can then be said 

to disagree because neither accepts what the other asserts into the discourse 

context as an answer to the QUD. In addition, this framework also invites a 

natural way to conceive of the persistence of the conflict between interlocutors 

in cases of moral disagreement, because they might also be engaged in a 

negotiation about which auxiliary questions are relevant strategies for solving 

the QUD. The main benefit of this account is that it allows that two 

interlocutors might use moral expressions with different extensions and still 

disagree. The reason is that on the mutually presupposed discourse level, they 

assume a QUD which includes a set of alternatives with propositions that 

employ different ‘wrong’-like expressions. The discourse moves are 

interpreted as ways to answer the common QUD, and speakers are in that sense 

talking about the same thing. In the next section, I will discuss potential 

problems for this account.   
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6.3.3. Potential Problems  

I will discuss three potential problems with the account of moral disagreement 

presented above. I will sketch ways that a dynamic descriptivist might 

respond, but acknowledge that there is more to be said about each problem.  

The first problem that I will discuss here targets the whole pragmatic 

approach to disagreement pursued here (and thus also poses a challenge to the 

Stalnackarian views from §6.2.). The problem is that the kind of pragmatic 

approach pursued here targets only linguistic disputes. But disagreement 

should be understood as a matter of having inconsistent mental states. 

Therefore, the view is inadequate as an account of moral disagreement.  

One reason to think of disagreement as primarily a psychological 

phenomenon is that one might disagree with someone in a faraway place or 

time without having ever been in a linguistic dispute with this person. To 

illustrate, imagine a conservative who disagrees with a progressive who thinks 

that women ought to have the right to safe and legal abortion. The conservative 

and the progressive might never actually engage in a conversation, but they 

disagree about the moral status of abortion. Since one might disagree in this 

way, there are clearly moral disagreements which are not linguistic disputes. 

In such cases, it seems that there is a disagreement because one has a belief 

(or other mental state perhaps) which is somehow in conflict with the belief 

(or other mental state) of the spatially or temporally distant individual. When 

people have such distant disagreements, there is no shared discourse context 

that can harbor QUDs and in which propositions can be added as responses to 

these QUDs.  

In response to this problem, dynamic descriptivism might contend that 

there is a way to extend the account to accommodate disagreement outside 

conversational contexts as well. In such cases, we might give a counterfactual 

account of disagreement. Consider the example with the conservative and the 

progressive again. According to a counterfactual account of distant 

disagreement, the conservative and the progressive disagree because they 

would have a linguistic dispute if they were to engage in discussion with one 

another. In other words, they would not be able to add a proposition to the 

common ground as an answer to the QUD about whether women ought to have 

the right to safe and legal abortion. Hence, although they never actually 

discuss with one another, their moral convictions are such that if they would 

engage in discussion, they would not be able to coordinate on an answer to the 

QUD.  

One worry about this response is that it cannot make sense of disagreements 

between people who cannot communicate with one another due to language 

barriers. In response, a dynamic descriptivist might slightly revise the solution 

sketched above. A first option is to say that interlocutors would disagree if 

they were in the same discourse context and spoke the same language. A 

second option is to say that they disagree because two interlocutors who would 
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assert the contents that the conservative and the progressive respectively 

believe, would have a linguistic dispute. 

There is also another line of response that dynamic descriptivism might 

offer, which is less committal. This response is to just grant that the account 

cannot explain disagreement outside conversational contexts. The account is 

simply limited to linguistic disputes. Hence, the scope of the account is 

restricted, and does not aim to account for disagreement between people who 

do not engage in a discussion with one another. Nevertheless, it provides a 

powerful account of what interlocutors disagree about when they engage in 

moral discourse.  

The second problem concerns whether the questions-based account of 

moral disagreement runs into Eklund’s circularity worry, just as the 

metalinguistic negotiation account did. The objector might argue that the 

disagreement turns out to be normative on the dynamic descriptivist account, 

because interlocutors disagree about which proposition ought to be added as 

an answer to the QUD, or which auxiliary question ought to be accepted as a 

strategy for solving the QUD. But if so, we need an account of what it is to 

disagree about these normative claims. The reason is that the Kantian might 

accept that (8) ‘ought*’ to be added to the common ground as a solution to the 

QUD, but not that it ‘ought’ to be. And the utilitarian might accept that (7) 

‘ought’ to be accepted as a strategy for solving the QUD, but not that it 

‘ought*’ to be. If ‘ought’ and ‘ought*’ have different meanings, then the 

disagreement is lost. 

An answer to this objection is to insist that the view does not explain the 

conflict between the Kantian and the utilitarian as a disagreement about which 

proposition ought to be accepted in to the common ground, or which strategy 

ought to be accepted. Rather, the claim is that the disagreement persists 

because neither (7) or (8) is accepted as an answer to the commonly assumed 

QUD. The disagreement thus persists because the QUD remains in the question 

set even though the interlocutors have proposed answers to it which are among 

the set of alternatives. The propositions asserted by (7) and (8) are viable 

answers to the QUD in the sense that they are members of the set of 

alternatives, but neither is accepted as the correct answer.  

It might of course be true that the Kantian rejects that (7) ought to be 

accepted as a strategy to resolve the QUD, and that she rejects that the question 

of whether lying fails to maximize utility ought to replace the shared QUD in 

the question set. But this is not the source of the disagreement. The Kantian 

disagrees with the utilitarian because she does not accept the proposition 

asserted in (8) into the common ground as an answer the mutually assumed 

QUD, nor does she accept the question of whether lying fails to maximize 

happiness as a strategy for answering the QUD, or as a replacement which 

would remove the QUD from the question set. Therefore, the interlocutors fail 

to resolve their common QUD.  
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The third problem concerns whether the account presumes that there are 

objective answers to deflated QUDs, and whether it is at all plausible that there 

could be. One might object that insofar as the QUD includes moral terms only 

as placeholders, it seems implausible that there can be a fact of the matter 

about which proposition constitutes the correct answer. This account therefore 

solves the problem only superficially, as the Kantian’s and the utilitarian’s 

claims are not guaranteed to be exclusionary – at least insofar as they refer to 

different properties in (7) and (8). There is no fact of the matter of whether (7) 

or (8) is the correct answer to the question of whether lying is wrong°.  

In response, dynamic descriptivism might contend that regardless of 

whether there is a correct answer to the QUD, the account can nevertheless 

predict that there is a conflict. What we need for the account to work is that 

the interlocutors mutually assume to mutually accept a QUD which their 

respective assertions are viable answers to, and that neither of them accepts 

what the other says as a response to this QUD. The Kantian does not accept 

that (8) answers the mutually assumed QUD, and the utilitarian does not accept 

that (7) answers the mutually assumed QUD. The interlocutors accept a 

common QUD in the discourse context and that they aim to answer it, but they 

fail to remove the QUD from the question set. But this does not preclude the 

possibility that there might not actually be an objectively correct answer to it. 

The interlocutors accept a common QUD and aim to answer it; and, if 

successful, thereby remove it from the question set. But a conflict arises 

because they cannot agree on a proposition which resolves it, nor on a strategy 

for reaching a solution. Therefore, the QUD remains.88  

Hence, dynamic descriptivism can be neutral as to whether there are 

objectively correct answers to moral QUDs. There might not be a fact of the 

matter of how to answer such QUDs. But regardless of whether there is, 

speakers disagree because they cannot mutually assume to mutually accept a 

proposition which answers the QUD, nor on an auxiliary question to replace 

it, the answer to which would remove the original QUD it from the question 

set.  

However, one might still worry that in order for there to be a conflict at all, 

we need a clearer picture of what the content of the common QUD is. What is 

it that two speakers commonly accept when they accept a QUD pertaining to 

whether lying is wrong°? To answer this question, a dynamic descriptivist can 

say that the content of a QUD pertaining to whether lying is wrong° is the set 

of propositions that answer it which employ different ‘wrong’-like 

 
88 The idea here is similar to Pérez Carballo and Santorio’s view. They argue that interlocutors 

presuppose that there is a common norm which they ought to converge on. The questions-based 

account says something similar. But though there is a similarity here, the proposal I am 

advancing is not that the speakers try to converge on a common norm. Rather, I have argued 

that they have a common QUD and presuppose that they are both aiming to converge on one 

answer to. 
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expressions (as I have suggested in §6.2.3.).89 The set of alternatives include 

propositions that ascribe to lying different ‘wrong’-like properties and the 

negations of these propositions (providing ‘yes’ or ‘no’ answers). This is the 

content that both speakers commonly accept into the question set when they 

accept the QUD. But recall from §2.3.2, that while Eklund proposed that 

‘wrong’-like expressions share a normative role, there is no precise definition 

of what the normative role is. The worry might therefore remain about whether 

the notion of ‘wrong’-likeness is too imprecise to play the role of a common 

content, and a fully developed questions-based account will need to say more 

about this.  

In sum, the questions-based account of moral disagreement provides a new 

way of understanding disagreement. I have discussed three objections to the 

account, which concerned: whether the account can explain moral 

disagreement outside conversational contexts; whether the account faces a 

circularity worry; and whether a QUD which includes ‘wrong°’ can have a 

correct answer, and whether its content is well-defined enough to render a 

conflict between speakers. I conclude that there are still details to be worked 

out about the questions-based account in regards to some of these worries, but 

that the account nevertheless provides an interesting approach to the problem 

of moral disagreement which is worth further consideration.  

6.4. Conclusion 

In this chapter, I have argued that the problem of moral disagreement goes 

beyond specifically moral and other normative disagreements. I discussed 

different views of moral (and other) disagreement that give up on the idea that 

two speakers disagree in virtue of asserting exclusionary sematic contents, but 

instead try to account for disagreement meta-linguistically. I criticized the 

views presented by Plunkett and Sundell, Khoo and Knobe, and Pérez 

Carballo and Santorio by arguing that they face Eklund’s circularity problem, 

and that at least the two latter views need to expand their account of the 

discourse context so that it becomes clear how it can harbor norms. I then 

turned to a hitherto unexplored way of explaining moral disagreement by 

postulating that interlocutors assume to mutually accept a deflated QUD, but 

that neither accepts the proposition that the other asserts into the common 

ground as an answer to this QUD. I presented three problems for this view and 

sketched solutions to them. I conclude that a question-based solution to moral 

disagreement provides interesting new resources, but that there are details of 

the view that needs to be further elaborated.  

 

 
89 Another answer to this question might be for a dynamic descriptivist might insist that there 

is nothing more informative to say about the deflated ‘wrong°’ which occurs in the QUD. 
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7. Conclusion 

 

 

 

 

 

 

 

 

 

 

 

 

Moral language is puzzling because it seems to display a certain kind of 

duality. On the one hand, declarative moral sentences behave in much the 

same way as descriptive declarative sentences. Moral sentences can be part of 

logically valid inferences, and can be embedded under propositional attitude 

reports, modals and the logical connectives. Moral expressions can not only 

figure in declarative sentences, but also in interrogative and imperative 

sentences. Moreover, to claim that an act is right (or wrong) seems to be a 

matter of asserting the kind of semantic content that speakers can be right 

about, make mistakes about, and disagree about. This all indicates that the 

meaning of moral expressions and sentences are not radically different from 

non-evaluative and non-normative language. But on the other hand, moral 

language display features that indicate a difference, nonetheless. There is a 

sense in which, by claiming that an act is right (or wrong), a speaker indicates 

that she is inclined to perform (or not perform) the act, to want others to 

perform it (or not perform it), and to react with praise towards those who do 

it (and blame or resentment towards those who do not). These two aspects of 

moral language have been taken to support pure descriptivism and pure 

expressivism, respectively. Hybrid theories aim to do justice to both these 

aspects of moral language, and to solve the problems that the pure views 

succumb to. This thesis has evaluated whether and how hybrid theories might 

best accommodate the descriptive and the practical side within a theory of 

moral language.  
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In chapter 2, I discussed the prospects for hybrid theories to solve the 

problem of moral disagreement, which is a problem that most metaethical 

theories face. I argued that hybrid expressivists might seem well-equipped to 

say that speakers can genuinely disagree in virtue of the descriptive contents 

of the belief-component of moral claims. However, problems arise once we 

take a closer look at what the descriptive content of a moral claims is, 

according to hybrid views. If they say that the descriptive content is invariant 

across speakers, the problem of common content arises. But if they say instead 

that the descriptive content is variant across speakers, the problem of lost 

disagreement arises. I argued that both hybrid descriptivists and hybrid 

expressivists may argue that they have an advantage in comparison to pure 

descriptivism regarding these disagreement problems. They might say that in 

cases of moral disagreement, there is disagreements in attitude, rather than in 

belief. I argued that such accounts also face problems. Moreover, for such an 

account to be satisfactory, the hybrid theorist needs to provide an account of 

how the practical content which allegedly explains disagreement is connected 

to the sentences that conflict (and then also how the content conveyed 

constitutes disagreement).  

In chapter 3, I argued against the hybrid expressivist claim that moral 

sentences express both beliefs and attitudes as part of their conventional 

meaning. I argued that there is a tension between the hybrid solution to the 

Frege-Geach problem and the central expressivist thesis that non-cognitive 

attitudes are an essential part of the conventional meanings of moral sentences. 

The conventional meaning of an expression is tightly connected to it and 

therefore does not simply come and go. Rather, it is characteristically the kind 

of content that is either targeted by semantic and logical operators, or that 

projects through embeddings. I argued that linguistic evidence does not 

support the hypothesis that the attitudinal component of moral expressions 

projects, which the hybrid expressivist’s solution to the Frege-Geach problem 

entails it should. The non-cognitive attitudes postulated by hybrid 

expressivists therefore play neither of the two roles that are characteristic of 

conventional meaning. The hybrid expressivist thus solves the Frege-Geach 

problem only at the cost of failing to honor their core expressivist commitment 

that non-cognitive attitudes play an important role in the conventional 

meanings of moral sentences.  

At the end of chapter 3, I reevaluated the evidence that supports the 

practicality challenge. I argued for the following claims: first, moral language 

does not convey attitudes or directive speech acts systematically across 

utterances of different moral sentence types, constructions, and contexts; 

second, this provides further reason to opt for a non-conventional account of 

the practicality of moral language; and lastly, the practicality challenge is to 

explain why utterances of some moral sentences intuitively have a particularly 

close bearing to action, whereas other moral sentences do not.   
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In chapter 4, I argued against existing hybrid descriptivist views that have 

tried to accommodate the practicality of moral language by appeal to 

conversational implicature, or a similar pragmatic system. I argued that such 

accounts must show how the attitudes or directives conveyed are calculable 

from the Gricean maxims (or similar principles). The reason is that if some 

pragmatically conveyed content is not part of the meaning of the uttered 

sentence, then there must be some systematic way in which listeners can 

reliably infer this content nonetheless. I argued that existing hybrid 

descriptivists have not convincingly shown that the attitudes or directives they 

postulate are conveyed are calculable from Grice’s maxims. I also argued that 

Finlay’s most recent account also faces similar problems about calculability, 

even though it does not appeal to Grice’s maxims. Hence, none of these 

accounts have provided a straightforward explanation for how the practical 

aspects of moral language are derivable from conversational pragmatic 

principles.  

In chapter 5, I presented dynamic descriptivism, a hybrid descriptivist view 

that takes into account the way that moral claims affect a dimension of 

linguistic communication that is shared among the participants of the 

conversation. I argued that the way in which moral utterances are practical can 

be explained by the way they (sometimes) make a dual contribution to the 

discourse context: they aim to update both the common ground and the to-do 

lists of the interlocutors. Hence, moral assertions pertain both to which beliefs 

the participants of the conversation accept, and to the actions that each 

individual participant commits to. I argued that this account gives a cohesive 

explanation for the practicality of moral language by explaining how moral 

utterances can have a direct bearing on the actions of the speaker or the 

addressee.  

In chapter 6, I explored whether dynamic descriptivism provides the 

resources to solve the problem moral disagreement. I proposed a questions-

based account of disagreement, according to which, speakers who employ 

very different uses of their moral terms can nevertheless assume to mutually 

accept a common QUD, in which ‘wrong’ occurs as a placeholder. The 

interlocutors disagree when neither accepts the proposition that the other 

asserts into the common ground as an answer to this QUD. I argued that there 

are problems to overcome for this view, but that it provides interesting new 

resources to tackle the problems of moral disagreement.  

To conclude, the duality of moral language can be explained by a dynamic 

descriptivist view. By taking into account the way that moral utterances affect 

the shared assumptions among conversational participants, it is possible to 

maintain a semantic analysis which avoids the Frege-Geach problem, and a 

pragmatic analysis that honors the practicality of moral language.   
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Svensk Sammanfattning (Swedish Summary) 

 

Statsminister Stefan Löfven har riktat kritik mot sin minister Morgan Johansson 

som julshoppade på ett köpcentrum i mellandagarna. Han har uppmanat 

svenska folket att ställa in icke-nödvändiga aktiviteter. Men den 20 december 

– två dagar efter att regeringen lämnat besked om att ingen trängsel får 

förekomma på köpcentrum i jul – gick Löfven själv till Gallerian i centrala 

Stockholm, som han redan besökt flera gånger under december. (Holm, Sohl 

Stjernberg, Ingmo, Lundberg Andersson, 2020) 

 

När smittspridningen av Covid-19 återigen eskalerade i Sverige under slutet 

av 2020 så reagerade många med ilska och kritik mot politiker och andra 

offentliga personer som stred emot regeringens och folkhälsomyndighetens 

rekommendationer. Ett exempel på detta var när Stefan Löfven besökte 

Gallerian i Stockholm några dagar innan jul. När vi diskuterar Stefan Löfvens 

denna händelse kan vi göra både deskriptiva och moraliska uttalanden: Vi kan 

exempelvis säga att han köpte reservdelar till sin klocka och att han inte bar 

munskydd, men vi kan också säga att Löfven gjorde något fel och att han bör 

ha följt rekommendationerna. Begrepp såsom ’rätt’, ’fel’, ’ont’, ’gott’, och 

’bör’ används när vi diskuterar och argumenterar i moraliska frågor. Inom den 

språkfilosofiska grenen av metaetik behandlas frågor kring meningen hos 

moraliska satser eller begrepp, och vad som kommuniceras när talare 

använder dessa i konversationer.  

Moraliskt språk anses uppvisa en särskild typ av dualitet. Å ena sidan tycks 

moraliska utsagor förbinda talaren till att ha en viss övertygelse om vad som 

är det korrekta svaret på en moralisk fråga. En talare som yttrar satsen ”Det 

var fel av Löfven att besöka Gallerian under julrushen” tycks göra ett 

påstående som hen tror är sant, och på liknande sätt gör en talare som yttrar 

satsen ”Löfven köpte reservdelar till sin klocka” också ett påstående som hen 

tror är sant. Men å andra sidan tycks moraliska utsagor indikera något om 

talarens känslor och beteende. När en talare yttrar satsen ”Det var fel av 

Löfven att besöka Gallerian under julrushen” så förväntar sig lyssnaren 

exempelvis att talaren har en negativ känsloinställning till Löfvens beteende. 

Mer generellt tycks omdömen om vad som är rätt (eller fel), indikera att 

talaren är benägen att utföra (eller inte utföra) handlingen, att hen vill (eller 

inte vill) att handlingen ska utföras, och att hen är benägen att berömma den 
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som utför handlingen (eller att beskylla den som inte gör det). Moraliska 

utsagor tycks alltså ha en närmre relation till våra attityder, känslor och 

handlingar än vad deskriptiva påståenden verkar ha.  

Denna dualitet har gett upphov till två olika teorier om meningen hos 

moraliskt språk. Enligt deskriptivism ska moraliskt språk förstås på liknande 

sätt som deskriptivt språk. En moralisk sats uttrycker ett påstående som talaren 

hävdar är sant, och moraliska predikat (t.ex. ’rätt’ och ’fel’) refererar till 

egenskaper, precis som deskriptiva predikat (t.ex. ’röd’ och ’rund’) gör. Enligt 

expressivism har moraliska satser och begrepp ett annat sorts semantiskt 

innehåll än deskriptiva utsagor. Moraliska satser används inte för att göra 

påståenden och moraliska predikat refererar inte till egenskaper, enligt 

expressivismen. I stället uttrycker moraliska utsagor talarens känsloattityder, 

t.ex. gillande eller ogillande.  

Både deskriptivism och expressivism möter svåra utmaningar. Många 

anser att deskriptivismen misslyckas med att fånga den utmärkande 

praktikalitet som moraliskt språk besitter, vilket karaktäriseras av sättet som 

moraliskt språk och tänkande tycks relatera till känslor och handling 

(beskrivet ovan). Problemet för deskriptivismen är att teorin ju menar att 

moraliska utsagor såsom ”Det var fel av Löfven att besöka Gallerian under 

julrushen” uttrycker ett påstående som talaren tror är sant, och sådana 

övertygelser anses enbart kunna ha en kontingent koppling till känsloattityder. 

Men många menar att den relation som råder mellan moraliska omdömen och 

känsloattityder eller beteendedispositioner är mycket mer intim än så. De 

menar istället att det finns en nödvändig begreppslig relation mellan att 

acceptera ett moraliskt omdöme och att ha vissa praktiska attityder – och det 

tycks deskriptivism misslyckas med att förklara. Detta är 

praktikalitetsproblemet för deskriptivism (se §1.3).  

Expressivismen anses kunna redogöra för praktikaliteten hos moraliskt 

språk, men får istället problem med att förklara meningen hos moraliska 

begrepp och satser när de inte uttrycker något praktiskt innehåll. Moraliska 

begrepp kan förekomma i en mängd olika språkliga konstruktioner där de inte 

uttrycker några attityder eller känsloinställningar. En talare kan exempelvis 

använda ett moraliskt begrepp i en fråga (”Är det alltid fel att stjäla?”), i en 

villkorssats (”Om det är fel att stjäla en bil, så är det fel att ladda ner film”) 

eller för att rapportera vad någon annan har sagt (”John sa att det är fel att 

ladda ner film”). När begreppet ’fel’ används i dessa språkliga konstruktioner 

så tycks utsagorna inte alls förbinda talaren till någon särskild attityd eller 

beteendedisposition gentemot stöld eller nedladdning. Dessa exempel strider 

därmed mot expressivismens tes att moraliska begrepp och satser uttrycker 

känsloattityder. I kontrast till expressivism så kan deskriptivister fasthålla att 

det semantiska innehållet hos begreppet ’fel’ är oförändrat oavsett 

konstruktion eftersom det alltid refererar till en egenskap. 

Dessutom kan moraliska satser figurera som premisser i logiskt giltiga 

argument, såsom: 
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Premiss 1: Det var fel av Stefan Löfven att besöka Gallerian under jul-

rushen 

Premiss 2: Om det var fel av Stefan Löfven att besöka Gallerian under 

julrushen, så var det fel av Morgan Johansson att shoppa under mellan-

dagsrean.  

Slutsats: Det var fel av Morgan Johansson att shoppa under mellan-

dagsrean.  

 

Standarddefinitionen av logisk giltighet är att ett argument är giltigt om och 

endast om sanningen hos premisserna garanterar sanningen hos slutsatsen. För 

deskriptivism är det inte mer komplicerat att förklara giltigheten hos 

ovanstående argument än ett argument med samma logiska form, men med 

deskriptiva satser som premisser och slutsats. Både moraliska och deskriptiva 

påståenden har propositioner som semantiskt innehåll, och propositioner är 

den typen av semantiskt innehåll som har sanningsvärde. En sats har dessutom 

samma proposition som innehåll oavsett om den satsen förekommer i en 

konstruktion där den hävdas eller inte, vilket tillåter deskriptivister att säga att 

när satsen i den första premissen förekommer i förledet av villkorssatsen i den 

andra premissen, så har den samma proposition som semantiskt innehåll (trots 

att den inte hävdas i premiss 2).  

Men enligt expressivism uttrycker ju moraliska satser känsloattityder 

istället för propositioner, och har inget sanningsvärde. Expressivismen tycks 

därmed inte kunna redogöra för giltigheten hos ovanstående argument. 

Dessutom medför teorin att argumentet till och med är ogiltigt. Enligt 

expressivism uttrycker ju den första premissen ogillande mot Löfvens 

handling, men när samma sats förekommer i förledet av villkorssatsen i den 

andra premissen så uttrycks ingen sådan attityd. Det innebär att meningen 

ändras mellan premisserna, och alltså sker en ekvivokation vilket gör 

argumentet ogiltigt. Dessa problem med att förklara meningen hos moraliska 

begrepp i olika språkliga konstruktioner och att förklara giltigheten hos 

moraliska argument kallas för Frege-Geach problemet (se §1.4). 

I denna avhandling diskuterar jag en mittenkategori av teorier som 

kombinerar både den praktiska och den beskrivande sidan hos moraliskt språk. 

Enligt sådana hybridteorier har moraliska utsagor både en beskrivande och en 

praktisk språklig funktion (se §1.5). Hybridteorier utlovar att kunna redogöra 

för sättet som moraliska utsagor relaterar till attityder eller handling, och 

samtidigt kunna ge en semantisk analys som tillåter att moraliska satser och 

begrepp kan förekomma i olika språkliga konstruktioner utan att meningen 

ändras mellan dessa olika konstruktioner (och därmed kunna förklara varför 

moraliska argument kan vara logiskt giltiga).  

Min huvudtes i avhandlingen är att dualiteten hos moraliskt språk inte 

härrör från deras mening, utan att dualiteten istället kan förklaras med 

hänvisning till hur moraliska utsagor relaterar till den konversationskontext de 
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förekommer i. Jag utvärderar teorierna som diskuteras huvudsakligen med 

avseende på vilka språkfilosofiska ramverk de utgår ifrån i sin analys av 

moraliskt språk. De viktigaste vetenskapliga bidragen som presenteras i 

avhandlingen kan delas upp i tre kategorier: (I) kritik av hur tidigare 

hybridteorier förklarar dualiteten hos moraliskt språk, (II) presentation av 

dynamisk deskriptivism, och hur denna teori förklarar dualiteten hos moraliskt 

språk, och (III) diskussion av hur hybridteorier får problem med att förklara 

moralisk oenighet, och ett förslag till hur dynamisk deskriptivism kan lösa 

detta problem.  

 

(I) Kritik av tidigare hybridteorier 

I avhandlingen kritiserar jag existerande hybridteorier genom att ifrågasätta 

deras bakgrundsantaganden om hur moraliska begrepp eller satser förmedlar 

både ett beskrivande och ett praktiskt innehåll. Många hybridteorier (men inte 

alla) menar att en moralisk sats såsom ”Det är fel att ljuga” uttrycker eller 

förmedlar två typer av språkligt innehåll. För det första så uttrycker satsen ett 

deskriptivt innehåll som tillskriver lögn en viss egenskap F. För det andra så 

uttrycker satsen även en generell negativ attityd gentemot F (eller gentemot 

saker som är F). Så, en talare som säger ”Det är fel att ljuga” uttrycker därmed 

både sin övertygelse att lögn är F, och sitt ogillande gentemot F. Jag 

undersöker närmre hur dessa två innehåll förmedlas.  

Med utgångspunkt i Grices inflytelserika pragmatiska ramverk skiljer jag 

mellan konventionell och icke-konventionell mening (se §1.5, §3.2, & §4.2). 

Ett begrepps konventionella mening är det som språkanvändare har kunskap 

om enbart i kraft av att vara kompententa med vad begreppet betyder. Men ett 

begrepp kan även förmedla information som inte är del av dess konventionella 

mening, utan som i stället härleds från generella pragmatiska språkregler i 

kombination med kontextuella faktorer. En talare kan på så vis förmedla 

information genom språkliga yttranden som konventionell eller icke-

konventionell implikatur.  

Enligt hybridexpressivister har dualiteten hos moraliska begrepp att 

göra med deras konventionella mening. Moraliska yttranden antas därmed 

förmedla något praktiskt innehåll som ett slags konventionell implikatur (eller 

liknande mekanism). Problemet för dessa teorier är att de attityder eller 

beteendedispositioner som antas vara del av den konventionella meningen hos 

moraliska begrepp inte beter sig som konventionell implikatur karaktäristiskt 

ska göra. Det är utmärkande för språkligt innehåll som förmedlas genom 

konventionell implikatur att innehållet inte påverkas av semantiska och 

logiska operatorer – dvs. implikaturen bevaras i olika språkliga 

konstruktioner. Flera hybridexpressivister har jämfört moraliska begrepp med 

rasistiska skymford (s.k. ’slurs’ på engelska) för att motivera hur moraliska 

begrepp förmedlar attityder oavsett språklig konstruktion. Men problemet är 

att denna analogi inte alls är lämplig, då de attityder som intuitivt förmedlas 
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av en moralisk sats inte bevaras när satsen förekommer i andra språkliga 

konstruktioner. Detta diskuteras huvudsakligen i kapitel 3.  

Hybriddeskriptivister accepterar deskriptivism om den konventionella 

meningen hos moraliska begrepp, men tillägger att begreppens relation till 

känslor eller beteende förmedlas som en form av icke-konventionell 

implikatur. Problemet för dessa teorier är att icke-konventionell implikatur 

förmedlas för att talarna gemensamt antar att de accepterar vissa generella 

konversationsregler – eller maximer som Grice kallar dem. Det är mot 

bakgrunden av dessa maximer som talare kan förlita sig på att deras lyssnare 

förstår vad de avser att förmedla. Information som förmedlas som icke-

konventionell implikatur måste därför vara beräkningsbara (’calculable’ på 

engelska) från konversationsmaximerna. I kapitel 4 argumenterar jag att de 

hybrid-deskriptivister som hänvisar till icke-konventionell implikatur för att 

förklara dualiteten hos moraliskt språk inte lyckas visa att de relevanta 

känsloattityderna eller beteendedispositionerna är beräkningsbara från Grice 

maximer (eller andra liknande pragmatiska konversationsregler).  

Sammanfattningsvis drar jag alltså slutsatsen att dualiteten hos moraliskt 

språk varken tycks härröra från den konventionella meningen hos moraliska 

begrepp, eller att dualiteten kan förklaras med hänvisning till icke-

konventionell implikatur.   

 

(II) Dynamisk Deskriptivism  

Dynamisk deskriptivism är en ny teori som jag utvecklar i avhandlingen och 

som jag argumenterar kan redogöra för dualiteten hos moraliskt språk (i 

kapitel 5). Denna teori använder sig av dynamisk pragmatik. Enligt detta 

ramverk sker konversationer mot en bakgrund som innehåller den information 

som deltagarna i en konversation gemensamt antar att de tillsammans 

accepterar. När talare gör yttranden så uppdateras denna konversationskontext 

och nya yttranden tolkas gentemot informationen som kontexten innefattar (se 

§5.3.).  

Enligt den version av dynamisk pragmatik som jag använder mig av har 

konversationskontexten tre dimensioner som relaterar till de tre universella 

satstyperna: indikativ, interrogativ, och imperativ (dvs. påståenden, frågor och 

uppmaningar). Den första dimensionen representerar de övertygelser som 

deltagarna gemensamt accepterar att de alla tror på. Ett yttrande av en 

indikativ sats, till exempel ”Det regnar ute” har som funktion att uppdatera 

denna dimension genom att lägga till att det regnar ute till den mängd 

övertygelser som deltagarna gemensamt antar är accepterade. Den andra 

dimensionen representerar de frågor som deltagarna gemensamt accepterar att 

de avser besvara. Ett yttrande av en interrogativ sats, till exempel ”Regnar det 

ute?” har som funktion att uppdatera den mängd frågor som deltagarna avser 

besvara, och frågan om huruvida det regnar blir därmed den högst rankade 

diskussionsfrågan i denna mängd. Slutligen representerar den sista 

dimensionen de handlingar som alla deltagare antar att varje individuell 
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deltagare är förpliktigade att utföra. Ett yttrande av ett imperativ, exempelvis 

”Ta med paraplyet!” har som funktion att uppdatera adressatens att-göra-lista, 

som representerar de handlingar som de andra deltagarna antar att adressaten 

kommer försöka realisera. Kortfattat kan vi alltså säga att 

konversationskontexten inkluderar de övertygelser som deltagarna 

gemensamt antar att de alla accepterar, de frågor som deltagarna gemensamt 

antar att de alla avser besvara, och de handlingar som deltagarna gemensamt 

antar att de är tillåtna eller förpliktigade att utföra. 

Enligt dynamisk deskriptivism kan detta ramverk användas för att förklara 

dualiteten hos moraliskt språk. Jag argumenterar att vissa moraliska satser har 

en tvåfaldig effekt på konversationskontexten. Jag argumenterar att yttranden 

av moraliska satser om vad antingen adressaten eller talaren bör göra har en 

särskilt intressant och direkt dualitet (se §5.4.). Ett yttrande av en moralisk 

sats såsom ”Du bör ge till välgörenhet” har som funktion att uppdatera 

mängden gemensamma övertygelser, men också att lägga till en handling till 

adressatens att-göra-lista. På liknande sätt har ett yttrande av den moraliska 

satsen ”Jag bör ge till välgörenhet” som funktion att uppdatera mängden 

gemensamma övertygelser, men också att lägga till en handling till talarens 

egen att-göra lista. Genom att yttra dessa satser kan alltså deltagarna härleda 

både att de gemensamt tror att adressaten/talaren bör ge till välgörenhet och 

att adressaten/talaren kommer ge till välgörenhet (eller åtminstone har för 

avsikt att göra det).  

Men trots att dessa typer av bör-satser har en synnerligen direkt effekt på 

att-göra-listan, så kan också andra moraliska satser – om vad som är ’rätt’, 

’gott’ eller ’dygdigt’, exempelvis – också ofta påverkar att-göra-listan (se 

§5.5). För att förklara detta så argumenterar jag att konversationskontexten 

innehåller vissa meta-antaganden som redan antas innan konversationen 

påbörjas. Exempelvis är det rimligt att vi inte behöver etablera att jorden är 

rund, vilken dag det är, och vilket land vi befinner oss i varje gång vi påbörjar 

en konversation. Dessa antaganden finns redan i konversationskontexten. På 

liknande sätt argumenterar jag för att vissa beteenden och handlingar också 

antas förekomma på deltagarnas att-göra-listor, utan att detta uttryckligen har 

fastställts i konversationen. Med detta i åtanke argumenterar jag att i moraliska 

diskussioner så gör talare ofta meta-antagandet att deras konversationspartner 

är benägen att handla i enlighet med sina övertygelser om vad som är rätt eller 

fel. Handlingen att göra det som man tror är rätt och inte göra det som man 

tror är fel antas vara på talares att-göra-listor. När en talare sedan exempelvis 

gör ett påstående om att en viss handling är rätt, så kan lyssnaren härleda att 

talaren är benägen att också utföra denna handling – givet meta-antagandet att 

talaren är benägen att handla i enlighet med vad hen tror är rätt.  

Sammanfattningsvis presenterar jag alltså en form av hybriddeskriptivism 

som hänvisar till dynamisk pragmatik för att redogöra för sättet som moraliskt 

språk är praktiskt och deskriptivt.  
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(III) Moralisk Oenighet 

En generell motivation för att utveckla hybridteorier är deras potential att 

kunna undvika, eller bemöta de respektive utmaningar som deskriptivism och 

expressivism stöter på. I avhandlingen diskuterar jag både 

hybridexpressivisters förmåga att lösa Frege-Geach problemet för 

expressivism, och hybriddeskriptivisters förmåga att lösa 

praktikalitetsproblemet för deskriptivism. I avhandlingen diskuterar jag 

dessutom ytterligare ett problem som uppstår för både expressivism och 

deskriptivism – nämligen problemet med att förklara moralisk oenighet.  

Diskussionen av detta problem påbörjas i kapitel 2. Där argumenterar jag 

att eftersom hybridteorier menar att moraliska satser har deskriptivt innehåll 

så tycks de ha potential att kunna förklara hur det förekommer en genuin 

konflikt mellan personer som fäller motstridiga moraliska omdömen. Vi kan 

exempelvis tänka oss att Immanuel Kant och John Stuart Mill skulle diskutera 

huruvida det är fel att ljuga, och att de då skulle fälla följande omdömen: 

 

Kant: ”Det är fel att ljuga” 

Mill: ”Det är inte fel att ljuga” 

 

Hybridteorier tycks kunna säga att Kant och Mill är oeniga för att innehållet i 

deras respektive påståenden inte kan vara sanna, precis som deskriptivister 

kan. Det kan inte vara sant att det är fel att ljuga, och samtidigt vara sant att 

det inte är fel att ljuga. Men när vi väl undersöker närmre vad det deskriptiva 

innehållet hos moraliska påståenden egentligen är, så uppkommer problem 

som även drabbar olika former av deskriptivism.  

 Vissa hybridteorier menar att det deskriptiva semantiska innehållet i 

moraliska satser varierar beroende på kontexten – och närmre bestämt 

beroende på vem talaren i kontexten är. För att jämföra så refererar ju 

begreppet ”Jag” till olika individer beroende på kontexten. Om Kant säger 

”Jag är hungrig” så refererar ’Jag’ till Kant, men om Mill säger ”Jag är 

hungrig” så refererar ’Jag’ till Mill. På liknande sätt kan vi tänka oss att när 

Kant säger ”Det är fel att ljuga” så refererar ’fel’ till egenskapen att strida mot 

det kategoriska imperativet, och när Mill säger ”Det är inte fel att ljuga” så 

refererar ’fel’ till egenskapen att inte maximera lycka. Problemet blir att om 

detta är en korrekt analys av det deskriptiva innehållet i satserna som Kant och 

Mill yttrar så råder ingen konflikt mellan dem. De talar förbi varandra 

eftersom de pratar om olika egenskaper. Problemet är alltså att oenigheten går 

förlorad (se §2.3.1).  

 Andra hybridteorier undviker detta problem, för de menar att det 

deskriptiva innehållet i moraliska satser inte varierar beroende på kontext: 

begreppet ’fel’ refererar till samma egenskap F oavsett talare. Men denna 

hypotes har utstått mycket motstånd eftersom det är svårt att identifiera någon 

enstaka egenskap F som alla talare rimligtvis refererar till. För att illustrera 

problemet kan vi tänka oss att extensionen för moraliska begrepp bestäms av 
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vilken normativ teori som är korrekt. Följaktligen kan vi tänka oss att om 

Kantianismen är korrekt så refererar ’fel’ alltid till egenskapen att strida mot 

det kategoriska imperativet. Problemet med denna analys är att många talare 

– exempelvis Mill – inte överhuvudtaget verkar prata om vad som strider mot 

det kategoriska imperativet när han diskuterar vad som är fel. Om detta är vad 

han egentligen refererar till när han pratar om vad som är fel så tycks han vara 

helt begreppsligt förvirrad, och hans yttranden om vad som är fel blir 

oförenliga med vad han i övrigt kan tänkas tro är sant. Problemet handlar alltså 

om att vi inte kan identifiera ett gemensamt ämne som Kant och Mill rimligtvis 

är oeniga om (se §2.3.2.)  

 Dessa problem visar att även om moralisk oenighet vid första anblick 

verkade kunna förklaras med hänvisning till de övertygelser som uttrycks, så 

får hybridteorier samma problem som deskriptivister när vi tittar närmre på 

vad innehållet i övertygelserna är. Men till skillnad från deskriptivism så kan 

hybridteorier säga att oenighet istället ska förklaras av att det är de attityder 

som uttrycks eller förmedlas som är i konflikt. Denna manöver möter dock 

också problem (se §2.4.).  

Många hybridteorier menar att moraliska yttranden uttrycker generella 

attityder av gillande eller ogillande gentemot en egenskap F. Om vi antar att 

F är samma egenskap oavsett kontext så innebär det att både Kant och Mill 

uttrycker ogillande mot F. Vi kan återigen anta att F refererar till egenskapen 

att strida mot det kategoriska imperativet. Om så är fallet uttrycker satser som 

innehåller begreppet ’fel’ ogillande mot handlingar med egenskapen att strida 

mot det kategoriska imperativet. Så eftersom de uttrycker samma attityd mot 

samma egenskap kan oenigheten inte förklaras med hänvisning till denna 

attityd. Om vi istället antar att F är olika egenskaper beroende på kontexten, 

så uttrycker Kant (t.ex.) ogillande gentemot handlingar som strider mot det 

kategoriska imperativet medan Mill uttrycker ogillande gentemot handlingar 

som inte maximerar lyckan. Men att ha samma attityd gentemot olika saker 

verkar inte heller på något uppenbart sätt ge oss den typen av konflikt som vi 

är ute efter. Om en person ogillar lakrits och en annan ogillar choklad så är de 

inte intuitivt oeniga för det, och på liknande sätt råder ingen oenighet mellan 

att Kant ogillar saker som strider mot det kategoriska imperativet och att Mill 

ogillar saker som inte maximerar lycka.  

Mer generellt så behöver en teori som hänvisar till attitydkonflikter för att 

förklara oenighet redogöra för vari konflikten ligger mellan de attityder som 

den postulerar. Det finns många attityder som inte är i konflikt: jag kan föredra 

te medan du föredrar kaffe; jag kan planera att åka till Paris medan du planerar 

att åka till Berlin; jag kan gilla Madonna medan du gillar Mozart. Men är vi 

verkligen oeniga i dessa fall, eller har vi bara olika attityder? Hybridteorier 

måste dessutom kunna både redogöra för hur attityderna som förmedlas är i 

konflikt, men också hur attityderna är relaterade till det som yttrats av talaren. 

Är attityden en del av det semantiska innehållet i satserna som yttras, eller av 

den bredaste konventionella meningen, eller förmedlas de som icke-
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konventionell implikatur? Oavsett alternativ så stöter hybridteorier på 

problem (som jag argumenterar i min kritik mot existerande hybridteorier i 

kapitel 4 och 5).  

I kapitel 6 presenterar jag ett förslag till hur moralisk oenighet kan förklaras 

inom ramen för dynamisk deskriptivism. Jag utforskar möjligheten att förklara 

moralisk oenighet med hänvisning till konversationskontexten – närmare 

bestämt till delen av kontexten som representerar de frågor som talarna 

gemensamt accepterar att de tillsammans avser besvara (se §6.3). Jag 

argumenterar att i fall av moralisk oenighet så accepterar talarna en 

diskussionsfråga, men ingen av talarna accepterar vad den andra säger som ett 

svar på diskussionsfrågan. Exempelvis accepterar Kant och Mill båda att ”Är 

det fel att ljuga?” är en fråga de avser att besvara i konversationen, men Kant 

accepterar inte Mills yttrande som ett svar på denna fråga, och Mill accepterar 

inte Kants yttrande som ett svar på denna fråga. Diskussionsfrågan är därför 

kvar som en del av konversationskontexten. Men notera att begreppet ’fel’ 

förekommer som en platshållare i den gemensamma diskussionsfrågan, och 

tillåter därmed olika möjliga svar i vilka begreppet ’fel’ har olika extensioner 

för olika talare. Det som krävs för att talarna ska vara oeniga är att de 

accepterar en gemensam fråga, men misslyckas med att lösa frågan – de lyckas 

inte lägga till ett svar på frågan i konversationskontexten. 

Sammanfattningsvis argumenterar jag att dualiteten hos moraliskt språk 

kan förklaras av dynamisk deskriptivism och att denna teori också medför 

resurser för ett nytt svar på problemet med moralisk oenighet. Dynamisk 

deskriptivism kan också anamma en deskriptivistisk semantik för moraliskt 

språk och undviker därmed Frege-Geach problemet för expressivism, och 

besvarar praktikalitetsproblemet för deskriptivism.  
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