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Måns was introduced to regression
by his high school math teacher, and
found a deep passion for model
building and quantative learning
about the world. Though it is
suspected that most of the time, he
rather wishes he was outdoors
birdwatching...

The two life defining passions of the author, birds and statistics, meet
in this thesis. From years of reading litterature on bird species identi-
fication, a generally applicable statistical methodology is developed for
all non-trivial species classification problems (Paper I). The charac-
teristic Bayesian set-valued classifiers of this method are further gene-
ralized in Paper II, to handle the situation where species occur with a
block structure. Phenological analysis is given considerable attention,
and in Paper III we present novel statistical tools for greater insight
into changes in migratory timing of birds, and show that these tools fit
into the mathematical framework of L-functionals. Moreover, the
quantile regression underlying the L-functionals, are shown to provide
greater detail about phenological changes than the commonly used
statistical methods (Paper IV).
   
   Cover illustration: The snapshot of the Fourier epicycles drawing the countours of a Barn Swallow is an artistic
homage to the repeated use of (albeit no Fourier) series expansion in the L-functionals paper and the origin of bird
migration phenology in the studies of swallows. It also represents that mathematics are used to determine species of
birds.
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Abstract
The connection between ecology and statistics is deep. Methodological advancement in statistics open up new possibilities
to understand the distribution of life on earth, and research questions in ecology cause new statistical methods to be
developed. The four papers of this thesis examplify this exchange in providing a statistical approach to taxon classification,
and developing novel measures of distributional properties driven by the application area of phenology.

Paper I contains a comprehensive Bayesian approach to phenotypical taxon classification with covariates. We formulate
a multivariate regression model for a collection of phenotypical traits, which are assumed to be partial observations of latent
variables with a Gaussian distribution. Through blocked Gibbs sampling we estimate the parameters of these distributions
for a real data set, and derive decision regions of new observations in terms of set-valued classifiers, called Karlsson-
Hössjer (K-H) classifiers, analogous to partial reject options. We introduce model selection through cross-validation and
compare the K-H classifier’s performance with other existing methods on real data.

Paper II introduces a general Bayesian framework for K-H classification. This is achieved by using a reward function
with a set-valued argument, and in this context we derive the optimal Bayes classifier, for a homogeneous block of
hypotheses as well as for scenarios where the hypotheses are divided into blocks, and where misclassification or ambiguity
within blocks is less or more serious than between. These reward functions include tuning parameters which we choose
using cross-validation, and we apply the method to a real data set with block structure.

In Paper III a large class of L-functionals is studied for the response variable in regression models. These L-functionals
are given order numbers through an orthogonal series expansion of the quantile function of the response variable. We
apply the framework to quantile regression models with and without transformations of the outcome variable, and present a
unified asymptotic theory for estimates of L-functionals. The derived estimators are applied to a quantile regression model
for phenological analysis, and in this context a novel version of the coefficient of determination is introduced.

In Paper IV two statistical approaches for phenological analysis are compared, for singular as well as for multiple
species models. For singular species, we show that the estimates from linear models fitted to empirical quantiles of the
response distribution give less detailed results on the effects of covariates compared to non-parametric quantile regression.
For multiple species models, we highlight an identifiability issue in quantile regression with random effects, and deduce
similarity of performance of a mixed effects linear model for empirical quantiles and a quantile regression model with
species as one of the covariates.
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To everyone who has
made an effort to teach
me something.





O were my love yon Lilac fair,
     Wi' purple blossoms to the Spring,
And I, a bird to shelter there,
     When wearied on my little wing!
How I wad mourn when it was torn
     By Autumn wild, and Winter rude!
But I wad sing on wanton wing,
     When youthfu' May its bloom renew'd.
O gin my love were yon red rose,
     That grows upon the castle wa';
And I myself a drap o' dew,
     Into her bonie breast to fa'!
O there, beyond expression blest,
     I'd feast on beauty a' the night;
Seal'd on her silk-saft faulds to rest,
     Till fley'd awa by Phoebus' light!
     
     
Robert Burns
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Part I

Introduction





Chapter 1

Application areas

One originally academic term that has transitioned into describing also ama-
teurs interested in a field of science, is ornithologist. The amateur ornithologists,
who refer to themselves as birders, tend to possess a remarkable knowledge of
birds’ plumages, sounds and behaviors. They acquire this knowledge in a re-
lentless pursuit of improvements to their ability to classify birds to taxa and
predict their occurrence. This thesis is similar in spirit, since it presents this
classification process in mathematical terms, and how to infer changes in sea-
sonal occurrence of birds from long time series of migration data.
Biological taxonomy is largely credited to Carl Linnaeus, with his systematic
approach to categorizing organisms in species, and giving the species names
(Linnaeus et al., 1758). A taxonomy can thus be thought of as a model for var-
ious forms of life. For a taxonomy to be useful, it must be possible to reliably
classify organisms to the taxa defining them. Especially when studying dis-
tributions and movements of organisms, classification to species enables more
detailed results. Such classification can often be trivial, as taxa may exhibit
unique phenotypical traits. Thus, observing such a trait immediately makes it
possible to deduce which taxon an organism belongs to. But how do we classify
when there is no unique phenotypical trait? The first half of this thesis is cen-
tered around presenting a general, interpretable solution to non-trivial taxon
classification.
With a taxonomy, and given a way to classify organisms to taxa, we open the
door to the grand question of how species are distributed in space and time. We
could of course do this without a taxonomy, but the results would be very vague
since we, after all, perceive the world in higher resolution than the categories
“living” and “non-living”. In any case, the overall question is about finding one
very complex four-dimensional distribution (space and time), and for one of
the dimensions (time), we can mostly collect data in the forward direction.
We do not attempt to find this four-dimensional distribution in this thesis,
but it serves to illustrate the fundamental connection between classification of
organisms to taxa, and a complete description of the time-changing distribution
of life.
What we will do in this thesis is to suggest ways of understanding how distri-
butions of taxa may change at a fixed location in space as we progress in time.
The "timing of seasonal activities of animals and plants" is called phenology
(Walther et al., 2002), and the material of this thesis intersects with this gen-
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eral definition in terms of presentation and application of statistical methods
for bird migration timing. Thus, what one essentially investigates is whether
some species occur at a specific location at different time points of the yearly
cycle than they used to in the past.

1.1 Phenotypical taxon classification

Creating a taxonomy is in statistical language a clustering problem. We are
given a manifold of data consisting of genetic, phenotypic and behavioral infor-
mation on organisms, and are tasked with finding clusters of organisms called
species. Since clustering is characterized by a lack of preknowledge, it is un-
surprising that there are competing taxonomies in the world, which undergo
adjustments and modifications over time as new research is conducted.
Accepting a taxonomy as being true, shifts the problem we face from clustering
organisms, to classifying newly observed organisms into the existing taxonomy.
There are different approaches to this classification problem. One approach is
to study the organisms’ genome, and comparing it with the genomes of other
organisms that constitute the ground truth in the taxonomy. The organism is
then classified to the taxa to which it is most similar. Another type of classi-
fication, which is of interest in this thesis, is phenotypical classification. The
principle is the same as for genomic classification, as we observe phenotypic
traits in new organisms and compare them to the traits exhibited by the taxa
of our taxonomy. Again, the taxon the new organism is most similar to is at
least the naive candidate for classification.
Both external and internal factors may influence the classification of an or-
ganism, and Paper I in particular is concerned with studying the influence of
such factors. The internal factors are typically the age or sex of the organism,
and Paper I introduces an approach to handling these factors by using them
as covariates of a Bayesian classification model. The external factors can for
instance be the location or the time of year that an organism is observed. We
might also believe a priori that species are unequally likely to be observed, de-
pending on time or place, and therefore take this into account when we classify
a new organism.
The end product of the Bayesian classification model is posterior probabili-
ties of the various taxa considered. From these probabilities it is possible to
construct classifiers, and a large part of Paper I and all of Paper II is con-
cerned with ways of constructing classifiers that limit the risk of excluding
the correct taxon. These classifiers are defined as sets, referred to as Karlsson-
Hössjer (K-H) classifiers, and they can be viewed upon as prediction intervals
for categorical variables. They are mathematical representations of the deduc-
tive procedure typically performed by birders when classifying birds to species,
or as often is the case, to a set of species when no single species can be singled
out with sufficient confidence.
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1.2 Phenology

For millennia, people have observed that swallows disappear when it gets cold
in autumn, and reemerge when spring arrives. The proverb "For as one swallow
or one day does not make a spring..." even captures the essence of why we do
statistics at all. Naturally researchers started investigating where swallows go,
and when they come back. The interest in the timing of seasonal activities of
birds and other organisms has increased since climate change became a major
field of research. Today, the very broad question of whether a changing climate
affect birds’ cyclical migration behavior can be answered with that in general
it does (Jonzén et al., 2006).
Migratory bird species have been of particular interest for phenological studies.
For a location along the migration route, such species’ migratory timing is
typically summarized by an arrival distribution in the spring and a departure
distribution in the fall, which describe the two yearly passages of this location.
Phenological studies are then focused on discovering how these distributions
change over time. In Paper IV, we present how quantile regression can be a
viable or even a preferential alternative to linear models of empirical quantiles of
samples drawn from the arrival distribution. This makes it possible to detect in
greater detail the varying influence of covariates across the arrival distribution.
However, a distribution is quite a complex object, and to facilitate easier stud-
ies of changes in distributions, Paper III introduces L-functionals for general
quantile regression models. L-functionals can be used to provide measures of
the location, scale, skewness and kurtosis of a distribution based on linear com-
binations of the quantiles of this distribution. Applied to quantile regression
models, they show the effect of covariates not only on the location, but also
on the other three L-functionals of scale, skewness and kurtosis. We develop
and present such L-functionals with the hope of expanding the toolbox of an
ecologist for observing changes in arrival distributions of migratory birds.
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Chapter 2

Statistical methods

There are two major areas of statistical methodology in this thesis, classifica-
tion and quantile regression. Next we will introduce these general branches of
statistics, and also connect the research of Papers I-IV to a broader literature.

2.1 Classification

To classify something is equivalent to predicting the value of a categorical ran-
dom variable. Thus, classification is a form of prediction. With the development
of machine learning, methods have become available that perform very well in
terms of prediction accuracy when a large training data set is available. Neural
networks and random forest classifiers are among the most prominent methods
(Hastie et al., 2009). These approaches generally lack in interpretability though,
compared, for instance, to classical discriminant analysis that rely on Gaussian
distributions of data and various types of classifiers derived from regression
models. In this thesis, focus is on interpretable classification, in particular ex-
tensions of Bayesian quadratic discriminant analysis (Geisser, 1964; Fraley and
Raftery, 2007). We focus on interpretable classification for the purpose of de-
riving identification keys, i.e. manuals that people who want to perform clas-
sification in the field can use. The interpretability further gives insight to an
applied researcher in which phenotypical ways the taxa under consideration
differ.
The general goal is to predict a categorical random variable I ∼ Cat(p) that can
take N values, where p = (p1, . . . , pN ) and each pi is the posterior probability
of category i being the outcome. In this thesis, I will represent the true but
a priori unknown species a bird belongs to, and N will thus be the number of
species under consideration. The prediction will be based on a random vector
Y , which is dependent on I in such a way that the conditional distribution of
Y given the outcome of I satisfies Y | I = i ∼ Fi. The random vector Y is
on the sample unit level and it contains the values of the phenotypical traits
under consideration. We call Y the trait vector, it is unique for each bird, and
it follows the species specific trait distribution Fi. We denote the number of
studied traits with q, and thus Y is q-dimensional.
In order to determine p we collect a sample of the q-dimensional trait vector Y ,
which will be used below as the response in a regression model. Each observation
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of Y is paired with an observation of I, and we will denote the j:th observed
trait vector from species i as yij . The sample size of species i is denoted ni,
and the total sample size is denoted by n =

∑
i ni. Pairs (yij , zij) are referred

to as annotated data, and the set of pairs Di = {(yij , zij)}ni
j=1 for species i

is called the training data set of species i, whereas D = (D1, . . . ,DN ) is the
combined training data set for all categories. New observations of Y without an
accompanying observation of I attached to them are of interest for prediction
and the collection of such observations is referred to as the test or evaluation
data set.
In quadratic discriminant analysis, the density fi associated with the trait
vectors of species i is assumed to be Gaussian for all i, i.e.

Yij ∼ N(µi,Σi). (2.1)

In the case when all categories are equally likely a priori, knowing or estimating
the parameters θi = (µi,Σi) for i = 1, . . . , N would enable a crude prediction
Î = arg maxi fi(y) of I, i.e. choosing the species whose density function fi(y)
(or an estimate f̂i(y) = fi(y; θ̂i) of it) takes the largest value. The prediction Î
will be refined in various ways throughout the thesis.
There are a few fundamental reasons for us adopting a Bayesian approach. Since
the application of interest is classifying organisms to taxa, the response variable
Y consists of a number of trait measurements. The densities fi of these trait
measurements for each taxon typically reflect some part of the bird’s genome,
although individuals may be affected by environmental factors. As the taxon
undergoes micro-evolution over the course of many generations, it would be
natural to assume that θi will change over time. Thus, on a large scale, the
estimates θ̂i can be thought of as a snapshot of a summary of a part of the
taxon’s genome at the time of observation, and a previous estimate θ̂i is natural
to use as prior knowledge for future analyses, due to the biological reproduction
of the study subjects. The process of updating information about a parameter
is elegantly encapsulated in the following version of Bayes’ Theorem:

Theorem 1 (Bayes’ Theorem). Let p(θi) be the prior distribution of the pa-
rameter vector θi, and f(Di | θi) the likelihood function. Then the posterior
distribution is

p(θi | Di) = f(Di | θi)p(θi)∫
f(Di | θ′i)p(θ′i) dθ′i

. (2.2)

The integral in (2.2) is the marginal density of data Di for species i, and since
it is θi that is marginalized, it follows that p(θi | Di) ∝ f(Di | θi)p(θi). Thus,
for many purposes, such as maximizing p(θi | Di) to find the maximum a
posteriori estimator θ̂MAP

i , we only need to know p(θi | Di) up to a constant of
proportionality.
Aside from the prior p(θ) =

∏
i p(θi) on the parameter vector θ = (θ1, . . . , θN )>,

we also assign a vector of prior probabilities π = (π1, . . . , πN ) to the species.
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Then, by finding the posterior distribution of each θi, as in (2.2), we may pro-
ceed and find the posterior species probabilities pi by first computing estimates

f̂i(y) =
∫
fi(y; θi)p(θi|Di)dθi (2.3)

of the observational densities fi(y) of the observed trait vector y that we want
to classify. Recalling the crude classification approach from earlier (which es-
sentially made use of posterior probabilities pi of the species based on uniform
prior probabilities πi = 1/N of them and plug-in estimates f̂i(y) = fi(y; θ̂i) of
y), we may now introduce a refined approach and classify a new observation
using the posterior species probabilities p = (p1, . . . , pN ), where

pi ∝ πif̂i(y)

is normalized so that the posterior probabilities sum to 1, and f̂i(y) is the
observational density (2.3) obtained by marginalizing θi.

The set of posterior species densities f̂i will, coupled with the prior probabilities
πi and a decision rule, partition Rq into a number of decision regions, which will
constitute our identification key. The shape of these regions will be determined
by the intersections of the weighted posterior densities πif̂i for i = 1, . . . , N .
In the next section we will investigate how these regions can be shifted around
by creating regression models for the observed traits.

2.1.1 Covariates in classification

As mentioned, we consider non-trivial species classification, meaning that the
phenotypical traits are shared across species, but the distribution of the trait
values vary between species, and that the joint distributions of trait values in
general can provide some discrepancy measure between species. Trivial species
classification is thus when the species considered exhibit unique traits. Due to
factors such as sexual dimorphism and varying feather quality in juvenile and
adult plumages, the overlap between species in terms of trait value distributions
can be problematic. A typical example would be two species i and k whose trait
distributions fi and fk differ in location and overlap. The subpopulation of each
species with the largest and smallest values respectively, e.g. adult males and
juvenile females, would then be hard to separate, unless we knew the age and
sex of the birds. Prediction accuracy is thus increased when we account for sex,
age and other similar factors. We do this by setting up a regression model

Yij = xijβi + eij , eij ∼ N(0,Σi) (2.4)

for the trait vector Yij , where the covariate vector xij contains the aforemen-
tioned informational factors. The parameter vector βi describes the change in
the expected value of the response E[Yij | xij ] as a function of xij . For our
classification models, the additional information in the covariate vector essen-
tially helps the classifier to interpret the trait vector. As the location of fi is

11



shifted when the covariate vector x = xij is changed to x′, in the case when
β = (β1, . . . , βN )> is known, for some x 6= x′ it may be the case that

P(I = i | y, x, β) > P(I = k | y, x, β),
P(I = i | y, x′, β) < P(I = k | y, x′, β).

(2.5)

That is, given the same observed response vector y and parameter vector β,
different species i and k attain the highest posterior probability when the co-
variate vector is changed. Thus, it can be illuminating to think of x as helping
the classifier interpret the values of a new observed trait vector y. In analogy
with (2.3), when the parameter vector β is unknown, we have to integrate out
β in (2.5) with respect to the posterior density p(β | D) of β, obtained from
training data D.

2.1.2 Set-valued classifiers

Unless prediction is made in a discrete space with extremely high accuracy,
it is a good idea to give a measure of uncertainty in the prediction. As a
motivating example we want to classify a new bird y among three species, with
the posterior species probabilities p = (0.4, 0.45, 0.15) based on training data
D. The maximum a posteriori point prediction is Î = 2, although it is clear
that P(I = 2 | y,D) = p2 < p1 + p3 = P(I 6= 2 | y,D). Put differently, the
classification is more likely to be incorrect than correct.
Given a data set and a model, there is no general way of improving the predic-
tion accuracy, but there are ways to mitigate the error rate. As for any type of
prediction, classification can be adorned with prediction intervals. In classifica-
tion, this amounts to the introduction of set-valued classifiers (Ripley, 2007).
Returning to our example with three species, the classifier Î = {1, 2} ensures
P(I ∈ Î | Y,D) = p1 + p2 > p3 = P(I /∈ Î | Y,D).
The main benefit of creating set-valued classifiers Î is that ambiguous cases eas-
ily can be identified from the cardinality of the classifier. If there are auxiliary
classification methods available, such as consulting an expert, it is advanta-
geous to use these for the ambiguous cases if the cost is lower than the cost
incurred by classifying incorrectly (see Figure 2.1).
The construction of set-valued classifiers can be approached in several ways, e.g.
by imposing a lower bound on the posterior probability of a category in order
to include it in the classified set. With further structure in the categories such
as blocks (that is, groups of categories, or supercategories), the composition
of the prediction interval becomes more involved. However, it also enables the
elimination of certain scenarios, such as when a whole block (typically a certain
group of species) is excluded from a classifier.
In this thesis, we construct set-values classifiers based on reward functions
R(I, i), where I ⊆ N = {1, . . . , N} is a set of categories, and i is the true
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category. The classifier

Î = arg max
I

E [R(I, I) | Y,D] = arg max
I

N∑
i=1

R(I, i)pi (2.6)

is chosen as the subset of categories that maximizes the expected posterior
reward, and we refer to Î as the Karlsson-Hössjer (K-H) classifier. The reward
functions we study are of the form

R(I, i) = 1(i ∈ I)− g(|I|), (2.7)

where 1 is the indicator function, taking value one if the true category i is in
I and zero otherwise, and g(|I|) ≥ 0 is a penalty term based on the number
of categories included in the classifier. The function g can be chosen freely,
and using a convex g overall leads to the most intuitive and explicit classifiers.
This includes, for instance, the function g(|I|) = amax(0, |I| − 1), where each
classified category beyond the first is penalized by an amount a > 0.

Figure 2.1: A flow chart sketching how to handle costs with set-valued classifiers
Î. We assume that we derive Î in such a way that |Î| = 1 =⇒ cer < cex, where
cer = g(|Î|) is the cost of having classified more than one species (|Î| > 1) and
cex is the cost of consulting an expert. The costs might be hard to measure,
but an example of cer could be the cost of not classifying one unique species,
whereas cex could be the effort of photographing the bird for later consultation
of an expert.

|Î| = 1Derive tentative Î

cer < cex Accept Î

Consult expert

True

False

True

False

To summarize, a main motivation for using set-valued classifiers is the desire
to include the correct category in a prediction with a certain guaranteed prob-
ability, essentially forming prediction intervals of categorical variables.
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2.2 Quantile regression

The purpose of a regression model is to quantify the general influence of a
covariate vector x on a response variable Y . In Papers III and IV, which cover
statistical methods for phenological analyses, the response variable Y is the
Julian day a bird was observed, and the covariates are typically the year the
observation was made and the age and/or sex of the bird. Of typical inter-
est is the effect of x on the location of the conditional distribution FY |x of
the response variable Y given x. For example, in a univariate multiple linear
regression model we assume that Yj | xj ∼ N(µj , σ2), with

µj = xjβ, j = 1, . . . , n, (2.8)

for the mean value µj of each observation j, which involves the parameter vector
β = (β1, . . . , βp)> and the covariate vector xj = (xj1, . . . , xjp) of observation
j. Fitting (2.8) to data provides us with estimates β̂ of the expected covariate
effect β, which is unaffected by the particular quantiles of FY |x we might be
interested in. That is, the effect of a covariate is constant across the response
variable distribution.
Quantile regression models provide a way of estimating the quantile covari-
ate effect β(τ) for any quantile τ ∈ (0, 1), and thus discover how the influ-
ence of a covariate differs in various parts of the response distribution. To
set up quantile regression, we first define the conditional distribution function
FY |x(y) = P(Y ≤ y | x). Inverting FY |x(y) we get the conditional quantile
function

Q(τ | x) = F−1
Y |x(τ) = inf{y;FY |x(y) ≥ τ}. (2.9)

A linear model for (2.9),

Q(τ | xj) = xjβ(τ), j = 1, . . . , n, (2.10)

includes the quantile covariate effect β(τ) = (β1(τ), . . . , βp(τ))>. To estimate
β(τ) we take the argument that minimizes

R(b) =
n∑
j=1

ρτ (yj − xjb) , (2.11)

with respect to b, i.e. β̂(τ) = arg minbR(b). The derivative of the function

ρτ (ν) = ν(τ − 1(ν < 0)) (2.12)

with respect to ν corresponds to (positive or negative) weights that are assigned
to residuals ν in quantile regression problems. To get some intuition for how
ρ′τ behaves, note that if we choose a small τ , observations with yj − xjb < 0
get a weight τ − 1, whereas residuals with positive sign are assigned a weight
of τ . Thus, the smaller τ is, the higher absolute weights |τ − 1| we assign the
observations in the lower end of the sample. The opposite happens if we choose
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Figure 2.2: A schematic illustration of a non-unique optimum of (2.11), namely
arg minbR(b) = [2, 3]. In such situations, the smallest value among the mini-
mizers of the objective function is chosen as estimate, i.e. β̂(τ) = 2.

a large τ close to 1. We refer to Koenker (2005) for regularity conditions for
β̂(τ) to be a consistent and asymptotically normal estimator of β(τ), and for
a deeper, comprehensive treatment of quantile regression.
For both mean regression estimates β̂ and quantile regression estimates β̂(τ),
certain equivariance properties apply, such as scale, shift and reparametrization
equivariances (Koenker and Bassett Jr, 1978).

2.2.1 Non-smooth objective functions

Fitting (2.8) amounts to estimating β and σ2, using e.g. maximum likelihood
estimation. For normally distributed error terms, and in the case of the regres-
sion parameters β, this is equivalent to finding the least squares estimate

β̂ = arg min
b

n∑
j=1

(yj − xjb)2
. (2.13)

Since the objective function of (2.13) is continuous, convex and twice differen-
tiable, it is lenient for numerical optimization, and it can be shown that the
optimum is unique when the design matrix X = (x>1 , . . . , x>n )> has full rank p.
The quantile regression objective function (2.11) is also continuous and convex,
but not everywhere differentiable. More specifically, it is not differentiable at
those b for which yj − xjb = 0 for at least one observation j, and therefore
the optimality condition of (2.11) is that all directional derivatives ∇R(b, w) in
direction w ∈ Rp are non-negative. Due to the piecewise linear nature of (2.11),
solutions to the minimization problem may be sets, as illustrated in Figure 2.2
for the one parameter case. The task of optimizing (2.11) is in essence a linear
programming problem, and there are many available methods for small and
large data sets, see e.g. Nelder and Mead (1965), Koenker and d’Orey (1994),
and Portnoy and Koenker (1997).
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2.2.2 Transformations and quantile regression

The following theorem lays the foundation for transformations (or link func-
tions) in quantile regression.

Theorem 2 (Equivariance to monotone transformations). Let h(·) be a con-
tinuous non-decreasing function on R. Then, for any random variable Y ,

Qh(Y )(τ) = h(QY (τ)). (2.14)

Proof. By the method of transformations Fh(Y )(y) = FY (h−1(y)). By the in-
verse of composite functions Qh(Y )(τ) = h(F−1

Y (τ)) = h(QY (τ)).

Putting (2.14) in words, to get the quantiles of the distribution of the trans-
formed variable h(Y ), simply transform the corresponding quantiles of the dis-
tribution of Y . Thus, applying a transformation h to Y , it follows from Theorem
2 that

F−1
h(Y )|x(τ) = h (Q(τ | x)) . (2.15)

Consequently, if a linear quantile model for the transformed response h(Y ) is
used, then its quantile

h (Q(τ | xj)) = xjβ(τ) (2.16)
⇐⇒ Q(τ | xj) = h−1 (xjβ(τ)) (2.17)

can be back-transformed by h−1 to the original response scale Y , while retaining
the interpretation of the right-hand side of (2.17) as a conditional quantile.
Theorem 2 has a weaker counterpart for linear models, as affine or location-scale
transformations commute with the conditional expectation of the response.
When the support of the response variable Y is a finite interval [a, b], it may
happen that the conditional quantile (2.9), based on an ordinary quantile re-
gression model (2.10), takes values outside [a, b]. This can be remedied by
choosing a monotone, strictly increasing transformation h : [a, b] → R, and
using h(Y ) as a new response variable for the quantile regression model (2.10).
For further reading on transformed quantile regression, see e.g. Bottai et al.
(2010) for a logit type transformation choice of h and Mu and He (2007) for a
Box-Cox transformation choice of h. Further references and several examples
can be found in Section 3.1.2 of Paper III.
For the application area of phenological analyses, it is typical that bird mi-
gration timing data is collected on a finite interval [a, b] of the year. Figure
2.3 illustrates a 2D density plot of the normalized arrival distributions of the
European Robin (Erithacus rubecula) in Falsterbo, Sweden, over such a finite
interval, for each year 1983-2019. Thus, transformations of the arrival time may
be required to obtain reasonable results from the analysis. In Paper III, a logit
type transformation is applied and the results are compared when modeling
the same phenological data set with and without this transformation.
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Figure 2.3: A 2D density plot of the normalized arrival distributions for the
European robin (Erithacus rubecula). The brighter the color, the higher is the
density. This figure visualizes the raw bird migration data which we will sum-
marize using quantile regression and L-functionals.

2.2.3 Random effects in quantile regression

Certain factors create block structures in the studied population, and in regres-
sion models such factors can be incorporated as random effects, in particular
when the observed levels of this factor (the blocks) are viewed upon as a ran-
dom sample. This roughly means that we are interested in the population at
large, but acknowledge that there might be significant differences between the
blocks, and thus account for these with the random effects. In phenological
analyses, species is typically treated as a block factor, with random intercepts
and sometimes random slopes added for each species of a multispecies study.
The purpose of including species as a block factor is to make inference about
the bird population as a whole. We do however acknowledge that considering
species as a random effect is debatable. Were we to predict the arrival time dis-
tribution in the future, we would most certainly have to do so for the species
we have data on (rather than doing it for a general bird). It is then a viable
option to regard species as a fixed effect, as discussed in Paper IV.
Assume we have M blocks in data, indexed by i = 1, . . . ,M , with ni observa-
tions in each block respectively, indexed by j = 1, . . . , ni. A linear mixed effects
model (Searle et al., 2009)

Yij = xijβ + zijui + εij , εij ∼ N(0, σ2
ε), i = 1, . . . ,M, j = 1, . . . , ni (2.18)

incorporates several parts, such as the fixed effects β, the covariate vector
xij , the random effects vector ui of block i, the incidence vector zij and the
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error terms εij . With p fixed effects and r random effects, we assume that
ui ∼ N(0,Ψ), where Ψ is an r × r covariance matrix. The incidence vector zij
determines which random effects of ui that influence observation j of block i. It
possibly also contains covariate values if there are random slopes in the model.
Most commonly, statistical inference of the linear effects model makes use of
the Best Linear Unbiased Estimator (BLUE) of the fixed effects and the Best
Linear Unbiased Predictor (BLUP) of the random effects (Henderson, 1975).
The variance components in Ψ and σ2

ε are either estimated with ANOVA-
based methods (Henderson, 1953) or through likelihood-based methods such
as maximum likelihood or restricted maximum likelihood (Hartley and Rao,
1967; Patterson and Thompson, 1971; Harville, 1977).
An analogue of mixed effects models for quantile regression is presented in
Geraci and Bottai (2014), and in Paper IV we fit this model to real data. In
the mixed effects quantile regression model of Geraci and Bottai (2014), and
with

QYij |xij ,ui
(τ) = µij(τ) (2.19)

the quantile of the conditional response distribution of observation j of block
i, it is assumed that

Yij | xij , ui ∼ AL (µij(τ), σε(τ), τ) (2.20)

independently for all i, j, where εij(τ) = Yij − µij(τ), and with AL(µ, σ, τ)
referring to an asymmetric Laplace distribution with expected value µ, scale
parameter σ and asymmetry parameter τ . It can be shown (see Paper IV) that
inference about µ is equivalent to inference about the τ :th quantile of the re-
sponse distribution. The random effects vector ui is independent of {εij(τ)}ni

j=1
for i = 1, . . . ,M . Geraci and Bottai (2014) allow for ui to be multivariate
Gaussian with covariance matrix Ψ(τ) or multivariate Laplace-distributed. In
this thesis we restrict ourselves to the Gaussian case.
We end this section by acknowledging that there are other approaches to block
structures in quantile regression. For example, using the fact that the minimum
variance unbiased estimator of the fixed effects in a linear mixed effects model
can be represented as the solution to a penalized regression problem, Koenker
(2004) introduces a quantile regression approach where the block specific fixed
effect parameters are present in an L1-type penalty term. The statistical advan-
tages of using L1-penalties, apparent in LASSO regression (Tibshirani, 1996),
are given as motivating factors for not choosing an L2-penalty, as well as keep-
ing the linear programming form of the optimization problem.

2.2.4 L-functionals

Researchers working with phenological analyses have a broad interest in under-
standing the changes in the arrival distributions over time. Changes in location
is of main focus, and by studying the changes of various quantiles, changes
in scale and other aspects are inferred as well (Jonzén et al., 2006; Lehikoinen
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Figure 2.4: In clockwise order, the differences in location, scale, kurtosis and
skewness between two distributions F1 and F2 are illustrated. Distribution F2
always has a larger measure, and hence is to the right of, more spread out, is
heavier tailed and more skewed to the right than F1 in each subplot respectively.

et al., 2019). A direct connection between the covariates, and changes in aspects
other than location, would therefore be a helpful tool.
Observing a generally increasing scale would mean that the arrival process is
elongated over time, and a decreasing scale would mean that the arrival is get-
ting increasingly more concentrated over time. Changes in skewness (normal-
ized by scale) would give insight into internal relocation of migration intensity;
an increasingly right-skewed arrival distribution would suggest that the bulk
of the birds arrive earlier. Finally, changes in heavytailedness (normalized by
scale) might be informative about the success of risk-takers in the population.
An increasing heavytailedness over time would then mean that birds arriv-
ing much earlier and much later than the majority of the population are not
severely hampered by this, and continue to do so repeatedly.
It turns out that L-functionals for quantile regression models provide such a
tool for understanding deeper aspects of the arrival time distribution. To see
this, we first present L-functionals for distributions, and then for regression
models. An L-functional

θ = T (F ) =
∫ 1

0
Q(τ) dG(τ) (2.21)

takes a quantile function Q = F−1 and integrates it with respect to a weight
function G. The choice of G defines which aspect of F that we measure, and
the defining characteristic is that T (F ) uses linear combinations of quantiles
to quantify this aspect. In the case of a non-parametric empirical distribution
function

F̂ (y) = 1
n

n∑
i=1

1(Yi ≤ y), (2.22)

it can be seen that θ̂ = T (F̂ ) is based on the order statistics Y(1) ≤ . . . ≤
Y(n). For a rigorous treatment of the notions of location, scale, skewness and

19



kurtosis, see Oja (1981), and for the subsequent definitions of L-functionals that
correspond to these measures, cf. Sillitto (1969), Hosking (1990) and Paper III
of this thesis.
Takemura (1983) shows that as long as F has a finite second moment,

Q(τ) =
∞∑
m=1

Tm(F )gm(τ) (2.23)

for all continuity points τ ∈ (0, 1) of Q, where gm(τ) = G′m(τ) = Pm−1(Q0(τ))
is the continuous weight function given by an orthonormal polynomial Pm−1
of degree m− 1 and Q0(τ) = F−1

0 (τ) is the quantile function of an appropriate
reference distribution F0 for the chosen polynomial series {Pk}∞k=0. The im-
portance of (2.23) is twofold. First, we may identify T1(F ), T2(F ), T3(F ) and
T4(F ) with unstandardized measures of location, scale, skewness and kurtosis
of F . Second, the more terms we include in (2.23), the better approximations
of the quantile function Q(τ) we obtain.

L-functionals for regression models

We may apply L-functionals to quantile regression models by plugging (2.10)
into (2.21). It can immediately be seen that the resulting L-functional

θ(xj) = xj

∫ 1

0
β(τ) dG(τ) (2.24)

is a linear function of the covariate vector xj . This means that for the linear
quantile regression model Q(τ | xj) = xjβ(τ) in (2.10), we may distinguish
the (linear) effects of xj on the aspect of choice of FY |xj

, by choosing the
appropriate weight functionG, computing (2.24) and then comparing the values
of θ(xj) for j = 1, . . . , n.
As another application of L-functionals, note that if we have a nonlinear quan-
tile regression model (2.16), with a monotone transformation h, we can plug
the right-hand side of (2.17) into (2.21). The resulting L-functional

θ(xj) =
∫ 1

0
h−1(xjβ(τ)) dG(τ) (2.25)

is no longer a linear function of xj .

Now consider the estimated L-functionals θ̂(x) of a regression model, based on
replacing β(τ) in (2.24) by an estimate β̂(τ) for each quantile τ that appears
in the integral of (2.24). Then approximate Q(τ | x) by a sum of the m0 first
terms on the right-hand side of (2.23), where each Tm(FY |x) = θ(x) makes
use of a different weight function G = Gm in (2.25), with G′ = G′m = gm. The
corresponding estimate is a smooth approximation Q̂appr(τ | x) of the empirical
conditional quantile function Q̂(τ | x) = F̂−1(y | x). This forms the basis for a
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model selection tool, since the discrepancy between Q̂appr(τ | x) and Q̂(τ | x)
is a measure of how well a model with the m0 first L-functionals approximates
data. Aside from covariate selection, if the approximation discrepancy converges
as m0 increases, we can conclude that the higher order distributional aspects
are not informative for the data at hand.
Again we finish the section by applying the above framework to phenology.
Changes over time in aspects such as scale, skewness and kurtosis of the bird
arrival time distribution are of interest, and this has been utilized in a rudi-
mentary (yet informative) way by e.g. Lehikoinen et al. (2019). L-functionals
thus enable direct studies of covariate influence on aspects of these arrival dis-
tributions beyond location.
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Chapter 3

Overview of papers

3.1 Paper I

Paper I presents an exhaustive approach to non-trivial statistical taxon classi-
fication between taxa i = 1, . . . , N . Each section of Paper I contains a theory
part, and an application of the theory to a data set with four taxa. A multi-
variate, variance-heterogeneous linear regression model

Yi = XiBi + Ei (3.1)

forms the basis for the taxon specific phenotypic trait densities. The compo-
nents are

• an ni×q matrix Yi = (Y >i1 , . . . , Y >ini
)> containing the q-dimensional trait

vectors for all subjects j in taxon i,

• an ni× p design matrix Xi = (x>i1, . . . , x>ini
)> whose rows xij correspond

to the p-dimensional covariate vectors of all subjects j of taxon i,

• an ni × q-dimensional matrix Ei =
(
E>i1, . . . , E

>
ini

)> with independent
rows Eij ∼ N(0,Σij) whose covariance matrices Σij possibly depend on
the covariate vector xij of subject j,

• and the p × q-dimensional parameter matrix Bi = (Bimk;m = 1, . . . , p;
k = 1, . . . , q) of taxon i.

The model in (3.1) is used in the ideal case when Yij is observed perfectly.
The general case when Yij is only partially observed results in set-valued ob-
servations Sij . The cardinality of these sets range from one for singletons to
uncountable infinity for rectangles in Rq. We treat all types of partial obser-
vations in a unified way; essentially replacing all density function terms of the
observational vectors in the likelihood with integrals of these densities over Sij .
We choose a Bayesian approach and estimate, parameters θi =

(
Bi, {Σij}ni

j=1
)

with a blocked Gibbs sampling approach. For partial observations Sij , the un-
known and exact trait vector Yij is sampled too, as an additional block of the
sampling procedure. Thus, the uncertainty that stems from the partial obser-
vations is incorporated into the overall parameter estimate uncertainty.
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Note that Di = (Yi,Xi) is the training data set of taxon i. We define the
posterior weight of taxon i as

ωi =
∫∫

S
f(y;x, θi)dy p(θi | Yi,Xi) dθi (3.2)

for a new partial observation (x, S), and we use the Markov chain defined
through the Gibbs sampling algorithm to find estimates ω̂i for i = 1, . . . , N ,
which together with a prior π = (π1, . . . , πN ) on the taxa can be normalized to
obtain the Monte Carlo estimated posterior probabilities p̂i = πiω̂i/

∑
j πjω̂j .

Ultimately we want to classify the new observation (x,S) to a taxon. Let I ∈
{1, . . . , N} be the unknown taxon to which this new observation belongs. The
naive classifier

Î = {(N)} = arg max
i
p̂i (3.3)

is shown to be the special case of choosing ρ = 1 for the K-H classifier

Î =
{
i; p̂i ≥ ρp̂(N)

}
, (3.4)

where p̂(N) is the largest estimated posterior taxon probability. A cross-valida-
tion approach for choosing a suitable ρ is presented, based on a largest accepted
rate δ of exclusion of the correct taxon. Moreover, we present how the cross-
validation algorithm can help us select which covariates and traits to use use
for classification.
Our method is compared with the popular multivariate classification method
that is implemented in the software package mclust (Scrucca et al., 2016) in R
(R Core Team, 2021), and the two approaches perform similarly for complete
observations. The comparison was not carried through for classification with
partial reject options, since mclust does not support this. We further demon-
strate that the misclassification rate is monotone in ρ. The automatic choice of
the tuning parameters of the K-H classifier is extended in Paper II.
The Gaussian distribution plays a crucial role in the classification algorithm of
Paper I. This can be motivated by the Central Limit Theorem and a well studied
class of traits believed to be polygenic and influenced by normally distributed
environmental factors (Lynch and Walsh, 1998). Moreover, the trait data we
used fits a Gaussian distribution well.

Main contributions

Application The classification model with partially observed phenotypes,
paired with the set-valued decision rules is a general solution to non-trivial
taxon classification problems, and thus provides a way of standardizing the
construction of identification keys. For instance, this includes a generalization of
all wing formulae based classification methods of Svensson (1992). Identification
keys are represented as decision regions in trait space, which are derived from
the species’ posterior probabilities whilst taking all sources of uncertainty into
account.
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Theory We provide a multivariate model which allows for partially observed
phenotypes and additionally include covariate information of the location and
scale of the response vector’s latent Gaussian distribution. The construction of
K-H classifiers from reward functions generalizes reject options to partial reject
options. We also give an alternative approach to detecting outliers than the one
proposed by Ripley (2007).

Extensions

An important extension would be to infer a taxonomy instead of assuming one,
transforming the statistical problem from classification to clustering. Another
more limited extension would be to truncate the support of the phenotypic
trait distributions to [0,∞), since negative values for some traits are not well
defined. Further extensions are mentioned in the discussion section of Paper I.

3.2 Paper II

Paper II formalizes the K-H classifier of Paper I, and extend it to situations
where a block structure is present among the categories. Assume that we have a
Bayesian statistical model that we wish to use for prediction of the categorical
random variable I ∈ N that represents the taxon of a new observed organ-
ism. The categories N = {1, . . . , N} have the ordered posterior probabilities
p(1), . . . , p(N). Let I be a subset of categories, and let R(I, i) be the reward of
classifying a category i as I. As is well known, for the reward function

R(I, i) =
{

1, I = {i},
0, I 6= {i} (3.5)

the maximum a posteriori classifier Î = (N) in (3.3) is optimal. This is a special
case of the classifier

Îm =
{
{(N + 1−m), . . . , (N)}, m ≥ 1,
∅, m = 0,

(3.6)

called the m most probable classifier, where

m = arg max
0≤m≤N

 m∑
j=1

p(N+1−j) − g(m)

 . (3.7)

It is shown that (3.6)-(3.7) is optimal for reward functions

R(I, i) = 1(i ∈ I)− g(|I|) (3.8)

that are invariant with respect to permutations of labels, that is R(I, i) =
R(τ(I), τ(i)) where τ : N → N is a permutation, whereas g(|I|) ≥ 0 is a
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penalty term for classified sets of large size |I|. Classification with a reject
option (Ripley, 2007) and conformal prediction (Vovk et al., 2005; Shafer and
Vovk, 2008) are special cases of (3.6). Reject options correspond to only con-
sidering classifiers of sizes m = 1 and m = N (which formally corresponds
to a penalty function with g(2) = . . . = g(N − 1) = ∞), whereas conformal
prediction is obtained when the posterior probabilities are used as conformity
measure.
The above framework is extended to the case when the N categories are divided
intoK blocks k = 1, . . . ,K. In this context we introduce block-invariant reward
functions and the corresponding optimal classifiers, called composite classifiers.
Let k(i) be the block to which category i belongs and let Ik(i) be the set of
classified categories that belong to this block. A special case of the above-
mentioned block-invariant reward functions,

R(I, i) = 1(i ∈ I)− amax
(
|Ik(i)| − 1, 0

)
− b

(
|I| − |Ik(i)|

)
, (3.9)

is then used for analyzing a data set of N = 4 bird species, divided into K = 3
blocks. We fit the underlying statistical model, and through the use of leave-one-
out cross-validation we estimate the posterior species probabilities p̂1, . . . , p̂4.
We then fix the ratio a/b of the two parameters a and b that appear in the
penalty term of (3.9), and study the behavior of four different reward func-
tions R̃1(I, i) ≤ R̃2(I, i) ≤ R̃3(I, i) ≤ R̃4(I, i) with a set-valued first input
argument, under three different prior distributions π of the species, as b in-
creases. The reward functions behave differently and display monotone and
non-monotone behaviors respectively, and the priors affect their non-reward
rates.
The main reason for using set-valued classifiers based on (partial) rejection of
categories is to find alternatives to the maximum a posteriori classifier (3.3)
that are more flexible in the sense that they balance the cost of misclassification
on one hand with the cost of having large classified sets on the other.

Main contributions

Theory Our main contribution is the detailed theory of set-valued optimal
Bayes classifiers. The theory that we present is shown to encompass several
well known classification methods. We prove that for certain general reward
functions with a penalty term for the size of the classified set, choosing the m
most probable categories, as in (3.6)-(3.7), is optimal. We also give an analogous
result when block structure is present among the categories.

Extensions

Indifference zones (Bechhofer, 1954; Goldsman, 1986) represent extra categories
for which it is difficult to distinguish between the original N categories. Such
indifference zones are treated in one of the examples of Paper II, as an instance
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of a classification procedure with a reward function that differs from the other
reward functions of Paper II. In particular, in the discussion of Paper II we
present a new class of reward functions

R(I, i) = 1(i ∈ I)− gk(i)(|Ik(i),(−i)|, |I| − |Ik(i)|, |I|), (3.10)

that includes the reward functions used for classifying categories with added
indifference zones, as a special case. The penalty term of (3.10) is a function of
the number |Ik(i),(−i)| of classified non-correct categories of the correct block
k(i), the number |I|−|Ik(i)| of classified categories in non-correct blocks as well
as the total number |I| of classified categories. Another extension of Paper II is
the case when the observation we want to classify belongs to several categories
at the same time.

3.3 Paper III

Paper III consists of two theory sections and two applied sections. The first
theory section formally introduces L-functionals θ in (2.21) and presents the
asymptotic normality of estimates θ̂ of them, followed by examples of L-func-
tionals for location, scale, skewness and kurtosis (or heavytailedness). For skew-
ness and kurtosis, it is motivated and exemplified how to standardize them with
respect to scale. Moreover, we introduce order numbers m for the members of
a subclass of L-functionals, given three conditions on the signed measure G in
(2.21). Since the choice of G determines the L-functional, we say that Gm is
a weight function of order m. L-functionals for location, scale, skewness and
heavytailedness have order numbers 1, 2, 3 and 4 respectively. Standardized L-
functionals for skewness and heavytailedness are assigned order numbers (3, 2)
and (4, 2) where the first digit represents the order number of unstandardized
skewness and heavytailedness respectively, whereas the second digit refers to
the fact that standardization is with respect to scale, with order number 2.
We then link the order numbers to the series expansion in (2.23) (Takemura,
1983). This is achieved by giving examples of three orthonormal weight func-
tion series gm(τ) = G′m(τ) based on the Legendre, Hermite and Laguerre poly-
nomials Pm−1(Q0(τ)) for the series expansion of the quantile function Q(τ).
We also define the reference distributions F0 = Q−1

0 —uniform, Gaussian and
exponential—for each polynomial series.
The second theory section of Paper III covers L-functionals for linear quantile
regression models (2.24) and transformed quantile regression models (2.25). We
prove consistency and asymptotic normality of estimates θ̂(x) of L-functionals
for regression models, and for ratios of such L-functionals. This is done both for
the linear and transformed linear models. The section is ended with remarks
on the consistency and asymptotic normality of estimates of the regression
parameter vector β̂(τ) for models with censoring and/or truncation (see e.g.
Frumento and Bottai (2017)). In particular, the results on consistency and
asymptotic normality of L-functionals apply also to censored and/or truncated
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data.
The first applied section of Paper III covers how well we may approximate the
quantile function Q(τ) = F−1(τ) numerically with orthogonal series expansions
(2.23). We approximate various continuous distributions F with the three or-
thonormal series gm(τ) generated by the Legendre, Hermite and Laguerre poly-
nomials, and compute the integrated squared errors for the approximation of
orderm = 4. The results reveal that in most explored cases the best approxima-
tion is achieved for the polynomial series whose reference distribution F0 has a
support that best matches that of F . Thus, a Legendre-based approximation is
best for distributions with bounded support, a Hermite-based approximation is
best for distributions with support on R and a Laguerre-based approximation
is best for lifetime distributions with support on the positive real line. Some of
these approximations are illustrated graphically and compared to their respec-
tive quantile functions. Letting F in (2.23) be a beta distribution with fixed
location T1(F ) and varying scale T2(F ), we illustrate the convergence of the
standardized L-functionals for skewness and heavytailedness. These standard-
ized measures converge to the values of a Gaussian distribution when T2(F )→ 0
and to those of a Bernoulli distribution when T2(F ) is maximized.
In the second applied section of Paper III, we perform a phenological analy-
sis of the bird species Common Redstart. Using spring migration arrival time
data from the Falsterbo Bird Observatory between years 1982 and 2019, we fit
a non-parametric quantile regression model and present estimates β̂(τ) of the
parameter vector for quantiles τ = 0.01, . . . , 0.99 graphically. We introduce a
novel version R2

m0
of the coefficient of determination, where m0 is the number

of included terms of the series expansion (2.23), as an aid in covariate selection.
Moreover, the order m0 is useful for understanding how much of the variation
in the response that is not explained by the covariates, by comparing R2

1 to R2
m0

for various choices of m0 ≥ 2. Based on the fitted model, we compute estimates
of L-functionals for location, scale, skewness and heavytailedness for each co-
variate value x. These are presented graphically and also compared pairwise in
terms of Mahalanobis distances for four subpopulations of Common Redstart.
It can be seen that the subpopulations differ considerably in location and scale
of the arrival distribution, slightly in heavytailedness, whilst being very similar
in terms of skewness. Finally we compare the arrival time distributions of 1982
and 2019, finding that that they differ the most in location, the least in scale,
and noticeably in skewness and heavytailedness.

Main contributions

Theory Order numbers for L-functionals are defined and motivated. L-func-
tionals for a very general class of (quantile) regression models are introduced
and estimates of them are proved to be consistent and asymptotically Gaussian,
for linear models as well as for transformed linear models. We also introduce a
novel version of the coefficient of determination for quantile regression models.
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Application We use quantile regression for phenological analysis of bird mi-
gration. The L-functionals for regression models are used to show how the
location, scale, skewness and kurtosis of the arrival time distributions are af-
fected by changed covariates.

Extensions

An extension of the results of Paper III, that is inspired by the stochastic or-
dering work of Oja (1981), would be to investigate which orderings that are
preserved by the standardized L-functionals for skewness and kurtosis. Fur-
ther extensions include defining weight functions gm(τ) from polynomial series
systems based on other reference distributions F0, such as the Weibull and log-
logistic distributions. For further possible extensions, see the discussion section
of Paper III.

3.4 Paper IV

Paper IV is focused on single species and multiple species phenological analy-
sis, exemplified on bird migration timing data, with the purpose of comparing
quantile regression to methods commonly used in phenological analysis. These
methods include linear regression on empirical quantiles Y eq(τ), that is, quan-
tile τ of the empirical conditional response distribution F̂Y |x various covariate
vectors x, and attempts to smooth the corresponding F̂Y |x.
For single species analyses we give a mathematical presentation of linear em-
pirical quantiles (eq) models

Y eq(τ) = Xeqβeq(τ) + εeq(τ), (3.11)

and non-parametric quantile regression (qr) models

Q (τ | X) = Xβqr(τ). (3.12)

Disregarding superscripts in (3.11) and (3.12),X denotes a design matrix whose
rows contain all covariate vectors x of the data set, β(τ) denotes a regression
parameter vector for quantile τ , Y (τ) is a column vector with τ :th empirical
quantiles of the conditional response distribution for all covariate vectors from
the rows of the design matrix, whereas ε(τ) is a column vector with quantile
specific error terms. We also present linear quantile models (Geraci and Bottai,
2007), and note that maximizing the log likelihood objective function for such
models is equivalent to minimizing the loss function (2.11) for non-parametric
quantile regression.
For analyses of multiple species i = 1, . . . , N , we present empirical quantile
mixed models (meq)

Y meq
i (τ) = Xmeq

i βmeq(τ) + Zmeq
i umeq

i + εmeq
i (τ), (3.13)
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linear quantile mixed models (Geraci and Bottai, 2014)

µij(τ) = Q(τ | xij , ui) = xijβ(τ) + zijui, (3.14)
Yij | ui, xij ∼ AL (µij(τ), σε(τ), τ) (3.15)

as well as a non-parametric quantile regression model with species as a fixed
effect, interacting with other covariates. Here, Zmeq

i is the random effects design
matrix, zij the incidence vector of subject j of species i, and ui the random
effects vector of species i. We also give details on the prediction of all ui for
linear quantile mixed models, and present a computationally efficient algorithm.
The data and the method of collecting it is described in Section 3 of Paper
IV, including shortcomings and mitigation of these. We motivate the choice of
species for our single species analysis by the triviality in identifying age and sex,
the latter two being covariates in the single species analysis. We also present
descriptive statistics for the singular as well as the multiple species analysis.
The single species analysis is compared using three different computational
approaches (Frisch-Newton, Nelder-Mead and gradient-based) for finding pa-
rameter estimates of the non-parametric quantile regression model (3.12), and
ordinary least squares estimation for the linear model (3.11) for empirical quan-
tiles. We find that the Firsch-Newton and Nelder-Mead methods, both being
derivative free, result in almost the same estimates β̂qr(τ) for τ = 0.01, . . . , 0.99.
The estimates β̂eq(τ) of the empirical quantile model generally follow the quan-
tile regression estimates loosely, but less so in the tails of the intercept. The
gradient-based regression parameter estimates deviate for the binary covari-
ates, but follow the derivative free estimates for the intercept and the effect of
year.
For the multiple species models, we only included year as covariate, as it was not
possible to determine age and sex for all considered species. The linear quantile
mixed model did not result in intercept estimates that were monotone in τ , and
there were indications that only the sums β(τ) + ui(τ) were identifiable, but
not the individual terms. Estimates from the empirical quantiles linear mixed
model and the non-parametric quantile regression model were similar, both
across and within species.
We conclude the summary of Paper IV by remarking that it is not clear whether
species should be modeled as a block factor or as a categorical covariate.

Main contributions

Application We compare linear models for empirical quantiles of phenolog-
ical data with direct quantile regression models for the sample unit data and
conclude that the latter approach has advantages in the level of detail in the
results.
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Theory We provide a computationally more efficient way of predicting the
random effects for the linear quantile mixed regression model.

Extensions

A first more applied extension is to consider the suitability of quantile regression
for other types of organisms. A second extension is to conduct a comparative
simulation study that more clearly highlights the differences in estimates be-
tween the studied methods. A third methodological extension is to study the
identifiability problem of the linear quantile mixed model in more detail.
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Sammanfattning

Ekologi är den vetenskapsgren som studerar levande organismer och hur de re-
laterar till varandra. En fundamental förutsättning för sådana studier är att ha
en taxonomi för dessa levande organismer, som är användbar i den bemärkelse
att vi kan identifiera vilket taxon en organism tillhör, till rimliga kostnader.
Datainsamling förutsätter, så länge vi åtminstone studerar något på popula-
tionsnivå, att en klassificering av organismer till taxa sker. Den första delen
av denna avhandling handlar om hur generell och icke-trivial klassificering kan
utföras på ett rigoröst och tolkningsbart sätt.
Givet en taxonomi enligt vilken organismer kan klassificeras, kan data samlas
in med avseende på förekomst av organismer, vilket i sin tur möjliggör infer-
ens om populationsstorlekar, arters utbredning och rörelser. Dessa aspekter är
starkt relaterade, och under de senare decennierna har stora forskningsresurser
använts för att studera tidsförändringar i flyttningsrörelser, pådrivet av klimat-
förändringar. Data för dessa fenologiska studier följer ofta komplicerade fördel-
ningar med interna beroendestrukturer, och statistisk metodutveckling föreslås
i flera publicerade arbeten. Avhandlingens andra del bidrar med kvantilregres-
sionsmetoder för fenologiska data, för att möjliggöra studier av förändringar
av dessa ankomsttidsfördelningars läge, skala, skevhet och tungsvanshet.
Artikel I beskriver en generell statistisk metod för klassificering av organismer
till taxa baserat på mätingar av deras fenotypiska drag. Vi behandlar det icke-
triviala fallet när inget av dragen är unikt för något taxon. Metoden bygger på
en variansheterogen multivariat Bayesiansk regressionsmodell för mätningarna
av de fenotypiska dragen. Vi antar att varje fenotypisk mätning svarar mot
att partiellt observera en latent Gaussisk variabel, och därigenom kombinerar
vår modell kontinuerliga, heltalsvärda och ordinala mätningar. Vidare hanterar
vi alla typer av partiella observationer på ett konsistent sätt, och inkluderar
osäkerheten från dessa i modellanpassningen. Parametrar estimeras med block-
vis Gibbs-sampling, och utifrån estimaten härleder vi beslutsregioner för de
olika taxa som ingår i träningsdata. Beslutsregionerna inkluderar fall då vi
inte skiljer ut ett enskilt taxon som prediktion av en ny observations arttill-
hörighet, och beroende på vissa styrparametrar kan vi bestämma hur hårda
krav som kan ställas på taxa för att de ska uteslutas från prediktionen. Vi
härleder dessa beslutsregioner med hjälp av belöningsfunktioner. Förutom att
metodernas egenskaper analyseras, så exemplifieras de på ett riktigt datamate-
rial. Vi introducerar också en modellvalsmetod baserad på korsvalidering vilket
möjliggör urval av såväl fenotypiska drag som kovariater i den underliggande
regressionsmodellen, samt jämför vår klassificeringsmetod med en populär klas-
sificeringsmetod i R-paketet mclust.
Artikel II är fokuserad på de mängdvärda klassificerare som introduceras i Ar-
tikel I och generaliserar dessa till när kategorierna (taxa) kan delas upp i grup-
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per enligt en blockstruktur. Vi behandlar klassificering av nya observationer till
N < ∞ möjliga kategorier och studerar mängdvärda klassificerare med kardi-
nalitet från 0 till N , där en klassificerare av kardinalitet 0 motsvarar en utlig-
gande observation (som inte anses tillhöra någon av de på förhand givna N kat-
egorierna), 1 motsvarar ett tydligt beslut att föreslå en enda kategori och N att
ingen av de möjliga kategorierna utesluts. Klassificerare av kardinalitet större
än 1 och mindre än N kallas för partiell förkastning av klassificeringsuppdraget,
då några kategorier förkastas medan minst två kvarstår. Ett generellt mate-
matiskt ramverk för belöningsfunktioner med mängdvärda argument presen-
teras och de optimala Bayesianska klassificerarna för dessa härleds. Detta görs
både för fallet med ett block av kategorier och för flera block av kategorier, där
ovisshet inom block anses mindre problematisk än ovisshet mellan block. Vi il-
lustrerar vår metod på en delmängd av datamaterialet från Artikel I, där 4 taxa
delas in i 3 block. Optimala värden på styrparametrarna i belöningsfunktionen
beräknas från ett gitter av värden utgående från en högsta tolererad felklas-
sificeringsrisk och korsvalidering där varje utelämnad observation predikteras
med hjälp av de övriga.
Artikel III tar ett helhetsgrepp på L-funktionaler för fördelningar F och beting-
ade fördelningar FY |x av responsvariabeln Y från kvantilregressionsmodeller,
givet kovariatvektorn x, i syfte att skapa nya verktyg för fenologiska analyser.
En L-funktional mäter någon aspekt hos F eller FY |x, såsom läge, skala, skevhet
eller tungsvanshet. Dessa kan definieras på många sätt och kännetecknande för
en L-funktional är att den utgörs av en linjärkombination av kvantilvärden
Q(τ) = F−1(τ), för olika kvantiler 0 < τ < 1, eller motsvarande betingade
kvantilvärden Q(τ | x) = F−1

Y |x(y) för regressionsmodeller. Vi behandlar en stor
klass av L-funktionaler på ett enhetligt sätt och motiverar ordningsnumret för
L-funktionaler för läge, skala, skevhet och tungsvanshet. Vi visar också att
dessa kan erhållas som koefficienter för olika polynombaserade termer i en se-
rieutveckling av kvantilfunktionen. L-funktionaler estimerade från data utgörs
av linjärkombinationer av ordningsstatistikor, och vi visar att estimaten är kon-
sistenta och asymptotiskt normalfördelade för såväl linjära regressionsmodeller
som för transformerade linjära regressionsmodeller. Vi genomför numeriska se-
rieutvecklingar upp till ordning 4 av ett antal kända kvantilfunktioner, jämför
den erhållna approximationen med den ursprungliga fördelningen och identi-
fiera vilka polynomserier som bäst approximerar olika kvantilfunktioner. Se-
rieutvecklingen lägger också grunden för ett ny typ av förklaringsgrad, R2

m0
som inte bara kvantifierar den variation i responsvariabeln som förklaras av
kovariaterna, utan också av högre ordnings polynom (upp till ordning m0) från
en serieutveckling av empiriska kvantilfunktioner. Vi exemplifierar detta mått
på ett fenologiskt datamaterial, där inverkan av årtal, kön och ålder analyseras
för ankomsttidsfördelningen för rödstjärt i Falsterbo.
I artikel IV presenteras en jämförelse av linjära modeller för empiriska kvantiler
och kvantilregression för fenologiska analyser av enskilda eller flera migrerande
fågelarters ankomsttidsfördelning i Falsterbo. Vi presenterar de matematiska
detaljerna för båda typerna av modeller för enskilda arter, samt anpassar mod-
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ellerna till data för arten svarthätta. Det framgår att parameterestimaten i
stora drag är likartade mellan metoderna, men att en större detaljrikedom kan
uppnås för estimaten från kvantilregressionsmodellerna. Vidare noteras att gra-
dientbaserade optimeringsmetoder ej verkar lämpa sig för parameterestimering
i kvantilregressionsmodeller när binära kovariater ingår. Vi presenterar också
de matematiska detaljerna kring modeller för multipla arter, och behandlar dels
art som en blockfaktor, och dels som ett kovariat som har samspel med de andra
kovariaterna. De resulterande modellerna (blandad linjär modell för empiriska
kvantiler, blandad linjär kvantilregression samt icke-parametrisk kvantilregres-
sion med art som kovariat), jämförs i termer av systematiska och slumpmässiga
effekter. Det framgår att den blandade linjära kvantilregressionsmetoden har
identifierbarhetsproblem, då summan av systematiska och blandade effekter är
estimerbar, men ej de ingående termerna. Estimaten från den blandade linjära
modellen för empiriska kvantiler och den icke-parametriska kvantilregressio-
nen följer varandra relativt väl. Frågan huruvida art skall behandlas som en
systematisk eller slumpmässig faktor lämnas öppen, med en notis om att icke-
parametrisk kvantilregression med art som kovariat verkar ge de rimligaste
estimaten.
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