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Abstract
This thesis consists of four papers that study several topics related to expert evaluation and aggregation.

Paper I explores the properties of Bayes factors. Bayes factors, which are used for Bayesian hypothesis testing as well as
to aggregate models using Bayesian model averaging, are sometimes observed to behave erratically. We analyze some of
the sources of this erratic behavior, which we call overconfidence, by deriving the sampling distribution of Bayes factors
for a class of linear model. We show that overconfidence is most likely to occur when comparing models that are complex
and approximate the data-generating process in widely different ways. 

Paper II proposes a general framework for creating linear aggregate density forecasts based on local predictive ability,
where we define local predictive ability to be the conditional expected log  predictive density given an arbitrary set of
pooling variables. We call the space spanned by the variables in this set the pooling space and propose the caliper method
as a way to estimate  local predictive ability. We further introduce a local version of linear optimal pools that works by
optimizing the historic performance of a linear pool only for past observations that were made at  points in the pooling
space close to the new point at which we want to make a prediction. Both methods are illustrated in two applications:
macroeconomic forecasting predictions of bike sharing usage in Washington D.C.

Paper III builds on Paper II by introducing a Gaussian process (GP) as a model for estimating local predictive ability.
When the predictive distribution of an expert, as well as the data-generating process, is normal, it follows that the
distribution of the log scores will follow a scaled and translated noncentral chi-squared distribution with one degree of
freedom. We show that,  following a power-transform of the log scores, they can be modeled using a Gaussian process
 with Gaussian noise. The proposed model has the advantage that the latent Gaussian process surface can be marginalized
out in order to quickly obtain the marginal posteriors of the hyperparameters of the GP, which is important since the
computational cost of the unmarginalized model is often prohibitive. The paper demonstrates the GP approach to modeling
local predictive ability with a simulation study and an application using the bike sharing data from Paper II, and develops
new methods for pooling predictive distributions conditional on full posterior distributions of local predictive ability. 

Paper IV further expands on Paper III by considering the problem of estimating local predictive ability for a set of
experts jointly using a multi-output Gaussian process. In Paper III, the posterior distribution of the local predictive ability
of each expert is obtained separately. By instead estimating a joint posterior, we can exploit dependencies in the correlation
between the predictive ability of the experts to create better aggregate predictions. We can also use this joint posterior
for inference, for example to learn about the relationships between the different experts. The method is illustrated using a
simulation study and the same bike sharing data as in Paper III.
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1 Introduction

Not only are we constantly bombarded by predictions — about the weather,
climate change, elections, stock prices, and inflation rates — but by conflict-
ing predictions. Should I believe the forecast that predicts rain tomorrow,
or the one that predicts sunshine? Should I believe the pollster claiming
the next election will be a landslide, or the one who claims that it will be
a nail-biter? Should I believe in neither? Or believe a little bit in both?
Solving this problem has proven to be a surprisingly difficult task, which
has given rise to a wide spectrum of statistical methods. This thesis is my
contribution.

The most straightforward, commonly used, and worst solution to the
problem is to select one of the predictions — usually but not necessarily
based on a battery of statistical tests — and then proceed as if it was the
only one. An advantage of this approach is its simplicity, as it collapses a
state of the world where we have to keep several potential predictions in our
minds simultaneously into a world where there is only one. But simplicity
is not necessarily something to strive for in a complicated world.

It is often better to look at a multitude of contradicting predictions not
as a nuisance to get rid of, but as a richer representation of our total
uncertainty. From this perspective, it makes more sense to combine the
predictions in some smart way than to select a single one. There exists a
wide variety of combination methods that do this, from model averaging
in Bayesian statistics to stacking in machine learning. While all methods
accomplish the same, a combined or aggregate prediction, the theoretical
justifications and actual results vary.

So far I have reasoned in abstract terms about predictions, but in re-
ality predictions don’t exist in a vacuum. They are made by someone or
something. I will call this someone or something an expert. In practice
an expert is often either an opinionated human or, more commonly, some
kind of mathematical model. In this thesis I break down the problem of
combining predictions into two steps. In the first step I estimate what I call
the predictive ability of each expert, and in the second step I combine the
predictions of different experts using these estimates of predictive ability.

Most of the focus of this thesis lies on solving the problem of how to
estimate this predictive ability. Once we consider the idea that different
experts have different predictive ability, a natural extension is to consider
how this predictive ability might vary as a function of different factors. As a

1



naive example, maybe one expert makes worse predictions about the stock
market during recessions. Or maybe an expert consistently under-performs
in weather forecasting when humidity is high. Modeling predictive ability
like this, as something varying over an arbitrary set of variables, poses
several challenges that Paper II – IV develop some answers for.

In Paper I we examine why comparisons between competing models be-
come problematic when all of the models are misspecified. It shares some
concepts with the other three papers as these comparisons are based on
probability distributions over a set of models, and distributions over mod-
els can be used to combine models using Bayesian model averaging (BMA).
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2 Modeling uncertainty

The only relevant thing is uncertainty — the extent of our own
knowledge and ignorance. The actual fact of whether or not the
events considered are in some sense determined, or known by
other people, and so on, is of no consequence. (De Finetti, 1990,
Preface xi)

Statistics is a science largely concerned with uncertainty. The language
that statisticians use to communicate and reason about this uncertainty is,
for the most part, mathematics. As a complicating factor, there are differ-
ent dialects in the language of statistics, with the most commonly spoken
two being Bayesian and frequentist. The main difference between these
two dialects, and it is a big one, lies in how the word probability is defined.
The frequentist definition of probability is based on the limit of a relative
frequency, so that for example the probability of observing heads on a coin
flip is the relative frequency of heads in an unlimited sequence of equivalent
coin flips (Von Mises, 1981). The Bayesian definition of probability, which
is used throughout this thesis, is instead based on the notion of a coherent
quantification of subjective belief (De Finetti, 1990; Ramsey, 1988).

The rest of Section 2 aims to be a crash course in Bayesian statistics, tak-
ing a somewhat complicated path from the general question of why math-
ematical models — sometimes — make sense, to how these models allow
us to update our uncertainty given new information using Bayes’ theorem.
The specification of a mathematical model to represent uncertainty is, in all
but a handful of special cases, a quite difficult problem. Different consider-
ations give rise to different models, and we often end up with a multitude
of potential models. Section 3 discusses several potential solutions to this
problem. Section 4 provides a gentle introduction to Gaussian processes, a
nonparametric class of models used throughout Paper III and IV.

2.1 From observables to parameters

We start with the problem of predicting the outcome of a coin flip, given
a sequence of n outcomes {x1, . . . , xn} from previous flips using the same
coin. Formally, we are interested in the probability that flip n+1 lands on
heads, conditional on having observed the outcome of the n previous flips.
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Using notation from probability theory we are interested in

p(xn+1 | x1, . . . , xn) =
p(x1, . . . , xn, xn+1)

p(x1, . . . , xn)
, (1)

where p(x1, . . . , xn) is a predictive probability model, which Bernardo and
Smith (1994, p.167) define in the following way.

Definition 1. (Predictive probability model). A predictive model for a
sequence of random quantities x1, x2, . . . is a probability measure P , which
mathematically specifies the form of the joint belief distribution for any
subset of x1, x2, . . ..

At the most fundamental level, we are interested in making predictions
about future observations given past observations. However, in order to use
Equation (1) to do this, we need to make some further assumptions. In the
subjectivist view, these assumptions do not represent external properties of
the world, but rather our beliefs about the function p(x1, . . . , xn) (Poirier,
2011).

The fact that we are trying to learn about future coin flips based on pre-
vious ones implies that we think the coin flips of today and yesterday are in
some sense equivalent. This is formalized in the concept of exchangeability
(Bernardo and Smith, 1994, p.169)

Definition 2. (Finite exchangeability). The random quantities x1, . . . , xn
are said to be judged (finitely) exchangeable under a probability measure P
if the implied joint degree of belief distribution satisfies

P (x1, . . . , xn) = P (xπ(1), . . . , xπ(n))

for all permutations π defined on the set {1, . . . , n}. In terms of the corre-
sponding density or mass function, the condition reduces to

p(x1, . . . , xn) = p(xπ(1), . . . xπ(n)).

This definition can easily be extended to infinite exchangeability. An in-
finite sequence is infinitely exchangeable, if every finite subsequence is ex-
changeable (Bernardo and Smith, 1994). Informally, exchangeability means
that the order the coin flips have been observed in is not important.

In probability theory, a random variable that can take one of two values,
such as a coin flip, is called a Bernoulli random variable. Given exchange-
ability, de Finetti’s representation theorem tells us that (Bernardo and
Smith, 1994, p.172)
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Definition 3. (Representation theorem). If x1, x2, . . . is an infinitely ex-
changeable sequence of 0–1 random quantities with probability measure P ,
there exists a distribution function Q such that the joint mass function
p(x1, . . . , xn) for x1, . . . , xn has the form

p(x1, . . . , xn) =

∫ 1

0

n∏
i=1

θxi (1− θ)1−xi dQ(θ), (2)

where

Q(θ) = lim
n→∞

P [yn/n ≤ θ] ,

with yn = x1 + · · ·+ xn, and θ = lim
n→∞

yn/n.

Part of the beauty of this theorem is that it provides a bridge between
what we are actually interested in, the observables, and the world of math-
ematics as given by θ (Poirier, 2011). The value in providing this bridge
lies in that the right-hand side of Equation (2) is often much easier to work
with, as we shall see when we derive the probability that the next coin flip
will come up heads.

The assumption of exchangeability, which on the surface appears fairly
modest, places severe restrictions on the family of functions p (Bernardo
and Smith, 1994). Under the simplifying assumption thatQ(θ) is absolutely
continuous with pdf p(θ), we can rewrite the left-hand side of Equation (2)
as ∫ 1

0
p(x1, . . . , xn | θ)p(θ) dθ, (3)

where

p(x1, . . . , xn | θ) = p(x1 | θ) . . . p(xn | θ) =
n∏

i=1

θxi (1− θ)1−xi . (4)

In (2), we see that the sequence of coin flips, when exchangeability is as-
sumed, is a mixture of Bernoulli distributions (Lindley and Phillips, 1976)
where the mixing weights, given by the distribution of θ, can be interpreted
as our beliefs about what we would expect the long run relative frequency
of the proportion of heads to be. Equation (3) breaks things down into
more familiar terms: the predictive distribution can be deconstructed into
a likelihood function p(x1, . . . , xn | θ) — by treating it as a function of the
parameter θ — and a prior distribution over θ, p(θ).

Applying the representation theorem to Equation (1) that we were ini-
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tially interested in, we obtain (Bernardo and Smith, 1994, p.243)

p(xn+1 | x1, . . . , xn) =
∫
p(x1, . . . , xn+1 | θ)p(θ) dθ∫
p(x1, . . . , xn | θ)p(θ) dθ

(5)

=

∫
p(xn+1 | θ)p(θ | x1, . . . , xn) dθ, (6)

where

p(θ | x1, . . . , xn) =
p(x1, . . . , xn | θ)p(θ)∫
p(x1, . . . , xn | θ)p(θ)

(7)

is the posterior distribution of θ given the observed data.

Cleaning up Equation (7) we arrive, at last, at Bayes’ theorem:

p(θ | x1, . . . , xn) =
p(x1, . . . , xn | θ)p(θ)

p(x1, . . . , xn)
. (8)

While Bayes’ theorem is the most important cog in the mathematical
machinery used when doing Bayesian statistics, it is important to remember
that the mathematical foundations of statistics are there only to facilitate
work with observables, and not for their own sake.

2.2 Bayes’ theorem

At its surface, Bayes’ theorem is a simple result following from the definition
of the conditional probability of an event (Gut, 2009, p.5)

P (θ | D) =
P (θ,D)

P (D)
=⇒ P (θ,D) = P (θ | D)P (D)

P (D | θ) = P (θ,D)

P (θ)
=⇒ P (θ,D) = P (D | θ)P (θ)

from which follows

P (θ | D) =
P (D | θ)P (θ)

P (D)
.

In the world of mathematical abstractions, Bayes’ theorem tells us how
to update our prior uncertainty about the distribution of an unknown pa-
rameter θ by conditioning on data D = (x1, . . . , xn). We call this updated
distribution our posterior, p(θ | x1, . . . , xn). In layman’s terms the prior
describes our uncertainty before observing the data, and the posterior de-
scribes our uncertainty after observing the data.

To obtain the posterior we need three components: i) the likelihood
p(x1, . . . , xn | θ) which describes the mathematical model for the observa-
tions, conditional on the unknown parameter(s) θ, ii) the prior p(θ) which
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encodes our prior belief about the unknown parameter(s) as a probability
distribution, and iii) the marginal likelihood, or evidence, p(x1, . . . , xn).
The marginal likelihood is the likelihood with with the parameters inte-

grated out with respect to the prior

p(x1, . . . , xn) =

∫
p(x1, . . . , xn | θ)p(θ) dθ,

and is used extensively as a measure of fit in Bayesian statistics.
While we have shown how the convenient Bernoulli model emerges from

the coin flip example when we assume exchangeability, real world applica-
tions are seldom as tidy. To be able to reason about any observables we
can conceive of, we need the general representation theorem. Borrowing
our formulation from Bernardo and Smith (1994, p.177)

Definition 4. (General representation theorem). If x1, x2, . . . is an in-
finitely exchangeable sequence of real-valued random quantities with proba-
bility measure P , there exists a probability measure Q over I, the space of
all distribution function on R, such that the joint distribution function of
x1, . . . , xn has the form

P (x1, . . . , xn) =

∫
I

n∏
i=1

F (xi) dQ(F ),

where
Q(F ) = lim

n→∞
P (Fn),

and Fn is the empirical distribution function defined by x1, . . . , xn.

The general representation theorem gives us hope that we can apply
the mathematical machinery of probability theory on any exchangeable
sequence. However, the price is steep. The theorem tells us that a model
exists, but specifying a prior over all distribution functions on R is clearly
not possible.
As the full specification of the distribution function, which we will refer

to as our predictive belief model, in (4) is often not possible, we need to
be pragmatic in order to make use of mathematical models. The only way
to extend the class of problems we can to solve beyond the trivial is to
introduce approximations: while we may not be able to specify a model
that fully captures our true belief a priori, we can come up with something
that is wrong but still useful (Box, 1976). When we allow for the possibility
of specifying a model that does not fully represent our prior beliefs, it
naturally raises the question of why we chose the particular approximation
we did. Often, several alternative approximations will present themselves,
with neither being obviously better or worse than the other.
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3 A multiplicity of models

What do we do when the true predictive belief model is one of potentially
boundless complexity? The standard practice of most statisticians is to
search their statistical toolbox, i.e. the set of models they have been ex-
posed to, and find one that seems similar enough to the true model. If
they give the problem enough thought, most practitioners will arrive at the
conclusion that they are not really sure which model in their toolbox is
the best fit, and settle on a subset of models M = {M1,M2, . . . ,MK} to
consider further. This leads to the question of how to perform inference
and prediction given a multitude of, more or less suitable, models.

Bayesian model averaging (Hoeting et al., 1999) solves the problem by
embedding the set of models into a hierarchical model, and in doing so
assigns each model a prior probability of being the predictive belief model.
These model probabilities can then be updated, just like any other un-
known, by conditioning on new data using Bayes’ theorem. In practice,
this updating is done by multiplying the ratio of prior model probabilities
with the ratio of marginal likelihoods, the so called Bayes’ factor (Kass
and Raftery, 1995). For the two model case, the posterior odds in favor of
model 1 is

P(M1 | D)

P(M2 | D)︸ ︷︷ ︸
Posterior odds

=
P(M1)

P(M2)︸ ︷︷ ︸
Prior odds

× P(D |M1)

P(D |M2)︸ ︷︷ ︸
Bayes factor

, (9)

where P(D | Mi) is the marginal likelihood of model i, which we get by
integrating out all uncertainty except the model probability,

P(D |Mi) =

∫
P(D |Mi, θ)p(θ |Mi) dθ, (10)

and P(M1) is the prior model probability of model 1.

Specifying a prior over a set of models implies that one of the models in
the set corresponds to the predictive belief model, which is often an un-
reasonable assumption to make. When made in error, such an assumption
can lead to unexpected problems with the posterior model weights. For
example, in the situation where all models are roughly equally misspeci-
fied, using Bayes’ factors as evidence to select or weight models can lead to
erratic weights, a topic which is explored in Paper I.
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3.1 A categorization system for sets of models

Bernardo and Smith (1994) introduce terminology for reasoning about the
set of candidate modelsM in relation to the predictive belief model. When
we believe that one of the models inM corresponds to the predictive belief
model, we take theM-closed view. In theM-closed view Bayesian model
averaging makes sense. However, the real-world situations corresponding
to this view are rare, mostly limited to computer simulations and hand-in
assignments.

TheM-open view, where we admit that the set of models are approxima-
tions and that we are unable to properly specify a predictive belief model, is
the most common. The problem of how to select or combine models when
the set isM-open is an open question, and what Papers II–IV explore.

In betweenM-closed andM-open we findM-completed, where the set
of models does not contain the predictive belief model, but we are still able
to specify one. This would be the case when we can specify a predictive
belief but are unable to use it in practice for reasons such as computability
or interpretability.

3.2 Multiple models and predictions

Papers II–IV are chiefly concerned with predictions, and for that reason I
will switch my focus from multiple models to multiple predictive distribu-
tions. This focus allows us to naturally introduce predictive criteria as a
evaluation methods. It also allows us to consider the problem of combin-
ing predictive distributions derived from formal mathematical models with
those created organically by human experts, such as forecasts of macroe-
conomic (Croushore and Stark, 2019) and meteorological (Sanders, 1963)
variables.

When using BMA to make a predictive statement, this is in practice done
through a linear combination of the predictive distributions of the set of
models

pBMA(x̃) =
K∑
i=1

wi p(x̃ |Mi), wi = P (Mi | D),

where x̃ denotes the variable we want to predict. The weights in BMA can
be shown to asymptotically concentrate on a single model. This behav-
ior is desirable from the M-closed perspective, as one of the models then
corresponds to the predictive belief model. However, the weights will also
concentrate on a single model when none of the models correspond to the
predictive belief model. Even in a set where all models are horribly mis-
specified, the weights will — given enough data — concentrate on a single
model. The weights concentrate on the model that has a predictive distri-
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bution closest to the data distribution, as measured by the Kullback-Leibler
divergence.

The Kullback-Leibler (KL) divergence for continuous variables is defined
by the integral (Bishop, 2006)

DKL(P || Q) =

Relative entropy︷ ︸︸ ︷∫
p(x) log

(
p(x)

q(x)

)
dx

=

∫
p(x) log p(x) dx︸ ︷︷ ︸

Entropy

−
∫

p(x) log q(x) dx︸ ︷︷ ︸
Cross entropy

KL-divergence is a useful concept when thinking about what predictive
distribution q(x) best fits the data distribution p(x). It is non-negative,
and zero only when p(x) = q(x), i.e the lower the KL-divergence, the better
the predictive model fits the data distribution.
BMA weights will asymptotically almost always assign all weight to the

model closest to the data distribution in terms of KL-divergence (Yao,
2021). This behavior is clearly not optimal in the M-open case, as it
sacrifices the full expressiveness of the pool, and so we have to look outside
of BMA for a solution. In BMA, the pooling weights are justified by a
simple application of Bayes’ theorem, but this is not the only way we can
approach the problem. One other option is to select models based on
predictive criteria (Gelman et al., 2014b). A popular predictive criteria
is the expected log predictive density for a new, yet to be observed, data
point, and is given by

ELPD =

∫
[log ppost(ỹ)] f(ỹ) dỹ,

where ppost is the posterior predictive distribution, i.e. the likelihood with
the parameters integrated out with respect to the posterior, and f is the
distribution of the data-generating process.
While we would like to use the KL-divergence as a measure of model fit,

this is impossible since the data-generating process is not known. An alter-
native is to use the ELPD, which is equal to the cross-entropy of the pre-
dictive distribution with regards to the distribution of the data-generating
process. The ELPD is proportional to the KL-divergence up to an additive
constant that only depends on the data-generating process. Since ELPD is
proportional to the KL-divergence we cannot say anything about the ab-
solute fit of a model based on it, but we can use it to compare models, as
the unknown additive constants will cancel out.
As calculating the ELPD analytically also requires access to the dis-

tribution of the data-generating process, we have to estimate it. This is
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straightforward to do as our data is, by definition, a sample from the data-
generating process. As the ELPD for a model is the expectation of the log
predictive density for a new observation from the data-generating process
for that model, we can estimate it with the sample mean

ÊLPD =
1

N

N∑
i=1

log p(x̃i |Mi).

This naive estimator, however, introduces bias as the same data is used
to train and and evaluate the model. A common way to get around this
is to approximate ELPD using cross validation, where for a given sample
of size N the model is estimated using N − 1 observations, and the last
observation is used to calculate the log score (Efron and Tibshirani, 1993;
Vehtari and Ojanen, 2012) log p(yi | y ̸=i). This process is then repeated N
times, once for each observation, and the results are averaged.

In the M-closed setting, one of the models in the pool corresponds to
the predictive belief model and so the tendency of BMA to settle on the
model that minimizes Kullback-Leibler divergence or, equivalently, maxi-
mizes ELPD is not a problem. However, in the M-open setting, it makes
more sense to look for the pool that maximizes ELPD, and this pool will
almost always assign several models non-zero weights.

3.3 Linear prediction pools

Borrowing terminology from Stone (1961), we call the predictive distribu-
tion resulting from considering a set of predictions a pooled prediction, and
refer to the combination of a set of predictive distributions {p1(ỹ), . . . , pK(ỹ)}
as a prediction pool. A simple prediction pool comes from considering the
weighted linear combination of predictive distributions

pLP (ỹ) =
K∑
i=1

wipi(ỹ),

where pLP denotes the predictive distribution corresponding to the linear
pool. The weights wi are typically assumed non-negative and summing to
one, which ensures that pLP is a probability density function. In BMA and
from the M-closed viewpoint, the derivation of the weights follow from
a simple application of Bayes theorem, but from a M-open perspective,
selecting the weights is an open problem.

One possibility is to use what Stone (1961) calls a democratic pool

w1 = · · · = wK = 1/K.
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While this combination scheme might seem overly simplistic, it has often
been observed to outperform much more sophisticated pooling schemes
(Clemen, 1989), a phenomenon later dubbed the forecast combination puzzle
(Stock and Watson, 2004).

A method introduced by Hall and Mitchell (2007) and expanded upon
by Geweke and Amisano (2011), which we will refer to as the optimal
prediction pool, selects weights by maximizing the mean of the historical
log predictive scores of the pool. Hall and Mitchell (2007, p.4) defines the
optimal pool the following way.

Definition 5. The optimal combined density forecast is p∗t (yt) =
∑

w∗
i pit(yt),

where the optimal weight vector w∗, w∗ = (w1, . . . , w
∗
K), minimizes the KL-

divergence between the combined and true densities. This minimization is
achieved as follows:

w∗ = argmax
w

1

T

T∑
t=1

ln pt(yt) (11)

where 1
T

∑T
t=1 ln pt(yt) is the average logarithmic score of the combined den-

sity forecast over the sample t = 1, . . . , T .

As pointed out by Geweke and Amisano (2012), this type of pool has
the potential to greatly outperform BMA for theM-open case. The reason
for this is that the set of weights {w1, . . . , wK} that minimizes the KL-
divergence of a linear pool with regards to the data-generating process
will typically contain several nonzero weights, and BMA will always settle
on a single model. This property makes optimal pools more expressive
than BMA, in that they can approximate a larger class of data-generating
processes (Yao, 2021).

3.4 Nonlinear pooling schemes

The main argument we have put forth so far for pooling based on predictive
criteria has been that it allows us to create more expressive pools than those
that result from the application of Bayes’ theorem through Bayesian model
averaging. This is trivially true since under theM-open framework, none
of the models in the pool is the predictive belief model and so a method,
like BMA, that ends up assigning all weight to a single model will perform
poorly. In a sense, this is an argument about model complexity, where
a more general linear pool implicitly assigns prior probability to not only
the models in the pool, but to all linear combinations of models. Clearly
this model encompasses the simpler BMA model, and thus the class of
data distributions it can approximate well is greater. By extension, various
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complex nonlinear functions of the models in the pool should have an even
higher theoretical upper limit on ELPD.

A common argument along these lines is: compared to a model in which
K discrete models are first used to obtain predictions which are then pooled,
a fully hierarchical model, such as finite mixture models, where the parame-
ters of the models and the pooling weights are estimated jointly will perform
better (Frühwirth-Schnatter, 2006). But there is no obvious stopping point
to this logic of ever increasing complexity, and eventually, the argument
collapses in on itself, and we are reminded that the reason we took the
M-open view in the first place was that we were unable to specify a model
full and complex enough to capture our predictive belief model. Thus, the
same pragmatic argument that landed us in theM-open setting motivates
our choice of linear pools.

3.5 Predictions as data

A different way to think about a collection of predictions is to not think of
them as predictions at all, but rather as data that can be used by a third
part, whom we will refer to as a decision maker (Lindley et al., 1979). In
the decision maker approach, we consider the set of predictive distributions
{p1(ỹ), . . . , pK(ỹ)} as data that can be used to update the prior predictive
distribution of the decision maker. Doing this with Bayes’ theorem requires
the specification of an — often incredibly complex – likelihood function for
the predictive distributions, something which the decision maker typically
will not be capable of (Genest and Schervish, 1985), and so we need to look
for simpler methods.

Without a fully specifying the distribution of the data it is impossible to
uniquely determine the posterior. However, under certain conditions it is
possible to instead specify a formula for prior to posterior updating which is
compatible with any marginal distribution of the data. For example, in the
simple situation where the decision maker is concerned with the probability
of an event p = P(A) and wants to update her prior after having obtained
predictions of the probability of A from an expert Q = q but is only willing
to specify the mean of Q, Genest and Schervish (1985) show that the only
updating rule p∗(q) that is compatible with all marginal distributions dF
for Q is a linear pool of the expert prediction (Genest and Schervish, 1985,
p.1201)

Theorem 1. Let the initial specifications consist of p = P(A), µ = E(Q),
and that the support of dF is [0, 1]. Then p∗(q) satisfies the Consistency
condition if and only if

p∗(q) = p+ λ(q − µ) (12)
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for some λ satisfying

max{p/(µ− 1), (p− 1)/µ} ≤ λ ≤ min{p/µ, (1− p)/(1− µ)}. (13)

Consistency condition. No matter what the unspecified marginal distri-
bution dF for Q is, there exists a joint distribution for A and Q which
is compatible with dF , satisfies the initial conditions, and is such that
p∗(q) = P(A | Q = q).

The Bayesian updating of Genest and Schervish (1985) is further devel-
oped and generalized to expert predictions in the form of full predictive
distributions by West (1992) and West and Crosse (1992). A contempo-
rary treatment of density combination from this perspective can be found
in the Bayesian predictive synthesis literature (Johnson and West, 2018).
Another perspective on the theoretical justification for linear pool is to

look at them not as motivated by Bayes’ theorem, but as updating using
Jeffrey’s rule of conditioning (Diaconis and Zabell, 1982), where a proba-
bility P ∗(A) is updated by updating the probabilities P ∗(Ei) on a partition
{Ei}Ki=1

P ∗(A) =
∑

P (A | Ei)P (Ei). (14)

The aggregation methods we propose in Paper II–IV can be interpreted as
a form of Jeffrey’s updating.

3.6 Dynamic weights

Many pooling methods operate by identifying a specific set of weights
w = {w1, . . . , wK} that maximize some scoring rule, such as the log score
for optimal pool. However, it is often more reasonable to assume that
the optimal set of weights is context specific, or dynamic. An example of
this that has proven successful is pooling with time-varying weights (Billio
et al., 2013; Casarin et al., 2021), such as Del Negro et al. (2014) who use
a smooth autoregressive process to model dynamic weights.

While pooling based on time-varying weights is the most common form
of dynamic weighting, approaches that allow the weights to vary over a set
of covariates have also been proposed (Li et al., 2021; Yao et al., 2021). In
Paper II we take this more general approach and extend the idea of time-
varying weights to weights that are allowed to vary over an arbitrary set of
variables which we call pooling variables.
For the non-dynamic optimal pool of (Hall and Mitchell, 2007) in Equa-

tion (11), the weights are selected by maximizing the historical mean of the
log scores of the pool. This minimizes the KL-divergence of the pool with
regards to the data-generating process and thus maximizes ELPD. When
we allow the optimal weights to vary over a pooling space, the problem of
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finding the pool with the largest ELPD at any given point in the pooling
space turns into a complicated modeling problem.

In the approach we take in Paper II–IV, the data points we use for
this modeling problem are log predictive scores. Modeling log predictive
scores comes with two inherent problems. First, the model needs to ad-
equately capture the distribution of log scores, which will depend on the
predictive distribution and the distribution of the unknown data-generating
process. The distribution of log scores can be complex, and therefore using
a simple model with additive noise can lead to problems. For example,
in the common situation when both the predictive distribution and the
data-generating process are Gaussian, the log scores will follow a scaled
and translated noncentral χ2

1 distribution (Sivula et al., 2022), which is a
distribution that is highly skewed with one fat tail, and whose mean and
variance are dependent. Second, it is easy to come up with a set of pooling
variables over which we assume that the weights should vary, but specifying
how they should vary over that space is hard. To this end, we need a model
that can allow the weights to vary smoothly over the pooling space while at
the same time requiring minimal specification. Guassian processes (GPs),
a flexible nonparametric model, is one such model, and the main topic of
Paper III and IV is the use of GPs to model log score data.
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4 A gentle introduction to Gaussian processes

A central problem in statistical modeling is inferring relationships between
a set of inputs x and an output y given noisy data. The goal of inferring
this relationship is typically either to learn about the properties of the pop-
ulation from which the data have been generated — what we call inference
— or to make predictions about the output at a new point x̃ in the input
space. A widely used solution to this central problem is linear regression.
In a typical linear regression model, we assume that the noisy observa-

tions can be described as a linear function of the inputs plus a noise term,
for example

y = f(x) + ε, ε ∼ N(0, σ2), f(x) = β⊺x. (15)

A important aspect to consider when using linear regression models is
what inputs to include and what, if any, transformations to apply to those
inputs. As an example, consider the situation when the input is a scalar x,
and the function f(x) is a polynomial of degree p, so that

f(x) = β0x
0 + β1x

1 + · · ·+ βpx
p. (16)

In order to learn about the properties of the population or to make good
predictions, the specific polynomial selected must fit the data. The degree
of the polynomial selected defines the hard edges of what kind of data the
model can describe well, and while large amounts of data are usually helpful
in modeling, no amount of data can help a model push beyond these edges.
Figure 1 shows maximum likelihood estimates of the polynomial function
in (16) for orders 0–3 for the same data set.
Models like (15) define the relationship between the input and output via

a finite set of parameters, in this case {σ2, β0, . . . , βp}, and are therefore
referred to as parametric models. While a parametric approach such as
polynomial regression does not have any limit to its complexity, as we
can just keep increasing the order of the polynomial and even add other
functions of x, it does require that the function to be used is specified in
advance. If we start with a model assuming a linear relationship, no amount
of data will we let it adequately model a quadratic relationship.

To help alleviate this problem, a class of nonparametric models have been
developed. Roughly speaking, nonparametric models are models whose
complexity increases with the amount of data which makes them able to
capture increasingly complex relationships under minimal assumptions. A
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Figure 1: The best attempts of polynomial regression models of various
orders to capture a complex relationship.

very simple example of a nonparametric model is the k-nearest neighbors
(kNN) model.

The kNN model predicts as output at a new point x̃ the mean of the
outputs of the k nearest previous observations, where distance is with re-
gards to the inputs. This model increases in complexity with the number of
sample points, as the model consists of all data. This simple model is in a
sense therefore much more complex than the polynomial regression model
which is stuck at p+ 2 parameter regardless of how much data we feed it.

While nonparametric models have several attractive properties, there
are trade-offs to be aware off. Parametric models, when correctly specified,
can make incredibly efficient use of the data. They are typically also much
better at extrapolation. A kNN model, for example, does not care about
how close the neighbors are.

A Gaussian process is a nonparametric model that can be described as
a distribution over functions. In contrast to the linear regression model in
Equation (15), which selects a specific polynomial and then specifies pri-
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ors for its parameters, a Gaussian process defines a prior for f(x) directly
(Gelman et al., 2014a) — in a sense cutting out the parametric middleman.
The rest of this section lays out the theoretical foundations needed to un-
derstand the methods used for modeling predictive ability in Paper III and
IV.

Quoting Rasmussen and Williams (2006, p.13):

Definition 6. A Gaussian process is a collection of random variables, any
finite number of which have a joint Gaussian distribution.

Following this definition, we can view a Gaussian process as an infinite-
dimensional Gaussian distribution. Much like a Gaussian distribution is
fully specified by its mean vector and covariance matrix, a Gaussian pro-
cess is defined by its mean and variance functions. These functions are
essentially rules that determine the mean and covariance between two func-
tion outputs given their inputs. The mean and covariance functions for the
Gaussian process f(x) ∼ GP(m(x), g(x,x′)) are given by (Rasmussen and
Williams, 2006)

m(x) = E [f(x)] (17)

k(x,x′) = E
[
(f(x)−m(x))(f(x′)−m(x′)

]
, (18)

where x and x′ are two arbitrary inputs. The mean function m(x) is often
taken to be zero, which we will do for the rest of this section to simplify
notation. The covariance function, also known as the kernel, gives us the
prior over function realizations. Different covariance functions will, for
example, put higher prior probability on functions that vary more smoothly
over the input space. Typically the correlation between the output at two
input points x and x′ depends on the distance between the points, being
one when x = x′ and smoothly decreasing as the distance increases.

A commonly used covariance function, which we use in Paper III–IV,
is the squared exponential, which for a univariate input is given by (Ras-
mussen and Williams, 2006)

cov(f(x), f(x′)) = gSE(x, x
′) = α2 exp

(
−|x− x′|2

2l2

)
(19)

The squared exponential is parameterized by the signal variance α2,
which controls the overall variance in the prior, and the length scale l
which determines how smoothly functions vary over the input space, with
an infinite length scales corresponding to independent outputs. Figure 2
shows multiple draws from the prior and illustrates the effect of α2 and l2.
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Figure 2: Draws from the prior of a Gaussian process for different length
scales and signal variances.

It is often the case that we have multiple inputs for each output. To
accommodate for the possibility that the functions vary more smoothly
over certain inputs than others, the squared exponential kernel can be aug-
mented to allow the length scale of each input to be unique. This kernel is
known as the automatic relevance determination (ARD) squared exponen-
tial (Neal, 1996), and is given by

gARD(x,x
′) = α2 exp

− J∑
j=1

|xj − x′j |2

2l2j

 . (20)

We are typically interested in modeling data with noise, such as in Equa-
tion (15). Starting from the assumption that our observed data can be
described as the sum of a Gaussian process and an error term, y = f(x)+ε,
it turns out that y is itself a Gaussian process. This follows from the result
that the sum of the Gaussian processes is a Gaussian process (Rasmussen
and Williams, 2006), and that independent, identically distributed noise
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terms ε follow a Gaussian process

m(ε) = 0 (21)

g(εq, εp) = σ2δpq, (22)

where δ is the Kronecker function taking the value one when p = q, and
zero otherwise.
Due to the properties of the multivariate Gaussian distribution, using

GPs to predict the output at a new input point x̃ is straightforward. As
the distribution of y as well as f(x̃) is Gaussian, so is the joint (y, f(x̃))
and, more importantly, the conditional distribution f(x̃) | y.
Following the notation in Rasmussen and Williams (2006), the joint dis-

tribution of (y, f(x̃)) can be written as[
y

f(x̃)

]
∼ N

(
0,

[
G(x,x) + σ2I G(x, x̃)

G(x̃,x) G(x̃, x̃)

])
, (23)

where G(x,x) denotes the matrix of covariances evaluated at each pair of
inputs in x. From this joint distribution follows the conditional, where we
condition explicitly on the input at the observed outputs, x, as well as the
input for which we want to make predictions, x̃, to obtain

f(x̃) | y,x, x̃ ∼ N
(
f̄(x̃), cov f(x̃)

)
(24)

f̄(x̃) = G(x̃,x)(G(x,x) + σ2I)−1y (25)

cov f(x̃) = G(x̃, x̃)−G(x̃,x)(G(x,x) + σ2I)−1G(x, x̃). (26)

4.1 Learning the hyperparameters

As can be seen in Figure 2, the choice of length scale and signal variance
has a large influence on the Gaussian process prior. Selecting the correct
values for these hyperparameters is therefore and important problem.
A common way to choose hyperparameters is to treat it as an optimiza-

tion problem. Typically, this is done by either selecting values for the
hyperparameters that maximize the (log) marginal likelihood

log p(y | x,θ) = −1

2
y⊺

(
G(x,x) + σ2I

)−1
y − 1

2
log|G(x,x) + σ2I| − n

2
log 2π,

or by cross validation. Somewhat surprisingly these two criteria are, under
specific circumstances, equivalent (Fong and Holmes, 2019).
A drawback of selecting hyperparameters through optimization is that

it does not allow us to fully capture our uncertainty. A more orthodox
Bayesian approach is therefore to specify priors for all unknown parameters
θ and set up a model for the joint distribution of (y,θ | x).
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While this fully Bayesian approach has theoretical appeal, it has the
drawback that it often leads to models with integrals that are not analyt-
ically tractable (Rasmussen and Williams, 2006). However, this problem
has largely been solved by efficient Markov chain Monte Carlo (MCMC)
methods. In Paper III–IV we use Hamiltonian Monte Carlo (HMC) to this
end.

4.2 Hamiltonian Monte Carlo

The class of models with a posterior distributions that can be derived an-
alytically is surprisingly small. To sidestep this algebraic hurdle, we have
to turn to computational approximations. The explosion in popularity of
Bayesian methods over the last 30 years can in large part be attributed to
advances in such approximation methods, like Markov chain Monte Carlo,
as they allow us to use increasingly more complex and realistic models
(Gelman et al., 2014a).

Metropolis-Hastings (MH) is an MCMC algorithm that works by ran-
domly jumping around in the posterior using a Markov chain until it has
jumped around long enough to supply us with a sample from the posterior
distribution. In practice, this is done with a proposal distribution that, at
iteration i and given a previous sample point θ(i−1), generates a new po-
tential sample point θ′ from a proposal distribution q(·|θ(i−1)). This new
point is then either rejected with certain probability 1 − α, in which case
the sampler stays where it is and tries a new proposal, or accepted, in which
case the sampler moves to the new sample point; see Algorithm 1.

Algorithm 1: The Metropolis-Hastings algorithm

Input: Proposal density q(θ′|θ) with random number generator,
initial value θ(0), number of iterations N .

for i = 1 to N do

draw θ′ ∼ q(·|θ(i−1))
set θ(i) ← θ′ with probability

α = min
(
1, p(x|θ′)p(θ′)

p(x|θ(i−1))p(θ(i−1))

q(θ(i−1)|θ′)

q(θ′|θ(i−1))

)
else set θ(i) ← θ(i−1)

end

Output: autocorrelated random draws θ(1), . . . ,θ(N) from
posterior p(θ) ∝ p(x|θ)p(θ).

In the best of all world, we would like our sampler to supply us with a
chain of independent draws. Metropolis-Hastings, however, induces corre-
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lation between the draws via the proposal distribution. Typically, shorter
proposed jumps means higher acceptance probability, but also higher cor-
relation since the sampler takes smaller steps. The obvious solution to
this problem, increasing the variation in the proposal to increase the aver-
age distance, leads to problems where the sampler will reject an increasing
amount of the draws as the relative density is too low.

Hamiltonian Monte Carlo gets around this trade-off and manages to make
long jumps while still maintaining a high acceptance rate, something it
accomplishes by exploiting certain properties of Hamiltonian dynamics from
Physics. In doing this, Hamiltonian Monte Carlo not only allows us to
sample more efficiently, it also allows us to explore even more complex,
high-dimensional posteriors where Metropolis-Hastings might struggle.

However, the power of HMC comes at a computational cost, as the dis-
cretized Hamiltonian dynamics for generating the long distance propos-
als requires the repeat calculation of the gradient of the log posterior
to work, and in extension access to fast automatic differentiation. Due
to its complexity, HMC is also harder to implement then other samplers
like Metropolis-Hasting or Gibbs. Despite these problems, HMC is seeing
widespread use, in much thanks to the probabilistic programming language
Stan (Stan Development Team, 2022) which makes it easy to sample from
complex models quickly by leveraging the speed of the C++ autodiff li-
brary.

4.3 Multi-output Gaussian processes

So far we have covered Gaussian processes where a — potentially multi-
variate — input is used to predict a univariate output. In practice, we
are often interested in a multivariate output as well. A K-variate output
can be modeled using K independent processes (Rasmussen and Williams,
2006), but when the outputs are assumed to be correlated a multi-output
Gaussian process is preferable. A multi-output Gaussian process is of the
form

y | f(x) ∼ N (f(x),Σ)

f(x) ∼MGP(µ(x),g(x,x′)),
(27)

where y isK-dimensional response or output vector, µ(x) is a vector-valued
mean function, and g(x,x′) = cov(f(x), f(x′)) a matrix-valued covariance
function.

Correlated outputs can occur either because of a correlation in the prior
— i.e. when the covariance function is set up in such a way that there is
an assumed correlation in the underlying structure — or because of cor-
relation in the noise terms (Rasmussen and Williams, 2006). Modeling
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correlated error terms is straightforward, but specifying a correlated GP is
more difficult.

What makes specifying the correlated GP hard is the matrix-valued co-
variance function g(x,x′), as typically the function is specified in such a
way that the correlation decay of all elements of cov(f(x), f(x′)) are mod-
eled by the same kernel, i.e. cov(f(x), f(x′)) = g(x,x′)Ω where g(x,x′)
is the common kernel for all K elements of f and Ω is a general K × K
covariance matrix. As explained in Paper IV, this simplified covariance
function corresponds to a Kronecker structure for the covariances of all f
in the sample space. The reason we turned to GPs in the first place was
for their flexibility, so we have to work around this limitation.
In Paper IV we use a GP with both correlated noise terms as well as

priors, that allows us to use different kernels for the experts by correlating
a set of underlying independent GPs (Teh et al., 2005).
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5 Summary of papers

5.1 Paper I

Bayesian model probabilities see widespread use, for example in Bayesian
hypothesis testing (Jeffreys, 1998) and Bayesian model averaging (Hoeting
et al., 1999). They can, however, sometimes behave in unexpected ways in
that the posterior distribution of model probabilities can concentrate on a
single model, while at the same time other criteria, such as out-of-sample
predictive accuracy, show nowhere near the same degree of certainty.

With the help of bootstrapping, we show that Bayesian model probabili-
ties tend to be overconfident. It is not uncommon for the model probabilities
to change to such a large degree between samples that they go from offering
conclusive evidence in favor of one model, to conclusive evidence in favor
of a completely different model. By re-sampling we demonstrate this effect
empirically for Dynamic Stochastic General Equilibrium (DSGE) models
(Smets and Wouters, 2007) for macroeconomic time series, variable selec-
tion in cross-country growth regressions (Sala-I-Martin, 1997), and dynamic
causal models in neuroscience.

By deriving the sampling variance of the logarithm of the quotient of
model probabilities, the so called Bayes factor, we in Paper I analyze the
sources of overconfidence in linear regression models. We show that over-
confidence is more likely to occur when comparing models that give very
different approximations of the data-generating process, and when the mod-
els compared are complex but that complexity is not shared between the
models.

5.2 Paper II

Forecast combination is the practice of combining several point predictions
(Bates and Granger, 1969) or predictive distributions (Hall and Mitchell,
2007), with methods ranging from simple averages to complex pooling
methods based on dynamic weights (Geweke and Amisano, 2011; Billio
et al., 2013; Kapetanios et al., 2015; Yao et al., 2021; McAlinn et al., 2020;
Casarin et al., 2021).

The predictive distributions that we aim to combine are typically pro-
duced by probabilistic models, but could also be elicited from opinionated
humans. Regardless, we will refer to the originators of predictive distri-
butions as experts and talk interchangeably about combining predictive
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distributions and combining experts. Further, we will focus on linear pre-
diction pools, the subset of methods where experts are combined linearly
using weights on the unit simplex. The linear prediction pool turns the gen-
eral question of how to pool a set of experts, to the much simpler question
of how to arrive at a specific set of linear weights.

A common modeling decision is to treat the weights as time-invariant,
such as in the democratic pool (Stone, 1961) where each expert is given
the same weight, or the optimal prediction pool (Geweke and Amisano,
2011) where the weights are select so as to maximize log predictive score
of the historic predictions of the pool. As these kinds of pools make the
assumption that the pooling weights are the same over time and for all
values of potential conditioning variables, we refer to them as global pools.
In contrast, we refer to pools with weights that are allowed to vary with
respect to a set of pooling variables as local pools, with time-varying weights
being a special case of local pools (Del Negro et al., 2014; Billio et al., 2013).

Paper II takes the general local pooling of Li et al. (2021) and Yao et al.
(2021) an proposes a two-step approach to forming pools. In the first step,
the local predictive ability of each expert is estimated, and in the second
step these estimates are used to construct a local prediction pool. The paper
proposes the caliper method as a non-parametric method to estimate local
predictive ability and also introduces a local version of the optimal pool in
(Geweke and Amisano, 2011), both of which are shown to perform well in
two applications.

5.3 Paper III

Paper III takes the local pooling framework of Paper II and focuses in on
the problem of estimating local predictive ability. In Paper II we define
local predictive ability as a conditional version of the expected log predic-
tive density (ELPD), a quantity which we estimate based on the mean of
observed log scores. Paper III takes a more involved modeling approach to
the problem of estimating local predictive ability based on log scores.

Using log scores as actual data requires making distributional assump-
tions. A simple such assumption would be to assume that the observed log
scores can be modeled as some latent predictive ability together with an
additive noise term. However, as predictive distributions are commonly ap-
proximately Gaussian, the distribution of the observed log scores will often
be decidedly non-Gaussian. Assuming a Gaussian predictive distribution
together with a Gaussian data-generating process, Paper III proposes a
scaled noncentral χ2

1 distribution for the log scores, where the non-centrality
parameter of the distribution is allowed to vary as a function of the pooling
variables. The specific parametric relationship between the pooling vari-
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ables and predictive ability is seldom known, so Paper III proposes using a
Gaussian process (GP).

The use of a Gaussian process when the data is distributed according
to a noncentral χ2

1 distribution quickly leads to computational bottlenecks,
however, so we propose using a power transform on the log scores to ob-
tain approximate normality. Following this transformation, the latent GP
surface can be integrated out which speeds up computations substantially.
Once we have the marginal distributions of the hyperparameters of the GP,
it is straightforward to sample from the posterior distribution of predictive
ability at a new point in the pooling space.
Like in Paper II, we use the distributions over predictive ability to cre-

ate prediction pools. To this end we proposed several different weighting
schemes where the weight of expert k is a function of the posterior probabil-
ity that expert k has the highest predictive ability. We apply these methods
to the same bike sharing data where weighting based on predictive ability
modeled by a GP outperforms the caliper method.

5.4 Paper IV

In Paper III we model the posterior of local predictive ability of a set of
experts with separate univariate Gaussian processes for each expert. This
assumes independence between the experts, which is often not reasonable.
To relax this assumption, Paper IV generalizes the methods in paper III by
proposing a multi-output GP that allows us to model the predictive ability
of a set of experts jointly by correlating a set of underlying independent GPs
(Teh et al., 2005). At the cost of increased computational time, the multi-
output GP allows us to leverage the correlation between experts to make
better pooled predictions, as well as infer relationships between experts.
Using the same data as in Paper III, we compare the multi- and single-

output GP models. While the multi-output model identifies correlations
between the experts and performs better for certain weighting strategies,
it is outperformed by the simpler approach when an additional tuning pa-
rameter is included in the weight selection.
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6 Sammanfattning

Statistikämnet kan löst beskrivas som ett försök att koppla samman mod-
eller — det vill säga beskrivningar av en slags alternativ och städad matem-
atiskt verklighet — med faktiska data. Denna sammankoppling är p̊a inget
sätt trivial, och i jakt p̊a den perfekta modellen finner sig statistikern ofta i
en situation där hen har ett antal olika modeller som alla verkar passa data
till ungefär lika hög grad. Statistikern kan i en s̊adan situation g̊a vidare
p̊a n̊agra olika sätt. Det absolut vanligast, enklaste, och sämsta sättet är
att utsätta modellsamlingen för ett batteri av tester tills bara en kvarst̊ar,
och sedan fortsätta som om det var den enda modellen. Anledningen till
att jag kallar denna metod d̊alig är att den inte är förenlig med statistikens
centrala uppgift, nämligen att p̊a ett s̊a ärligt sätt som möjligt beskriva
osäkerhet.

Att ge en fullständig osäkerhetsbeskrivning är i stort sett alltid omöjligt,
men vi kan komma en bit p̊a vägen genom att börja med parametrisk
osäkerhet och strukturell osäkerhet. Parametrisk osäkerhet är enkel att
beskriva, eftersom att den är betingad p̊a en specifik matematisk modell,
och när vi har valt en specifik matematisk modell faller resten ofta p̊a plats.
Den strukturella osäkerheten, å andra sidan, är osäkerhet om själva formen
den matematiska modellen tar, och det är sällan uppenbart hur den bäst
representeras.

Ett första försök till att hantera den strukturella osäkerheten är att se
en samling motsägelsefull modeller som en källa till en fullare represen-
tation av den totala osäkerheten istället för att se den som ett problem
att sopa under mattan. Den här avhandlingen samlar fyra artiklar vars
gemensamma nämnare är att dom behandlar verktyg som utnyttjar den
rikare osäkerhetsbeskrvining en samling modeller innebär, främst för att
göra bättre prediktioner.

Bayesfaktorer är en matematisk konstruktion som används för att jämföra
eller kombinera modeller. Ett problem med Bayesfaktorer är att dom i
praktiken ofta ger till synes otillförlitliga resultat med stor variation mel-
lan snarlika dataset, vilket är n̊agot som artikel I undersöker. För att bättre
först̊a varför Bayesfaktorer kan variera s̊a pass mycket s̊a härleder vi ett ut-
tryck för Bayesfaktorers urvalsvarians när modellerna som jämförs är linjära
regressionsmodeller. V̊ar slutsats är att urvalsvariationen är som störst d̊a
Bayesfaktorer används för att jämföra modeller som b̊ade är komplexa och
mycket olika varandra.

27



Artikel II–IV fokuserar p̊a metoder för att kombinera prediktioner fr̊an
en samling modeller till en gemensam prediktion. För att göra detta skif-
tar vi perspektiv n̊agot och ser p̊a modellernas prediktioner som data.
Detta skifte gör det möjligt att använda en slags metamodell, i formen
av en modell som beskriver hur väl v̊ara modeller fungerar. Det gör det
ocks̊a möjligt att kombinera prediktioner fr̊an matematiska modeller med
prediktioner fr̊an människor p̊a ett enkelt sätt. För att undvika förvirring
kallar vi personen som skapar metamodeller en beslutsfattare, och referar
till människor och modeller som skapar prediktioner som experter. I dessa
termer är det allts̊a beslutsfattarens uppgift att kombinera experternas
prediktioner p̊a ett s̊a bra sätt som möjligt. V̊art bidrag är att vi utvecklat
metoder för att kombinera experter baserat deras prediktiva förm̊aga, där
prediktiv förm̊aga — som kan definieras p̊a flera olika sätt — är ett m̊att
p̊a hur bra prediktioner experterna gör. Denna förm̊aga är en kvantitet
som beslutsfattaren estimerar med hjälp av experternas historiska predik-
tioner. Vidare l̊ater vi beslutsfattaren se p̊a prediktiv förm̊aga som n̊agot
som varierar med avseende p̊a en godtycklig vektor kombineringsvariabler,
och kallar denna betingade prediktiv förm̊aga för lokal prediktiv förm̊aga.
Genom att modellera prediktiv förm̊aga som n̊agot som varierar över ett
kombineringsrum, vilket är vad vi kallar det vektorrum som spänns upp
av kombineringsvariablerna, s̊a kan beslutsfattaren skapa expertkombina-
tioner som utnyttjar att vissa experter gör bättre prediktioner under vissa
specifika förutsättningar.
Artikel III och IV handlar b̊ada om metoder för att bättre modellera

lokal prediktiv förm̊aga i det fallet där experternas prediktiva fördelningar,
det vill säga den specifika matematiska funktion dom använder för att
beskriva sin osäkerhet, är gaussisk. I detta vanligt förekommande fall s̊a
kommer datapunkterna, n̊agot förenklat numeriska värden som beskriver
hur förv̊anade experterna blev efter att f̊att facit till sina prediktioner, att
ha matematiska egenskaper som gör dom sv̊ara att modellera med standard-
metoder. Med anledning av detta använder vi en gaussisk process för att
modelera lokal prediktiv förm̊aga, vilket är en mycket generell modell vars
flexibilitet växer med antalet datapunkter. Dessvärre är gaussiska processer
ofta beräkningsintensiva, vilket är n̊agot vi löser genom att tranformera
dom historiska prediktionerna s̊a att en gaussisk process med gaussiskt brus
kan användas. Detta i sin tur l̊ater oss reducera antalet okända parame-
trar i modellen fr̊an hundratals till en handfull. Artikel IV vidareutvecklar
modellen i artikel III genom att l̊ata beslutsfattaren modellera experternas
lokala prediktiva förm̊aga simultant genom gaussisk processer med multi-
pla utfallsvariabler, vilket möjliggör expertkombinationer som kan utnyttja
beroendestrukturen mellan olika experters prediktiva förm̊aga för att skapa
bättre sammanvägda prediktioner.
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