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Abstract

In regression, when the explanatory variables are near collinear, the least sqaures
predictor, albeit unbiased, has large variance. Ordinary least squares regression
(OLSR) therefore often leads to large and unrealistic regression coefficients. Several
so-called regularized, or shrinkage, regression methods have therefore been proposed
as alternatives. Well-known methods are principal components regression (PCR),
partial least squares regression (PLSR), ridge regression (RR) and continuum
regression (CR). The latter two involve a continuous metaparameter, or method
parameter, offering additional flexibility.

For a univariate response variable, CR is an important method that incorporates
OLSR, PLSR, and PCR as special cases, for special values of the metaparameter. CR
is also closely related to RR. We demonstrate that CR can yield regressors that are
discontinuous functions of the metaparameter. Pursuing this observation, we observe
that the relation between CR and ridge regression (RR) is not always a one-to-one
correspondence. We develop a new class of regression methods, LSRR, which is
essentially the same as CR, but without discontinuities, and we prove that any
optimization principle will yield a regressor proportional to a RR, provided only that
the principle implies maximizing some function of the regressor's sample correlation
coefficient and its sample variance.

For a multivariate response vector we demonstrate that a number of well-established
regression methods are related, in that they are special cases of basically one general
procedure. We try a more general method based on this procedure, with two
metaparameters. In a simulation study, based on a latent structure model, we compare
this method to ridge regression, multivariate PLSR and repeated univariate PLSR. For
most types of data sets studied, all methods do approximately equally well. There are
some cases where RR and LSRR yield larger errors than the other methods, and we
conclude that one-factor methods are not adequate for situations where more than one
latent variable are needed to describe the data. Among those based on latent variables,
none of the methods tried is superior to the others in any obvious way.

We review the usage of Krylov sequences as a tool for theoretical analysis of the PLS
regression method, and identify a wider class of methods for which the same analysis
is relevant. We show that the members of this class will have a peculiar and
problematic pattern of shrinkage and inflation of regression coefficients that has
previously been observed and theoretically demonstrated for PLSR.
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Stockholm University, Sweden

August 17, 2007

1 Regression methods and their interconnections

Assume that n pairs of data have been observed, denoted (xi , yi), 1 ≤ i ≤ n. Using

these data we want to determine a linear function ŷ(·) such that ŷ(x0) is likely to

be a good prediction of y0, where (x0 , y0) represents a new pair, with x0 known but

not y0. Both xi and yi are multivariate: each xi consists of p numbers, so it can be

seen as a p-vector, and in the same way each yi is made up of q numbers and can

be seen as a q-vector. The function is to be “centered” so that if x0 equals x (the

average of the xi), then ŷ(x0) must equal y. We thus search for an expression that

can be written

ŷ(x0) = y + B′ (x0 − x) (1)

for some p × q matrix B. This matrix will depend on the available observations

(called the training data), and to emphasize this we write

B = B(X, Y ) (2)

where X is an n × p matrix containing the x′i row by row, and analogously for Y .

Both X and Y are assumed to be column-centered. By definition, we use the term

regression method (or just method) for any function of the type (2). For instance,

we speak of the “ordinary least-squares method”. The elements of B are called

regression coefficients. In the special case q = 1 we often write b and y instead of B

and Y .

Regression methods are the subject of the present thesis. In this introduction, I

will give some general background to the problem area (Sections 1 - 4) and summarize
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my work (Sections 5 - 7).

1.1 Relations between methods

It is in principle impossible to say whether a regression method is suitable in a given

situation unless one has some idea about what the data stand for or how they arose,

i.e., a statistical model. Nevertheless, much of the work presented here is inde-

pendent of any model. Only in papers III and IV do models enter the discussion.

The reason is the following: Over time, there has emerged an arsenal of functions

B(X, Y ) intended for use in equation (1), as alternatives to ordinary least squares

in cases where OLSR does not work well, for example in near-singular situations,

see Section 1.3. At least a few tens of them bear names: Principal Component

Regression (e.g. Anderson, 1958), Partial Least Squares Regression (Wold 1975),

Ridge Regression (Hoerl and Kennard, 1970), see Brown (1993) for a modern pre-

sentation. Other alternatives are Latent Root Regression (Webster et al., 1974),

Reduced Rank Regression (Davies and Tso, 1982), Continuum Regression (Stone

and Brooks, 1990), Principal Covariates Regression (de Jong and Kiers, 1992), Con-

tinuum power regression (Wise and Ricker, 1993), Curds and Whey (Breiman and

Friedman, 1997), Cyclic Subspace Regression (Lang et al, 1998), and so on. The

methods are similar in some respects, but quite different in others. Without making

any model assumptions, one can study relationships and connections between regres-

sion methods, in a purely “mathematical” way, by calculation and deduction from

the definitions of the various functions B(X, Y ). Conclusions then obtained will be

valid independently of the statistical or physical mechanisms behind the data. This

is the main theme of my thesis.

Example: An elementary statement of this kind is: The vector b that minimizes

the sum of squares |y−X b|2 is always the same as the vector b that maximizes the

correlation between y and X b. The principle of least squares and the principle of

maximum correlation thus always yield the same regression vector b.

Obviously this assertion is true regardless of what mechanism generated the data.
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1.2 Methods and models

As far as models are concerned, one should bear in mind that although the mul-

tivariate multiple linear regression model (MMLR, see Section 2.1) is by far the

most commonly adopted one, it is not the only one conceivable, and not always the

most appropriate one. In particular, Burnham et al (1999) have described a latent

variable multivariate regression model (LVMR) that will be used below.

Generally speaking, it is of interest to explore combinations of models and meth-

ods: If data are generated by model M, and a statistician analyzes them by regression

method R, what errors are then likely to arise? It is beyond the scope of the present

thesis to provide an exhaustive answer to this question, for all M and R, but in

Paper IV we provide at least a partial discussion.

1.3 Motivation for alternatives to ordinary least squares

The most familiar regression method is the ordinary least squares method (OLS),

defined by

BOLS(X, Y ) := argminB |XB − Y |2. (3)

When X ′X is invertible, (3) leads to

BOLS(X, Y ) = (X ′X)−1X ′Y. (4)

We may start our survey of regression methods by asking why we need alternatives

to ordinary least-squares regression at all.

An obvious shortcoming is that (4) is not applicable when X ′X is singular.

Thus, for example, it cannot be applied when the training data consist of fewer

than p observations, which is not an uncommon situation. In these situations, (3)

does not have a unique solution, and additional criteria must be applied to obtain

a unique matrix B.

When (X ′X)−1 does exist, and the MMLR model is valid, Gauss-Markov’s the-

orem states that the OLSR is “BLUE”: It estimates the true regression coefficients

more efficiently than any other unbiased linear estimator. However, the matrix X ′X

may be ill-conditioned, so that its inverse contains excessively large elements. This
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inflates the variances of the components of BOLS, and predictions based on it will

be uncertain. In addition to the possibility that MMLR may not be an adequate

model for the data, we can raise at least the following objections against OLSR:

• Unbiasedness is not the only criterion for a good predictor.

• The matrix X ′X may be nearly singular, so that the OLSR estimate is ineffi-

cient.

• Our goal might be to predict a new y0, for given x = x0, rather than to

estimate the “true” regressor coefficients.

Most work in the field of alternative methods has been motivated by the first two

of these points. When X ′X is not suitable for inversion, one often substitutes some

other matrix for it. At least for univariate responses, several alternatives to OLSR

can be written B = GX ′Y , that is (X ′X)−1 has been replaced by some better-

conditioned matrix G. We give two examples.

• A simple alternative is to truncate some small eigenvectors: Do a spectral

decomposition X ′X = V ΛV ′ and instead of (X ′X)−1 = Σp
j=1vj v′j/λj use

the truncated sum G = Σa
j=1vj v′j/λj , for some a < p. (We assume that

the eigenvalues λj come in nonincreasing order). This is principal component

regression.

• Another alternative is to replace (X ′X)−1 by G = (X ′X + δIp)−1 for some

positive number δ. If it is possible to find a δ such that λp + δ >> λp and

simultaneously λ1 +δ ≈ λ1, then this method would reduce the harmful effects

of terms vj v′j/λj where λj is small, while the terms with large λj would be

almost unaffected. The procedure is called ridge regression and the number δ

is called the ridge parameter.
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2 Models for linearly related data

Although the focus of this thesis is on methods, it is appropriate to dwell briefly

on the topic of models. Regression methods are constructed with a model in mind,

and will appear artificial and arbitrary to anyone who is not aware of the underlying

assumptions.

2.1 The multivariate multiple linear regression model

The best-known model for pairs of vector data is the multivariate multiple linear

regression model (MMLR). In this model, observed yi are independent outcomes of

a q-variate random variable y, the expectation of which varies linearly with x and

the variance of which is the same for all x. Formally,

y′ = α′ + x′B + ε′ (5)

where α and ε are q-dimensional, and B is a p× q matrix. Usually (but not always),

the random variable ε is assumed to be Gaussian. The MMLR model is “incomplete”

in the sense that it does not postualate how the x-values have originated. It is only a

model for y conditional on x. The model can be combined with different assumptions

about x, for example:

• (x′, y′)′ is a (p+ q)-variate random variable with some distribution F , and the

training data constitute a sample from F ,

• The x-values have been selected by an experimenter, typically in order to cover

as large part as possible of a population. In this case one cannot assume the

training data to be representative for the future data, as far as x is concerned.

The MMLR model involves three unknown parameter components: α, B, and Σ. A

natural way of forming a prediction is by estimating α and B, and plugging in the

estimated values: ŷ′0 = α̂′+x′0 B̂. However, there are many ways to estimate B. The

OLS estimator is unbiased, but inefficient when X ′X is nearly singular. Alternatives

have considerably smaller mean squared error than OLSR. Note that since the model

involves a “true B”, it is meaningful to speak about the “mean square error” of a
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method B(X, Y ). In some applications, estimation of B is of interest in itself, even

without predicting future y. Estimation is not the main subject of the thesis, but

we present some examples of it in Paper III.

2.2 A latent variable model and prediction derived from it

A co-variation between two variables x and y can be due to both being effects of a

common cause, z, a so-called latent variable or factor. It is then natural to write, in

analogy with (5),

x′ = αx
′ + z′P + ε′x (6)

and

y′ = αy
′ + z′Q + ε′y (7)

where the random variables εx and εy have zero mean and unknown variance ma-

trices. Like x and y, z can be a vector. This latent variable multivariate regression

model (LVMR) has been studied in particular by Burnham et al (1999). It is use-

ful primarily in contexts where it can be assumed that dim(z) = a is considerably

smaller than both p and q.

Within the framework of (6)-(7), many types of data sets can be modelled by

setting P and Q in various ways, and by varying the error structure εx and εy. In

contrast to the standard model (MMLR), the LVMR model can describe cases with

observational errors in the x-variables. The special case a = p and P = Ia is formally

similar to the errors-in-variables regression model, EIVR (Gleser, 1991). However,

the EIVR model has no latent structure in X or Y .

Prediction in LVMR requires estimates (at least implicit ones) of its parameters.

If X and Y are centered, we may neglect the intercepts αx and αy and try to find

P̂ , Q̂, Ê, F̂ and Ẑ such that

X = Ẑ P̂ + Ê (8)

Y = Ẑ Q̂ + F̂ (9)
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Each column vector of Ẑ is an n-vector containing estimates of one of the latent

variables, or factors. The estimates are usually constructed one at a time by an

iterative procedure, stopping when adequately many have been identified.

2.3 Other models

Data analysis does not always aim at prediction. In many scientific applications, the

purpose is rather to shed light on the data by revealing interconnections between

the p + q variables and perhaps find plausible theoretic reason for the relations

observed. In such cases, parameter estimation is of interest, rather than prediction of

future data. There is often no clear division into explanatory and response variables.

The most appropriate model is often quite ad hoc, and little can be said with any

generality. We discuss a few examples in Paper III.

3 Different ways to describe a regression method

The least-squares method is unusual in the respect that B can be written as an

explicit algebraic expression (4) in X and Y . It is seldom possible to define a

method this way. As a rule, the description is more implicit. A common way is to

state an algorithm: One prescribes a sequence of operations to execute, involving X

and Y , resulting in B. The presentation is similar to a piece of computer code. Such

definitions are convenient for one who wants to implement the method numerically.

However, they are not transparent if the purpose is to analyze the method in any

other way. The difficulties arise not least because the set of instructions involves

a loop. A basic step is iterated several times, until some stopping criterion (which

depends on X and Y ) is met. We will use the term iterated methods for algorithms

with this property. Rationale for methods of this kind can be the latent variable

model described in Section 2.2. The underlying idea is that the basic step in itself

captures only the most influential latent variable, so iterations are necessary to allow

for the influence of the second, third, and so on.

It is a step forward when one is able to prove that a given algorithm is equiv-

alent to some other characterization. Having established such an equivalence, one

preferably uses the latter formulation for the further theoretical exploration of the
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method. Papers II, IV and V contain examples of this. We can discern at least two

different types of promising characterizations:

• Optimality characterization. A valuable way to describe a method is to

say that B is the matrix that maximizes (or minimizes) a specified function φ

of the three arguments B, X, and Y :

B(X, Y ) = arg maxBφ(B, X, Y ), (10)

(perhaps with a restriction that B must be in some subset of Rp×q). The

definition of ordinary least squares (3) is a familiar example. Another one is

ridge regression, which (for q = 1) can be written

bRR(X, Y ) = arg minb(|Xb − y |2 + δ |b|2).

Several methods can be characterized by optimality properties of various kinds,

although they were not originally defined so. In Paper II, we illustrate how

properties like (10) provide a good starting point for further exploration of

regression methods.

• Subspace characterization. At least in the case q = 1, the optimization

will often consist of a minimization of |y − ŷ| where ŷ = Xb is confined to be

in a certain subspace S of span (X). The vector b can then be obtained as the

solution to an equation X b = P y, where the n×n matrix P denotes projection

on S. The equation system X b = P y may have many solutions, but the one

with smallest norm is always unique. A method will thus be well-defined if

one states what the subspace S is. There are several well-known methods that

can be characterized this way. Perhaps the best example is PCR with a given

number a of factors. Here S is spanned by the a first eigenvectors of XX ′.

Another example is the PLS regressor. With a factors, it can be defined as

the solution to XbPLS = PY where P denotes projection on

S = span[ XX ′y, (XX ′)2y . . . (XX ′)ay ]. (11)

In Paper V we show that the “subspace characterization” technique can be

applied to a class of methods, of which PLSR is a special case.
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As is clear from the above examples, several regression methods can be defined in

more than one way. To prove that two characterizations are equivalent is in many

cases non-trivial. A good example is the result of Helland (1988) demonstrating that

the algorithmic definitions of PLSR lead to the same vector b as does the definition

in terms of maximal covariance. The result by Sundberg (1993) about the close

relation between RR and CR should also be mentioned here, since this finding leads

up to the results in Paper II.

4 Metaparameters

4.1 Methods versus procedures

Regression procedures usually require more input than X and Y before the matrix B

(or the vector b) can be evaluated. An example is ridge regression, where a numerical

value for the ridge parameter must be supplied. Other examples are PLSR and PCR,

where the number of factors (cf. Sec. 2.2) has to be specified. We shall use the

term metaparameter for any input necessary in addition to the training data X and

Y . The metaparameter, denote it α, can be continuous or integer-valued, and it can

also be multivariate.

Unfortunately, regression methods are often defined vaguely, ignoring specifica-

tion of how to determine the metaparameter. We need to maintain a distinction

between methods and “procedures”: A procedure describes how to obtain the ma-

trix B, given X and Y and given the value for any metaparameter involved. A

procedure can be regarded as a family, or a set, of methods:

{B(X, Y ;α) ;α ∈ A}, (12)

where A is the set of possible values of α. A procedure may also be regarded

as a function of three arguments, X, Y , and α. In most regression methods, the

metaparameter will depend on the training data. There is what we may call a

“selector function” that yields α ∈ A as a function of X and Y :

α = αbest(X, Y ) (13)
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The expression

B(X, Y ) = B(X, Y ; αbest(X, Y )). (14)

can be evaluated knowing only X and Y . It thus defines a method.

There are several reasons why regression methods are presented in the form of

“families” of methods, like (12). Perhaps the most obvious one is that the presence

of a metaparameter improves the possibility to find a set of regression coefficients

that fit the training data well. Another reason is method comparison. A third one

is the necessity to compromise between contradictory goals.

4.2 Metaparameters as a tool for method comparisons

When the purpose is to compare regression methods, it can be useful to construct a

set of the type (12) so that it contains two or more well-established regression meth-

ods, corresponding to certain particular values of α. Seemingly unrelated methods

can thus be brought into a common reference frame.

4.2.1 A simple example

A simple way to connect any two methods B̂(X, Y ) and B̃(X, Y ) is the formula

B(X, Y ;α) = α B̃(X, Y ) + (1− α)B̂(X, Y ), (15)

which defines a path from B̂(X, Y ) to B̃(X, Y ) as α runs from 0 to 1. This approach

has been taken by Iglarsh and Cheng (1980) to construct a path from OLS to PCR.

They explore estimators b(X, y;α) = α bOLS(X, y) + (1− α) bPCR(X, y), where bPCR

is PCR with one principal component. For suitably chosen α, this estimator can be

proven to have smaller MSE than bOLS(X, y).

4.2.2 Principal Covariates Regression

For another example, de Jong and Kiers (1992) develop a set of multivariate re-

gression methods called Principal Covariates Regression (PCovR). They determine

a matrix T whose column vectors are linear combinations of the column vector in X
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and that is capable of explaining as much as possible of the variation in Y . Predic-

tion is then based on the two decompositions X = TPX + EX and Y = TPY + EY

as described in Section 2.2. The matrix T = XW is chosen so as to maximize a

weighted average of two correlations:

αR2
XT + (1− α)R2

Y T ,

where R2
XT is the percentage of variation in X accounted for by T , and R2

Y T is

the percentage of variance in Y explained by T . The metaparameter α is between 0

and 1. The choice α = 0 gives the OLS regressor, and α = 1 gives a-factor PCR.

4.2.3 Continuum regression

Second to ridge regression, the best-known application of a continuous metaparam-

eter in regression is probably the construction by Stone and Brooks (1990). They

defined a class of methods, based on a similarity between OLS, PLS and PCR.

Those three methods can be characterized by maximization, and the function T to

be maximized has a similar form for the three cases. In the notation of Stone and

Brooks, it can be written

T = (c′s)2(c′Sc)α/(1−α)−1 (16)

where S = X ′X, s = X ′y, and c = b/|b|. Maximizing T under the constraint

|c| = 1 gives a direction vector, denote it cCR(α). Stone and Brooks suggestion is

to construct a vector of regression coefficients bCR taken to be proportional to this

direction vector: bCR(α) = κ cCR(α) where the scalar κ is determined by simple

linear regression of y on XcCR(α). It is readily seen that with α = 0 in (16), the

result is the OLS regressor. With α = 1/2 it is the first-factor PLS regressor. As

α → 1, cCR(α) tends to the largest eigenvector of S. In other words, the limiting case

corresponds to first-factor PCR. However, the parameter α needs not be confined

to those three values. Any number between 0 and 1 is possible. Stone and Brooks

suggest that cross-validation should be used to determine the best value. They call

the method “continuum regression”, CR. Like PLS and PCR, the method can be

iterated a suitable number a ≤ p of times, eventually being equal to OLSR when a

is large enough.
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There is in fact a close relationship between CR and RR. Sundberg (1993) shows

that the vector resulting from the maximization (16) is always proportional to a

ridge regressor. In other words, for each α there exists a δ such that

cCR(α) ∝ (X ′X + δIp)−1X ′y. (17)

Thus, CR with one factor yields a modified form of RR. The modification consists of

scaling up the ridge regressor by a factor so that the residuals are uncorrelated to the

fitted values ŷ, a property that most regression methods will possess by definition.

Figure 1: Contour lines for two hypothetical functions with separate minima, and
a trajectory indicating all points that could be “best” if, given the value of one
function, the minimum for the other one is required.

4.3 Trade-off between conflicting goals

Metaparameters can arise as one is forced to compromise between irreconcilable

goals. For example, in addition to the obvious requirement that |Xb− y| should be

small, one may also want |b| to be small, to avoid excessive variance. Suppose, more
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generally, that there are two numerical functions of b, call them m1(b) and m2(b),

where it is natural to require “smaller is better” for both. Unless their minima

coincide, one has to do some trade-off. One realizes (see Figure 1) that regardless

how one prefers to emphasize the two, the optimal vector b must be at a point where

the gradients ∇m1(b) and ∇m2(b) are parallel and opposite, i.e., there is a positive

number λ such that

∇m1(b) = −λ∇m2(b). (18)

The extreme standpoint that m1 is the only relevant measure leads to a solution

with λ = 0, the other extreme position leads to the limit as λ →∞. The search for

an optimal b can thus be confined to the points along a one-dimensional trajectory

in p-dimensional space.

Equation (18) and Figure (1) are simple consequences of Lagrange’s method of

undetermined multipliers. Since we will return to this situation quite extensively in

the following, we make some general remarks here.

• The arguments based on Figure (1) are somewhat heuristic and we use them

here for the purpose of illustration. They would not work if the contours were

unfavourable, for example enclosing nonconvex volumes.

• In many applications, there will be an additional constraint |b| = 1. In those

cases, the gradient operator ∇ denotes the component of the gradient that is

tangential to the unit sphere. (We will use the symbol c instead of b in those

cases).

• Applying (18) in the case where m1(b) = |Xb− y|2 and ∇m2(b) = |b|2, we get

b = (X ′X+λIp)−1X ′y. The best regressor will thus be of ridge-type. In Section

5.1 we shall meet another way to choose the two criterion functions that also

leads up to the family of ridge regressors. If the minimization is confined to the

unit sphere, then as long as m1 and m2 are any two of correlation, covariance,

and variance, the resulting trajectory of regressors will be proportional to the

set of ridge regressors.
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• One can easily conceive of situations where “smaller is better” for one of the

two criteria, while “larger is better” for the other one. The optimal point will

still satisfy (18), but now with a negative λ. The gradients will be parallel

and point in the same direction, not opposite directions. To see an example

of this, suppose we choose m1 = Cov(Σj cjxj , y) and m2 = Var(Σj cjxj).

(This leads to the set of ridge regressors). It would be uncontroversial to say

that larger is better for covariance, but as for m2 different arguments speak

in different directions. On one hand, correlation decreases if m2 is large, for

constant m1. On the other hand, the regression coefficients cj will be more

effeciently determined the larger m2 is. If one believes that the latter argument

is stronger, one is lead to a ridge regressor with a negative ridge parameter.

This is the same as a CR regressor where the parameter α in (16) is between

1/2 and 1 (de Jong and Farebrother, 1994). A solution of (18) with λ = 0 will

in this case correspond to first-factor PLS regression.

• Alternatively, one may want to reduce the sum of the absolute values of the

regression coefficients, rather than the Euclidean norm |b|. With m2(b) =

Σj |bj |, and m1(b) = |Xb− y|2 as before, application of (18) leads up to the set

of so-called LASSO regressors (Tibshirani, 1996).

4.4 Principles for determining the metaparameter

The selector function αbest(X, Y ) is normally based on maximizing some function of

α, X and Y (hence the index “best”). Many researchers have followed Stone (1974)

and used cross-validation based on leaving out one observation at a time :

αbest(X, Y ) = argminα PRESS(α), (19)

where PRESS(α) = Σn
i=1|yi − ŷ\i|2, and

ŷ\i = ȳ\i + B(X\i , Y\i ;α)′ (xi − x̄\i).

Index \i means that observation i was excluded from the training data. Other

possibilites used are “leave k out”, with k > 1, or to use a separate data set for

14



validation. In RR the rule can be based on the ridge trace (Hoerl and Kennard,

1970) or the L-curve (Hansen, 1992).

4.5 The utility of methods with continuous metaparameter

With the exception of ridge regression, methods involving a continuous metaparam-

eter have so far found little use in statistical practice. Various versions of PLSR or

PCR are much more frequently applied in science. One reason for this is the amount

of computing involved in evaluating (14) for a large set A. One may therefore ques-

tion the meaningfulness of pursuing the exploration of method families like (12).

However, we claim that methods with continuous metaparameters are important as

tools for understanding similarities and differences between regression methods –

including the commonly used ones. Hopefully the papers in this thesis will provide

some evidence for that point of view.

5 Papers I and II

5.1 Incompleteness of CR

As mentioned above (17), every continuum regressor (CR) is proportional to a ridge

regressor (RR). In Paper I we note that the converse does not hold. We demonstrate

by an example that for some data sets and some δ, the ridge regressor (X ′X +

δIp)−1X ′y is not proportional to any vector that can be written as cCR(α). The

reason why this happens is that the criterion function (16) may have several local

maxima. As the parameter α varies, these maxima change in relative size, so that

the global maximum for T can make sudden jumps. Thus the continuum regressor

(despite its name) may vary discontinuously with α. On the other hand, the ridge

regressor, the right hand side in (17), is always a continuous function of δ. It

describes a connected trajectory, beginning at OLS for δ = 0, asymptotically tending

towards the zero vector as δ → ∞. The CR as defined by Stone and Brooks may

skip certain parts of this trajectory.

Are these potential discontinuities an advantage or a disadvantage with CR, in

comparison to RR? On one hand, RR is more “complete”. When jumping, CR may
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miss some potentially useful regressors. On the other hand, those regressors not

available with CR may be suboptimal for other reasons. Perhaps CR focuses on the

best regressors, the excluded ones having some common disadvantage? We believe

the latter possibility is less likely. It should be kept in mind that RR, like CR,

can be defined as the regressor that maximizes a reasonable criterion: It minimizes

|Xb− y| subject to an upper limit on |b|. Furthermore, the parameterization in RR

is, undoubtedly, numerically easier to implement than that in CR.

It has subsequently turned out that ridge regression is more general still. In

Paper II we show that one can permit a much wider class of functions T than (16),

and the maximizing vector c will still be proportional to a ridge regressor. Proposi-

tion 2.1 in Paper II proves that as long as T is any function that depends on |X c|

and (Xc)′y only, the maximizing vector (on the unit sphere) will be proportional to

(X ′X + δIp)−1X ′y, for some δ. In statistical terms, interpreting the numbers cj as

coefficients defining a linear combination Σjcj xj of the x-variables, the requirement

is that T must be a function of the sample variance of that linear combination, and

its sample correlation with y. The proof is an application of the same argumentation

as in Section 4.3 above, where we now have correlation and sample variance as the

two functions m1 and m2 in equation (18).

In the light of this, it seems natural to replace the CR parameterization, based

on criterion (16), by the more tractable parameterization offered by the traditional

ridge parameter. The possibility to identify several factors iteratively can equally

well be combined with the new parameterization. In Paper II we consequently

introduce a method that we call “Least-Squares Ridge Regression”, (LSRR). We

consider regressors bLSRR defined according to bLSRR = κ bRR where κ is determined

from simple linear regression of y on X bRR. In contrast to traditional RR, LSRR

yields residuals that are uncorrelated to the fitted values. A numerical example

showed that LSRR performs similarly to CR, but involves less computing.

5.2 Correlation and shrinkage for LSRR

Any alternative to OLSR must by definition give a lower coefficient of determination,

R2, and a larger error |y − ŷ|2. One accepts these “suboptimalities” because OLSR
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yields unrealistically large regression coefficients when X ′X is almost singular. In

Paper II, we explore how R2 for LSRR varies as the ridge parameter moves away

from zero. Our work here builds on a result by de Jong (1993) who showed that

“PLS fits closer than PCR”: The PLS regressor with any number of factors gives a

higher coefficient of determination than PCR with the same number of factors. In

the beginning of his paper, de Jong gives a simple proof for the assertion as far as the

first factor is concerned: PLSR by definition has larger covariance than any other

regressor, PCR by definition has larger variance than any other regressor. Correla-

tion is a ratio where covariance is in the numerator and variance in the denominator,

therefore correlation must be larger for PLSR than for PCR. In Paper II we use a

similar technique to show that the same holds for any two LSRR regressors: The

one that is closer to OLSR (i.e., has a smaller ridge parameter) will yield a higher

correlation than the one further away.

Alternatives to OLSR are often called shrinkage regressors, a term that refers to

the shorter Euclidean “length” of the vector b of regression coefficients, compared to

that of the OLS regressor. We explore how the shrinkage factor (the ratio |b|/|bOLS|

for LSRR varies with the ridge parameter. Again, inspiration comes from earlier

work comparing PLS and PCR: Goutis (1996) shows by a geometrical argument that

PLS regression yields shrinkage estimators. The Euclidean norm of the coefficient

vector bPLS is always smaller than that for the OLS regressor. The same result has

also been found by de Jong (1995) using algebraic methods. Since LSRR with a

fixed number of factors describes a continuous path from OLS via PLS to PCR, it

is natural to guess that both findings carry over to LSRR regressors for arbitrary

parameters δ. More specifically, one is tempted to conjecture that

• The coefficient of determination decreases in a monotone way from OLS to

PCR, when comparing two LSRR regressors with the same number of factors.

• The shrinkage effect increases monotonely along the path. More precisely, if

b1 and b2 are two LSRR regressors with the same number of factors and b1

corresponds to a parameter value closer to OLS than does b2, then |b1| ≥ |b2|.

In Paper II we proved these assertions for first-factor LSRR (Propositions 3.1
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and 3.2 respectively). As for subsequent factors, we had to leave the first assertion

open. We happened to note by counterexample that the assertion about shrinkage

is not always valid for subsequent factors.

6 Paper III

Paper III contains a discussion about how to select the ridge parameter for a given

data set. It describes some alternatives to cross validation as basis for selector

functions (13). We illustrate the use of ridge traces and L-curves and conclude

that these two graphical methods often lead up to quite similar results for the ridge

parameter. We see that the least-squares version (LSRR) needs less shrinkage than

standard RR to obtain the same fit, as measured by the norm |Xb− y|.

However, the main part of Paper III is an excursion from the main theme of

the thesis. We observe that in many fields outside of statistics, a method similar

to ridge regression is sometimes applied as a remedy against data uncertainty in

general. When it is known that p unknown parameters satisfy a system of n linear

equations, Ax = b, where the matrix elements Aij as well as the vector elements

bi have been measured with errors, a solution of the form x̂ = (A′A + δI)−1A′b is

adopted. The method is applied when A is an ill-conditioned matrix, as it tends to

be in so-called inverse problems. In the applications, the unknown xj , j = 1, . . . , p

are not thought of as regression coefficients to be used for prediction, but more

often have concrete physical interpretation (boiling points, water flow rates, heights

of triangularization points, et cetera). Estimation is thus the main interest.

The method is called Tikhonov regularization (TR) and is a general tool for

ill-conditioned problems, i.e, problems in which infinitesimally small variation of

initial or input data cause large variation in the solution. Formally, let A be a

linear operator the domain of which is a Hilbert space H1 and the range of which

is a subspace of another Hilbert space R(A) ⊂ H2. We want to find an x such

that Ax = y where y ∈ H2 is given. We say that y is given, but normally y is

only known to within a margin of error, y ∈ U2 ⊂ H2, so all we can conclude is

x ∈ U1 = {x;Ax ∈ U2}. If there exist nonzero elements x ∈ H1 such that Ax ≈ 0,
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then the set U1 may be so wide that learning x ∈ U1 adds nothing to what we could

have said about x beforehand. Further, an important source of variation is that one

is often calculating with an inexact operator A. It may be a matrix of experimentally

determined coefficients, with errors to them, or it may be an approximation of the

true physical law connecting x with y; for example, finite differences may be used

instead of derivatives. Both the “true” A and the approximation we use may lack

inverses in a strict sense. If all we actually know about A is that it belongs to some

set A of operators, then all we can say about U1 is U1 = {x;∃A ∈ A;Ax ∈ U2}.

It is an important objective in approximation theory to gain as certain knowledge

about x as possible in spite of these obstacles. Tikhonov (1963) considered the

quadratic functional

I(x, δ2) = |Ax− y|2 + δ2|x|2.

It can be shown that to every positive δ2 there exists a unique element x ∈ H1 for

which I(x, δ2) is minimal, (i.e, ∃x0;x 6= x0 ⇒ I(x0, δ
2) < I(x, δ2)). It has turned

out (Ivanov, 1976; Allison, 1979) that in many practical contexts, these elements

perform well as substitutes for the non-existing “solution of Ax = y”.

In numerical applications, H1 and H2 are finite-dimensional. TR is then equiv-

alent to resolving an ill-conditioned system of linear equations Ax = b by using

Tikhonovs xδ = (AT A + δI)−1AT b as an approximate solution.

In Paper III we note that ridge regression is a statistical application of Tikhonov

regularization. However, it is interesting to see examples illustrating that Tikhonov

regularization can give useful results even when linear regression is not a relevant

model. We suggest that statistical knowledge about the properties of RR might

be of value to persons applying Tikhonov regularization in general. Conversely,

experience with Tikhonov regularization obtained in other areas might be helpful to

statisticians applying RR or LSRR.

7 Papers IV and V

There are at least two drawbacks to the work presented in Papers I and II. One is

that we study only univariate response variables (q = 1) and another one is that
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some of the results are proven for one-factor methods only (a = 1). In Paper IV we

derive a multivariate counterpart of Proposition 2.1 in Paper II. The new theorem

is proven only for one-factor methods, but based on it we construct a method that

appears to perform well even when we use it to extract more factors.

In Paper V we explore a tool for the analysis of families of iterated methods with

a continuous metaparameter. This helps us to obtain a generalized view on PLSR

with more than one factor.

7.1 A framework for multivariate methods

Many regression applications nowadays involve several y-variables. As pointed out

by e.g., Breiman and Friedman (1997), it is usually not optimal to predict them one

by one. In Paper IV we study multivariate y. We consider linear combinations of

response variables, Σkdkyk, represented by q-vectors d, the same way as the p-vector

c represents Σjcjxj . We note that several multivariate regression methods can be

given optimality characterizations of the type (10) described in Section 3. Instead

of searching for an optimal vector c one now searches for an optimal pair (c, d)

of vectors. We further note that like in the univariate case, regressors are often

constructed by constrained maximization of a test function T . The constraints are

|c| = 1 and |d| = 1. The criterion T must be a function of the values of Σjcjxj and

Σkdkyk in the training data, i.e., the components of the n-vectors Xc and Y d, so

we can write:

T = T (Xc , Y d). (20)

For many important multivariate methods, the function T depends on data through

the sample variances of the two linear combinations, and on the covariance between

them, but on no other properties of the data. We can thus write T as a function of

three arguments (all scalars):

T (Xc , Y d) = F (|Xc|, |Y d|, c′X ′Y d). (21)

In Paper IV, we formulate and prove a theorem (called Proposition 1) that can

be said to be a counterpart of Proposition 2.1 in Paper II, applicable when y is

q-dimensional. We prove that if a pair (c, d) is sought that maximizes a criterion
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function like (21) where F is monotone in each of its three arguments, then the best

pair can be found among the eigenvectors of two matrices; c will be an eigenvector

of Mx and d one of My. The expressions for the matrices Mx and My involve

two metaparameters, αx and αy, the appropriate values of which depend on the

function F in (21). Somewhat loosely, one may say that αx corresponds to the ridge

parameter in traditional RR, and αy is a kind of “ridge parameter for the response

variables”. The two parameters arise as Lagrangian multipliers in the constrained

maximization, and an informal way to describe the situation is to compare it to

Figure 1 and note that since there are now three concurrent criteria, the set of

possible optima is no longer one-dimensional, as in Figure 1, but instead it forms

a two-dimensional set, located on the Cartesian product of the unit spheres in Rp

and Rq. We have here again an example of a family of methods, like (12). In this

case, the metaparameter is bivariate, α = (αx, αy), and A = R2.

It follows from the construction that certain values of (αx, αy) correspond to

well-known multivariate methods. The family includes as special cases canonical

correlation regression (CCR), where αx = 0, αy = 0 and one version of reduced

rank regression (RRR) αx = 0, αy = 1. It includes none of the two most usual

forms of multivariate PLSR, but it does incorporate a form called undeflated PLS

(UDPLS) by Burnham et al. 1996, corresponding to αx = 1, αy = 1. This form

of multivariate PLS is apparently the same as “Bookstein’s PLS” (Gidskehaug et

al, 2004). Furthermore, the two-parametric family includes the procedures called

joint continuum regression (JCR) by Brooks and Stone (1994), corresponding to

0 ≤ αx ≤ 1, αy = 1.

Proposition 1 is somewhat less explicit than Proposition 2.1 in Paper II. For

univariate y, we can state an explicit expression for the maximizing vector: cf ∝

(X ′X + δIp)−1X ′y, where δ depends on what test function T we are maximizing. In

the multivariate case, we can only state explicitly a matrix Mx of which the optimal

c must be the largest eigenvector. Similarly we obtain another matrix My of which

d is the largest eigenvector.
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7.1.1 A new family of methods

Proposition 1 draws interest to general values of (αx, αy), not corresponding to any

of the methods just mentioned. We construct a two-parametric class of regression

methods, 2PAR, as follows: Given a pair (αx, αy), find the corresponding matrices

Mx and My, gather their a largest eigenvectors into a (p×a)-matrix C and a (q×a)-

matrix D, and do ordinary multivariate linear regression of Y D on XC to find the

(p× q)-matrix B of regression coefficients. Use cross validation for the simultaneous

determination of (αx, αy) and the number of factors, a.

7.2 Comparison of methods

We recall a question posed in the introduction: If data are generated by model M,

and a statistician analyzes them by regression method R, what erroneous conclusions

are then likely to arise? In Paper IV, we carry out a comparison that involves the

2PAR method and five other regression methods. Three of these are various forms

of PLSR for multivariate data. The other two are RR and LSRR. We abstain from

allowing LSRR with more than one factor.

All data used were simulated under the LVMR model. As noted in Section 2.2,

this model is versatile enough to generate many different types of data sets. We let

four factors vary, each between two levels:

• “Factor P” denotes the condition number of P . We take it to be 27 times

larger in some data sets than in others.

• “Factor Q” concerns the orientation of the left singular vectors of Q (the a-

vectors) relative to those of P , cf (6) and (7). Our underlying idea is that

prediction will be more succesful if those latent variables that are most influ-

ential on X also are most influential on Y . We therefore compare two extreme

arrangements. Both P and Q are diagonal, with the elements of P in decreas-

ing order. In the Low case, the elements of Q also come in decreasing order,

but in the High case we put them in increasing order instead.

• “Factor E” is the standard deviation of εx in (6). We set it a factor of 10
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higher in some cases than in others.

• “Factor F” is the standard deviation of εy in (7) . We set it a factor of 10

higher in some cases than in others.

The factor levels can be combined freely, yielding 24 = 16 types of data.

Our study shows, among other things:

• The factor with largest impact on the results is the condition number of P .

When it increases from 3 to 81, the typical prediction error goes up by a factor

of about 10.

• For most of the data types, the six methods do approximately equally well.

There are some cases where RR and LSRR yield larger errors than the other

methods, and we conclude that one-factor methods are not adequate for sit-

uations where more than one latent variable are needed to describe the data.

Among those based on latent variables, none of the methods tried is superior

to the others in any obvious way.

• The choice of method has most importance when dealing with data types

where P is an ill-conditioned matrix and the errors εx are small. In this case,

ridge-type methods are clearly inferior to factor-based methods.

• The two most important factors after P are Q and E. For factor-based methods,

errors in x-variables (factor E) are more harmful than an unfavourable ordering

of the latent variables (factor Q), while the converse holds for the ridge-type

methods.

• Even when a method is on average better than another one, for a certain type

of data, it is by no means certain that the first method will be the better one

for a given particular data set of that type. An exploration of how many times

a method actually wins (= yields smaller prediction errors than any other

method) indicates that even if the 2PAR method does give smaller errors on

average, other methods stand a good chance to win over it. One can question

if the extra computations involved are worth the effort.
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Another potential shortcoming with 2PAR is the circumstance that the latent vari-

ables it involves are not uncorrelated except in a few special cases (the eigenvectors

of Mx are not orthogonal).

7.3 A result about factors after the first one

When exploring the properties of PLSR, it is often fruitful to resort to a geometrical

interpretation of this technique, first pointed out by Helland (1988). He demon-

strates that the vector ŷ consisting of the fitted values in a-factor PLSR is the

projection of the vector y on a certain subspace of the span of the explanatory vari-

ables, a subspace that can be described as (11). In Paper V we show that this is a

special case of a more general construction, by which we can gain insight into many

iterated methods. A matrix K is called a Krylov sequence if there are a square

matrix H, a vector y and a positive integer a such that

K = [ Hy, H2y, . . . Hay ]. (22)

It turns out that a certain class of regression methods share the property that after

a iterations, ŷ can be interpreted as the projection of the original data y on the

span of a Krylov sequence with a column vectors. The vector y in (22) will in all

cases be the data vector; only the matrix H will be different from method to method

(for PLSR, H = XX ′). Consequently, conclusions about PLSR, drawn by utilizing

the properties of Krylov sequences, will, after appropriate modification, be valid for

these other regression methods also.

The class of methods to which this generalization applies we term semi-linear

methods, for the following reason: As mentioned in Section 1.3, many alternatives

to OLSR can be written b = GX ′y, where G replaces the ill-conditioned X ′X. The

matrix G will in general depend on both X and y. The resulting vector b will then be

a non-linear function of y. There are, however, some cases where the y-dependence

in G has a particularly simple form: one can write G = κ M where only the scalar

κ depends on y while the matrix X does not. We show that if a method with this

property is iterated a times, the resulting coefficient vector b satisfies X b = P y,

where P stands for projection on an a-dimensional subspace of the form (22). In
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the literature, there are at least two families of semi-linear methods: LSRR and

Continuum power regression (CPR). Both of these include PLSR as a special case.

In Paper V, we discuss two applications of Krylov sequences. One of them con-

cerns shrinkage properties, the other is a comparison between semi-linear methods

and principal components regression (PCR).

7.3.1 Shrinkage properties of semi-linear methods

It is known (Butler and Denham, 2000 or Lingjærde and Christophersen, 2000) that

PLSR is not a shrinkage regressor for all principal components of a data matrix X.

Quite on the contrary, PLSR has peculiar and possibly disadvantageous properties

in this regard. It always shrinks the smallest eigencomponent, but, for other com-

ponents, shrinking and inflation alternates in an intricate way. If the sequence of

shrinkage factors is arranged in order of increasing eigenvalues, elements less than

one and greater than one will form a sequence that consists of a + 1 “runs” (by a

run we mean an unbroken sequence of numbers on the same side of 1). Thus, the

largest eigencomponent will be shrunk, f1 < 1, if a is even, and expanded, f1 > 1,

if a is odd.

In Paper V, we show that some of the concurrent methods to PLSR also share

the same peculiar pattern. It will be present for any semi-linear method. Butler and

Denham (2000) warned that users pf PLSR should examine the canonical coefficients

of PLS relative to OLS to ensure that none are expanded substantially. We find that

the same warning is relevant for a larger class of methods.

7.3.2 Coefficient of determination for semi-linear methods

As mentioned in Section 5.2, de Jong (1993) showed that PLS regression always

gives a higher correlation than PCR with the same number of factors. We now

prove an extension: Not only PLSR fits data closer than PCR, so does any semi-

linear method. This finding has consequences for LSRR. As shown in Paper II, the

correlation coefficient for LSRR decreases monotonely with the ridge parameter as

one moves from OLS to PCR, at least for the first factor. Whether R2 decreases

montonely for any number of factors is still an open question. However, Paper V
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shows that even if the decrease should not be monotone, the PCR endpoint always

represents the global minimum.

From the point of view of prediction, one should keep in mind that a method may

perform well as predictor for new data, even if it fits the training data worse than

concurrent methods do. As a matter of fact, we have now shown that inferiority for

PCR in data fitting tells us nothing at all about the real-world phenomenon that

generated the data – it is only a trivial mathematical necessity.
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ABSTRACT. We generalize the relationship between continuum regression (Stone & Brooks,

1990) and ridge regression, by showing that any optimization principle will yield a regressor

proportional to a ridge regressor, provided only that the principle implies maximizing a

function of the regressor's sample correlation coef®cient and its sample variance. This

relationship shows that continuum regression as de®ned via ridge regression (`̀ least squares

ridge regression'') is a more generally valid methodology than previously realized, and also

opens up for alternative choices of its second and subsequent factors.

Key words: cross-validation, linear prediction, near collinearity, partial least squares regres-

sion (PLS), principal component regression (PCR), ridge regression, shrinkage

1. Introduction

1.1. The problem

In regression problems where the explanatory variables are near collinear, the ordinary least

squares (OLS) predictor, albeit unbiased, has large variance. This often leads to large and

unrealistic predictor coef®cients. Several so-called shrinkage or regularized regression meth-

ods, trading bias for variance, have therefore been proposed. Well-known methods are

principal component regression (PCR), partial least squares regression (PLS), ridge regres-

sion (RR), and continuum regression (CR); see Stone & Brooks (1990), Frank & Friedman

(1993), Brown (1993) or Sundberg (1999) for reviews. Most of these methods are applied

in steps: the residuals from one step are taken as inputs for the next step, and an additional

regressor is constructed. Cross-validation is usually used to choose an optimal number of

steps (factors).

Questions about interrelationships between the various regularized methods have both

practical importance and theoretical interest, as has the question under what conditions higher

factors are worthwhile to compute. Of special interest here is CR, being wide enough to include

OLS, PLS and PCR as special cases.

Sundberg (1993) demonstrated that ®rst-factor CR may be interpreted as a modi®ed form of

RR, the modi®cation consisting of a scale adjustment of the predictor in order to minimize the

residual sum of squares over the training data. In the present paper, we demonstrate that this

modi®ed form of RR is a very general method, in the sense that a wide class of criteria in fact

yields predictors that are ridge regressors modi®ed for scale. A suf®cient condition is that the

method be equivalent to maximizing a function of the correlation and variance in data. To give

just one example, it is well-known that ®rst-factor PLS regression is equivalent to using the

regressor that maximizes sample covariance between the response values and their ®tted values.

Since covariance is the product of correlation and variance, the ®rst-factor PLS regressor is

proportional to a ridge regressor (more precisely, in the limit as the ridge constant tends to

in®nity).

Based on this general result, we suggest a generalized formulation of continuum regression

which is free from a type of discontinuity that may appear with the original CR (BjoÈrkstroÈm &
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Sundberg, 1996). We also demonstrate that for this generalized formulation, the coef®cient of

determination R2 and the length of the estimator are decreasing functions of the continuum

parameter, for the ®rst factor.

1.2. Notations, terminology and basic assumptions

Following the customary notation, we denote by X an n 3 p design matrix and by y the

vector of n responses, such that the ith row of X gives the values of the p explanatory

variables for the ith observation, and yi the corresponding value of the response variable.

The vector y and all columns of X are assumed centred, so that the rank of X can be at

most min(nÿ 1, p).

A linear predictor is, strictly speaking, an expression bTx which is used for prediction of y,

where (x, y) is an item of data with y not yet observed. However, we will often call the p-vector

b itself a `̀ predictor''. It will be convenient to reserve the term regressor for a linear

combination cTx �P c jxj of explanatory variables x1, . . ., x p, where the vector c is scaled to

unit length, jcj � 1.

As far as the ®rst factor is concerned, many methods share the following property: A regressor

c is ®rst determined, by some rule, and the predictor b / c is then obtained from simple linear

regression of y on Xc. Additional factors are constructed from the residuals in accordance with

the same rule. Ridge regression is the only method (among those considered here) where this

orthogonalization is not applied by de®nition; our study includes a discussion of the conse-

quences of applying this to RR as well.

We recall that in ridge regression we select the value of a constant ä (the ridge constant) and

de®ne the predictor b as

bRR(ä) � (X T X � äI)ÿ1 X T y:

In what follows, we focus on the class of regressors obtained by projecting the vectors

bRR(ä) onto the unit sphere, i.e. we form regressors

cä / (X T X � äI)ÿ1 X T y, jcäj � 1: (1)

In RR, the ridge constant ä is typically non-negative, but de Jong & Farebrother (1994)

pointed out that Sundberg's (1993) relationship could be extended to the interval ÿ1 <

ä,ÿëmax, where ëmax is the largest eigenvalue of X T X . As ä runs through the two

intervals [0, 1] and [ÿ1, ÿëmax], the point cä describes two continuous trajectories on the

unit sphere. The limits as ä!1 and ä! ÿ1 are the same, corresponding to ®rst-factor

PLS, so we have essentially one trajectory, that extends from OLS at one end (ä � 0), via

PLS (ä � �1) to PCR at the other end (ä! ÿëmax ÿ 0) (provided only that data y are

not orthogonal to the direction corresponding to the largest eigenvalue, see appendix A).

An alternative parametrization of the same trajectory is

cE / X T X � ëmax

E
I

� �ÿ1

X T y, jcEj � 1, (2)

where E runs through the semi-in®nite interval E.ÿ1. In this case, PCR is the limit as

E! ÿ1 and OLS is the limit as E!1. This parametrization avoids the jump from 1 to

ÿ1 at PLS. A third possibility, also binding the two parts of the trajectory together, is to

use the transformed parameter ä9 � ä=(ä� ëmax). This alternative is similar to the

parameter ã de®ned by Stone & Brooks (1990) in that ä9 � 0 for OLS, ä9 � 1 for PLS

and ä9!1 for PCR.
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2. Optimality of ridge-type regressors

2.1. A proposition

Near collinearity between explanatory variables means that some linear combinations cTx

vary little between the observations. Under arbitrary scaling of the explanatory variables

one cannot exclude that such a linear combination is in fact a major determinant of the

response. However, if almost constant linear combinations are allowed as regressors, their

OLS regression coef®cients will have large uncertainty (even though some of these coef®-

cients might be statistically signi®cant). In particular, these coef®cients may be spuriously

high and grossly misleading for prediction. One way to protect against this uncertainty is

to shrink the OLS predictor in directions where jXcj is small. This is particularly important

if one expects future observations to be different from the training data in some respects.

Apart from a constant factor, jXcj2 equals the sample variance of the linear combination

cTx, so V (c) � jXcj2 is a crucial measure of how useful a regressor c will be, large values

of V (c) making less shrinkage needed. Note that ®rst-factor PCR implies that we select c

so that V (c) is maximal, without regard to how much or how little correlation with y is

obtained by this choice. OLS, on the other hand, selects c for maximum correlation with

y, without regard to the size of V (c). Stone & Brooks (1990) de®ned a continuum of

regressors by considering, for each ã > 0, the regressor cã that maximizes the particular

function

Tã � R2(c)V ã(c) (3)

of these two measures. From the combined results of Sundberg (1993), de Jong &

Farebrother (1994) and BjoÈrkstroÈm & Sundberg (1996) we know that each such regressor

is proportional to a ridge regressor, for some ridge constant, whereas the converse need

not hold. Ridge regression is thus in a sense more basic than Stone & Brooks continuum

regression. We will now demonstrate that the ridge regressor is even more fundamental

than that, by showing that any reasonable maximization criterion which depends only on

R and V must yield a regressor proportional to a ridge regressor. The proof is more lucid

when formulated in terms of covariance, K(c) � yT Xc, rather than correlation R. We

have:

Proposition 2.1

If a regressor c f is de®ned according to the rule

c f � arg max
jcj�1

f (K2(c), V (c)), (4)

where f (K2, V ) is increasing in K2 (or R2 / K2=V ) for constant V, and increasing in V

for constant R2, and if X T y is not orthogonal to all eigenvectors corresponding to ëmax,

then there exists a number ä such that c f / (X T X � äI)ÿ1 X T y, including the limiting

cases ä # 0, ä "1, and ä " ÿ ëmax.

Remark 1. For any ã. 0, the Stone & Brooks function (3) evidently satis®es the conditions

posed on f .

Remark 2. It seems reasonable that, for a given sample variance V (c), the criterion should

favour a regressor with larger covariance, since this improves the correlation coef®cient.

Thus, f would typically be increasing in K2 for constant V , as required in the proposition.

Likewise, regressors with the same K2=V have the same R2, and among them, the one
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with larger sample variance should be preferred, since it has the best-determined coef®-

cient.

Remark 3. The condition that X T y not be orthogonal to the eigenspace corresponding to

ëmax is necessary, but only exceptionally not satis®ed. Without it, examples can be

constructed where the maximum point is not of the form c f / (X T X � äI)ÿ1 X T y. For

instance, we may use Stone & Brooks' original criterion f � R2V ã. It turns out that when

ã. 1, there can exist regressors that are not proportional to ridge regressors. We can take

p � 3, X T X � diag(1, 0.5, 0.2), X T y � (0, 1, 1)T, and ã large enough, say ã � 10. Since

the ®rst coordinate of X T y is zero, all vectors of the form c / (X T X � äI)ÿ1 X T y will

have their ®rst coordinate c1 � 0. However, the maximum of f on jcj � 1 is at c �
(0:910, 0:351, 0:219)T.

CR regressors with ã. 1 typically correspond to ridge regressors with negative ridge

parameter, as explained by de Jong & Farebrother (1994). However, these authors tacitly

excluded the degenerate case g1 � 0 and therefore overlooked the possibility of situations like

in this example.

Remark 4. As a background for the proof, the following picture may be helpful. Every

point c on the unit sphere can be represented by a point (K2(c), V (c)) in a two-

dimensional diagram as illustrated in Fig. 1. The region Ù is the image of the unit sphere,

jcj � 1. Figure 1 shows a case where ëmin . 0, so that V (c) . 0 everywhere on the unit

sphere. This is not always the case in practice, but it simpli®es the picture and has no

consequence for the argumentation that follows. In appendix A.1 we comment on the case

ëmin � 0, see also Fig. 5.

Proof of proposition. Since f is increasing in K2 for constant V , a necessary condition on

c f is that the point (K2(c f ), V (c f )) fall on the boundary of Ù, on the right hand side.

Fig. 1. Illustration of possible (K2, V )-values, in principle. Each point c on the unit sphere in R p is

depicted on (K2(c), V (c)). The function f (K2, V ) will have its maximum somewhere on the shaded

segment of the perimeter.
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Thus, c f must be a solution to the constrained maximization problem `̀ maximize K2(c)

subject to jcj2 � 1 and V (c) � v'', for some number v. Since f is increasing in V for

constant K2=V , the relevant number v cannot be smaller than the sample variance of the

(minimum-length) ordinary least squares regressor, vOLS. The upper bound for v is ëmax.

Unless v equals this upper bound, it follows from Lagrange's method of multipliers that, at

c � c f ,

=K2 2 span[=jcj2, =V ]:

Thus, there exist two numbers (Lagrangian multipliers) ì1 and ì2, such that

=K2 � ì1=jcj2 � ì2=V ,

or, since =K � X T y, =V � 2X T Xc, and =jcj2 � 2c,

K(c)X T y � ì1c� ì2 X T Xc:

We exclude the case K � 0 since it corresponds to the minimum of f , not the maximum.

The case ì2 � 0 yields the well-known limiting case of ®rst-factor PLS, so we concentrate

on the case ì2 6� 0. We denote the non-zero number K=ì2 by k, and ì1=ì2 by ä, and get

(X T X � äI)c � kX T y: (5)

We show in appendix A.1 that the matrix X T X � äI cannot be singular at the maximum

point c f . Thus it has an inverse and we can write c f / (X T X � äI)ÿ1 X T y. In appendix

A.2 we consider the limiting case v � ëmax.

2.2. Other regressor constructions

It follows from proposition 2.1 that if a regression method yields regressors not propor-

tional to ridge regressors, then that method cannot be de®ned as the maximum of any

function of V and R2 increasing in both arguments. Thus, such a method is not optimal,

unless its use can be defended by arguments other than variance and correlation. Among

methods of this type are power ridge regression (Hoerl & Kennard, 1975), and the method

proposed by Wise & Ricker (1993), also named continuum regression.

3. Least-squares ridge regression

3.1. An alternative function to maximize

We found in section 2 that the set of regressors proportional to ridge regressors (equation

1) contains the f-maximizing regressors for all realistic functions f . A nice feature of the

approach taken by Stone & Brooks (1990) is that it speci®es a parametric class of

functions typically spanning all of this path. Since it maximizes R2V ã, the selected

regressor is optimal in a well-speci®ed sense, and this optimality may help to understand

properties of the predictor. However, as we have here demonstrated, any parametrization of

the form

cã � arg max
jcj�1

Tã(R2(c), V (c)) (6)

will de®ne a set of regressors along this particular path, but not necessarily cover the path

completely. In particular, the CR parametrization used by Stone & Brooks can make jumps,
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as demonstrated by BjoÈrkstroÈm & Sundberg (1996). It turns out that there exist parame-

trizations free from jumps. One possibility is given by the following criterion, which, to

our knowledge, was ®rst stated by Frank & Friedman (1993):

cä � arg max
jcj�1

R2(c)V (c)

jV (c)� äj : (7)

Frank & Friedman showed that formula (7) for ä > 0 de®nes a regressor cä that is

proportional to the ridge regressor bRR(ä) � (X T X � äI)ÿ1 X T y with the same ä. It is

evident that the function bRR(ä) is free from discontinuities. Apart from notational

differences, our formula (7) differs from de®nition (20) in Frank & Friedman (1993) only

so as to allow ä,ÿëmax (cf. appendix B).

By analogy with how Stone & Brooks (1990) de®ned continuum regression based on the one-

parametric class of regressors de®ned by equations (3) and (6), for 0 < ã <1, we now de®ne

what may be called least-squares ridge regression (LSRR): We consider the class of regressors

de®ned by (1) and the parameter ä. The corresponding predictors are

bLSRR(ä) � âcä, (8)

where the scalar factor â is

â � yT X cä=jXcäj2: (9)

Stone & Brooks consider an arbitrary number ù of factors, and use cross-validation to

determine the optimal pair (ã, ù). A completely analogous procedure is possible with

LSRR, yielding an optimal pair (ä, ù).

3.2. Correlation and shrinkage properties

Methods for treating near-collinearity typically yield predictors whose lengths are smaller

than that of the OLS predictor. This `̀ shrinkage effect'' is closely coupled with the variance

reduction and bias of the predictor. Frank & Friedman (1993) compared RR, PCR and PLS

in this respect, in a number of situations with varying degree of collinearity. Goutis (1996)

and De Jong (1995), using different techniques, have shown that PLS regression always

shrinks, as long as the number of factors is smaller than the number of explanatory

variables, p. De Jong (1993) has also demonstrated that the coef®cient of determination

obtained by PCR with a given number of factors, cannot be larger than obtained by PLS

with the same number of factors. By considering the class of regressors (1) and limiting

ourselves to one factor (ù � 1), we can generalize the results of these authors, by proving

the following two propositions.

Proposition 3.1

R2(cä) decreases along the path from OLS via PLS to PCR.

Proposition 3.2

The length of the predictor coef®cient vector, jbLSRR(ä)j decreases along the path from OLS

via PLS to PCR.

In other words, proposition 3.1 states that the ®t between y and ŷ is gradually reduced as

one moves away from the OLS predictor, and proposition 3.2 states that the LSRR

estimator bLSRR(ä) is a regularized estimator (except for OLS), shrinking in length as one
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moves from OLS towards PCR. However, note that bLSRR(ä) need not shrink in all its

coordinates.

We want to point out that we prove propositions 3.1 and 3.2 only for ®rst-factor regression. In

section 4, we show by counterexample that the corresponding result for an arbitrary number of

factors does not hold for proposition 3.2.

The proofs of propositions 3.1 and 3.2 are given in appendix B.

4. Applications to data

We have tested our procedure on a limited number of data sets. Our main purposes at

present are to compare our results to those obtained using original CR and to illustrate the

conclusions drawn in propositions 3.1 and 3.2. An evaluation of the LSRR method, based

on a more extensive selection of data sets, is being prepared and will be reported

elsewhere. Factors beyond the ®rst one have been constructed keeping ä constant (although

other possibilities also exist, see conclusions).

Our main data set is taken from Fearn (1983). These data have been used for exampli®cation

by many authors. We follow Stone & Brooks (1990) and consider the subset consisting of the

®rst n � 12 items of Fearn's table 1. Rather than using the explanatory variables as they stand

(L1, . . ., L6) we have, like Hoerl et al. (1985) and Stone & Brooks (1990), transformed by

de®ning x6 � (L1� � � � �L6)=6 and xj � Lj ÿ x6 for j � 1, . . ., 5. All explanatory variables

have been scaled to unit variance.

4.1. Cross-validation index as criterion for predictor choice

We have constructed predictors for Fearn's data with n � 12 by applying our procedure for

several different combinations of number of factors, ù, and ridge constant, ä. For the

evaluation, we have used the same leave-one-out cross-validation index I as Stone &

Brooks (1990).

Figure 2 shows I � Iä as a function of ä for 1 < ù < 5. On the horizontal axis, we have

plotted ä=(ä� ëmax) rather than ä itself. This admits presentation of the two intervals

0 < ä <1 and ÿ1 < ä < ÿëmax in the same ®gure, the former interval corresponding to

0 < ä=(ä� ëmax) < 1, and the latter to ä=(ä� ëmax) > 1. As ä runs from OLS to PCR, our

equation (1) de®nes regressors that could also have been de®ned by maximizing Stone &

Brooks' criterion (3) for some 0 < ã <1. However, there is no one-to-one correspondence

between their parameter ã and our ä when ù > 2, since holding ã constant to the next factor is

not equivalent to holding ä constant. As far as leave-one-out cross-validation is concerned, there

is no exact correspondence even for ù � 1, since the relation between ã and ä will change with

the observation that is left out. Stone & Brooks' parameter ã is roughly comparable to our

transformed parameter ä=(ä� ëmax) insofar as both are 0 for OLS, 1 for PLS and1 for PCR.

It is of interest to compare our Fig. 2 to ®g. 3 of Stone & Brooks (1990). Their value á � 0:5

is PLS regression, equivalent to ä � 1 (ä=(ä� ëmax) � 1 in our parametrization). The two

®gures are similar. For the ®rst factor (ù � 1), I increases in a short range of parameter values

(approximately ä, 10ÿ1), and then rapidly drops to uninteresting levels. In contrast, for ù > 2,

the I-value stays above 0.9 for the whole range between OLS and PLS. From the point of view

of cross-validation, our optimal choice of parameters is ä � 2:10 and ù � 3, which gives

Iä � 0:9592. This is not much different from Iá � 0:960, the optimal value obtained by Stone

& Brooks with ù � 2. Table 1 shows the result.

When not standardizing the explanatory variables for sample variance, Stone & Brooks obtain

a solution which is different in that the coef®cient of L1 is about four times larger and of
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opposite sign. All other coef®cients change relatively less than so. With our method, the effect

of not standardizing is also most pronounced for the coef®cient of L1, which becomes roughly

seven times larger, but keeps its sign. In neither case is L1 among the most important predictors.

In terms of the untransformed variables xj, the effect of not standardizing is in our case largest

for x5. This differs from the result by Stone & Brooks, where x1 is affected most.

Lines 3 and 6 of Table 1 show the best solution obtained under the additional constraint

ù � 1, i.e. using only the ®rst factor. We note that this extra constraint does not reduce Iä much

(from 0.9592 to 0.9544). The effect on the predictor is also modest. The decision to stop or

proceed after the ®rst step seems to affect the predictor about as much as does the decision

whether to standardize or not.

4.2. Illustrations of propositions 3.1 and 3.2

Coef®cient of determination, R2. It is of interest to see how much of the variation in the y

data is explained by the regression models when the number of factors and the parameter ä
are varied. Figure 3 shows the picture for Fearn's data with n � 12. In accordance with

proposition 3.1, R2 decreases with ä for the ®rst factor (ù � 1). Note that with ù > 3, at

least 0.975 of the variation is explained, regardless of ä. The ®gure con®rms (of course) de

Jong's result `̀ PLS ®ts closer than PCR'', but we leave open the question whether R2 for

ù > 2 can possibly increase locally with ä.
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Fig. 2. Leave-one-out cross-validation index Iä plotted vs ä=(ä� ëmax), for LSRR with varying number of

factors (ù). The ®gure is based on the ®rst 12 observations of Fearn's (1983) data. The explanatory variables

are standardized, which gives ëmax � 3:19.
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Degree of shrinkage. Figure 4 shows the length of the predictor bLSRR for a range of ä
values. For ù � 1, it is monotone decreasing, in accordance with proposition 3.2. The

graphs for ù � 2 and ù � 3 are interesting in that the length increases with ä near OLS.

We thus see that proposition 3.2 cannot be generalized to hold for more than the ®rst-

factor regressor.
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Fig. 3. Coef®cient of determination, R2, as a function of the parameter, for LSRR with 1 < ù < 4. The

abscissa shows log10(ä).

Table 1. Coef®cients in the optimal predictor as de®ned by leave-one-out cross-validation. The results with

parameter ã were taken from Stone & Brooks. The table is based on the ®rst 12 observations of Fearn's

(1983) data

Standardized data

Parameter values ä=(ä� ëmax) Imax L1 L2 L3 L4 L5 L6

ù � 2, ã � 0:54 0.960 ÿ0.02 0.09 0.16 ÿ0.21 0.01 ÿ0.01

ù � 3, ä � 2:10 0.40 0.9592 0.000 0.074 0.140 ÿ0.181 0.004 ÿ0.009

ù � 1, ä � 0:086 0.026 0.9544 0.014 0.082 0.159 ÿ0.226 0.005 ÿ0.008

Unstandardized data

Parameter values ä=(ä� ëmax) Imax L1 L2 L3 L4 L5 L6

ù � 4, ã � 0:43 0.958 0.09 0.08 0.13 ÿ0.27 0.01 ÿ0.01

ù � 4, ä � 84 0.024 0.9496 0.002 0.124 0.127 ÿ0.204 ÿ0.017 0.001

ù � 1, ä � 23 0.007 0.9473 ÿ0.006 0.123 0.126 ÿ0.210 0.005 ÿ0.002
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5. Conclusions

Least squares ridge regression, LSRR, is a regression method that improves on ridge

regression, RR, in the following respects.

(1) Avoids unwanted shrinkage. The shrinkage in standard RR can be regarded as the joint

effect of two separate principles: to counterbalance the in¯ating effect of near-collinearities and

to downscale any unbiased estimator in order to reduce the MSE. For those who do not admit

the latter principle as a general one, LSRR offers a way to concentrate on the near-collinearity

effects. Note for example that LSRR does not shrink in the case of a single x-variable or in

orthogonal designs, whereas RR does so. Note also that Sundberg (1993) empirically found

LSRR equally ef®cient to RR but more robust to the choice of ridge parameter.

(2) Orthogonal residuals. LSRR leaves residuals that are orthogonal to the ®tted values. This

facilitates the interpretation of factors beyond the ®rst one. Another consequence is that the

®tted values ŷ � XbLSRR(ä) are as close as possible, in the chosen metric, to the observed y,

given the direction of ŷ.

LSSR shares these two properties with standard continuum regression, CR. In addition, LSRR

improves on CR in the following respects.

(3) No discontinuity. With LSRR, the predictor always varies continuously with the method

parameter, for a ®xed number of factors.
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Fig. 4. Illustration of shrinkage effect. The length of the predictor, jbLSRRj, is plotted vs ä for different

number of factors ù. The ®gure is based on the ®rst 12 observations of Fearn's (1983) data. For ù � 1, the

length is a decreasing function of ä (proposition 3.2), but this is not the case for ù. 1.
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(4) Opens up for alternative parametrizations. When LSRR is used iteratively, there is no

reason why the method parameter ä must have the same value in each step. Many other

principles are conceivable. For example PCR amounts to holding ä equal to minus the largest

eigenvalue of the current X T X , although this number will gradually decrease with each step, as

the residual matrix X is updated.

(5) Speed of computations. The computer time required for application of equation (1) with

given ä is substantially less than for ®nding the maximum of R2V ã for a given ã. The

maximization (7) is explicit and involves much less computational effort than does CR.

References

BjoÈrkstroÈm, A. & Sundberg, R. (1996). Continuum regression is not always continuous. J. Roy. Statist. Soc.

Ser. B 58,703±710.

Brown, P. J. (1993). Measurement, regression, and calibration. Oxford University Press, Oxford.

de Jong, S. (1993). PLS ®ts closer than PCR. J. Chemometrics 7, 551±557.

de Jong, S. (1995). PLS shrinks. J. Chemometrics 9, 323±326.

de Jong, S. & Farebrother, R. W. (1994). Extending the relationship between ridge regression and continuum

regression. Chemometrics Intelligent Lab. Systems 25, 179±181.

Fearn, T. (1983). A misuse of ridge regression in the calibration of a near infrared re¯ectance instrument.

J. Appl. Statist. 32, 73±79.

Frank, I. E. & Friedman, J. H. (1993). A statistical view of some chemometrics regression tools (with

discussion). Technometrics 35, 109±148.

Goutis, C. (1996). Partial least squares algorithm yields shrinkage estimators. Ann. Statist. 24, 816±824.

Hoerl, A. E. & Kennard, R. W. (1975). A note on a power generalization of ridge regression. Technometrics

17, 269.

Hoerl, A. E., Kennard, R. W. & Hoerl, R. W. (1985). Practical use of ridge regression: a challenge met.

J. Appl. Statist. 34, 114±120.

Stone, M. & Brooks, R. J. (1990). Continuum regression: cross-validated sequentially constructed prediction

embracing ordinary least squares, partial least squares and principal components regression (with discus-

sion). J. Roy. Statist. Soc. Ser. B 52, 237±269; corrigendum (1992) 54, 906±907.

Sundberg, R. (1993). Continuum regression and ridge regression. J. Roy. Statist. Soc. Ser. B 55, 653±659.

Sundberg, R. (1999). Multivariate calibrationÐdirect and indirect regression methodology (with discussion).

Scand. J. Statist., to appear.

Wise, B. M. & Ricker, L. N. (1993). Identi®cation of ®nite impulse response models with continuum

regression. J. Chemometrics 7, 1±14.

Received July 1996, in ®nal form March 1998

Anders BjoÈrkstroÈm, Mathematical Statistics, Stockholm University, S-106 91 Stockholm, Sweden.

Appendix A. The remainder of the proof of proposition 2.1

It was shown in the main text that if a regressor is de®ned as the maximum of a function

f (K2(c), V (c)) on the unit sphere in p-dimensional space, this regressor must be a solution

to the problem

``maximize K2(c) subject to jcj2 � 1 and V (c) � v'',

for some number v. We showed that if v is in the interval [vOLS, ëmax), then an equation

like (5) holds. It remains to be shown that X T X � äI is non-singular, and to prove that the

regressor is ridge-proportional also when v � ëmax.
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A.1. Why the matrix in equation (5) is not singular

Since the eigenvectors of X T X constitute an orthonormal basis (the canonical basis), we

can without loss of generality assume that X T X is diagonal, X T X � Ë � diag(ë1 . . ., ë p),

where ëmax � ë1 > � � � > ë p � ëmin > 0, and X T y equals a vector g such that g j > 0 for

all j. By the assumptions in the proposition, we have g1 . 0. In canonical form, the

Lagrangian equation (5) reads

(Ë� äI)c � kg, (10)

with k 6� 0. We need to ascertain that the particular ä-value that holds at the global

maximum c f is not equal to ÿë j for any j. Since all g j > 0, all coordinates of c f are

non-negative, too. (Otherwise we could change the signs of the negative ones and increase

K2 � (Óc j g j)
2 without violating either of the two constraints.) Thus, if ä � ÿë j for some

ë j, this must be either for ë1 or ë p, otherwise equation (10) would imply that c f had both

positive and negative coordinates. Furthermore, by the assumptions we have g1 6� 0, so the

right hand side of equation (10) is non-zero for j � 1, which rules out the possibility

ä � ÿë1 also.

Comment. The example mentioned in remark 3 illustrates what may happen when g1 � 0.

The essential ingredients of that example are g1 � 0 and v . ë2, the second largest eigenvalue.

Under these circumstances, it is impossible to satisfy V (c) � v with c1 � 0. Equation (10) still

holds, with ä � ÿë1, but the solution cannot be written c f / (Ë� äI)ÿ1 g.

To rule out the one remaining possibility, ä � ÿë p, suppose that c0 is a solution to equation

(10) for ä � ÿë p. For such a solution to exist, it is necessary that g p � 0. Note that generally,

V (c) � Ó� ë jc j
2 can be regarded as a weighted average of the eigenvalues ë j, the weights

being c j
2. For OLS we have c j

2 / (g j=ë j)
2, and for the point c0 we have c j

2 / (g j=(ë j ÿ ë p))2.

These two expressions differ only in the denominator. By subtracting the same number ë p from

all the eigenvalues we increase the weights proportionately more for small ë j than for big ones.

Thus, if ë p . 0, V (c0) , V (cOLS). As already demonstrated, a point c0 where this strict inequal-

ity holds cannot be global maximum for the function f . If ë p � 0, the inequality is not strict,

and we cannot exclude that c0 might be the global maximum. However, when ë p � 0, the region

Ù extends down to the origin, as indicated in Fig. 5. All points on the correlation-maximizing

straight line between the origin and the point marked OLS correspond to least-squares

regressors: c j / g j=ë j for j < r, c j arbitrary for j . r, and all are solutions to (10) with

ä � ÿë p(� 0). The point marked OLS corresponds to the least-squares regressor with largest

variance, c j � 0 for j . r. This is the only point on the line that can correspond to the global

maximum c f , because of the assumptions on f , and it corresponds to the limiting case ä # 0, as

formulated in the proposition.

In conclusion, disregarding the limiting case just discussed, the matrix in equation (5) is not

singular at the maximum point c f .

A.2. The limiting case v � ëmax

We ®nish the proof of proposition 2.1 by considering the case that the maximum of f

occurs at a point c f which is represented by the top of the region Ù, i.e. when V (c) is

maximal, V (c) � ëmax � ë1. Unless the eigenvalue ë1 has multiplicity > 2, there is a unique

point c � v1 of the unit sphere that satis®es V (c) � ë1. Lagranges method of multipliers is

not applicable then, but provided g1 . 0, v1 is the limit of c / (Ë� äI)ÿ1 g as ä " ÿ ë1.

If the eigenvalue ë1 has multiplicity m1 > 2, a continuum of points c with jcj � 1 will satisfy
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the constraint V (c) � ë1. It is easily realized (using Cauchy±Schwarz' inequality, for example)

that K2 is maximized by taking cj / g j for j < m1, and c j � 0 for j . m1. This is also exactly

the point towards which c / (Ë� äI)ÿ1 g converges as ä " ÿ ë1, provided g j . 0 for all

j < m1. (This can always be provided since the vectors v1, . . ., vm1
are not unique.) Thus, when

v � ë1, the regressor c f is proportional to the limit of a ridge regressor, as asserted in

proposition 2.1. The proof of the proposition is thereby complete.

Appendix B. Proof of propositions 3.1 and 3.2

The proofs of propositions 3.1 and 3.2 are simpli®ed if we replace the parameter ä by a

new parameter å � ëmax=ä. The two disjoint intervals for ä correspond to one (connected)

interval for å: ÿ1 , å,1. Any function increasing in ä will be decreasing in å, and vice

versa. Formula (7) is replaced by

cå � arg max
jcj�1

T (c, å) (11)

where

T (c, å) � R2(c)jXcj2
ëmax � åjXcj2 : (12)

Note that since å.ÿ1 and jXcj2 < ëmax on jcj � 1, T(c, å) > 0 for all å and all c on the

unit sphere.

Proof of proposition 3.1. We must show that R2(cå) is an increasing function of å.
Rearranging in (12) we get

ëmax

jXcj2 �
R2(c)

T (c, å)
ÿ å:

Fig. 5. Image of the unit sphere in a case where ëmin � 0.
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Here, the left hand side does not contain å. Therefore, for any vector c and any two

numbers å1 and å2 it must hold that

R2(c)

T (c, å1)
ÿ å1 � R2(c)

T (c, å2)
ÿ å2,

which yields

R2(c)

å2 ÿ å1

� 1

T (c, å2)
ÿ 1

T (c, å1)

� �ÿ1

: (13)

We now take å1 , å2 and apply equation (13) with corresponding optimal c1 and c2. From

(11) and (12) we obtain the following sequence of inequalities:

T (c1, å2) < T (c2, å2) < T (c2, å1) < T (c1, å1), (14)

where the middle inequality holds because when c is constant, the T of (12) is decreasing

in å for all å.ÿ1. It follows from (13) and (14) that R2(c1) < R2(c2), proving that R2(cå)

is an increasing function of å. This is just the statement of proposition 3.1.

Proof of proposition 3.2. To prove that jbLSRR(å)j is increasing, we note from (8) and (9) that,

since jcåj � 1,

jbLSRR(å)j2 � jy
T Xcåj2
jXcåj4 �

jyj2 R2(cå)

jXcåj2 :

We have proven that R2(cå) increases, so proposition 3.2 follows if we show that 1=jXcåj2
also increases. With c1 and c2 as above, we need to prove that 1=jXc1j < 1=jXc2j for all

å1 , å2.

By rearranging terms in (12) once more we get

R2(c) � T (c, å) å� ëmax

jXcj2
� �

where the left hand side contains no å. We conclude that for any triple (c, å1, å2) we have

T (c, å1) å1 � ëmax

jXcj2
� �

� T (c, å2) å2 � ëmax

jXcj2
� �

from which we obtain

ëmax

jXcj2 �
å2T (c, å2)ÿ å1T (c, å1)

T (c, å1)ÿ T (c, å2)
� (å2 ÿ å1)T (c, å2)

T (c, å1)ÿ T (c, å2)
ÿ å1

The inequalities (14) imply that both T (c, å2) and 1=(T (c, å1)ÿ T (c, å2)) are greater for

c � c2 than for c � c1, and hence, since å2 ÿ å1 . 0, that ëmax=jXc1j2 < ëmax=jXc2j2. As

remarked above, this proves proposition 3.2.
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Ridge regression and inverse problems
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Abstract

Why is ridge regression (RR) often a useful method even in cases where multiple
linear regression (MLR) is dubious or inadequate as a model? We suggest that
some light can be shed on this question if one notes that RR is an application of
Tikhonov regularization (TR), a method that has been explored in the approx-
imation theory literature for about as long as RR has been used in statistics.
TR has proven useful for many inverse problems, but it has often been applied
without stating a statistical model at all.

In order to indicate how alternatives to MLR might be defined, we give a
subjective overview of some inverse problems from the geophysical sciences. We
conclude that estimation is often at least as important as prediction.

Key words: inverse problems, Tikhonov regularization, partial least squares,
principal components regression, regularized estimators, ridge regression

1 Introduction

1.1 Linear equation systems with random errors

Consider a system of linear equations:

Aθ = Y, (1)

where A is an n×p matrix, θ is a p-vector and Y is an n-vector. We assume that data

are available for A and Y , but subject to random errors. The purpose is inference

about θ.

1.1.1 Example 1: The general linear model

Assume that the uncorrelated random variables Yi, i = 1, . . . , n have equal variance

σ2 and expectations that are linear functions of p parameters θj, j = 1, . . . , p:

E[Y ] =
∑

j

Aijθj . (2)
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In this example, the numbers Aij are assumed known without error. In addition to

θ, the parameter σ is also of interest. The standard procedure is to estmate θ with

the best approximative solution, in the least-squares sense, to the equation system

(1). If the best approximation is not unique, a minimum-length requirement on θ is

often added. If ATA is nonsingular, the estimator is given by the normal equations,

θ̂LS = (ATA)−1ATY .

The general linear model model includes multiple linear regression and analysis

of variance as special cases. In regression, the matrix A is generally denoted X

and contains the values of p “explanatory” variables at each of n observations. The

purpose is to “explain” the variable Y by ascribing variation in Y to variations in

the explanatory variables. This leads up to the equation system

α+Xβ = Y, (3)

where the intercept α is an n-vector with all elements equal. The p-vector of un-

known parameters is here denoted β. It can be used, for example, for predicting the

response variable at a new observation. An extension of the regression model is mul-

tivariate regression, where several response variables are considered simultaneously.

One then needs to solve a matrix equation

XB = Y, (4)

where B is p × q and Y is n × q. In the present report we shall mainly confine

ourselves to the case q = 1.

The general linear model is not adequate for situations where A is a random

variable. Problems of this kind arise for example in regression when there are mea-

surement errors in the explanatory variables.

1.1.2 Example 2: A material balance model

Consider a simple hydrological example. Let P denote the amount of rainfall in a

region in a certain period of time, let E denote the evaporation, and R the runoff.

We want estimates of these three numbers. If the period in question is a year, then

to a good approximation P = E + R. Since R and E are difficult to measure, a
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hydrologist may use data on some chemical compound, for example the chloride ion

concentration in precipitation, cP , and runoff, cR to determine them. Unlike water,

chloride does not evaporate, so if there is no net loss or accumulation of chloride,

it must hold that cPP = cRR. Formally, we can write the balances for water and

chloride in matrix-vector notation:

(
1 −1 −1
cP 0 −cR

) 


P
E
R


 =

(
0
0

)
(5)

Here, not all the matrix elements are free from errors. Those in the first row are,

being plus or minus one by construction, but those in the second row are not. Under

hypothetical repetitions, research expeditions will observe different concentrations.

We may regard the numbers in the second row as outcomes of random variables.

Furthermore, the assumption that the right hand side is identically zero may also

be questioned, for example if the data were collected during a short period of the

year.

More elaborate models, involving many regions and many chemical compounds si-

multaneously, are important inbased on the same type of material balance consid-

erations, are important in the geosciences. We return to the subject in Section 5.

1.1.3 Example 3: Latent variable models

Suppose one has collected data about p explanatory variables and q response vari-

ables at n occasions, yielding two matrices of data, X and Y . Suppose that there

exist a unobserved “latent” variables Z1 , . . . , Za, that influence the explanatory

variables as well as the response variables, according to the linear equations

Xj =
a∑

ω=1

Zωpωj + ej , (6)

Yk =
a∑

ω=1

Zωqωk + fk, (7)

where pωj and qωk are unknown parameters, and ej and fk are random errors. This

is an example of a latent variable model. If equations (6) and (7) describe the actual

relation between X and Y , then, unless the random term sare large, any column
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vector of Y will be reasonably well approximated by some linear combinations of

column vectors of X, so that Y ≈ XB. Here, however, the usual multivariate

regression model (equation 4) can lead to erroneous conclusions. The situation has

been analyzed by Burnham et al (1999) who point out that it is not clear how the

matrix parameter B should be be related to the parameters of equations (6) and (7)

in such case.

1.2 Least squares and other methods

For the general linear model, Gauss-Markovs theorem states that the least-squares

solution is the best linear unbiased estimator for θ. However, perhaps for this

reason, θLS is often used quite uncritically as the “solution” to the problem Aθ = Y ,

although the randomness involved may be very different from what is assumed in the

model definition. In general, one has no guarantee that the least-squares solution is

an unbiased estimator of θ, or that θLS has minimal variance. A method that is often

applied to the problem where A is affected by random errors is Total Least Squares

(TLS), see van Huffel (1997). As an alternative to TLS, we focus on estimates of

the form

θ̂δ = (ATA + δI)−1ATY (8)

for this class of problems. We have two major reasons for our suggestion:

1) Statisticians have explored a technique called ridge regression, RR, which is

equivalent to equation (8). The method has thus been explored, theoretically and

practically, within the context of at least one well-defined statistical model.

2) Equation (8) defines a method known as Tikhonov regularization, which has

been the subject of much research in the approximation theory.

We next make some further comments to these two points.

2 Near collinearities and ridge regression

As mentioned, the coefficient matrix A is usually denoted X in regression, and the

unknown θ is denoted β. For uniformity we retain the notations A and θ here.

In regression, the objective is to “explain” the variation in one or more “response
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variables”, by associating this variation with proportional variation in one or more

“explanatory variables”. A frequent obstacle is that several of the explanatory vari-

ables will vary in rather similar ways. As result, their collective power of explanation

is considerably less than the sum of their individual powers. The phenomenon is

known as near collinearity. When it occurs, the covariance matrix for θ̂LS, which

is σ2(ATA)−1 will be almost singular, making θ̂LS highly sensitive to random vari-

ations in Y , that is, the estimate will depend very much on the particular way the

errors εi happen to come out. Several methods have been developed in order to

reduce this sensitivity, and one of them is ridge regression (RR), which means that

a number δ is added to the elements on the diagonal of the matrix to be inverted,

yielding a modified estimator of the form (8).

Ridge regressors are known to have favourable properties. For example, Hoerl

& Kennard (1970) showed that θ̂δ has smaller mean square error than the ordinary

least-squares estimator, provided δ is small enough, and the standard regression

model holds. A number of other properties were also pointed out early (Marquardt,

1970), for example, ridge regressors are “shrinkage regressors”, i.e the Euclidean

norm |θ̂δ| is a decreasing function of δ. The RR estimators also turn out to play

important roles in Bayesian models, provided θ has normal apriori distribution. It

has also turned out that several other countermethods often taken against near-

collinearity are closely related to ridge regression. Among such methods are con-

tinuum regression (Stone & Brooks 1990, Sundberg, 1993), partial least squares

(PLS), principal component regression (PCR), and others (Björkström and Sund-

berg, 1999). These results make it meaningful to continue to explore the properties

of ridge regression. In particular, Björkström and Sundberg (1999) have developed

an upscaled form of RR, called “least squares ridge regression”, (LSRR). The RR

regressor is multiplied by a factor, chosen so that the residuals become orthogonal

to the fitted values, hence the name “least squares”.

Often, RR is used even though the MLR model is known to be wrong. In many

cases, such applications are succesful. There is likely to be some reason for the

success, some mechanism that can be found and stated more explicitly. Results of

that kind should help users to foresee when a method will be fruitful and when it
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will not be.

It seems relevant, thus, to explore whether the well-known theoretical advantages

of RR, including its limiting cases, remain valid outside the rather strict set of

assumptions within which it was originally developed. In statistical terms, we want

to find out whether ridge regression is robust to the assumption of an error-free

design matrix.

3 Ill-conditioned problems and Tikhonov regularization

We may say that a problem is ill-conditioned if the “known” input is so uncertain

that the requested answer becomes unacceptably uncertain. Problems of this kind

drew the attention of Hadamard (1902, 1932), who noted that there were problems in

which infinitesimally small variations of initial or input data caused large variations

in the solution. Hadamard declared that meaningful mathematical problems should

have unique solutions that are stable with respect to small variations in input data.

A readable survey of ill-conditioned problems is given in Allison (1979). In Allison’s

words, “the respect for Hadamard was so great that incorrectly posed problems were

considered ‘taboo’ for generations of mathematicians, until comparatively recently

it became clear that there are a number of quite meaningful problems, the so-called

‘inverse problems’, which are nearly always unstable with respect to fluctuations of

input data”.

More formally, suppose that the ”requested” θ and the ”given” Y are elements in

Hilbert spaces H1 and H2 respectively, and let A be a given linear operator with

domain D(A) ⊂ H1 and range R(A) ⊂ H2. We want to find a θ such that Aθ = Y .

We say that Y is given, but normally Y is only known to within a margin of error.

Suppose we know Y ∈ U2, where U2 is some “small” subset of H2. Then, all we can

conclude is θ ∈ U1 = {θ;Aθ ∈ U2}. If there is a large set of elements θ ∈ H1 such

that Aθ ≈ 0, and |θ| is not negligible, then the set U1 may be so wide that learning

θ ∈ U1 adds practically nothing to what we could have said about θ beforehand.

Another complication is that one is often working with an inexact operator A.

It may be a matrix of experimentally determined coefficients, with errors to them,
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or it may be an approximation of the true physical law connecting θ with Y ; for

example, we may use finite differences instead of derivatives. Both the “true” A

and the approximation we use may lack inverses. If all we actually know about

A is that it belongs to some set A of operators, then all we can say about U1 is

U1 = {θ;∃A ∈ A;Aθ ∈ U2}.

It is an important objective in approximation theory to gain as certain knowledge

about θ as possible in spite of all these obstacles. Tikhonov (1963) considered the

quadratic functional

I(θ, δ2) = |Aθ − Y |2 + δ2|θ|2.

He demonstrated that to every δ2 > 0 there exists a unique element θδ ∈ H1 for

which I(θ, δ2) is minimal, (i.e, ∃ θδ; θ 6= θδ ⇒ I(θδ, δ
2) < I(θ, δ2)). It has been

shown (Ivanov, 1976; Allison, 1979) that in many practical contexts, these elements

perform well as substitutes for the non-existing “solution of Aθ = Y ”. The technique

has become known as Tikhonov regularization.

In numerical applications, H1 and H2 are finite-dimensional. TR is then equiv-

alent to resolving an ill-conditioned system of linear equations Aθ = Y by using

θδ = (ATA + δI)−1ATY as an approximate solution.

4 Parameter selection

Any user of TR or RR will need a rule for determination of the method parameter

δ. In this section, we describe a method that is well known in regularization theory.

The description is intended for statistical readers, and therefore we use the notations

X and β for A and θ.

4.1 Ridge traces and L-curves

In ridge regression, the parameter is sometimes determined by inspecting the so-

called ridge trace. This is a plot of the components of the RR predictor β̂δ versus δ.

The normed residual sum of squares |y−Xβ̂δ|2/(n−1) is also included. Typically, the

ridge trace exhibits the features of Figure 1. (This figure is based on a simulated data

set, used by Brown (1993, p. 57). As δ runs through a short interval I0 beginning
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Figure 1: Ridge trace of six regression coefficients versus δ, with variance (from
Brown,1993)

at δ = 0 the predictor coefficients β̂δj approach zero rapidly and may even change

sign. To the right of the interval I0, the predictor β̂δ stays fairly constant over a

range of δ-values, δ ∈ I1. The residual sum of squares remains almost constant over

the two intervals I0 and I1. In this situation, any value of δ in the interval I1 will

correspond to almost the same predictor, call it β(I1), and this predictor yields an

error |y − Xβ(I1)| that is not much larger than the minimum achievable (i.e for

OLS). Of course, as δ increases, the residuals will eventually reach an unacceptable

size. There exists some more or less well-defined right endpoint of I1. In Figure 1, I1

might be (0.2 , 1.0). To use the predictor β(I1) instead of the OLS solution is a way

to exploit the mean square error reduction mentioned in section 1. Hypothetically,

if new data were collected, and a new Figure 1 were drawn, one would obtain a ridge

trace, probably looking quite differently in the interval I0, but being nearly the same

as before in I1. Obviously, the method is quite subjective (exactly where does I1

begin and end?), and Brown (1993, p. 56) observes that the ridge-trace technique

has been more or less abandoned in favour of objective estimates of the parameter.

The ridge-trace bears some resemblance to the so-called L-curve, used for de-
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Figure 2: L-curves for Brown’s (1993) data, for standard ridge regression (dotted)

and with least-squares correction (solid).

termining the parameter in certain other applications of Tikhonov regularization.

Instead of plotting all graphs βj(δ) separately we plot only the Euclidean length of

the vector |β̂δ |, and the residual norm |y −Xβ̂δ |. This information is arranged in a

diagram with |β̂δ| along the ordinata and |y−Xβ̂δ| along the abscissa. Theoretically,

an interval like I0, where the coefficients βj(δ) approach zero and the residuals only

increase slightly, corresponds to an almost vertical line in such a plot. The interval

I1 should be compressed to one point, ideally. Values of δ larger than the right end-

point of I1 would correspond to a segment where |β̂δ| keeps sinking, but where the

most conspicuous effect is the growth of the residuals, which makes the trajectory

appear almost horizontal. The combination of an almost vertical segment with an

almost horizontal one is the reason for the name L-curves. (The name is ascribed to

Lawson and Hanson (1974)).

As an example of an L-curve analysis of a data set from a regression context, we

consider Figure 2, which is based on the same data as Figure 1. We see that while

the image of I0 is almost vertical (as could be expected), I1 clearly is not depicted

onto one point only. The coefficient estimates β̂j are slightly dependent on δ, as is
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the residual norm |Xβ̂−y|, and this dependence stands out more clearly in Figure 2

than in Figure 1. We can also compare the L-curve for (ordinary) RR to the same

graph for least-squares RR, (LSRR) (Section 2). For small δ, these two predictors

are essentially the same, and their L-curves coincide. For parameters greater than

about 0.05, LSRR has visibly better fit and less shrinkage than ordinary RR. The

L-curve for LSRR therefore neither extends as far to the right, nor as far down, as

the curve for ordinary RR. The “L” has a more distinct “corner”.

Hansen (1992) discusses a number of rules for parameter selection in connection

with the L-curve. Most of the principles he mentions lead, in practice, to points

close to the “corner of the L”. Consequently, Hansen and O’Leary (1993) suggest

using the parameter that corresponds to the point of maximal curvature. In their

experience, most of the other rules tend to yield solutions “to the right of the corner”.

In statistical terminology, other methods oversmooth at the expense of fit.

4.2 Cross-validation

An often-used method for statistical parameter determination is cross-validation, in

practice “leave-one-out”: Determine a regression model using all the data except

one item, test it by predicting the left-out item; do this as many times as you have

items, leaving out a different one each time, and calculate the sum of squares of the

prediction errors, PRESS. By applying this procedure, different RR parameter val-

ues can be compared to each other, with respect to predictive ability. It often turns

out that PRESS decreases as δ increases from zero, and has a minimum for some

small positive δ. In order to compare results for different data sets, one sometimes

uses a cross-validation index defined as ICV = 1−PRESS/PRESS0, where PRESS0

is the PRESS-value for the “null” predictor, ŷ = ȳ.

It is of some interest to explore how much the predictor defined by a minimum

PRESS criterion differs from the one defined by maximizing the curvature of the

L-curve, as described above. We have investigated a few data sets from this point

of view. For Brown’s data, Figure 3 shows that the best achievable ICV is 0.7816

which occurs for δ = 0.17. The corresponding LSRR predictor is shown in Table

1a. The parameter value corresponding to maximal curvature is smaller, δ = 0.05.
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Figure 3: Cross-validation index for Brown’s (1993) data, for least-squares ridge
regression.

a) Brown’s data Best δ β̂1 β̂2 β̂3 β̂4 β̂5 β̂6

Cross validation 0.17 0.189 -0.088 0.014 -0.109 1.08 4.90

Maximal curvature 0.05 0.178 -0.092 0.018 -0.107 1.06 5.01
True value 0.603 0.301 0.060 -0.603 0.904 3.01

b) Fearn’s data Best δ β̂1 β̂2 β̂3 β̂4 β̂5 β̂6

Cross validation 0.067 0.021 -0.080 0.158 -0.231 0.0055 -0.0079
Maximal curvature 0.03 0.049 -0.072 -0.150 -0.250 0.0073 -0.0049

c) Hald’s data Best δ β̂1 β̂2 β̂3 β̂4

Cross validation 0.025 1.27 0.29 -0.18 -0.36
Maximal curvature 0.006 1.35 0.32 -0.10 -0.33

Table 1: Coefficients in the optimal LSRR predictor, as defined by leave-one-out
cross-validation, and by the principle of maximal curvature.
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Figure 4: Cross-validation index for subset of Fearn’s (1983) data, for least-squares
ridge regression.

This LSRR predictor is also shown. The effect of changing δ is in agreement with

Figure 1. For these constructed data we know the “truth”, which is also given in

the table. We see that both methods fail to catch β1 , . . . , β4 by at least a factor

of three. This, obviously, reflects the near-collinearity arranged by Brown for the

first four explanatory variables. As for β5 and β6, both methods overestimate them,

slightly for β5, more pronounced for β6.

Figure 4, which was taken from Björkström and Sundberg (1999) shows cross-

validation index as a function of δ when applying LSRR to a subset of Fearn’s (1983)

data from a NIR analysis of wheat samples (see Stone and Brooks (1990) for details).

The figure shows that the best parameter choice is δ = 0.067. Figure 5 shows the

L-curves for this data. We locate the point of maximal curvature (by eye) and read

off δ ≈ 0.03. The two predictors are given in Table 1b. We have no true value to

compare with, but the two estimates are in broad agreement.

Our third data set is Hald’s (1952) data on evolution of heat in cement. From

the point of view of cross-validation, the best parameter is δ = 0.025 (Figure 6).

The L-curve in Figure 7 has no easily spotted point where the curvature is largest,
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Figure 5: L-curves for subset of Fearn’s (1983) data, for standard ridge regression
(dotted) and with least-squares correction (solid).
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Figure 6: Cross-validation index for Hald’s (1952) data, for least-squares ridge re-
gression.
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Figure 7: L-curves for Hald’s (1952) data, for standard ridge regression (dotted) and

with least-squares correction (solid).

but a maximum seems to occur close to δ = 0.006. The two estimators differ only

marginally, as Table 1c shows.

To summarize, in two out of our three regression data sets, the L-curve does

exhibit if not a unique corner at least a discernible “corner region”, where it bends

from almost vertical to almost horizontal. The optimal solution, from the cross-

validation aspect, occurs somewhat to the right of the corner region. A possible

interpretation is that cross-validation overfits. Our observations are thus in agree-

ment with the above-mentioned experince of Hansen and O’Leary (1993). However,

we have found an exception to this. Figure 8 shows the L-curve for a data set on

nitrate in wastewater (Karlsson et al, 1995), used as example in an overview paper

by Sundberg (1999). For these data, Figure 6b in Sundberg’s paper shows that the

best LSRR parameter value, from the PRESS point of view, is of the order 10−3.

This is at least an order of magnitude smaller than the values in the corner region

of Figure 8. (The corner extends approximately from δ = 0.02 to δ = 0.4.)

Above the corner, the L-curve for LSRR coincides with that for RR, for all the

data sets we have seen, and to the right of the region, the curve for LSRR is above
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Figure 8: L-curves for the wastewater data by Karlsson et al. (1995) data, for
standard ridge regression (dotted) and with least-squares correction (solid).

the one for RR. Thus, in order to achieve a given “fit” (a given size of |Xβ̂ − Y |),

LSRR needs not shrink as strongly as RR. This illustrates that LSRR avoids the

part of the shrinkage that has nothing to do with near collinearities.

In the diagrams, the parameter δ runs through the interval (0 ,∞). Therefore,

the right endpoint of the RR curve corresponds to |β̂| = 0, yielding a residual norm

equal to |Y |. The curve for LSRR ends in the first-factor PLS estimator for β. We

may note that the LSRR curve for Fearn’s data (Figure 5) extends further to the

right than for the other two data sets (Figures 2 and 7). This means that one-

factor PLS does not manage to explain more than a small percentage of the total

variation in the response variable for Fearn’s data. The same phenomenon is visible

for the wastewater data (Figures 8). In contrast, the LSRR curve is very short for

Hald’s data. This is natural in light of the fact that there are only four explanatory

variables in Hald’s case, but one hundred in the wastewater example.
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Figure 9: Illustration of the law of gravity.

5 Inverse problems

It is a paradoxical fact that in much research, scientists apply the laws of Nature

coversely, logically speaking, to the way the principles can actually be used. Take

the law of gravity as example. It states that whenever an object A is at a position

r relative to another object B, then object A will be affected by a force F that

depends on r and the masses of A and B. The law provides an explicit formula

for F (Figure 9), so that if we know, for, example, the density at each point inside

the Earth, we can calculate the force exerted on a kilogram of mass located at the

surface. This calculation (a three-dimensional integration) is a “direct” problem, a

straightforward exercise that has one and only one correct answer. A more interest-

ing and important question, though, is the inverse problem: What can we say about

the distribution of mass within the Earth, given knowledge about the law of gravity

and data about the force as observed at a limited number of places? This prob-

lem has obvious economic relevance: density anomalies may indicate oil or valuable

ores. However, it has no unique answer. A point mass, located at the centre of the

Earth, would cause exactly the same force, at sea level, as does an homogeneous

three-dimensional distribution of mass.

Another geological example of an inverse problem is to reconstruct the history of

the temperature in the Earth’s interior. There are data on its present distribution.

The relevant Law, in this case, is the heat conduction equation for a sphere. It is
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a straightforward task to integrate this equation forward in time, but what can we

conclude about past times, given the present? More generally, the same logically

“inverse” situation occurs whenever one wants to reconstruct the causes of a phe-

nomenon, given knowledge about its effects. It is just as much present in disciplines

where no “hard” mathematical model is available for the “forward” problem, for

example when a palaeontologist is deducing the evolution of life on Earth.

We may formalize things this way: A ”Law” says that if variable X takes on the

value x, then variable Y takes the value f(x). The Law may or may not provide

an expression for the function f . We have observed Y = y; what can we say about

X? (Here, X as well as Y can be many variables simultaneously. We should regard

them as vectors in spaces with many dimensions, perhaps infinitely many).

An inverse problem never has a unique answer. The available data can always

be explained in more than one way, many different x:s give f(x) equally close to the

observed y. A deterministic scientist, not caring much about a statistic model, is

likely to accept a least-squares approximation and proceed by putting most belief

in the simplest x possible. Simplicity may mean that many of the coordinates xj

are equal to zero, or that |x| is small. It may also mean that there is some pattern

to the xj , so that, for example, xj falls between xj−1 and xj+1. In many cases, the

simplicity criterion can be expressed as a wish that |Lx| be small, where L is some

suitably chosen matrix. If the determinist accepts to approximate the true f(x) by

a linear expression, (f(x) ≈ Ax, for some linear operator A), one easily sees that

he or she faces a the tradeoff between, on the one hand, explaining the available

data (i.e matching Ax to y) and, on the other hand, satisfying some more or less

subjective opinion about simplicity. This leads up to minimizing some weighted

average |Ax− y|2 + δ|Lx|2, a situation typical for Tikhonov regularization.

Furthermore, if we admit that data are affected by random perturbations, we

realize that our observed y is not the true value of Y . Guided by a relevant statistical

model, we may compute a confidence region for the true Y . However, to transform

this region into a confidence region for the true X may not be rewarding if A is

close to singular. It may be better to resort to Tikhonov regularization and consider
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confidence regions of the form

{x ; |Ax− y|2 + δ|x|2 ≤ k}

.

where k depends on the degree of confidence wanted. For positive δ, these sets will

be more rounded than the very elliptic shape taken on for λ = 0.

From a statistical perspective, it seems that inverse problems would be well

suited for Bayesian analysis. Consider X as a vector of parameters describing the

unknown state of nature. The subjective preferences correspond naturally to an a

priori distribution for X . The conditional distribution for Y given X can be written

down if one knows the physical law that connects X with Y and one has a model

for the random effects at work. It is then in principle straightforward to determine

the aposteriori distribution for X . Several authors have taken this approach. An

example is given is Section 5.3.

In connection with the Bayesian approach, we may note that the ridge regressor has

a special interpretation here. If we assume, in model (??), that the intercept has a

vague a priori distribution on all of the real line, if the conditional distribution of β

given σ is N(0, σ2Ip/δ), then it turns out that the Bayes estimator for β is the ridge

estimator β̂δ, which is an unbiased estimate of the expected value of the a posteriori

distribution, since β is normally distributed a posteriori. If there is some way to

estimate the (common) variance σβ
2 of the components of β, say σ̂β

2, then a good

rule for the parameter selection might be δ = σ̂2/σ̂β
2.

A number of inverse problems are described next. The reader is referred to Allison

(1979) and Keller (1976) for more extensive reviews.

5.1 An example from the interior of the Earth

In general, inverse problems take the form of integral equations. In the gravitation

problem described above, the force of gravitation F0 at a given point at sea level is

F0 =

∫

V

γ

|x − x0|3
(x− x0)ρ(x)dV, (9)

where γ is the universal constant of gravitation, and the integral is a volume integral

over the Earth. The density at location x is denoted ρ(x), and is the unknown
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function to be estimated. Of course, one has only a finite amount of information

about F0, which limits the degree of detail in which one can resolve the function ρ(x).

If we compare equation (9) to our general linear equation system (1), the force F0

corresponds to Y . The mass elements ρ(x)dV make up θ. The expression γ
|x−x0|3 (x−

x0) corresponds to Aij . In numerical applications, the integral in equation (9) is

approximated by a sum. This can be done in more than one way, though. One

possible discretization is to think of the Earth as made up of a large number of small

cubes, each with constant density. Another option is to model it as a large but finite

number of concentric shells, each with constant density. The linear equation systems

will turn out differently in the two cases. Both models can be equally physically

reasonable, but not equally suitable for data analysis. It is important to remember

the continuous character of the underlying problem.

In a series of papers around 1970, Backus & Gilbert (1967, 1968, 1970) developed

a number of models for the interpretation of geological and seismological data. Some

of these models are one-dimensional in the sense that properties only vary with

distance from the Earth’s centre, not depending on latitude or longitude. Let ρ(r)

be the Earth’s density at distance r from the entre, and suppose that this is an

unknown function that we want to determine. We realize that the total mass of the

Earth can be expressed in terms of ρ(r) as

∫

0

R0

ρ(r) 4πr2dr, (10)

where R0 is the radius of the Earth. If we possess a numerical estimate of the mass

of the Earth, say M̂e, we can write down an equation with (10) as left hand side

and M̂e as right hand side, which provides some information about ρ(r). Further,

the laws of mechanics enable us to write the Earth’s moment of inertia in terms of

ρ(r) as ∫

0

R0

ρ(r) 4πr3dr, (11)

so if we have a numerical estimate of its value, Ĵe, we obtain more information about

ρ(r). Backus and Gilbert (1967) introduce two additional unknown functions, the

bulk modulus κ(r) and the shear modulus µ(r). The point is that these two functions

(with the density) affect a number of observable properties of the Earth, for example
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the travel times for seismic waves between two places. For each of these properties

we can derive a “theoretical” expression of the form

∫

0

R0

(G1(r)ρ(r) +G2(r)κ(r) +G3(r)µ(r))dr, (12)

where G1(r), G2(r) and G3(r) are known functions of r (often, but not always

powers rn). For example, when the property we observe is moment of intertia we

have G1(r) = 4πr3, G2(r) = G3(r) = 0.

In their 1968 paper, Backus & Gilbert generalize from 3 to N unknown func-

tions of r. (Consequently, they need N functions Gi(r), i = 1, . . . , N). They at-

tempt to find linear combinations of Gi(r) that are as similar as possible to Dirac

spikes, δ(r − r0). The reason for this is that if
∑
aiGi(r) = δ(r − r0), then the

number
∑
aiγi would be a good estimator of m(r0). They assume the covariances

Eij = Cov(εi, εj) to be known. They face a conflicting minimization problem: Find

numbers a1, . . . , aN such that, on one hand, the function
∑
aiGi(r) is as Dirac-like

as possible, while, on the other hand, the quadratic form
∑
aiajEij is kept small,

this number being the variance of the estimators. The conflicting minimization that

they encounter is similar to the tradeoff between bias and variance in ill-conditioned

regression. Backus & Gilbert do not explicitly use the term Tikhonov regulariza-

tion, but their geometrical construction and their use of Lagrangian multipliers is

equivalent, in practice.

5.2 Inverse problems in oceanography

A fundamental objective in oceanography is to determine the motion patterns in

the sea. A particularly difficult problem here is to resolve the vertical part of the

circulation. The motion of water up and down is generally slow, in most places

not more than one or a few metres per year, and there are no instruments that

can provide direct measurements of it. Instead, estimates are derived from indirect

sources. For example, if one observes that currents at the surface bring more water

into a certain region than out of it, one can conclude that downward motion must

be going in that region. Similarly, one can formulate mass balance equations for

salt and other compounds dissolved in the water in a specified region, and derive
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additional information about the water motions. Aside from its intrinsic interest,

knowledge about the vertical circulation is crucial for a correct assessment of the

risks with increasing carbon dioxide emissions.

An important source of information in this context is the “apparent age” of sea-

water sampled at various locations. This is defined as the age that an archaeologist

would assign to the water, based on the abundance of radioactive carbon. (Sea-

water contains carbon, in round numbers 2 moles per m3, mainly as bicarbonate

ion). However, the interpretation of the apparent age is not straightforward, since

any sample of water is in fact a mixture of water of different ages, having trav-

elled along different paths before the sampling. This problem is best resolved by

noting that radioactive carbon is not the only substance that carries information

about oceanic motion. Concentration profiles for compounds necessary for marine

life also contain information that can be interpreted in terms of water circulation.

Substances of this type are, typically, less abundant near the surface, where they

are continuously “eaten” by living organisms, than in the deep sea, where the de-

bris of dead organisms dissolves. Oceanographers have tried to deduce information

about the biological production and the motion patterns simultaneously, by treating

both types of material fluxes as unknowns and formulating systems of mass balance

equations. The forward problem, in this example, consists of calculating how a sub-

stance will spread, knowing the circulation and diffusion. If we put one unit of ink

at a given position in the sea, it will gradually become a more and more diffuse

“cloud”, because of random mixing. This proceeds much like heat conduction and

can be described by a similar equation. Simultaneously, the cloud as a whole will

be transported and deformed because of the large-scale circulation systems. If we

know the velocities, it is straightforward to calculate this effect also. (See Appendix

A). The forward problem is thus in principle solved, but our problem is the inverse

one: We have data on concentrations of various compounds, and wish to determine

the velocities and diffusion coefficients. Several authors have treated this inverse

problem. Their work has dealt with all of the ocean (Bolin et al, 1983) as well as

regions like the Indian Ocean (Metzl et al, 1990), the North Atlantic (Bolin et al,

1987), or the Weddel Sea (Lindegren and Josefson, 1998).

21



Figure 10: A 12-box model of the ocean, from Bolin et al (1983). The four columns
represent, from left to right: The Arctic Ocean, the Atlantic Ocean, The Antarcic
Ocean and the Pacific/Indian Oceans.

5.2.1 A case study

We consider one of the studies in more detail. Figure 10 illustrates a model to

extract information from data on radioactive carbon and other dissolved compounds

in the water. The complexity of the figure represents the state of the art some

fifteen years ago (Bolin et al., 1983), but it can serve as example here. The ocean

is modelled as twelve compartments, bordering each other at twenty boundaries.

The circulation is described by specifying two numbers at each boundary: the net

flow of water and a coefficient for “diffusion”. Water that leaves a compartment

is assumed to carry dissolved substances in concentrations characteristic for the

compartment it leaves. A balance equation can be formulated for each substance

and each compartment considered, and , assuming that the state of the ocean as

we see it today represents an equilibrium, we can set all net balances equal to

zero and obtain a linear equation system. Formulating balance equations for water,

radioactive carbon, and three more substances, Bolin et al arrived at a system

of 80 equations in 56 unknowns. Estimates obtained were in general agreement

with conventional knowledge. Although the main purpose with the work was to
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study the CO2 uptake, the estimates of the circulation rates of course attracted

interest. The authors were able to reproduce the already-known gross features of

the oceanic circulation correctly and also came up with estimates of the circulation in

the so-called intermediate ocean (down to about 1000 m below sea level). They also

concluded that their model was too simple to be adequate for CO2 uptake studies.

An obvious shortcoming with the model was the fact that some of the parameters

were clearly wrong, for example, turbulent diffusion coefficients became negative at

some places (which means that heat would flow from a colder object to a warmer

one). The only attempt the authors made to analyze the uncertainty of their reults

was to add random perturbations to their input data and compute ten alternative

solutions. For each of the unknowns, its standard deviation (over this sample of ten)

was computed and used as a measure of the uncertainty.

A better investigation of the uncertainty of this particular model was carried

out by Mansbridge & Enting (1986). They applied a number of regularization tech-

niques, among them Tikhonov regularization with various principles for selecting

the parameter. In particular, the generalized method suggested by Goldstein &

Smith (1974) was employed, and also methods similar to PCR. Having observed

that β̂δj often changes sign for small values of δ (corresponding to the interval I0 in

Section 4.1), they had hoped to correct the sign errors for the diffusion coefficients.

Unfortunately, they did not manage to come to grips with this particular fault.

Neither group of authors attempted to formulate a specific model for the errors. Ob-

viously, the right-hand side contains errors, but a regression model is not adequate,

since the most important data are measurements of concentrations of substances,

and these enter in the coefficients Aij . Actually, the structure is that we have a

number of measurements of various compounds at various locations in the sea, de-

note them c1, c2 . . ., and the structure is Aij =
∑

k τijkck. where the “design tensor”

τijk is a sparse arrangement of +1:s and −1:s. It may not be impossible to follow

up the consequences of assuming all ck to be independent, unbiased and normally

distributed. We do not plan to analyze this model further, however, since more

detailed models have superseded it nowadays. We note that although the various

regularization schemes gave quite differing results, none of them was really satisfac-
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tory from an oceanographic point of view. It is probably correct to ascribe this to

something fundamentally wrong with the assumptions. For example, turbulent mix-

ing on scales as these may not actually lend itself to modelling by a heat conduction

equation.

In later years, tracer-based inverse models have been replaced by models based

on dynamical considerations, analyzing the motions from first principles, such as

the laws of motion. However, these models also lead to a large number of inverse

problems, as described in the monograph by Bennett (1992).

5.3 A Bayesian example from the atmosphere

The material balance approach described in the previous example is also being ap-

plied in atmospheric chemistry. Then, it is not primarily the motion patterns that

are unknown. (Weather observers are measuring the speed and direction of the wind

continuously). Instead, the aim is to determine the sources and sinks (deposition

patterns) for various substances present in the air. Both the location and the magni-

tude are poorly known (where does this compound enter the atmosphere, how much

mass comes in per unit time) and the objective is to gain knowledge about these

numbers from measurements of concentrations in the air at various times and places.

The direct problem is again to solve a transport equation, i.e a system of partial

differential equations. In this case, the desired solution has a known gradient at the

boundary of the domain (the sources and sinks are at ground level). An interesting

paper by Kandlikar (1997) discusses the methane cycle from a Bayesian perspective.

Methane (CH4) is emitted into the atmosphere via a number of processes, natural

as well as man-made ones. The most important contributions are from biological

decay in wetland ecosystems, from certain mammals (ruminants), and underwater

rice fields. In recent years, leakage from handling of natural gas has become a con-

siderable source. Methane is removed from the air primarily by oxidation to carbon

dioxide.

If C(t) denotes the total amount of methane in the atmosphere at time t, we can
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write a simple balance equation as

dC

dt
=

∑

i

Qi −
∑

j

Sj (13)

where Qi are the various sources (inflows) and Sj are the various sinks (outflows).

Scientists representing different subjects have estimated the different source and sink

terms, with their individual limits of uncertainty. There are also observations of the

local rate of change of methane concentrations at a number of places around the

Earth. These numbers can be interpreted in terms of dC/dt, but one is of course

introducing some error in that extrapolation. Kandlikar (1997) gathers estimates

from diverse references, and translates this information into a priori distributions

for the terms on the right hand side of (13). He simulates from these distributions

and uses equation (13) to obtain a prior distribution for dC/dt. Comparing this

result to the observations of the rate of change, and using Bayes’ formula, he is able

to deduce updated a posteriori distributions for the source and sink terms. The

method permits him to reduce the uncertainties about the fluxes with up to 30 %,

in some cases.

Kandlikar’s method is extremely simple in that he treats all of the atmosphere as one

single reservoir. Thus he is unable, for example, to say where on Earth the different

source and sink processes go on. More elaborate models have been developed by

for example Hartley and Prinn (1993) who use a Bayesian approach to study the

geographical distribution of the emissions.

6 Conclusions

We summarize the previous sections in a few points.

1. The standard multiple regression (MLR) model can be seen as a special case

of a more general situation where one wants to solve an equation system Ax = b,

where A and b are subject to random errors. Methods designed for MLR sometimes

perform well even when the correct model is another one. We do not know why this

is the case, and therefore we are not able to foresee when a method will be adequate

for a given data set.
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2. In many applications of regression methods, the solution β is not the result

of primary interest. Instead, the important purpose has been to be able develop

predictors of new values for the response variabel, given new cases, where only the

explanatory variables are observed. Criteria for method evaluation often reflect the

prediction aspects. However, as we have seen, there are many situations where

the components of x have important scientific interpretation. It seems meaningful

to formulate and explore evaluation criteria based on the difference between the

estimated solution and the “true” x.

3. In ridge regression, several principles are known for selecting the best parameter

value. To the extent the consequences of these principles have been explored, it

has been within the framework of the standard regression model. Little seems to

be known about their performance under other models. Statisticians can probably

learn interesting methods for ridge parameter selection by getting acquainted with

of the literature about Tikhonov regularization.

4. Inverse problems is an area that seems potentially suitable for Bayesian analysis.

Several scientists have taken that approach. However, a) some people are reluctant

to translate their uncertainties into terms of probability distributions and b) it is

important to be clear about what is known beforehand and what is based on data.

5. In the above examples, as in most applications in environmetrics, data have

not arisen as the result of controlled experiments. Rather, all the variables involved

should be considered stochastic, whether they contribute to the right or left hand side

of the linear equation system. Drawing a parallel to regression, we may say that the

situation resembles the “natural calibration” case, and it is natural to assume that

explanatory and response variables have a simultaneous distribution. This is a hint

that appropriate models might be resemblant of for example canonical coordinate

regression, or latent variable models. However, we also see, particularly in the

oceanic and atmopheric examples, that the division into explanatory and response

variables seems unnatural. The situation is not similar to regression models at all.
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linéaires hyperboliques. Hermann, Paris.

Hald, A. (1952) Statistical theory with engineering applications. Wiley, New York.

Hansen, P.C. (1992). Analysis of ill-posed problems by means of the L-curve. SIAM

Review 34, 561-580.

Hansen, P.C. and D. P. O’Leary (1993). The use of the L-curve in the regularization

of discrete ill-posed problems. SIAM J. Sci. Comput. 14, 1487-1503.

Hartley, D. & Prinn, R. (1993). Feasibility of determining surface emissions of trace

gases using an inverse method in a three-dimensional chemical transport model.

J. Geophys. Res. 98, 5183-5197.

Hoerl, A.E. & Kennard, R.W. (1970). Ridge regression: Biased estimation for

nonorthogonal problems. Technometrics 12, 55-67.

Ivanov, V.V. (1976) The theory of approximate methods. Noordhoff International

Publishing, Leyden, The Netherlands.

Karlsson, M., Karlberg, B. & Olsson, R. J. O. (1995) Determination of nitrate in

municipal waste water by UV spectroscopy. Anal. Chim. Acta 312, 107-113.

Kandlikar, M. (1997). Bayesian inversion for reconciling uncertainties in global mass

balances. Tellus 49 B, 123-135.

Keller, J. (1976) Inverse problems. Amer. Math. Mon. 83, 107-118.

Lawson, C. L. & R. J. Hanson (1974) Solving least squares problems. Englewood

Cliffs, N.J.: Prentice-Hall Inc.

Lindegren, R. & M. Josefson (1998) Bottom water formation in the Weddell Sea

resolved by principal component analysis and target estimation. Chemolab. 44,

403-409.

Mansbridge, J. V. & Enting, I. G. (1986). A study of linear inversion schemes for

28



an ocean tracer model. Tellus 38 B, 11-26.

Marquardt (1970). Generalised inverses, ridge regression, biased linear estimation

and nonlinear estimation. Technometrics 12, 591-612.

Metzl, N., B. Moore & A. Poisson (1990). Resolving the intermediate and deep

advective flows in the Indian Ocean by using temperature, salinity, oxygen and

phosphate data: the interplay of biogeochemical and geophysical tracers. J.

Geophys. Res 89, 81-111.

Pasquill, F. & F. B. Smith (1983) Atmospheric Diffusion: The dispersion of wind-

borne material from industrial and other sources. Ellis Horwood Ltd, Chichester.

Third edition.

Stone, M. & Brooks, R. J. (1990). Continuum regression: Cross-validated sequen-

tially constructed prediction embracing ordinary least squares, partial least squares

and principal components regression. (With discussion) J. R. Statist. Soc. B

52, 237-269; Corrigendum (1992). 54, 906-907.

Sundberg, R. (1993). Continuum regression and ridge regression. J. R. Statist. Soc.

B 55, 653-659.

Sundberg, R. (1999). Multivariate calibration – Direct and indirect regression

methodology (with discussion) Scand. J. Statist 26, 161-207.

Tikhonov, A.N. (1963) Dokl. Akad. Nauk SSSR, 153(1963) 49-52, MR 28# 5577.

van Huffel, S. (Ed.) (1997). Recent advances in total least squares techniques and

errors-in-variables modeling. Proc. of the Second International Workshop on

Total Least Squares and Errors-in-Variable Modeling, SIAM, Philadelphia.

29



Appendices

A The general transport equation

Consider a substance that is dissolved in the atmosphere or in the ocean. Suppose

that the substance is being transported with the motions of the air or the water,

without itself influencing these motions. The concentration c (mass units per unit

volume) will be a function time and three spatial coordinates, c = c(x, y, z, t). We

now derive a partial differential equation for c. The flux of the compound, i.e, the

amount transported through a unit area per unit time, in made up by two processes,

F = Fa + Fd. The “advective” flux Fa is that brought about by the motions of

the fluid, Fa = cv; the “diffusive” flux Fd is accomplished by motions on smaller

scale (gusts and eddies in the wind, or the equivalent in the sea). Modellers often

assume that this flux is proportional to the concentration gradient, Fd = K∇c,

like molecular diffusion, but with a much larger K . The local rate of change of

concentration, ∂c/∂t involves the divergence of these two fluxes, ∂c/∂t = −∇(cv) +

K∇2c+ other terms.

Most important among “other terms” are processes such as biological consump-

tion, chemical decomposition and in some cases radioactive decay. To a first approx-

imation, we may assume that all these processes go on at a rate proportional to c, so

they contribute a term −λc to the equation. Also, there may be processes supplying

the compound that are independent of c. (For example, dissolution of sediments,

fires,...). We denote the sum of all these contributions by Q, and get the following

general transport equation (sometimes called the diffusion equation):

∂c/∂t = −∇(cv) +K∇2c− λc+Q (14)

For a more detailed discussion of equation (14), see for example Pasquill and Smith

(1983).

In “forward” uasge of equation (14), one assumes everything to be known ex-

cept the function c(x, y, z, t), which is required. This problem amounts to solving

(numerically) the differential equation (14), usually on a multidimensional grid. A

typical application is prediction of the spread of a pollutant.
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In inverse problems, data on the concentration c are available, and we want to

gain information from this data. In some problems, the unknowns are the three-

dimensional velocity field bfv(x, y, z, t) and the diffusion coefficient K(x, y, z, t). A

possible approach is to assume that v and K have been constant in time for very

long, so that the concentration field c as we observe it represents a stationary state.

We can then assume ∂c/∂t = 0. It is clear that equation (14) readily gives rise

to a system of linear equations, if one approximates the gradients ∇(cv) and the

Laplacian ∇2c with finite differences and assumes that c is known at all grid points.

The model by Bolin et al (1983) is an example of this approach.

In other problems, particularly in atmospheric chemistry, data are available for

v as well as c. The interesting unknowns are primarily the sources, Q.
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1 Introduction

1.1 Connections between regression methods

In regression, a substantial number of alternatives to the ordinary least squares

method (OLSR) have been developed with the aim of reducing the variance that

stems from near-collinearities among the explanatory variables. Well-known meth-

ods, at least for univariate response variables, are principal components regression

(PCR), partial least squares regression (PLSR), ridge regression (RR), and contin-

uum regression (CR); see Stone & Brooks (1990), Frank & Friedman (1993), Brown

(1993), Sundberg (1999), Kalivas (1999) or de Jong et al (2001) for reviews. Nat-

urally, different methods will yield different answers to a specific problem, and in

order to avoid unnecessary confusion, it is desirable to understand why results differ,

and to be able to explain why one alternative is likely to be preferable to another

one, in a given situation. In addition to simulation studies, a number of theoretical

results have been deduced that compare methods to each other. We know, for ex-

ample, that PLSR is a shrinkage regressor (de Jong, 1995; Goutis, 1996), and also

that PLSR yields larger correlation than PCR with the same number of factors (de

Jong, 1993a). In this context we may also mention the early work by James & Stein

(1961) concerning the inadmissibility of OLSR in some situations, and the proof by

Hoerl & Kennard (1970) that ridge regression with a ridge parameter small enough

will have smaller mean squared error than OLSR. Despite these and other results,

many questions in the field of method comparison remain open, particularly with

regard to the case of multivariate response variables.

One way to shed light on the relation between methods is to construct an indexed

class of regressors, {Bα ; α ∈ A}, where each Bα denotes a regression procedure

(cf. Eq. 1 below). A well-known example is Stone & Brook’s (1990) continuum

regression, CR, where Bα stands for a regressor defined as

Bα(X, y) ∝ arg max
|c|=1

{|c′X ′y| |Xc|α/(α−1)−1}.

The index set A is the interval [0, 1]. The set of regressors includes OLSR (α = 0),

PLSR (α = 1/2), and PCR (α = 1). Another example is ridge regression (RR):
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Bα(X, y) = bRR = (X ′X + αIp)−1X ′y, where A = [0,∞], and its modified form

LSRR (Björkström & Sundberg, 1999). There is a close connection between the two

constructions CR and RR (Sundberg, 1993; de Jong & Farebrother, 1994). Other

examples are continuum power regression, CPR (Wise & Ricker, 1993), and prin-

cipal covariates regression, PCovR (de Jong & Kiers, 1992), the latter particularly

designed for the case where the response is multivariate.

In addition to enabling comparisons, frameworks with a continuous “metapa-

rameter” α can open new methods for regression. By optimizing over α, i.e, using

the value that is best in the light of the available data, one may achieve a regression

method that is better than the traditional ones. However, the freedom introduced

by a continuous parameter implies a risk for overfitting.

In the present paper, we define a class of regression procedures indexed by a

two-dimensional metaparameter (αx , αy). In principle, this two-parametric set can

be used to define a new regression method by optimizing over A = R2. However, we

emphasize that we are not convinced about the superiority of this method as a tool

for multivariate prediction – rather, our simulations below indicate that SIMPLS

does at least as well. To say anything more conclusively about the prediction ability

requires more case studies than will be presented here. What we claim to have proved

is an optimality result: Under a natural definition of “best”, the best regressor can

be found within the quite limited class that we have defined.

Nowadays, many regression problems involve more than one response variable.

There is always the option to predict each of the responses without regard to the

others. However, there are good reasons for avoiding this. A gross error in the

training data may not be noticed unless the y-variables are analyzed simultane-

ously. See for example Breiman & Friedman (1997) for more arguments against

mere concatenation of univariate predictions. The number of multivariate regres-

sion methods proposed and available has increased, and the question arises if they

can also be tied together within a common framework by introducing metaparame-

ters. An early attempt at this was Brooks & Stone (1994) with their joint continuum

regression (JCR), being an extension of CR. Unfortunately, these authors concluded

that jointness seldom pays. Other approaches towards the same end have been taken
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by Breiman & Friedman (1997) with their “curds and whey” method, applying dif-

ferent shrinkage to different canonical coordinates, and by Burnham et al (1996),

building frameworks that include canonical correlation regression and reduced rank

regression. In the present paper, we suggest another way of bringing methods into a

common frame, by generalizing the one-dimensional pathway of ridge regressors to

a two-dimensional surface.

Our paper is organized as follows. After notations and terminology, we discuss

the concept of factors, or latent variables, implicit in several regression methods.

From a computational point of view, latent variables can be identified with linear

combinations of the x- or y-variables. In Section 2 we show that most regression

methods based on latent variables fall within a set that can be parameterized with

two real numbers. Some well-known methods are shown to be special cases. We

define a new regression method based on this principle, and in Sections 3 and 4 we

compare it empirically with other methods in terms of their predictive ability. This

spreads light also on the other methods.

1.2 Notation and terminology

Training data consist of n pairs, (xi , yi), 1 ≤ i ≤ n, where xi is a p-vector, xi ∈ Rp,

and yi is a q-vector, yi ∈ Rq. The task is to use training data to specify an algorithm

or function f such that f(x0) is likely to be a good predictor of y0, where (x0 , y0)

represents a new pair with known x0 but unknown y0. The training data are most

conveniently represented by a p-vector x̄ = Σxi/n and a q-vector ȳ = Σyi/n of

sample means, together with two matrices X (n×p) and Y (n×q) of centered data,

where each row corresponds to a pair (xi , yi). We restrict our search to functions

f(x0) that are linear in x0 for fixed X and Y , and centered at (x̄ , ȳ), that is, we can

write

f(x0) = ȳ + B(X, Y )′ (x0 − x̄) . (1)

We use the term method for a function B intended for use in equation (1). A method

is thus a matrix-valued function of two matrix arguments, B = B(X, Y ). For in-

stance, we speak of the “method of ordinary least-squares” B(X, Y ) = (X ′X)−1X ′Y .
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Alternatives to OLSR involve metaparameters. By a metaparameter we mean

any variable other than X and Y that has to be specified in order to evaluate the

function B(X, Y ). A metaparameter can be discrete, for example the number of

factors to include in PCR or PLSR, or continuous, such as the parameter in RR or

CR, and it may be vector-valued.

The term “regression method” is often used vaguely, ignoring specification of how

to set the metaparameter. For our present discussion, it is necessary to maintain

a distinction between methods and “procedures”: A procedure describes how to

obtain the matrix B, given X and Y and given the value for any metaparameter

involved. A procedure may be denoted Bα(X, Y ) or B(X, Y ;α) where α denotes

the metaparameter. A procedure with a metaparameter gives rise to a method only

when it is specified how to choose the metaparameter. A “selector function” yields

α as a function of the training data:

α = αbest(X, Y ) (2)

The expression

B(X, Y ) = B(X, Y ; αbest(X, Y )). (3)

depends only on X and Y and thus defines a method. We use the index “best” in

equation (2), since the rule for αbest(X, Y ) normally is based on optimizing some

function of X, Y , with respect to α. The most usual choice is cross-validation based

on leaving out one observation at a time (Stone, 1974):

αbest(X, Y ) = argminα PRESS(α) = Σn
i=1|yi − ŷ\i|2, (4)

where

ŷ\i = ȳ\i + B(X\i , Y\i ;α)′ (xi − x̄\i).

Index \i means that observation i was excluded from the training data. Other

functions αbest(X, Y ) also occur. For example, in RR the rule can be based on the

ridge trace.
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Each coordinate of the vector x is called an x-variable or explanatory variable, each

coordinate of y is called a y-variable or response variable. We can form new ex-

planatory variables by taking linear combinations of the given ones. We denote

them Σjcjxj = x′c (= c′x), where the p-vector c is said to be a coefficient vector.

Similarly, new response variables can be formed as Σkdkyk = y′d.

1.3 Factor-based methods

A similarity between many methods is that the function B of equation (1) is con-

structed in an iterative manner, by deriving so-called “factors”, or “components”.

Canonical Correlation Regression (CCR), PLSR and PCR are a few examples of this

kind. In the multivariate case, the procedure is as follows. A first linear combination

of x-variables and a first linear combination of y-variables are selected, denote them

x′c1 and y′d1, such that the latter is well predicted by the former. The criterion by

which the pair is optimal specifies the procedure. Further pairs (x′c2, y′d2), (x′c3,

y′d3), ... are then found, all optimal under additional constraints, which typically

demand that each new predictor x′cl be uncorrelated with all the previous ones,

x′c1, ... x′cl−1. Correlation refers to the training data, of course, so the constraint

is equivalent to the two n-vectors Xci and Xcj being orthogonal whenever i 6= j.

The procedure is repeated until some stopping criterion is met, yielding a set of

(say) a ≤ p mutually uncorrelated regressors. Note that throughout the iterative

procedure, there is no requirement of orthogonality between the vectors Y dl, or even

of linear independence, between them. Only in special cases are the variables Y dl

uncorrelated, for example in CCR.

When a pairs have been determined, ordinary multivariate least squares regres-

sion is used to construct a predictor for y. In terms of linear algebra, one constructs

an n× a matrix

T = XC (5)

from the p× a matrix C of columns c1, . . . , ca, and analogously an n× a matrix

U = Y D. (6)

The predictor (1) is constructed by OLSR of U on T , that is, one computes B∗ =
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(T ′T )−1T ′U , and transforms back to the original variables, obtaining

B = CB∗D
+, (7)

where D+ is the Moore-Penrose inverse of D.

The number a of factors to use is not specified within this construction. We

regard a as a metaparameter, and note that the procedure described becomes a

method only jointly with some stopping rule for a.

2 A procedure with two continuous metaparameters

2.1 Variance as criterion for selection

There are many ways to define what makes a pair (x′c, y′d) optimal. Firstly, and

most obviously, the correlation between y′d and x′c is a relevant measure. Secondly,

it also seems reasonable that the sample variance of y′d should be considered (i.e, the

norm of the vector Y d). If a certain linear combination y′d is nearly constant over

the training data, the best predictor of y0
′d might be to use this constant regardless

of x0. Thirdly, one should also consider the variance of the linear combination x′c

(i.e, the norm of the vector Xc). The arguments for avoiding regressors with small

sample variance are well-known and need not be repeated here.

Many succesful regression methods are based on the three criteria listed above.

For example, PLSR as well as PCR are based on discarding components with small

|Xc| or |Y d|. The methods give different results because the three criteria R2, |Xc|

and |Y d| are given different importance in the process of factor selection.

Consider any regression method for which the first factor is determined by max-

imizing some function F (R2, |Xc|2, |Y d|2) for c and d on the unit spheres Sp ⊂ Rp

and Sq ⊂ Rq respectively. Formally, for the first factor:

(c1, d1) = arg max{F (R2, |Xc|2, |Y d|2); |c| = |d| = 1} (8)

It is natural that the function F should be monotone in all its three arguments.

Given this, the maximum of (8) will be found on a two-dimensional surface on

Sp × Sq, as the following proposition states.
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Proposition 1 Let F : R3 → R be a function that is monotone in all three argu-

ments. Then, the p-vector c and q-vector d defined as

(c, d) = arg max{F (R2, |Xc|2, |Y d|2); |c| = |d| = 1}

will be eigenvectors of the matrices Mx and My respectively, where

Mx(αx, αy) = ((1− αx)X ′X + αxIp)−1X ′Y ((1− αy)Y ′Y + αyIq)−1Y ′X , (9)

My(αx, αy) = ((1− αy)Y ′Y + αyIq)−1Y ′X((1− αx)X ′X + αxIp)−1X ′Y (10)

for some numbers αx and αy (depending on the criterion function F )

Proof: Using Proposition 2.1 from Björkström & Sundberg (1999), we can argue

as follows from formula (8): First, suppose d is fixed. Then the solution c will be

proportional to a “ridge regressor” with Y d as response variable:

c ∝ ((1− αx)X ′X + αxIp)−1X ′Y d, (11)

for some number αx. Analogously, by symmetry, when c is fixed we get

d ∝ ((1− αy)Y ′Y + αyIq)−1Y ′Xc, (12)

for some αy. Eliminating d between equations (11) and (12), we see that

c ∝ ((1− αx)X ′X + αxIp)−1X ′Y ((1− αy)Y ′Y + αyIq)−1Y ′X c.

Similarly, eliminating c between equations (12) and (11), we see that

d ∝ ((1− αy)Y ′Y + αyIq)−1Y ′X((1− αx)X ′X + αxIp)−1X ′Y d.

Thus, c and d are eigenvectors of the matrices (9) and (10), which proves the propo-

sition.

The structure of the matrices Mx(αx, αy) and My(αx, αy) perhaps stands out clearer

if we note that when c is an eigenvector of Mx(αx, αy), then Xc will be an eigenvector

of the matrix

Hx(αx) Hy(αy)
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where Hx(αx) = X((1 − αx)X ′X + αxIp)−1X ′ and Hy(αy) = Y ((1 − αy)Y ′Y +

αyIq)−1Y ′. The two matrices Hx(αx) and Hy(αy) are ridge type versions of the usual

“hat matrix”, well known in linear regression. Analogously, Y d is an eigenvector of

Hy(αy) Hx(αx).

A number of multivariate regression methods are in fact tantamount to maxi-

mizing a function like F in formula (8), at least as far as the first factor is concerned.

Some examples are:

• Canonical correlation regression (CCR), where F = R2 (αx = αy = 0)

• Partial least squares regression (PLSR), where

F = R2 |Xc|2 |Y d|2 = (c′X ′Y d)2 = covariance squared,

• Principal components regression (PCR), where F = |Xc|2 .

• Reduced rank regression (RRR), in the terminology of Burnham et al (1996),

and Brooks & Stone (1994; in a footnote). This procedure uses F = R2 |Y d|2.

Note that this is not standard usage of the term reduced rank regression.

In the next few sections we provide more examples. To that end, we need a result,

the proof of which is given in Appendix A: When the function F in equation (8) is

a product of powers of its arguments, i.e, when we can write

F (R2, |Xc|2, |Y d|2) = |Xc|2ax |Y d|2ay R2b, (13)

for nonnegative numbers ax, ay, and b, then the resulting two parameters αx and

αy satisfy the two equations

αx =
ax|Xc|2

ax (|Xc|2 − 1) + b
. (14)

αy =
ay|Y d|2

ay (|Y d|2 − 1) + b
. (15)

Note that (14) and (15) are not explicit formulas for αx and αy, but involve c and d,

which are themselves functions of αx and αy. Nevertheless, the equations are useful,

as we see in the next section.
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2.2 Joint continuum regression (JCR)

In our notation, the first factor in Brooks & Stone’s (1994) JCR is obtained by

finding linear combinations of explanatory variables Xc and response variables Y d

that maximize (cf. equation (1) in their paper):

F = |Xc|2α/(1−α) |Y d|2 R2, (16)

subject to |c| = |d| = 1. Inserting the exponents ay = b = 1 from (16) into (14) and

(15) we find αy = 1, and that αx varies with the JCR parameter α according to:

αx =
α |Xc|2

α (|Xc|2 − 2) + 1
. (17)

Thus, by setting α = 0 we get the RRR method proposed by Burnham et al (1996).

Setting α = 1/2 gives αx = 1, and F simplifies to the squared covariance. This is

equivalent with first factor PLSR. The limiting case α = 1 gives αx = |Xc|2/(|Xc|2−

1). To see that this agrees with first-factor PCR, insert this αx and αy = 1 in the

definition (9) of Mx(αx, αy) and get Mx(αx, αy) = (X ′X − |Xc|2Ip)−1A. Here, A is

a temporary symbol for the remaining factors in (9). We see that if c is close to u1,

the largest eigenvector of X ′X, then |Xc|2 ≈ λ1, the largest eigenvalue of X ′X. The

matrix (X ′X − |Xc|2Ip) will be close to singular, and its inverse (X ′X − |Xc|2Ip)−1

will be dominated by one large column vector almost proportional to u1. Thus, any

vector c will yield approximately Mx(αx, αy)c ∝ (X ′X−|Xc|2Ip)−1Ac ∝ u1, so that

the largest eigenvector of Mx(αx, αy) is u1. This is first factor PCR.

Close to the end of their paper, Brooks & Stone mention an alternative to their JCR,

namely, to maximize R2 |Xc|2α/(1−α), i.e. fixing αy = 0 instead of αy = 1. This

trajectory of methods thus includes canonical correlation regression (CCR), but not

PLSR, except for the first factor.

2.3 Total least squares

Total least squares is a way to find an approximate solution to a system of lin-

ear equations Ax ≈ b by perturbing not only the right hand side b (as in the

standard least squares approximation), but also the coefficient matrix A. The mul-

tidimensional problem (the case where b is a matrix with more than one column)
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is described in van Huffel and Vanderwalle (1991). In regression applications, Total

Least Squares Regression (TLSR) means that X and Y are approximated by X̂ and

Ŷ such that Ŷ = X̂ BTLS for some (p × q)-matrix BTLS. The approximations are

chosen so that the Frobenius norm | [X Y ] − [X̂ Ŷ ] |F is minimal. In Appendix B we

show that BTLS = −CD−1 where the columns of C and D are eigenvectors of (9)

and (10). Thus, although TLSR is not based on identification of latent variables, it

still is related to the procedures we define in equation (8) and Proposition 1.

2.4 A factor-based procedure with two continuous parameters (2PAR)

2.4.1 Subsequent factors

It was shown in Section 2.1 that if we restrict our consideration to the first factor

(a = 1), then the set of methods obtained for varying αx and αy in equation (9)

include all the optimal ones, as judged by any function of correlation and variances.

However, regressors based on a single factor may be useful when Y is univariate

(RR, LSRR) but they are not likely to be when the column span of Y is more

than one-dimensional. We must therefore allow procedures which include successive

pairs of eigenvectors of the matrices (9) and (10). Admittedly, for some important

methods, including the NIPALS and SIMPLS versions of multivariate PLSR, this

is not how later factors are defined. On the other hand, CCR and RRR do define

later factors this way. There is also a version of multivariate PLSR called un-deflated

PLS (UDPLS), suggested by Burnham et al (1996), where subsequent factors are

identified in accordance with the procedure we now suggest. Therefore, there is

some interest in exploring how well this class of methods compares with other types,

notably the other multivariate PLS versions.

2.4.2 Definition of the method 2PAR

Consider the method obtained when the function B(X, Y ) of equation (1) is con-

structed as follows:

• Apply the procedure described in equations (5), (6) and (7), using as coefficient

vectors the first eigenvectors of the matrices (9) and (10), respectively.
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• Determine the number of factors, as well as the two parameters αx and αy by

cross-validation.

Because of the two continuous metaparameters involved, we call this method “the

two-parametric method” (2PAR). We next compare its predictive ability to that of

some other methods, under various conditions.

3 Comparison of methods

3.1 Methods to be compared

To assess how the 2PAR method performs in competition with other regression

methods, we undertake a study based on simulated data from a latent variable

regression model. We compare the following six methods:

1a: Ridge regression, RR, separately for each response variable.

1b: “Least-squares ridge regression”, LSRR (Björkström & Sundberg, 1999),

i.e. RR is scaled so that the residual sum of squares is minimized. We do not

include more than the first of several possible factors.

2: Univariate PLSR, that is PLSR applied to each response variable separately.

3a: Multivariate PLSR, using the NIPALS (PLS2) algorithm.

3b: Multivariate PLSR, using de Jong’s (1993b) “Statistically Inspired Mod-

ification” (SIMPLS).

4: The two-parametric method 2PAR described in Section 2.4.

Among these methods, three involve continuous metaparameters (1a, 1b and 4).

Four of them are based on iteratively determined factors (2, 3a, 3b and 4). Three

of them have potential to exploit covariance between the y-variables (3a, 3b and 4),

the others are mere concatenations of univariate methods. All six are of the form

described in equation (3), based on different procedures B, but all with selector

function (4) based on “leave-one-out” cross-validation. A more detailed account of

the metaparameters and the computational procedures is given in Appendix C.
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3.2 Types of data, 24-design

We want to compare the methods under different circumstances with regard to

near-collinearity and observation errors, both in X and in Y . In order to vary these

conditions in a systematic way, we employ the general latent variable multivariate

regression model (LVMR) of Burnham et al. (1999). The i:th observation in a data

set is generated as

xi
′ = ti

′ P + σx ei
′ (18)

yi
′ = ti

′ Q + σy fi
′ (19)

where (ti′, ei
′, fi

′)′ has an (a+p+q)-dimensional Gaussian N(0, I) distribution, and

the outcomes are independent for i = 1, . . . , n. The two matrices P and Q and

the two standard deviations σx and σy give rise to four factors that are varied in a

systematic way:

• “Factor P” denotes the condition number of P , which is substantially larger

in some data sets than in others.

• “Factor Q” concerns the orientation of the a-dimensional eigenvectors of Q

relative to those of P . As mentined in Appendix D, this is likely to affect the

quality of the predictions.

• “Factor E” is the size of σx in (18).

• “Factor F” is the size of σy in (19).

The factor levels can be combined arbitrarily, yielding 24 = 16 types of data.

More details about the levels are provided in Appendix D, but generally Low is more

favourable for prediction than High.

3.2.1 Size of the data sets

Our data sets have p = 5 explanatory variables and q = 3 response variables, The

model has a = 3 latent variables. Each data set has 308 observations, of which the

first n = 8 are used as training data and the remaining n0 = 300 for validation. As
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measure of the prediction errors, we use the root mean squared error of prediction,

RMSEP =
√

PRESS/n0 where PRESS is Σn0
i=1|yi − ŷi|2.

3.2.2 Variance reduction

We construct 100 data sets, “replicates”, for each of the sixteen data types. However,

instead of producing 1600 unrelated data sets, we simulate 100 triplets of matrices

( T, E, F ), and create one data set of each type with each triplet, by inserting

different combinations of P , Q, σx and σy in the equations

X = T P + σx E (20)

Y = T Q + σy F . (21)

It is reasonable to assume that data sets created with the same random numbers

will be more similar than two arbitrary sets. In the following analysis of variance,

we will speak of a “triplet effect” to explain the part of the variation that can be

ascribed to differences between the 100 outcomes of ( T, E, F ).

4 Results

4.1 Some immediate observations

Each of the 1600 data sets is regarded as an experimental unit. The six regression

methods are applied to each unit and we regard the response as a six-dimensional

vector of more or less correlated RMSEP-values. In Figures 1 and 2 we indicate

by box plots the general magnitude and spread of the responses for two of the 16

data types. Figure 1 shows the case where all four factors are at their “low” levels.

This combination of levels was designed to yield relatively favourable conditions for

prediction: X and Y are well-conditioned matrices, and the error terms E and F

are small. Figure 1 indicates only little difference between the methods. For a quick

assessment of the general quality of the predictions, note that the term σyf
′ in (19)

is unpredictable by any method, so an RMSEP-value of about |σy f ′| =
√

q σy may

serve as a lower bound on what can best be achieved. We have q = 3 and none of

the six medians exceeds twice
√

3 σy.
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Figure 1: Box-plots for RMSEP when all factor levels are low (i = 1). Regression
methods, from left to right: RR, LSRR, PLSR1, NIPALS, SIMPLS, 2PAR. The
solid line shows

√
3σy. One unit on the vertical axis is 10−4.

In Figure 2, the condition number of P is changed to its high level, while the other

three factors remain low. All six methods do not respond equally to this change.

In Figure 2, univariate PLSR, NIPALS, SIMPLS and 2PAR yield prediction errors

that are roughly a factor of 10 larger than what can be ascribed to the term σyf
′

alone. RR and LSRR are even worse, and clearly inferior to the other methods.

Comparing graphs like Figures 1 and 2 for all the 16 data types, one can readily

observe the following:

• RR and LSRR behave quite similarly. When the condition number for

P is low, RR and LSRR are as good as all other methods, but when it is

high, these methods are not as good as the others. In particular, they are

worse when the level of factor E is low. Also, LSRR performs slightly better

than RR.
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Figure 2: Box-plots for RMSEP when cond(P) is high and the other three factors
are low (i = 2) . Regression methods, from left to right: RR, LSRR, univariate
PLSR, NIPALS, SIMPLS, 2PAR. The solid line shows

√
3σy. Note the change of

scale from Figure 1.

• NIPALS and SIMPLS are particularly similar. Comparing the two

multivariate forms of PLSR, we note (as already pointed out by de Jong,

1993b), that they mostly give very similar results. Only for five of the 16 data

types is the correlation in RMSEP between NIPALS and SIMPLS less than

1.0000 (to four decimal places). The five data types are

Level of Corr.
factor NIPALS

i P-Q-E-F SIMPLS
1 L-L-L-L 0.83
2 H-L-L-L 0.88
3 L-H-L-L 0.81
9 L-L-L-H 0.99
11 L-H-L-H 0.99

• Skew distribution of RMSEP. We note that most of the RMSEP distribu-
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tions are skew, with all outliers found on the upper side.

In Figures 1 and 2, data are shown for each method separately, but the methods

have sources of variation in common: Data type and dataset (triplet). For example,

the outliers in any of Figures 1 and 2 do largely represent the same datasets for all

methods. Because of the skewness, and since the effects of data type and data set

are more likely to be multiplicative than additive, we prefer to continue the analysis

with the natural logarithms of the RMSEP:s. Note that on the log (or ln) scale,

PRESS, MSEP and RMSEP are equivalent.

4.2 Analysis of variance of ln(RMSEP)

For each combination {ij} of the factors data type i, i = 1, . . . , 16 and triplet

j, j = 1, . . . , 100, let Zij be the six-dimensional column vector consisting of the

ln(RMSEP)-values for the six methods. We express these data additively in terms

of factor effects:

Zij = µ̃ + α̃i + β̃j + ε̃ij (22)

where the terms can be interpreted in a standard ANOVA manner: For each com-

ponent, µ̃ is the population average, α̃i is the effect of data type i, β̃j is an effect of

triplet j, and all these terms are estimated so that the residuals ε̃ij are as small as

possible (their sum of squares is minimized).

The population average µ̃ and the data-type effects α̃i are regarded as unknown

parameters to be estimated. On the other hand, since the triplets are generated at

random, β̃j and the residuals ε̃ij are considered as random vectors.

Since our main purpose is to compare methods, we write each term on the right

hand side of (22) as its mean value over the six methods, plus a deviation. Using

superscript k to denote the k:th component of a vector, and overbar to denote

average over the six methods, we get (k = 1, . . . , 6):
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µ̃(k) = µ + µ(k)

α̃
(i)
i = αi + αi

(k)

β̃
(k)
j = βj + βj

(k)

ε̃
(k)
ij = εij + εij

(k)

 (23)

(Alternatively, the first line of (23) could have been written µ̃ = µ16 + µ, where

16 = (1, 1, 1, 1, 1, 1)′, and analogously for the other lines). The variables εij are

iid, and the vectors εij have degenerate covariance matrices. Since for example

the covariance between NIPALS and SIMPLS is different for different data types,

it seems appropriate to let the variances Var(ε̃ij) depend on i. Consequently, the

variances Var(εij) = σi
2 and the matrices Var(εij) = Σi will also vary with i.

It is straightforward to estimate all the entries in (22) and (23) in terms of the

data Zij
(k). Appendix E gives the expressions. The following discussion builds on

the results.

4.2.1 Global mean and effects of data type

The average over all data types, methods, and replicates yields a µ estimate of −5.02.

The estimated deviations vector µ is given by

Method k = RR LSRR PLS1 NIPALS SIMPLS 2PAR
µ(k)estimate 0.30 0.14 −0.08 −0.11 −0.11 −0.14

The two extremes, RR and 2PAR, differ by 0.44 units. Since the response variable

is the logarithm of RMSEP this means that the prediction errors with RR exceed

those with 2PAR by a factor of e0.44, or roughly 60 %. However, this is on average

over all types of data. Adding the estimated effects of data type, we obtain µ̃ + α̃i,

i = 1, . . . , 16, see Table 1. We observe that for most types of data sets, all six

methods perform almost equally well. The range αmax − αmin is never wider than

0.20, except for the types of data where factor P is high and factor E is low (rows 2,

4, 10 and 12). This means that the choice of method is important only when matrix

P is ill-conditioned and the errors in the X-variables are small.

Trivially, different types of data are differently predictable. It is of some interest

to see in what ways different methods are sensitive to different aspects of the data. To

that end, the 24-structure of the sixteen data types can equivalently be represented
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Level of Method |
factor average |

i P-Q-E-F (µ̄ + ᾱi) | RR LSRR PLS1 NIPALS SIMPLS 2PAR | range
1 L-L-L-L −7.98 | −0.00 −0.01 0.00 0.04 −0.02 −0.01 | 0.06
2 H-L-L-L −5.85 | 1.16 0.60 −0.39 −0.44 −0.46 −0.48 | 1.64
3 L-H-L-L −7.48 | −0.01 −0.01 0.00 0.02 0.00 0.00 | 0.03
4 H-H-L-L −3.83 | 1.36 0.74 −0.52 −0.52 −0.51 −0.55 | 1.91
5 L-L-H-L −6.09 | −0.03 −0.03 0.06 0.02 0.02 −0.02 | 0.09
6 H-L-H-L −3.97 | 0.07 0.00 0.03 −0.02 −0.02 −0.06 | 0.13
7 L-H-H-L −5.31 | −0.04 −0.04 0.04 0.02 0.02 −0.01 | 0.08
8 H-H-H-L −2.00 | 0.12 0.02 −0.03 −0.03 −0.03 −0.06 | 0.18
9 L-L-L-H −5.93 | −0.01 −0.02 0.04 0.01 0.00 −0.02 | 0.06
10 H-L-L-H −5.43 | 0.80 0.35 −0.23 −0.30 −0.30 −0.32 | 1.12
11 L-H-L-H −5.91 | −0.02 −0.02 0.04 0.01 0.01 −0.02 | 0.06
12 H-H-L-H −3.81 | 1.33 0.73 −0.50 −0.52 −0.52 −0.54 | 1.87
13 L-L-H-H −5.65 | −0.04 −0.04 0.09 0.01 0.01 −0.03 | 0.13
14 H-L-H-H −3.96 | 0.07 0.00 0.04 −0.02 −0.02 −0.06 | 0.13
15 L-H-H-H −5.16 | −0.04 −0.04 0.07 0.01 0.01 −0.01 | 0.11
16 H-H-H-H −2.00 | 0.12 0.02 −0.03 −0.03 −0.03 −0.06 | 0.18

Table 1: Averages, and deviations from average, by data type. The entries in the
leftmost column are the estimated method averages, µ + αi. The other six columns
give µ(k)+αi

(k) (eq. 23) for method k, k = 1, . . . , 6. The last column is the difference
between the largest and smallest deviation.

by main effects and interaction effects, see Table 2. (We define the effect of a factor

to be the average increase observed in ln(RMSEP) when the factor is changed from

low to high, and all other factors are unchanged.) From Table 2, we observe the

following:

• On the whole, the two “ridge-type” methods (RR and LSRR) behave similarly,

and the other four (the “factor-based” methods) are almost mutually identical,

nowhere differing more than 0.04. This is seen from the pattern of positive

and negative signs and the actual values in the four rightmost columns.

• For all methods, the most important factor is the condition number of P .

When it increases from 3 to 34, the RMSEP goes up by a factor of e2.33 ≈ 10.

This varies from e2.33−0.25 ≈ 8 for 2PAR to e2.33+0.66 ≈ 20 for RR.
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Factor Methods Individual method effect deviations
effect average RR LSRR PLS1 NIPALS SIMPLS 2PAR

P 2.33 0.66 0.33 -0.24 -0.25 -0.24 -0.25
Q 1.17 0.10 0.07 -0.07 -0.04 -0.03 -0.03
E 1.51 -0.55 -0.31 0.23 0.21 0.22 0.20
F 0.58 -0.05 -0.04 0.04 0.01 0.02 0.02

PQ 0.72 0.11 0.07 -0.06 -0.04 -0.04 -0.04
PE 0.24 -0.52 -0.29 0.18 0.21 0.20 0.21
PF -0.47 -0.05 -0.03 0.00 0.03 0.02 0.03
QE 0.13 -0.08 -0.06 0.03 0.04 0.03 0.04
QF -0.15 0.04 0.03 -0.02 -0.02 -0.02 -0.02
EF -0.43 0.05 0.04 -0.03 -0.02 -0.03 -0.02

PQE -0.06 -0.08 -0.06 0.04 0.03 0.04 0.03
PQF 0.05 0.04 0.03 -0.02 -0.02 -0.02 -0.02
PEF 0.32 0.05 0.03 -0.02 -0.02 -0.02 -0.02
QEF 0.07 -0.04 -0.03 0.02 0.02 0.02 0.02

PQEF 0.03 -0.04 -0.03 0.02 0.02 0.02 0.02

Table 2: Main and interaction effects of the four factors (cf. App. D). The Methods
average column represents the factorial effects on average over all methods. The last
six columns give the deviations from this average for each of the six methods.

• Also for all methods, factors Q and E are the most important ones after P. For

factor-based methods, errors in x-variables (factor E) is more harmful than

an unfavourable ordering of the latent variables (factor Q), while the converse

holds for the ridge-type methods.

• For all methods, the fourth most important effect is the interaction between

factors P and Q. The joint effect of High level in these factors is worse than

the sum of main effects. The fifth is factor F (size of errors in the y-variables).

• Factor F interacts negatively with the other three factors. More precisely, once

one or more of the factors P, E or Q are at high level (and thus deteriorate

the conditions for prediction), the additional damage caused by large errors in

the y-variables (Factor F = High) is minor.

• The individual methods deviations are seen to be substantial only for effects P,

E and PE. Furthermore, the near equality of effect rows P, -E and -PE shows
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that the methods essentially differ precisely for the combination P = High,

E = Low. Under these conditions, corresponding to rows (i-values) 2, 4, 10,

12 in Table 1, RR and LSRR perform worse than the others, as noted already

in Section 4.1, in connection with Figure 2.

4.2.2 Matrix triplet effects

We regard the terms β̃j in (22) as independent outcomes of a six-dimensional

random vector. The methods averages βj , j = 1, . . . , 100, as defined in (23) form

a somewhat right-skewed set of numbers, although not more so than to make a

Gaussian model reasonable. Their mean is zero by construction, and the standard

deviation is 0.26, which means that βj contributes to the right hand side in (22) by

roughly the same amount as, for example, an interaction effect between two of the

systematic factors (cf. section 4.2.1). The estimated standard deviations of βj
(k)

are:

Component βj RR LSRR PLS1 NIPALS SIMPLS 2PAR
std estimate 0.26 0.13 0.16 0.08 0.07 0.07 0.07

The off-diagonal terms in V̂ar(βj) correspond to the following correlation coefficients:

RR LSRR PLS1 NIPALS SIMPLS 2PAR
RR 1.00 0.75 −0.87 −0.89 −0.88 −0.78
LSRR 1.00 −0.91 −0.93 −0.93 −0.77
PLS1 1.00 0.94 0.91 0.70
NIPALS 1.00 1.00 0.70
SIMPLS 1.00 0.72
2PAR 1.00

Again we see a tendency for the two ridge-type methods to be similar, and different

from the four factor-based methods, those in the latter group also being mutually

similar. All correlations between methods in different groups are negative. A typical

βj
(k) is approximately half of a typical βj . Since we are interested in comparing

different regression methods on the same data, we note that for a fixed j and two

different k-values, the standard deviaton of the difference is SD ( βj
(k1) − βj

(k2)) ≈

0.1.
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4.2.3 Residuals

The residuals ε̃ij in (22) represent lack of additivity and therefore also tell to what

extent the model can predict which method will be best. As mentioned in connection

with the decomposition (23), we allow the variance matrices Var(ε̃ij) to be different

for different combinations of the factors P, Q, E and F. Consequently, the variances of

the method averages, Var(εij) = σi
2 will vary with data type, i, as will the variance

matrices for the deviations Var(εij) = Σi. They are estimated together with the

variances for the triplet effects, as sketched in Appendix F. Examples of results are

shown in Table 3. We see that all σ̂i are between 0.11 and 0.22, so the term εij is

comparable to β̄i (since σ̂β = 0.26, cf. Section 4.2.2). Of more interest, however, are

the variances for and correlations between the method deviations εij , because they

tell to what extent we can say that one method is better than another. In Table 3

we show the estimated standard deviations of εij and of the six components of εij ,

together with the NIPALS/SIMPLS correlation. The table confirms the observation

made in section 4.1, that the data types can be grouped in two categories: One

for which NIPALS and SIMPLS yield substantially different predictions, one where

those two methods agree almost perfectly. The first category turns out to consist of

the data types where factor E = Low and at most one of the other factors is at level

High (index i = 1, 2, 3 and 9). The other category consists of the remaining 12 data

types. However, those two categories are not systematically different with regard to

any other element in the covariance or correlation matrices.

In principle, Table 3 could be expanded to the right, with all possible pairwise

correlations. However, the entries do not vary with the levels of P, Q, E or F in any

regular way.

Because of the random terms βj and εij in (22), it is by no means certain that the

method with the most favorable systematic terms will yield the smallest prediction

error for a given data set. Therefore we supplement the previous tables with Table 4

which shows for how many of the 100 data sets a method “wins” (ı.e. yields smaller

RMSEP than the others. It is interesting to note that a ridge-type method is “best”

in roughly half of the simulations, except for the data types where P = High and
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Data type Corr.
i P-Q-E-F SD(εij) RR LSRR PLS1 NIPALS SIMPLS 2PAR NIP / SIM
1 L-L-L-L 0.16 0.16 0.19 0.10 0.16 0.10 0.10 0.31
2 H-L-L-L 0.15 0.25 0.40 0.20 0.16 0.18 0.15 0.79
3 L-H-L-L 0.11 0.16 0.15 0.11 0.11 0.11 0.12 0.16
4 H-H-L-L 0.22 0.32 0.51 0.20 0.20 0.20 0.19 1.00
5 L-L-H-L 0.21 0.16 0.18 0.16 0.09 0.09 0.09 1.00
6 H-L-H-L 0.12 0.08 0.12 0.14 0.08 0.08 0.07 1.00
7 L-H-H-L 0.16 0.16 0.18 0.09 0.09 0.10 0.11 1.00
8 H-H-H-L 0.19 0.18 0.19 0.09 0.10 0.10 0.10 1.00
9 L-L-L-H 0.18 0.16 0.18 0.14 0.10 0.10 0.09 0.87
10 H-L-L-H 0.15 0.23 0.28 0.16 0.13 0.13 0.14 1.00
11 L-H-L-H 0.17 0.16 0.18 0.12 0.10 0.09 0.09 0.94
12 H-H-L-H 0.21 0.31 0.50 0.19 0.20 0.19 0.18 1.00
13 L-L-H-H 0.17 0.18 0.20 0.19 0.12 0.12 0.09 1.00
14 H-L-H-H 0.11 0.08 0.12 0.14 0.08 0.08 0.07 1.00
15 L-H-H-H 0.13 0.15 0.17 0.13 0.09 0.09 0.10 1.00
16 H-H-H-H 0.19 0.18 0.19 0.09 0.10 0.10 0.09 1.00

Table 3: Estimated standard deviations for the residual terms for all sixteen types
of data sets. Column 3 shows estimated standard deviations, of εij , columns 4 - 9
for each component of εij . Column 10 shows the correlation coefficient between
εij

(NIPALS) and εij
(SIMPLS).

E = Low.

5 Conclusions

In this paper we have demonstrated connections between various methods for con-

struction of predictors for use in multivariate linear regression when explanatory

and/or response variables are near-collinear. We have extended several conventional

methods, in the form of a method with two continuous meta-parameters, and with

the number of factors as an additional parameter. A method comparison has been

carried out based on data with n = 8, dim(x) = 5 and dim(y) = 3, simulated in

accordance with a latent variable multivariate multiple regression model. Within

this framework, defined in (18) and (19), different types of data can be simulated.

Six methods were compared, evaluating a PRESS-based performance measure by

a test set. We conclude that for most data types the choice of method does not
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Data type |
i P-Q-E-F | RR LSRR PLS1 PLSR 2PAR
1 L-L-L-L | 25 28 14 18 15
2 H-L-L-L | 0 3 29 31 37
3 L-H-L-L | 27 20 17 17 19
4 H-H-L-L | 0 4 29 30 37
5 L-L-H-L | 27 27 10 23 13
6 H-L-H-L | 8 26 19 18 29
7 L-H-H-L | 22 24 8 20 26
8 H-H-H-L | 13 29 14 23 21
9 L-L-L-H | 23 29 14 20 14

10 H-L-L-H | 0 5 31 27 37
11 L-H-L-H | 25 21 19 9 26
12 H-H-L-H | 0 4 41 21 34
13 L-L-H-H | 25 27 14 18 16
14 H-L-H-H | 9 24 21 17 29
15 L-H-H-H | 23 28 13 15 21
16 H-H-H-H | 13 29 20 21 17

Table 4: Number of simulations where the method “wins”. Each row sums to 100.
Columns for NIPALS and SIMPLS have been merged in column PLSR, because of
the similarity between those two methods

affect the quality of the predictions. In the cases where method is important, factor-

based methods predict better than one-factor ridge-type methods. Concatenation

of univariate PLSR leads to somewhat larger errors than “genuinely” multivariate

methods (SIMPLS, NIPALS 2PAR). On average over 100 replicates, 2PAR turns

out best (if only marginally) in 8 of the 16 data types. In no case does 2PAR rank

worse than third. When 2PAR is surpassed, the better methods are almost always

RR and/or LSRR. Only for one of the data types is 2PAR second to another factor-

based method. However, because of the amount of computation involved and in the

light of Table 4, the improvement does not appear high enough to motivate a general

recommendation of the method.
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Appendices

A Interpretation of the two parameters

In Section 2.1 we stated without proof how the two “ridge parameters” αx and αy

depend on the coefficients of the function F of equation (8) when F is a product

of powers of its arguments, These results, formulas (14) and (15), are derived here.

Thus, assume

F (R2, |Xc|2, |Y d|2) = |Xc|2ax |Y d|2ay R2b, (24)
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with ax, ay and b all nonnegative. We maximize F subject to the two constraints

|c|2 = 1 and |d|2 = 1. Lagrange’s method implies that at the required point, ∇ log F

is in the span of ∇|c|2 and ∇|d|2. We have

log F = ax log |Xc|2 + ay log |Y d|2 + b log R2.

With K = c′X ′Y d = covariance, we can write R2 = K2/(|Xc||Y d|)2 and

log F = (ax − b) log |Xc|2 + (ay − b) log |Y d|2 + b log K2.

Thus,

∇ log F =
ax − b

|Xc|2
∇|Xc|2 +

ay − b

|Y d|2
∇|Y d|2 +

b

K2
∇K2.

Evaluating the gradients and introducing Lagrangian multipliers we get

ax − b

|Xc|2

(
2X ′Xc

0

)
+

ay − b

|Y d|2

(
0

2Y ′Y d

)
+

2b

K

(
X ′Y d
Y ′Xc

)
= 2κ1

(
c
0

)
+2κ2

(
0
d

)
(25)

The upper part reads

2
ax − b

|Xc|2
X ′Xc +

2b

K
X ′Y d = 2κ1c.

Multiplying this equation by c′ and using |c| = 1 gives κ1 = ax. We thus have

ax − b

|Xc|2

(
X ′X − ax|Xc|2

ax − b
Ip

)
c ∝ X ′Y d.

Comparison with equation (11) now demonstrates that

αx/(1− αx) = −ax|Xc|2/(ax − b),

that is we get the following expression for the first “ridge parameter” as function of

the exponents ax, ay and b:

αx =
ax|Xc|2

ax (|Xc|2 − 1) + b
. (26)

By analogy, the other parameter satisfies

αy =
ay|Y d|2

ay (|Y d|2 − 1) + b
. (27)

In CCR, we use the exponents ax = ay = 0, b = 1. In PLSR we use ax = ay = b = 1,

and in RRR we use ax = 0, ay = b = 1.
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B Connection between 2PAR and TLSR

We show here that BTLS = −C D−1. Since the column vectors of C and D are

eigenvectors of (9) and (10), this expression illustrates that TLSR is closely related

with 2PAR.

The equation Ŷ = X̂ BTLS can be written

[X̂ Ŷ ]

(
BTLS

−Iq

)
= 0 (28)

which shows that the concatenated matrix [X̂ Ŷ ] must have a null space of dimen-

sion at least q. If the null space dimension of [X Y ] is less than q, one needs to

replace some of the smallest singular values of [X Y ] by zeros. Any right singular

vector of [X̂ Ŷ ] can be written (c′ d′)′ where c is a p-vector and d is a q-vector.

The collection of all the q singular vectors corresponding to singular value 0 can be

written as a (p + q) × q matrix (C ′ D′)′, and we have

[X̂ Ŷ ]

(
C
D

)
= 0.

Multiplication by D−1 and comparison with (28) shows that BTLS = −C D−1.

Further, any singular vector of [X Y ] is an eigenvector of

(
X ′

Y ′

)
[X Y ]. Thus

there exists a number λ such that

(
X ′

Y ′

)
[X Y ]

(
c
d

)
= λ

(
c
d

)
From this, it is straightforward to conclude that c and d are eigenvectors of matrices

of the types (9) and (10). The parameters αx and αy will both equal λ/(λ − 1), a

number that can be negative.

C Metaparameters and evaluation of the selector func-
tion

For methods 1a and 1b, the metaparameter is a q-vector of ridge constants (one

for each response variable). For univariate and multivariate PLSR, the metaparam-

eter is the number of factors, i.e., an integer between 1 and p. In the univariate
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case (Method 2) we determine this number for each response variable separately, so

the parameter is a vector of q integers. For method 4, the metaparameter is the

triplet (αx, αy, a), where a is the number of factors. For all methods, the function

αbest(X, Y ) is based on leave-one-out cross-validation. We evaluate the function

αbest (equation 4) by trial and error: A large number of candidate α-values are

tried, and the one that yields the smallest PRESS-value is chosen.

• For the ridge parameter α in RR and LSRR, we test 101 α-values, corre-

sponding to α = e−i/10, i = 0, . . . , 100. The candidates thus range from

α = e−10 ≈ 4.5 x 10−5 to α = e0 = 1. The two limiting values α = 0

and α = 1 correspond to OLSR and one-factor PLSR, respectively.

• In the three forms of PLSR, (2, 3a and 3b), the number a of factors constitutes

the metaparameter. The possible values are the integers 1, 2, . . . p, and the

choice a = p yields the OLSR regressor. In case 2, we permitted a to be

different for the three response variables.

• For 2PAR (Method 4 above), the metaparameter consists of two continuous

parameters αx and αy, and an integer a denoting the number of factors. The

latter is one of the integers 1, . . . ,min(p, q). As for αx and αy, we try 300 pairs

of values, 100 along each edge of the triangle shown in Figure 3. The set of

combinations thus has min(p, q) × 300 elements.

D Levels of the systematic factors

Since we want to compare the six methods under several different circumstances with

regard to near-collinearity, error sizes, etc, we vary the parameters so they represent

different types of data. We define sixteen types by letting four factors vary on two

levels each (a “low” and a “high” level):

• Factor P: The matrix P is set to be

P =

 1 0 0 0 0
0 2−w 0 0 0
0 0 3−w 0 0

 (29)
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Figure 3: Possible combinations of αx and αy to be explored for the two-parametric
method. The corners of the triangle correspond to CCR ((αx, αy) = (0, 0)) , PLSR
((αx, αy) = (1, 1)), and RRR ((αx, αy) = (0, 1)). The edge from PLS to RRR
corresponds to Brooks & Stone JCR. TLS is not among the methods we compare,
but it is based on regresssors corresponding to points on the dashed line.

where w = 1 for half of the data sets (“low” level), and w = 4 for the other

half. Hence, the condition number for P differs by a factor of 33 between the

low and high cases.

• Factor Q: The matrix Q is given by

Q =

 1 0 0
0 0.5 0
0 0 0.1

 (30)

(called its low level) in half of the simulations, and

Q =

 0.1 0 0
0 0.5 0
0 0 1

 (31)
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(called high level) in the other half. The motivation for this is as follows.

Because of the structure (29) of the matrix P , the latent variable t1 exerts

greatest influence on the x-variables, t2 second largest and t3 least. It seems

then that the possibility to predict y from x would be best if the response vari-

ables were also affected primarily by t1 and to lesser extents by the other two

latent variables. By contrast, the worst situation would be if the y-variables

were controlled mainly by t3. Our two choices of Q thus probably represent

two extreme situations.

• Factor E: In the term σx e′ in (18), the standard deviation σx is taken to be

10−4 in the low case and 10−3 in the high case.

• Factor F: In the term σy f ′ in (19), the standard deviation σy is also taken

to be 10−4 in the low case and 10−3 in the high case.

E Effect estimators

Define 6-vectors Zi. = (1/100)ΣjZij , Z .j = (1/16)ΣiZij , and Z .. = (1/1600)ΣijZij .

The following table then shows how to estimate the effects (eq. 23) in terms of the

data:

Term Estimator Comment
1 µ̃ Z ..

2 α̃i Zi. − Z ..

3 β̃j Z .j − Z ..

4 ε̃ij Zij − Zi. − Z.j + Z ..

5 µ (1/6)Σ6
k=1Z ..

(k)

6 αi (1/6)Σ6
k=1α̃

(k)
i α̃i from row 2

7 βj (1/6)Σ6
k=1β̃

(k)
j β̃j from row 3

8 εij (1/6)Σ6
k=1ε̃

(k)
ij ε̃ij from row 4

The vectors without tilde are then estimated componentwise. For each k = 1, . . . , 6:

Term Estimator Comment
9 µ(k) µ̃(k) − µ rows 1 and 5 used
10 αi

(k) α̃
(k)
i − αi rows 2 and 6 used

11 βj
(k) β̃

(k)
j − βj rows 3 and 7 used

12 εij
(k) ε̃

(k)
ij − εij rows 4 and 8 used
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F Variance matrix estimators

With 16 data types and 100 triplets we obtain:

E[Σij(Z.j − Z..) (Z.j − Z..)′ ] = (100− 1)
(
16 Var(β̃j) + V̄

)
(32)

where V̄ is the average of the Var(ε̃ij), i = 1, . . . , t. In order to estimate each Var(ε̃ij)

separately, we use the estimated residuals (Zij − Zi. − Z.j + Z..) together with the

expression, valid for each fixed i,

E[Σj(Zij − Zi. − Z.j + Z..) (Zij − Zi. − Z.j + Z..)′ ] =

= (100− 1)
(
(1− 2

16
)Var(ε̃ij) +

1
16

V̄
)

(33)

By letting the observed sums of squares and products estimate their expected values,

we derive a system of linear equations from (33). Solving this system gives an

estimate of Var(ε̃ij), for each i, and with the aid of (32) we calculate an estimate

of Var(β̃j) also. Since βj = Q β̃j , where Q is a matrix corresponding to column-

centering, we obtain an unbiased estimate of Var(βj) by V̂ar(βj) = Q V̂ar(β̃j) Q′.

Further, the variance matrices for ε̃ij can be estimated from (32) and (33), as can

the variances Var(εij) and the matrices Var(εij) = Var(Qε̃ij), i = 1, . . . , 16.
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1 Introduction

Several regression methods are defined in a recursive manner: A basic algorithm

is executed a number of times, identifying one “factor” at each iteration, and the

regression coefficients are finally determined by ordinary least-squares regression of

the response variable on all the factors. Iterative methods often perform well, but

a drawback is that their mathematical and statistical properties are seldom easy

to analyze. However, in the important special case of PLS regression, it is often

fruitful to resort to a geometrical interpretation, pointed out by Helland (1988). He

demonstrated that the vector ŷ consisting of the values fitted by a factor PLS is the

projection of the data vector y on a subspace of the span of the explanatory variables,

a subspace that can be described as the span of a certain Krylov sequence. In the

present paper we show that a wider class of regression methods share the property

that ŷ can be interpreted as the projection of y on the span of a Krylov sequence.

Consequently, conclusions about PLSR, drawn by utilizing the properties of Krylov

sequences, will, after appropriate modification, be valid for these other regression

methods also. We discuss two examples of this. One concerns shrinkage properties,

the other is a comparison with principal components regression (PCR).

1.1 Notation and terminology

Throughout this paper, we assume that the response variable y is univariate. We

denote by X the centered n × p matrix of data on explanatory variables, by y the

centered n-vector of response data. We assume that y is in the column span of X,

since the component of y orthogonal to span(X) plays no role in standard regression

methods. The singular value decomposition of X is denoted X = UΛ1/2V T , where

U is n× p, Λ is p× p diagonal, and V is p× p. Consequently, we have the spectral

decompositions XXT = UΛUT and XT X = V ΛV T . The eigenvalues of Λ will be

indexed in nonincreasing order: λ1 ≥ λ2 ≥ . . . ≥ λp. We use the letter b (with

different superscripts or indices) for regression coefficient vectors (p-vectors), and g

for the coefficients when expressing b as linear combinations of the column vectors

of V : b = V g. Similarly we use w for the coefficient vector for y when written
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as a linear combination of the column vectors of U : y = Uw. We treat the case

rank(X) = p ≤ n− 1, but similar conclusions will be valid for other cases also.

We use the term regression method (or just method) for any algorithm or other

instruction that uniquely defines a p-vector b given any matrix X and any data vector

y with the same number of rows as X. In mathematical terminology, a method is a

function from Rn×p ×Rn to Rp. We write b = B(X, y).

1.2 Iterative methods

For any regression method except OLSR, the residual r = y−Xb may have a nonzero

component in the column span of X. It may then be of interest to “use the residual

as input”, i.e., evaluate b′ = B(X, r). By finding a new regression vector b2 which

is a linear combination of b and b′ one often improves not only the coefficient of

explanation but also the predictive capability of the method. If this refinement is

repeated a−1 times, we may denote the resulting iterated method Bit(X, r; a). The

rationale for this recursive procedure is the belief that the variation in data is caused

by a number a of latent variables. It is tacitly assumed that only the most influential

latent variable will be captured adequately by the first factor i.e by b1 = B(X, y), so

a sequence of adjustments are necessary to correct for the influence of the second,

third, and so on. For the purpose of the present paper, however, this statistical

motivation is less essential than the exact procedure of the iteration. Therefore, we

give a more detailed description of it in Appendix A.

1.3 Organization of the paper

The purpose of this paper is to derive two results concerning a certain type of

regression methods. In section 2, we define the type. In section 3 we derive a

conclusion about their shrinkage properties, and in section 4 we compare them to

PCR.
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2 Semi-linear methods

Definition 1. A method B(X, y) is called semi-linear if it can be written

B(X, y) = κ M XT y, (1)

where the (p × p)-matrix M does not depend on y. The number κ may depend on

both X and y.

Comments:

• When a method is called linear, one means that for constant X, B varies

linearly with y. OLSR and PCR (with a pre-determined number of factors) are

linear, but most other methods are not. Several methods attempt to reduce the

variance of the OLS regressor by replacing the ill-conditioned XT X by some

alternative, better suited for inversion. The replacement is often dependent

on y, making B a non-linear function. We now study a class of methods where

the nonlinearity has a particularly simple form, viz., in the factorization (1),

only the scalar κ depends on y, while the matrix M does not.

• One-factor PLSR is a semi-linear method, with M = Ip, the p × p identity

matrix.

• Ridge regression (RR) and its least-squares adjusted form LSRR (Björkström

& Sundberg, 1999) are semi-linear methods if the ridge parameter is pre-

determined. In this case, M = (XT X +δIp)−1, where δ is the ridge parameter.

An alternative, equivalent parameterization is M = ((1− α)XT X + αIp)−1.

• Continuum regression, CR (Stone & Brooks, 1990) is not a semi-linear method.

This may seem as a paradox, given the close relationship (Sundberg, 1993)

between CR and RR. CR is similar to RR in that the first factor can be

written bCR = κ (XT X + δIp)−1XT y. However, in CR the ridge parameter δ

is determined from a maximization criterion that involves y.

• Continuum power regression, CPR (Wise & Ricker, 1993; de Jong et al, 2001)

is a semi-linear method if their method parameter µ is pre-determined. Here,

M = V Λ2(µ−1)V T .
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• The role of the scalar κ is, usually, to ascertain orthogonality between residuals

and fitted values (this happens when κ = yT XMXT y/|MXT y|2). If we choose

κ in any other way, the resulting method is not really fit for being iterated, but

it seems nevertheless convenient to let Definition 1 admit other scalar functions

κ also.

• PCR with a factors is a semi-linear method, with M = (XT X)−1 truncated

to its first a eigencomponents. However, in PCR subsequent factors are not

formed by iteration as defined in Appendix A. Therefore, our conclusions

(Propositions 1 and 2) are not applicable to PCR.

Helland’s (1988) result says that for PLSR with a factors, the vector b of regres-

sion coefficients satisfies the equation

X b = Pa y (2)

where the n×n matrix Pa denotes projection on a certain subspace of span(X), viz.

the Krylov sequence

SA = span[ XXT y, (XXT )2y . . . (XXT )ay ]. (3)

We now formulate a generalization of this.

Proposition 1 If B(X, y) is a semi-linear method, then Bit(X, r; a) yields a p-

vector ba satisfying Xba = Pa y, where Pa denotes projection on the column span of

a Krylov sequence, viz.

SH(a) = span[Hy,H2y, . . . ,Hay ]

where H = XMXT , and M is the matrix that occurs in the definition of the method

B (equation 1).

Proof: With M = Ip the proposition is a well-known result for PLSR. Our proof,

also, mimics the proof for the PLSR case (Helland, 1988). The core is to establish

that two subspaces SH(a) and St(a) are equal, where St(a) is spanned by the a first
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vectors Xb1, . . . , Xba in the iteration procedure. We give the details in appendix

B. By construction, ba satisfies Xba = Pa y when Pa denotes projection on St(a),

so the proposition follows.

The subspaces SH(a) = St(a), a = 1, 2, ... cannot be indefinitely increasing.

From some a-value onwards, SH(a + 1) will be the same as SH(a). This happens

when a = p, or earlier. The corresponding b-vector will then be the OLS regressor.

2.1 Regular semi-linear methods

Proposition 1 is applicable to any semi-linear method. To proceed, we need an

additional condition, which we define as follows:

Definition 2. A semi-linear method is called regular if there exists a function µ(x)

such that M in Definition 1 can be written

M = V diag(µ(λ1), . . . , µ(λp)) V T ,

where V and Λ are from the spectral decomposition XT X = V ΛV T .

Definition 2 requires that M depends only on XT X, that is, the covariances between

the x-variables, and not on any other properties of the training data X. Most

methods are of this kind. PLSR is a regular semi-linear method with µ(x) = 1

(a constant function). In the following, we shall be particularly interested in two

families of functions µ(x):

µ(x) =
1

(1− α)x + α
,

where α is a nonnegative number, and

µ(x) = xα,

where α ≥ −1. PLSR is a member of both families, corresponding to α = 1 in the

first case and α = 0 in the second case.
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3 Shrinkage properties of regular semi-linear methods

3.1 Shrinkage functions

Variance reduction is the major motivation for seeking alternatives to OLSR. A use-

ful descriptive measure characterizing an alternative method is its so-called shrinkage

factors. They are defined as f̃j = g̃j/ĝj , j = 1, . . . , p, where the numbers ĝj descibe

the OLSR regressor as a linear combination of the eigenvectors of XT X, and the g̃j

do the same for the alternative method. In other words, bOLS = V ĝ and b̃ = V g̃.

(It is well-known that ĝ = Λ−1/2w, cf section 1.1.) The shrinkage factors indicate

whether the j:th singular component is ”shrunk” (f̃j < 1) or ”inflated” (f̃j > 1) by

the alternative regressor, relative to OLSR. The shrinkage function f(λj) relates the

factor f̃j to the corresponding eigenvalue λj . For example, for RR, the shrinkage

function is f(λ) = λ/(λ + δ). For PLSR with a factors, an important property is

that the shrinkage function can be written fj = Φ0(λj), where Φ0(x) is a certain

polynomial of degree a.

3.2 The shrinkage properties of PLSR

It has been shown (Butler & Denham, 2000 or Lingjærde & Christophersen, 2000)

that PLSR always shrinks the smallest eigencomponent, (fp < 1) while, for other

components, shrinking and inflation alternates in an intricate way. If the sequence

of shrinkage factors is arranged in order of increasing eigenvalues, elements less than

one and greater than one will form a sequence that consists of a+1 “runs” (by a run

we mean an unbroken sequence of numbers on the same side of 1). Thus, for example,

the largest eigencomponent will be shrunk, f1 < 1, if a is even, and expanded, f1 > 1,

if a is odd. In proving this, equations (2) and (3) play an important role. We now

generalize the proofs to arbitrary regular semi-linear methods.

3.3 A generalization

In connection with Proposition 1, we note that the vector Xba = Pay, being in

SH(a), can be written as a sum Σa
m=1φmHmy, for some coeficients φm, m = 1, . . . , a.

Since the projection is orthogonal, the coefficients φm will be the numbers that
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minimize

|y − Σa
m=1φmHmy|2 . (4)

Since H = XMXT and M = µ(XT X), we get Hm = UDmUT , (where U comes

from X = USV T ), with D = diag(d1 . . . , dp), each dj = λjµ(λj). Recalling y = Uw

we see that the quantity to be minimized is

|w − Σa
m=1φmDmw|2 = Σp

j=1(wj − Σa
m=1φjdj

mwj)2 = Σp
j=1(1− Φ(dj))2wj

2 (5)

where Φ(x) is an intercept-free polynomial of degree a. We denote by Φ0(x) the

polynomial that minimizes (5). Its coefficients are denoted φm, that is, Φ0(x) =

Σa
m=1φmxm.

Proposition 2 The shrinkage factors for the iterated method Bit(X, y; a) are the

numbers Φ0(dj).

Proof: We need to find the expression for the regressor in canonical form, that is,

find ga such that ba = V ga. It follows from (4) that Pay = Φ0(H)y, which is equal

to UΦ0(D)UT Uw, or shorter UΦ0(D)w, so from Xba = Pay we get UΛ1/2V T V gA =

UΦ0(D)w. Since UT U = Ip, we get Λ1/2gA = Φ0(D)w, and, since diagonal matrices

commute, ga = Φ0(D)Λ−1/2w = Φ0(D)gOLS . We see thus that the numbers Φ0(dj)

will be the shrinkage factors as asserted in the proposition.

Graphically, to find the numbers Φ0(dj) we want to find a polynomial curve of

degree a that passes through the origin (i.e., no constant term), and that comes as

close as possible to the points with coordinates (dj , 1). Figure 1 illustrates the

situation.

It turns out that the following holds:

Proposition 3 The iterated method Bit(X, y; a) will shrink some of the singular

components of X and expand others. The smallest eigencomponent will be shrunk,

and there will be a total of a + 1 runs of shrinkages and inflations.

Proof: See Appendix C.

Again PLSR is an important application. In PLSR we have µ(x) = 1, so dj = λj .

We now apply proposition 3 to other regression methods.
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Figure 1: Illustration of an intercept-free cubic polynomial y = Φ(x) minimzing (5)
given p = 5 eigenvalues λj . The quantity to be minimized is the (weighted) sum of
squares of the deviation from y = 1 at x = λj , indicated by vertical dashed lines.
Here, the two smallest eigencomponents are shrunk, number three is inflated and
number four shrunk. The largest eigencomponent is fit almost exactly.

3.3.1 Application to ridge-type regressors

Proposition 3 is applicable to LSRR. In this case, (using one of several possible

parametrizations) one has M = ((1− α)XT X + αIp)−1. This corresponds to

µ(x) = 1/((1− α)x + α) which gives

dj =
λj

(1− α)λj + α
.

We see that the special case α = 1 gives dj = λj , which is PLSR. The other

special case, α = 0, gives dj = 1 for all j. At this extreme, all the points to be

approximated collapse into the point (1,1). It is possible to catch this one point

exactly, with a straight line (a first-degree polynomial) through the origin. This

illustrates that with OLSR one factor is enough to catch all there is to capture.
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For a third special case we may let α grow larger than 1. As α approaches

λ1/(λ1 − 1) we see that the denominator in the expression for d1 tends to zero,

implying that the point (d1, 1) is very far to the right. Then, if one approximates

all the points with a straight line, the great leverage effect of the remote point will

force a solution where φ(d1) ≈ 1 while φ(dj) ≈ 0 for j ≥ 2. This is equivalent to

first-factor PCR.

3.3.2 Application to continuum power regression

Continuum power regression, CPR, is a variation of PLSR where the matrix X =

UΛ1/2V T is replaced by Xµ (defined as UΛµ/2V T ) and PLSR is performed using

this modified matrix instead of X. The metaparameter µ is zero or positive. The

regressor then obtained, b̃ = BPLS(Xµ, y) is back-transformed to yield the final

result bCPR = V Λ(µ−1)/2V T b̃. The definition of BPLS and some linear algebra yield

bCPR ∝ V Λµ−1V T XT y, that is, CPR is a semi-linear method and the expression for

the horizontal coordinates dj in equation (5) now is

dj = λj
µ.

We see that µ = 0 or 1 yields dj = 1 or λj , so that OLSR and PLSR are special

cases of CPR as they are of LSRR. As µ → ∞, the point (d1, 1) will be far to the

right of all other points (dj , 1), so that a leverage effect will lead to first-factor PCR,

similarly to LSRR.

4 Regular semi-linear methods fit closer than PCR

When proving that “PLS fits closer than PCR”, de Jong (1993) did the following,

in summary: Note that the shrinkage factors corresponding to PCR with a factors

are

fj =
{ 1 for j = 1, . . . , a

0 for j = a + 1, . . . , p

There exists an intercept-free a-degree polynomial, denote it Φ∗(x), such that Φ∗(λj) =

1 for j = 1, . . . , a. It can be shown that Φ∗ satisfies the inequalities 0 ≤ Φ∗(x) ≤ 1

for all 0 ≤ x ≤ λa+1. Therefore, if we were to construct a candidate regressor with
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the numbers Φ∗(λj) as shrinkage factors for j = 1, . . . , p, this candidate would obtain

better fit than PCR with a factors. But PLSR with a factors corresponds to using

the polynomial that has best fit among all intercept-free a-degree polynomials, so

PLSR cannot give worse fit than our candidate regressor. Therefore PLS fits closer

than PCR.

Essentially the same argument is valid for any regular semi-linear method. We

have the following propostition:

Proposition 4 If the function xµ(x) is increasing, the regular semi-linear method

in Definition 2 fits any data set better than PCR with the same number of factors.

Proof: The proof is completely analogous to that by de Jong (1993). The only

adjustment necessary is that the horizontal coordinates for the points to be approxi-

mated (the numbers dj in (5)) are not λj but λj µ(λj). It is therefore necessary that

d1 ≥ d2 ≥ . . . ≥ dp. It is to this end that we need the requirement that the function

xµ(x) must be increasing. Some further details are given in Appendix D.

5 Discussion and conclusions

It is known that PLSR has peculiar shrinkage properties. We have now demonstrated

that at least two other methods, CPR and LSRR, share these troublesome properties.

In one way, this is not surprising. Both methods include PLSR as a special case,

and the shrinkage factors vary continuously with the metaparameter, so the same

shrinkage pattern should reasonably prevail in a neighborhood of PLSR, too. As we

have now seen, the pattern is present for any value of the metaparameter.

However, both CPR and LSRR offer an additional degree of flexibility (which

PLSR does not) in that the metaparameter can be varied between the steps in

the iteration process. As the above shows, we must use this flexibility, if we are

to avoid the unwanted shrinkage/inflation effects. Thus, in the model selection

process, a modeller has to set values for, in effect a continuous parameters, αm,

m = 1, . . . , a. where αm = the metaparameter at the m:th iteration. Obviously, this

violates a principle of parsimony, and the risk for overfitting is clear. In addition,
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the metaparameter is often defined to be the argument that maximizes a function,

and the only way to maximize this function is to evaluate it for a large number of

values. The computational burden will be considerable.
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Appendices

A Iteration of methods

Let B(X, y) be any method. Let A ≥ 2 be an integer. By Bit(X, y;A) we mean the

following method:

1. b1 = B(X, y)

2. r1 = y −Xb1.

3. t1 = Xb1

4. a = 2

5. ba
′ = B(X, ra−1)

6. ta = Xba
′.

7. Obtain ba from Xba = Pay, where Pa denotes projection on span [t1 . . . ta].

Apply a minimum-length condition on ba if the solution is not unique.

8. If a = A, return Bit(X, y;A) = ba and stop.

9. ra = y −Xba

10. Set a = a + 1 and return to 5.

B Proof of proposition 1

It follows from step 7 in the iteration (Appendix A) that all we need to prove is the

following: For any integer a ≥ 1,

St(a) = SH(a) (6)

that is, the two subspaces St(a) = span[ t1 . . . ta] and SH(a) coincide. It is clear

that (6) is true for a = 1, since t1 = Xb1 = X(κMXT y) ∝ Hy. We proceed by

induction and assume that (6) is true for a certain a. Then, because of Steps 5 and

6 in the iteration, ta+1 = XB(X, ra), and because of the definition of a semi-linear
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method (equation 1), ta+1 ∝ XMXT ra, so that because of Step 9 in the iteration,

ta+1 ∝ Hra = H(y −Xba) = Hy −HXba.

Now Xba ∈ St(a) by Step 7, so Xba ∈ SH(a) by our induction hypothesis. Therefore

Xba can be written as a sum Σa
j=1γjH

jy for some coefficients γj , and

ta+1 = Hy − Σa
j=1γjH

j+1y = z − γaH
a+1y,

where z ∈ SH(a). We can thus write

St(a + 1) = span [A | ta+1] = span [A | z − γaH
a+1y]

and

SH(a + 1) = span [A |Ha+1y],

where A denotes any matrix whose column vectors span SH(a) (or St(a)). It follows

that SH(a + 1) = St(a + 1), and the induction is complete.

C Proof of proposition 3

Denote with r the number of runs occurring for Φ0(x), the best-fitting intercept-free

polynomial of degree a. Assume r ≤ a. The polynomial Φ0(x) must then have r− 1

“ones” (i.e an x such that Φ0(x) = 1) in the interval from the smallest to the largest

of the numbers dj , j = 1, . . . , p. Denote these x-values δj , j = 1, . . . , r− 1. Consider

the polynomial

π(d) = d(d− δ1)(d− δ2) . . . (d− δr−1).

One realizes that one of the two intercept-free a-degree polynomials φ(d)−π(d) and

φ(d) + π(d) will be closer to 1 at all the points dj , j = 1, . . . , p than φ(d) is. This is

a contradiction, since φ(d) was defined as the best-fitting polynomial. We can thus

rule out the possibility r ≤ a i.e, we have r ≥ a + 1. On the other hand, it must

also hold that r ≤ a + 1: Since an intercept-free polynomial of degree a can have at

most a “ones”, it is impossible to obtain more than a+1 runs. Since both r ≤ a+1

and r ≥ a + 1 hold, we conclude r = a + 1.
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D Comparison to PCR

For a regular semi-linear method with a factors, the error |y − ŷ|2 is

ε2 = Σp
j=1 (1− Φ0(dj))2 wj

2. (7)

where Φ0 is the relevant polynomial for the method in question, as defined in equa-

tion (5).

Now let Φ∗∗ denote the intercept-free a-degree polynomial that has

Φ∗∗(x) = 1 for x = d1, . . . , da. (8)

This polynomial will satisfy 0 ≤ Φ∗∗(x) ≤ 1 for all x in the interval [0 , da] (Being

a polynomial of degree a, Φ∗∗ can have at most a− 1 extreme points, and all these

have to be in the interval [da , d1] in order for (8) to be possible. It follows that

0 = Φ(0) ≤ Φ∗∗(x) ≤ Φ(da) = 1 when x ∈ [0 , da]). Therefore,

Σp
j=1 (1− Φ∗∗(dj))2 wj

2 = Σp
j=a+1 (1− Φ∗∗(dj))2 wj

2 ≤ Σp
j=a+1 wj

2 = εPCR
2.

However, the polynomial Φ0 in (7) is by definition that which minimzes the sum

Σp
j=1 (1− Φ(dj))2 wj

2, so it follows that ε2 ≤ εPCR
2.
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