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The use of evolutionary information in protein alignments and homology identification.
Tomas Ohlson, tomasoh@sbc.su.se
Stockholm Bioinformatics Center
Stockholm University, SE-106 91 Stockholm, Sweden

Abstract
For the vast majority of proteins no experimental information about the three-

dimensional structure is known, but only its sequence. Therefore, the easiest way to obtain
some understanding of the structure and function of these proteins is by relating them to
well studied proteins. This can be done by searching for homologous proteins. It is easy
to identify a homologous sequence if the sequence identity is above 30%. However, if
the sequence identity drops below 30% then more sophisticated methods have to be used.
These methods often use evolutionary information about the sequences, which makes it
possible to identify homologous sequences with a low sequence identity.

In order to build a three–dimensional model from the sequence based on a protein
structure the two sequences have to be aligned. Here the aligned residues serve as a first
approximation of the structure.

This thesis focuses on the development of fold recognition and alignment methods
based on evolutionary information. The use of evolutionary information for both query
and target proteins was shown to improve both recognition and alignments. In a bench-
mark of profile–profile methods it was shown that the probabilistic methods were best,
although the difference between several of the methods was quite small once optimal
gap-penalties were used. An artificial neural network based alignment method ProfNet
was shown to be at least as good as the best profile–profile method, and by adding in-
formation from a self-organising map and predicted secondary structure we were able to
further improve ProfNet.
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INTRODUCTION

2 Introduction
As the genome projects proceed, we are presented with an exponentially increasing num-
ber of protein sequences, but with a limited knowledge of their structure and function.
Since the experimental determinations of structure and function are nontrivial tasks, the
quickest way to gain some understanding of sequenced proteins is by relating them to
proteins with known properties. This can be done by searching for homologous proteins.
The reliable detection of homologous protein domains is one of the oldest challenges in
bioinformatics. The knowledge that two or more proteins are homologous is the most
commonly used method to transfer functional knowledge from one protein to another,
and it can be used for evolutionary studies and prediction of protein structure.

The main focus of this thesis is how to best align protein sequences. As protein se-
quences evolve faster than protein structures (Murzin, 1993; Pearson, 1997), the goal of
an alignment between two sequences is to mimic the alignment between the correspond-
ing structures. In an alignment method there must be some way of estimating how similar
two residues are and how likely it is that one residue will mutate into some other in the
evolution of the sequences. The alignment score between two sequences could be consid-
ered to be the sum of likely mutations over the two sequences, plus the penalty for gaps in
the sequences. A high score represents a mapping between two sequences with mutations
that are favourable according to the estimated similarity as calculated by the alignment
method.

2.1 Protein Structure Prediction
A protein is built up from a set of amino acids arranged linearly in a certain order. It is
well known that the three–dimensional structure of proteins is determined by their amino
acid sequences (Anfinsen et al., 1961). This implies that it should be possible to identify
key features of the sequence-structure relationship, and to predict the structure from the
sequence only. Protein structure prediction is an old problem in structural bioinformatics
and it has been attacked in many different ways over the years. The most successful ap-
proach is to use information from closely related sequences with a determined structure
(Sali, 1995; Moult, 2005). This approach to determine the structure of protein sequences
is called homology or comparative modeling. Instead of going directly from sequence
to structure, homology modeling divides the modeling into smaller, better defined prob-
lems. The first step in homology modeling is to find a sequence of known structure (the
template) that is related to the query sequence (of unknown structure). Next, the query se-
quence is aligned to the template structure. The last part of homology modeling concerns
the building, refinement and evaluation of the model structure. Homology modeling can
only be used when it is possible to find a homologous sequence to the query sequence.
Hence, it is important to have methods that can identify related sequences that are ho-
mologous also when they are hard to identify, i.e. with a sequence identity (the number
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Figure 1: The growth of the SCOP database. The number of protein domains in the
first SCOP release (1.37) in October 1997 was 13073, which have increased to 70859
in October 2004 (release 1.69). The number of families increases more rapidly than the
number superfamilies and folds.

of identically residues in the optimal alignment divided by the length of the shortest se-
quence) below 30%. This part of the homology modeling procedure is the focus of this
work.

2.2 Sequence and Structure space
The success of homology modeling is based on a number of observations and estima-
tions about the set of all sequences and the set of all structures (called the sequence and
structure spaces). In a number of publications, the size of the structure space has been
estimated (Chothia, 1992; Coulson & Moult, 2002; Liu et al., 2004). According to these
estimates, the size of the structure space is roughly limited to about 1000-10000 folds,
which is much smaller than the sequence space. The UniprotKB/Swissprot database (a
database of all non–redundant protein sequences) (Bairoch et al., 2004) has grown from
69.000 sequences in 1997 to more than 200.000 sequences in the 6th of December 2005
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release. The number of families increases faster than the number of superfamilies and
folds, which can be seen in the Structural Classification of Proteins (SCOP) database
(Murzin et al., 1995) releases (Figure 1). Furthermore, it has been estimated that around
80% of the sequence families have one of about 400 folds, most of which are already
known. This means that as more structures are solved by X-ray diffraction or NMR, the
easier it becomes to predict the structures of new sequences. Probably the most important
observation is that similar sequences tend to have similar folds (Chothia & Lesk, 1986).
Chothia & Lesk stated that two sequences with 50% sequence identity can be expected to
have similar conformations over more than 90% of the structures (Chothia & Lesk, 1986).

2.3 Homology modeling
Given a sequence, the first step in homology modeling would be to search for related se-
quences with known structure. Once a related sequence is found, it is aligned to the query
sequence and from this alignment the coordinates are copied to the query sequence. The
next step is to build a model of the query sequence based on the alignment, and the final
step is to evaluate the model (Wallner, 2005) (Figure 2).
The prediction of a protein structure from a query sequence is considered to be easy if
there are one or more closely related sequences with known structure(s). If the query and
the related sequences have > 30% sequence identity, and similar structure and/or func-
tion (i.e. from the same SCOP family), then the homology between the sequences can be
found using a pairwise sequence comparison method like BLAST (Altschul et al., 1990).
On the other hand, when closely related sequences of known structure cannot be found,
more sensitive methods are needed, such as PSI-BLAST (Altschul et al., 1997). PSI-
BLAST finds more distant homologs than BLAST, since the query sequence is replaced
by many sequences related to the query sequence. Furthermore, PSI-BLAST can be used
to create a profile from a sequence, which is used in profile–profile alignments. If the
only homologous sequences that can be found are distantly related, it may not be possible
to make a complete model of the query sequence, but certain parts of the sequence can
perhaps be modeled. When only distantly related sequences can be found the more sensi-
tive profile–profile methods can be used (Fischer, 2000; Rychlewski et al., 2000; Yona &
Levitt, 2002; von Öhsen & Zimmer, 2001; Sadreyev & Grishin, 2003; Edgar & Sjolander,
2003; Tomii & Akiyama, 2004).

3 Sequence alignment
The reliable detection of homologous protein domains is one of the oldest challenges in
bioinformatics. The knowledge that two or more proteins are homologous is the most
commonly used way to transfer functional knowledge from one protein to another, and
it can be used for evolutionary studies and prediction of protein structure. Besides the

4
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(templates)
Identify related structures

template structures
Align the query sequence to

Build a model for the
query sequence

Model ok?NO NO

YES

Figure 2: The steps in homology modeling. A flow chart of structure prediction using
homology modeling is shown. The first step is to identify related sequences of known
structure (i.e. the templates) and to align them to the query sequence. A model of the
query sequence is then built based on the alignment. The final step considers the evalua-
tion of the model. If the model is good then it is returned otherwise a new search for more
related structures can be done or a new alignment using secondary structure prediction
can be produced. From this scheme it is obvious that the alignment is a critical part in
homology modeling, since no method can build a good model from a bad alignment. That
is why sequence alignment is an important step in model building.
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|| || |
AW−HEAE

AWGHE−E

Figure 3: An alignment between two sequences. The alignment contains one gap in each
sequence denoted by ’-’. The ’|’ marks the alignment between identical characters.

importance to detect homologous protein sequences, many bioinformatical methods and
tools are based on these relationships. For instance, the reliable detection of related pro-
teins might actually improve secondary structure (Rost & Sander, 1993) and other predic-
tion methods. When aligning two sequences the aim is to align “similar” residues from the
sequences. This task is easily stated but is in fact very complex. What has to be taken into
account is for example how likely it is that a certain residue mutates, and that it mutates
to some other residue. If a residue A is likely to mutate, or has frequently been observed
to mutate, to residue B, then A and B are considered to be similar. Furthermore, we have
to be able to measure the similarity between two residues. The substitution matrices PAM
(Dayhoff et al., 1978) and BLOSUM (Henikoff & Henikoff, 1992) present a good way to
determine how likely it is that a certain residue will mutate into some other residue. An
alignment between two sequences is shown in Figure 3. This alignment looks intuitively
correct as the number of identical aligned residues is maximized. However to be able
to align two sequences automatically a scoring scheme has to be used that reflects how
similar two residues are. How the similarity is measured between two residues depends
on the alignment procedure and the available information about the two sequences. In
protein structure prediction or homology modeling, alignments are used in two different
ways: First for identification of similar proteins, called fold recognition. Fold recogni-
tion methods try to accomplish two competing goals; producing high alignment scores
for two homologous sequences, and at the same time, producing low scores for two non-
homologous sequences. The second step is the alignment of the structures found in the
previous step to the query sequence. In contrast to fold recognition, the alignment of the
structures to the query sequence depends on the behaviour of the method on related se-
quences only. These two tasks are in spirit identical, but they are in fact slightly different.
It has been observed that fold recognition and alignment require different gap-costs for
optimal performance (Ohlson et al., 2004).

3.1 Sequence–sequence alignment
Alignment of protein sequences is one of the basic tools in bioinformatics. It is the most
commonly used method to compare and determine if two sequences are homologous. The
first sequence alignment algorithms were introduced by Gibbs & McIntyre and Needle-
man & Wunsch in 1970 (Gibbs & McIntyre, 1970; Needleman & Wunsch, 1970), and
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were one of the key developments in the era (1960-1970) that was later referred to as the
birth of computational biology (Ouzounis & Valencia, 2003). The success of especially
the Needleman-Wunsch algorithm was the implementation of the dynamic programming
algorithm and hence could be guaranteed to find the optimal (global) alignment of two
sequences in O(n2) time if the length of the two sequences is n instead of O(2n) for an
exhaustive search (Durbin et al., 1998). When using dynamic programming to align two
sequences, the sequences are broken down into subproblems and the global alignment is
built up from optimal alignments of smaller subsequences. Needleman & Wunsch set the
score for aligning two identical residues to one and all mismatches were set to zero. Smith
& Waterman (Smith & Waterman, 1981) modified the Needleman-Wunsch algorithm so it
returned local alignments instead of global. A local alignment returns the residue matches
between two sequences with the highest score. With the introduction of substitution ma-
trices, such as PAM and BLOSUM, a better measure of residue similarity was presented.
Using the substitution matrices, the alignment between two similar residues (e.g. Ile, Val)
will get a positive score, and between two dissimilar residues (e.g. Gly, Trp) a negative
score. The quality of the alignments using a substitution matrix instead of the previ-
ously used scores (one for a match, zero otherwise) showed a significant improvement
(Henikoff, 1996).

3.2 Gap penalties
An important issue when creating alignments is the choice of gap penalties. Gaps will
naturally appear when aligning two sequences as some parts of the sequences are similar
while other parts are not (see Figure 3). A gap-penalty should allow gaps where no simi-
larity can be found between the sequences and deny gaps elsewhere. This is possible since
an alignment algorithm should return high scores between similar residues and low scores
when no similarity can be detected. If the alignment of two residues gives a low score
then it might be favourable to include a gap if the cost for a gap is lower than the score. A
couple of different gap-penalties have been tried, e.g. length–proportional and affine gap
costs. The length–proportional gap cost has the form ak, where a is the cost for opening
a gap and k is the length of the gap. Using length-proportional gap costs will result in a
number of short insertions or deletions. It has been argued that since a mutational event
might insert or delete a large number of residues, a long gap should not cost substantially
more than a short one (Altschul, 1998). The affine gap cost allows the gap to be extended
at a low cost. The affine gap cost has the form a + bk, where a is the gap opening cost,
b the gap extension cost, and k the length of the gap. The affine gap cost will mimic bio-
logically likely events much better than the length-proportional gap cost (Fitch & Smith,
1983). Since the affine gap cost was introduced it has almost exclusively been used. Even
though it is widely used it has been observed that the affine gap cost does not produce op-
timal alignments (Qian & Goldstein, 2001). There have been some studies where better

7
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gap costs have been searched for. The generalized affine gap cost (Altschul, 1998) has
the form a + b(k1− k2)+ ck2, where a is the cost for opening a gap, b the cost for each
gapped residue, and c is the cost for each unaligned residue. k1 and k2 (k1 ≥ k2) is the
length of the gap in sequence one and two. A couple of studies have compared the affine
gap cost with the generalized affine gap cost. Unfortunately the studies have come to
somewhat different conclusions, that the generalized affine gap cost may offer improved
homology detection (Altschul, 1998); will not improve homology detection (Schaffer et
al., 2001), and finally that it offers an insignificant improvement (Zachariah et al., 2005).
Although the generalized affine gap cost did not improve homology detection, Zachariah
et al. showed that it improved the alignment accuracy, i.e. that the aligned residue are
aligned at the correct position.

The most specific gap-penalty is the position specific. This means that the cost for
opening and extending a gap varies throughout the sequence. It has been observed that
the probability for a gap in a sequence is not uniform (Thompson et al., 1994; Wrabl
& Grishin, 2004). Wrabl & Grishin recently investigated the position of over 2 million
gaps, found by an all versus all structural alignment of the structures in PDB (Berman et
al., 2000). Gaps were often observed in residue types with small side-chains and high
coil propensity (aspartic acid, glycine, asparagine, proline, serine), but was seldom ob-
served in residue types with hydrophobic side-chains (cysteine, phenylalanine, isoleucine,
leucine, valine, tryptophan). Secondary structure (α-helix and β-strand) was often found
bracketing gaps, but occurred less often in gaps. Clustal W (Thompson et al., 1994) has
successfully used position specific gaps in the creation of multiple sequence alignments.
Gap costs are lowered if there is a stretch of hydrophilic residues and increased if there is
a gap nearby. These rules for gap costs discourage gaps that are too close together, and
are more likely to put gaps in coil region rather than α-helix or β-strand regions.

To get a good performance from sequence search and alignment programs the gap
parameters have to be tuned. The parameters can be determined by testing the program
with many different sets of parameters and then by choosing the ones that yield the best
result. In local alignments an additional parameter, the shift, has to be tuned. The shift
is added to the score so an average score of aligning two residues is less than zero. The
local alignment will be longer and including residues that should not be aligned if this
requirement is not met. This means that three parameters have to be tuned for local
alignments. No shift is used in global alignments.

3.3 BLAST
Using dynamic programming is too slow when searching sequence databases. Instead of
using the dynamic programming algorithm the two programs FASTA (Pearson & Lip-
man, 1988) and BLAST (Altschul, 1990) make an approximation of the Smith-Waterman
algorithm. BLAST (Basic Local Alignment Search Tool) (Altschul et al., 1990) is not

8
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-----GLEWQLVLNVWGKVEADVAGHGEVLIRLFKLEKFDKFKHLKSED-
-----VLEWQLVLHVWAKVEADVAGHGDILIRLFKLEKFDRFKHLKTEA-
----MVLEWQLVLHVWAKVEADVAGHGDILIRLFKLEKFDRVKHLKTEA-
----MHLEKSAVTALWGKVN--VDEVGEALGRLLVQRFFESFGDLSTPD-
-----VLDKGNVKAAWGKVGGHAAEYGEALERMFLKTYFPHF-DLSH---
-----VLDKTNVKAAWGKVGAHAGEYGEALERMFLKTYFPHF-DLSH---
SVAAAQLVKKDLRDSW-KVGSDKKGNG-ALMTLFAIGYFKRLGNVSQG--

Figure 4: A multiple sequence alignment of seven protein sequences. Shaded columns
have conserved residues.

as accurate as standard dynamic programming, but much faster. BLAST uses a word
based heuristic as a way of approximating the Smith–Waterman algorithm. Words of size
three from the query sequence are saved in a lookup table, and then searched for in the
database sequences. When a wordhit is found scoring above a threshold, the wordhit is
extended to see if aligning more residues will result in an alignment with a higher score.
The wordhit method was improved in a later version of the BLAST algorithm (Altschul
et al., 1997) using a two-hit method which increases the speed of database searches. The
two-hit method extends the local alignment if two wordhits within a certain distance is
found. BLAST speeds up the search for related sequences but is not the best way to do
it since no information about the evolution of the sequences is used. As stated before,
the best way to predict protein structure is to find a closely related sequence of known
fold. The same holds true for alignments; the more information that is available about the
sequences the better.

3.4 Multiple sequence alignment
By including more sequences in an alignment, it is possible to increase its sensitivity
(Thompson et al., 1994) and accuracy (Thompson et al., 1999). In a multiple sequence
alignment, a set of sequences are aligned together (Figure 4). There are a number of ways
to create a multiple sequence alignment using sequence and/or structure data (Wallace et
al., 2005). Given a set of sequences Clustal W (Thompson et al., 1994) starts by construct-
ing a guide tree, which is used to cluster similar sequences. From the guide tree, the two
closest sequences are aligned and then the sequence that is closest to the two sequences in
the alignment is added iteratively. Multiple sequence alignment has been shown to be an
important tool when studying proteins. In a multiple sequence alignment of homologous
sequences, the most obvious things to look for are conserved parts. Conserved parts im-
ply that some residues of the protein sequence are particularly important for the protein in
order to retain a certain conformation and/or a specific function. Furthermore, parts with
many gaps usually have loops in the structure (Thompson et al., 1994; Wrabl & Grishin,

9
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           A  R  N  D  C  Q  E  G  H  I  L  K  M  F  P  S  T  W  Y  V 
    1 M   −3 −4 −5 −6 −4 −3 −5 −5 −4 −1  0 −4 10 −2 −5 −4 −3 −4 −4 −2 
    2 V   −1 −4 −4 −5 −4 −4 −3  0 −1 −2 −2 −3  5 −4 −3  3  1 −5 −4  5 
    3 L   −5 −5 −6 −7 −5 −5 −6 −7 −6 −2  6 −6  1  3 −3 −6 −4  5 −1 −2 
    4 S   −2 −4  0 −1 −4 −3 −3 −3 −3 −5 −5 −3 −3 −5 −4  5  6 −6 −5 −4 
    5 E    4 −2 −1  3 −1  1  3 −1 −3 −5 −4  0 −2 −4  0 −1 −3 −6 −5 −3 
    6 G    2 −1 −1  3 −3  1  3 −1  1 −5 −5  2 −5 −3 −2 −1 −1 −6 −5 −3 
    7 E   −4 −3 −1  5 −6  5  5 −5 −2 −4 −6 −2 −5 −6 −4 −2 −1 −6 −5 −3 
    8 W   −1  3 −3 −4 −3 −2  1 −5 −2  1 −4  6 −3 −2 −5 −3 −3  3 −4 −1 
    9 Q    3 −2  1  1 −3  3  0 −2  2 −3 −3  2 −4 −3 −3  1  1 −6 −5 −3 
   10 L    2 −3  2 −2 −3 −3 −2 −5  1  2  3 −1 −1 −2 −5 −3  0 −5 −2  0 

Figure 5: A part of a typical PSI-BLAST log-odds profile. The one letter code of the
amino acids is shown in the top row. The residue number and residue from the sequence
that the profile is made of are shown in the first and second column. The values in the
profile are the scaled log-odds values rounded to the nearest integer.

2004). Another important feature of multiple sequence alignments is that the columns in
the alignment have different distribution of amino acids. This information is very useful
when we want to cluster proteins into different families, construct phylogenetic trees and
align protein sequences. The information found in a multiple sequence alignment can be
saved in numerical form as a profile (see e.g. Gribskov et al., 1987) or a hidden Markov
model (see e.g. Eddy, 1998).

4 Alignments using evolutionary information
A sequence profile (or profile) (Figure 5), sometimes referred to as a position specific
substitution matrix (PSSM), is constructed from a multiple sequence alignment. Profiles
can be used to describe the family of sequences. The conserved parts as well as the
variation within the family are presented and the distribution of amino acids can vary in
the different positions in the profile. Furthermore the residue in the sequence that the
profile is made of does not have to have the highest value in the corresponding row in the
profile. Amino acid S (serine) in row four in Figure 5 have for example a lower value than
T (threonine). Profiles are described in detail below.

4.1 Profile–sequence alignment
PSI-BLAST (Altschul et al., 1997) overcomes many of the weaknesses and significantly
improves the alignments compared to sequence–sequence alignments (Lindahl & Elofs-
son, 2000). The main reasons why PSI-BLAST is better than sequence-sequence align-
ments are that information from related sequences for the query sequence is used, and a
profile is used instead of a static substitution table, like BLOSUM62. When PSI-BLAST
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BLAST
search

PSSM as query
BLAST search with Max number of

the new sequences with
an E−value below a
predefined cutoff

Done!

YES

NO

the alignment
Create a PSSM from 

Refine the PSSM using

Sequence

iterations or
convergence ?

Figure 6: The PSI-BLAST architecture. A protein sequence is used as input to the BLAST
algorithm. From the sequences found by BLAST, the sequences with an expectation value
(E-value) below the cutoff are used to construct a PSSM. The PSSM is then used as input
to BLAST in the next iteration. In the following iterations new sequences are added to
the PSSM. Two important parameters that have to be selected are the maximum number
of iterations and the E-value cutoff. Given an alignment with a score S, the E-value is
defined as the number of different alignments with scores equivalent to or better than S
that are expected to occur in a database search by chance.
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is run with the query sequence as input, the BLAST algorithm is used to find related
sequences (Figure 6). From these sequences a profile is constructed, and in the next it-
eration used to search for related sequences using BLAST. By using information from
related sequences (i.e. a profile), PSI-BLAST can find more distant homologs than a
sequence–sequence method. When aligning a profile with a sequence, a similar strategy
as in sequence–sequence alignment can be used but instead of using the same BLOSUM
substitution matrix for every protein, the characteristic profile of the protein currently
being studied is used as a substitution matrix.

4.2 Hidden Markov Model-based alignment
An alternative to derive a profile from a multiple sequence alignment is to construct a
profile hidden Markov model (profile–HMM) (Krogh et al., 1994; Eddy et al., 1995). An
advantage of profile–HMMs over sequence profiles is that position specific gap penalties
are used. In a profile–HMM most of the columns of a multiple sequence alignment are
assigned to ’match’ states. Each state ’emits’ residues according to the residue-emission
probabilities, which is specific for each state. This is similar to the profile with possibly
different amino acid distribution in the different profile vectors (or columns). The states
are interconnected by state-transition probabilities, where a match state can go to another
match state, a delete state or an insert state. A profile–HMM emits amino acids with a
certain probability. In the alignment between a sequence and a profile–HMM, the proba-
bility of emitting the residues in the same order as the sequence is calculated. A profile–
HMM built from a multiple sequence alignment where the sequences are related to the
query sequence should have a higher probability of emitting the residues in the query se-
quence than a profile–HMM built from non-related sequences. Profile–HMMs have been
shown to improve the homology detection over pure sequence–sequence (Krogh et al.,
1994), and profile–sequence methods (von Öhsen et al., 2003). The two most well known
HMM-based methods are HMMER (Eddy, 1998), and SAM (Hughey & Krogh, 1996).

4.3 Sequence linking
It is also possible to increase the detection of distantly related proteins by using linking,
sometimes called intermediate sequence searches, between distantly related proteins. In
sequence linking protein A and B can be related either directly or through an intermediate
(linking) protein. In the first linking studies, single–sequence search methods were used
(Abagyan & Batalov, 1997; Lindahl & Elofsson, 2000; Holm & Sander, 1997; Park et
al., 1997); however PSI-BLAST has also been used lately (Venclovas, 2001; Li et al.,
2002). Venclovas (Venclovas, 2001) used this approach for detecting templates in homol-
ogy modeling successfully in CASP4 and CASP5.

12
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1 EMVSKPMIYWECSNATLTCEVLEGTD-VELKL-YQGKEHLRSLR- templ
1 ------------------------TDL---KFT-----QVTPTSL query

43 QKTMSYQWTNLRAPFKCKAVNRVSQESEMEVVNCPE templ
14 ----SAQWTPPNVQLTGYRVRVTPKEKT-KEIN--- query

1 EMVSKPMIYWECSNATLTCEVLEGTDVELKLYQGKEHLRSLRQKT templ
1 VTPTSLSAQWTPPNVQLTGYRVRVTPKEKTGPMKEINLAPDSSSV query

46 MSYQWTNLRAPFKCKAVNRVSQESEMEVVNCPE templ
46 VVSGLMVATKYEVSVYALKDTLTSRPAQGVVTT query

Figure 7: Models of a protein based on sequence–profile and profile–profile alignments.
The model to the left is based on sequence–profile alignment, the model in the middle on
profile–profile alignment and the model to the right is the experimental structure (SCOP
code d1fnha1.b.1.2.1). The query (SCOP code d1fnha1.b.1.2.1) and template (SCOP code
d1ccza2.b.1.1.3) sequences are related at SCOP fold level. The sequence–profile align-
ment is the top alignment and in the bottom is the profile–profile alignment, where iden-
tical aligned residues are shaded. The models were built using MODELLER (Sali &
Blundell, 1993). The figure was made using Molscript (Kraulis, 1991).
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4.4 Profile–profile alignment
The next natural step in aligning sequences would be to align their respective profiles.
This has been used when aligning two multiple sequence alignments in Clustal W. The
profile–profile method used in Clustal W calculates the average of all pairwise scores
between the sequences in the two alignments. More sophisticated methods to calculate the
score between two profiles were published during the years 2000–2003. The new profile–
profile methods were primarily used in fold recognition and to improve alignments (Yona
& Levitt, 2002; Sadreyev & Grishin, 2003; Mittelman et al., 2003; Rychlewski et al.,
2000; von Öhsen & Zimmer, 2001; von Öhsen et al., 2003). The reason why there is
room for so many different profile–profile methods is that there is no obvious way to
calculate the similarity between two profile vectors, i.e. the rows in Figure 5.

It has been shown in many studies that the use of profile–profile alignments improves
fold recognition and the alignment quality compared to profile–sequence alignments (see
Figure 7, 8) (Mittelman et al., 2003; Wang & Dunbrack, 2004; Edgar & Sjolander, 2004;
Marti-Renom et al., 2004, Ohlson et al., 2004) and profile–HMM–sequence methods (von
Öhsen et al., 2003). There are no large differences between the different profile–profile
methods, but the log-odds based methods (prof_sim, COMPASS, PICASSO3, Log_Aver)
seem to be slightly better, compared to calculating the dot product (Rychlewski, 2000) or
a correlation coefficient (Edgar & Sjolander, 2004). Recently an alignment method where
two profile-HMMs were aligned, HHsearch (Söding, 2005), was introduced which was
shown to have a significantly higher sensitivity than both profile–HMM–sequence and
profile–profile methods. However, from independent benchmarks like CASP 6 (Moult et
al., 2005) and Livebench 9 (Bujnicki et al., 2001), HHsearch (or HHpred) did worse than
for example the profile–profile methods FFAS (Rychlewski, 2000), and FORTE (Tomii &
Akiyama, 2004).

5 Profiles
In the profile construction, an important choice that must be made is how to balance
two effects: Introducing new (distantly related) sequences to the profile, which leads to
increased sensitivity in recognizing distant homologs, and the avoidance of errors (by
introducing non-homologous sequences to the profile), leading to incorrect homology as-
signments. Another issue is the biased sampling of sequences in the multiple alignment.
When searching for related sequences, it often happens that a lot of closely related se-
quences are found early in the search procedure. If an iterative search method is used, as
in PSI-BLAST, then mainly sequences related to the first set of sequences are found. Since
the profile should represent all sequences in a family and its diversity, the sequences in the
multiple alignment have to be weighted. Without weighting, the profile may be dominated
by a few closely related sequences.

14
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5.1 The Gribskov profiles
The use of profiles in homology detection and alignments was first introduced in 1987
(Gribskov et al., 1987). Given a sequence or a multiple sequence alignment, a profile is
constructed using a PAM substitution table. The value M(p,a) of the profile for amino
acid a at position p is

M(p,a) =
20
∑
b=1

W (b, p) ·PAM(a,b)

where PAM(a,b) is the value in the PAM matrix for the mutation a→ b, and W (b, p)
is a weight for the appearance of amino acid b at position p. Suppose that amino acid b
appears n(b, p) times in position p in the N sequences in the multiple sequence alignment.
An average weight is given by

W (b, p) =
n(b, p)

N .

Another possibility is to use a weight W as proportional to

log
(

n(b, p)

N

)

setting n(b, p) = 1 for any amino acid that never appears at position p. In a Gribskov
profile, M(p,a) will have a negative value if residue a and similar residues are under-
represented at position p, since PAM(a,b) < 0 for residues b that are not similar to a. If
there are many residues of type a at position p, or if similar residues (according to PAM)
are over-represented, then M(p,a) will have a positive value, since the residue types a,b
with PAM(a,b) > 0 are over-represented. In the extreme case (for the average weighting)
when n(b′, p) = N for some residue b′,

M(p,b′) =
20
∑
b=1

W (b, p) ·PAM(b′,b) =

=
20
∑

b=1,b6=b′
W (b, p) ·PAM(b′,b)+W(b′, p) ·PAM(b′,b′) =

=
20
∑

b=1,b6=b′
0 ·PAM(b′,b)+1 ·PAM(b′,b′) = PAM(b′,b′) > 0
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and for the logarithmic weighting

M(p,b′) =
20
∑
b=1

W (b, p) ·PAM(b′,b) =

=
20
∑

b=1,b6=b′
W (b, p) ·PAM(b′,b)+W(b′, p) ·PAM(b′,b′)≈

≈
20
∑

b=1,b6=b′
log(1/N) ·PAM(b′,b)+ log(N/N) ·PAM(b′,b′) =

= (− logN)
20
∑

b=1,b6=b′
PAM(b′,b) > 0

which is positive since the average score in the PAM substitution matrices are negative.
The term PSSM (position specific scoring matrix) was first used to describe the Gribskov
profiles with the average weighting.

5.2 The PSI-BLAST profiles
Position specific iterative BLAST (PSI-BLAST (Altschul et al., 1997; Schaffer et al.,
2001)) uses another strategy when creating profiles. The values found in the profile are
a combination of the observed residue count and a pseudo-count. PSI-BLAST uses by
default the BLOSUM62 substitution matrix, where the scores are constructed by

si j = log
qi j

PiPj

where qi j is the estimated frequency of the mutation of i to j and Pi and Pj is the back-
ground frequency of residue i and j. For a given column C, pseudo-count frequencies (gi)
are defined as

gi =
20
∑
j=1

qi j
f j
Pj

where f j is the weighted observed frequency of residue j. To make up for uneven or biased
sampling, both the observed residue count and pseudo-count in each column should be
considered. The estimated frequency of residues Qi in column C is then given by:

Qi =
α fi +βgi

α+β

where α and β are the relative weights given to observed and pseudo-count residue fre-
quencies. α is proportional to the number of sequences in the multiple sequence alignment
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that the profile is built from and β is by default set to ten.
The values saved in a profile has the form,

score = log
(

Qi
Pi

)

1
λ

(1)

where λ is a constant estimated from the substitution table or from a comparison of scores
for unrelated sequences.
The log-odds type of score, as in Equation 1 is successfully used in substitution tables,
profiles and in comparing two profiles. The log-odds score has an intuitive interpreta-
tion, as the score is positive if Qi is over-represented compared to Pi, negative if under-
represented, and otherwise zero (i.e. if Qi = Pi).
In the 2001 version of PSI-BLAST the ratio Qi/Pi is replaced by:

α( fi/Pi)+β(∑20
j=1 f jri j)

α+β

where logri j = log qi j
PiPj

is the value in a substitution table. If there are many (non-
redundant) sequences in the multiple sequence alignment then the score in a PSI-BLAST
profile is dominated by fi (or fi/Pi in the 2001 version), the frequency of residues. On the
other hand, if there are few sequences in the multiple sequence alignment, then the score
is dominated by the pseudo-count gi (or ∑20

j=1 f jri j in the 2001 version).
When creating a profile using PSI-BLAST, the search algorithm from BLAST is used in
the first iteration, and then a PSSM is constructed from the hits and used to search the
database again, see Figure 6. This is done for a maximum number of iterations, set by
the user. One of the differences between a Gribskov and a PSI-BLAST profile is that the
Gribskov method constructs a profile directly from the input sequence, multiple sequence
alignment or multiple structural alignment, while PSI-BLAST makes a profile from a
sequence, after searching a database for related sequences to include.

6 Machine Learning
Machine learning has been used for several years in bioinformatics. The most successful
methods thus far have been hidden Markov models (HMMs) (Eddy, 1998), artificial neu-
ral networks (ANNs) and to some extent support vector machines (SVMs). HMMs have
been used in many different ways in bioinformatics. In Pfam (Sonnhammer et al., 1997)
and SUPERFAMILY (Madera et al., 2004) protein domains are described by HMMs,
it has also been used in fold recognition and in alignment building in HMMER (Eddy,
1998) and SAM (Hughey & Krogh, 1996). Furthermore HMMs have been used in the
prediction of transmembrane helices TMHMM (Sonnhammer et al., 1998) and recently
in HMM–HMM searches (Söding, 2005). ANNs have primarily been used in the most
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1 DAPEEEDHVLVLRKS-NFAEALAAHKYL-LVEFYAPWCGHCKALA templ
1 ----ERGNIVQMRGEV-----LLAGVPRH-------------VAE query

44 PEYAKAAGKLKAEGSEIR-LAKVDATEESDLAQQYGVRGY-PTIK templ
24 REIATLAGSFSLHEQNIHN---LPRDQGPGNTVSLEVES-T--ER query

87 FFRNGDTASPKEYT-AGREADDIVNWLKKRTGPAA templ
63 FFVVGEKRVSAEVVA-----AQLVKEVKRYLASTA query

1 DAPEEEDHVLVLRKSNFAEALAAHKYLLVEFYAPWCGHCKALAPE templ
1 --------------------ERGNIVQMRGEVLLAGVPRHVAERE query

46 YAKAAGKLKAEGSEIRLAKVDATEESDLAQQYGVRGYPTIKFFRN templ
26 IATLAGSFSLHEQNIHNLPRDQGPGNTVSLEVESENITERFFVVG query

91 GDTASPKEYTAGREADDIVNWLKKRTGPAA templ
71 EKRVSAEVVAAQLVKEVKRYLASTA----- query

Figure 8: Models of a protein based on sequence–profile and profile–profile alignments.
The model to the left is based on sequence–profile alignment, the model in the middle on
profile–profile alignment and the model to the right is the experimental structure (SCOP
code d1qmha1.c.47.2.1). The query (SCOP code d1qmha1.c.47.2.1) and template (SCOP
code d1mek__.c.47.1.2) sequences are related at SCOP fold level. The sequence–profile
alignment is the top alignment and in the bottom is the profile–profile alignment, where
identical aligned residues are shaded. The models were built using MODELLER (Sali &
Blundell, 1993). The figure was made using Molscript (Kraulis, 1991).
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successful secondary structure prediction methods and have also been shown to success-
fully combine the results from many different servers as in a consensus meta predictor
(Lundström et al., 2001). SVMs are used in the recognition of short peptide fragments,
in SVM I-sites (Hou et al., 2003), and was recently shown to improve the statistics of
profile–profile alignment scores (Han et al., 2005).

6.1 Predicted secondary structure
When aligning distantly related sequences for which no clear homologues are found pre-
dicted secondary structure can be of great help. This is because for two distantly related
homologous sequences with low sequence identity, their sequences have probably di-
verged more than their respective structures (Murzin, 1993; Pearson, 1997), and therefore
the mapping of secondary structure elements can be a hint of the correct alignment. To
measure the quality of the secondary structure prediction, the residues are predicted to
be in one of three different states (helix (H), strand (E), and other (C)). The fraction of
correctly predicted residues is denoted by Q3, and is defined as the percentage of cor-
rectly predicted residues in the three states (helix (H), strand (E), and other (C)). The first
algorithms for secondary structure prediction were developed in 1974 and were based
on the statistics of observed residue states (Chou & Fasman, 1974; Lim 1974), these
predictors had a Q3 accuracy of 50–56%. At present, the most successful approach to
secondary structure prediction is to use artificial neural networks (ANNs). The use of
ANNs have successfully been used in PSI-PRED (Jones, 1999), PhD (Rost & Sander,
1993), and JNET (Cuff & Barton, 2000). The ANN based methods successfully predicts
the secondary structure with a Q3 accuracy of > 75%.

6.2 Artificial neural networks
An artificial neural network (ANN) is a machine learning technique made to mimic the
neurons of a human brain. An important application of neural networks is pattern recog-
nition. The learning of the ANN is done by presenting the ANN with data and the corre-
sponding output value. When the ANN has seen many training examples it can be used to
classify unseen data. Since the ANN is given both the data and the corresponding output
value in the training, it is trained in a supervised manner. Figure 9 shows the architecture
of a neural network. The ANN is constructed from a set of connected neurons. In feed-
forward networks, the data is always processed forward in the network, i.e. all values are
pushed forward and no loops are allowed. The first set of neurons makes up the input
layer to the network. This is where the input data is presented. Each neuron gets one
value to process to all the neurons in the second layer, called the hidden layer. Synapses
are used to process the data from one neuron to the next. Each synapse has a weight that is
determined in the training of the network. The weights will bias the input data so that the
most important input neurons obtain higher weights. The next steps are the summing up
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Figure 9: The architecture of a feed-forward artificial neural network with six input nodes,
one hidden layer with three nodes and one output node.

of the values in the hidden layer and then the processing to the final output layer. Finally,
the values in the neuron are summed and the neural network provides a score related to
the input data. Every neural network possesses knowledge that is contained in the values
of the weights in the synapses. The architecture of two ANNs usually differs in the num-
ber of neurons in the hidden layer and the number of training cycles (or epochs). All the
training examples are shown to the ANN once for each cycle.

6.2.1 Artificial neural network training

Matlab’s neural network package Netlab (Bishop, 1995; Nabney & Bishop, 1995) was
used in paper III and IV. The ANN training was done using five fold cross-validation
where 4/5 of the data is used for training and 1/5 used for testing, with the restriction that
two proteins in the same SCOP level had to be in the same data set. If family related
proteins were used in the training, a family will only be present in the training or the test
set, not both. Only feed-forward neural networks with one hidden layer were used in the
studies. Since the task for the ANN was to return a score related to the likelihood that two
residues should be aligned, a linear activation function was chosen as it does not limit the
range of output.
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6.2.2 The Back-Propagation Algorithm

In order to train an ANN to perform some task, the weights have to be adjusted so the error
between the desired output and the actual output is reduced. This weight optimization
is done using the back-propagation algorithm (Rumelhart et al., 1986). The difference
between the desired and the observed output is called the error,

ei = oi−di

where oi is the observed output, and di the desired output of node i. The sum of squared
errors is then

E = ∑
i

e2
i

where i runs over all output nodes. By calculating the gradient of the error function the
weights can be updated as

∆wi j =−η
∂E

∂wi j

where η is the learning rate. Each weight is then updated according to

wi j← wi j +∆wi j.

The neural network training should be done with a minimum number of training cycles
and hidden nodes to avoid overtraining. An ANN is overtrained if it is trained for too many
cycles, which leads to a minimized error E on the training data but with an increasing error
on the test data.

6.2.3 Input data encoding

There are generally three issues when it comes to any machine learning technique; the
amount and quality of the training data and how it is presented. To get a good performance
using an ANN, the input data has to be carefully selected and adjusted to fit the training
of the ANN. A good example of how the data can be adjusted is shown in PSI-PRED
(Jones, 1999). PSI-PRED uses log-odds based PSI-BLAST profile vectors as input. To
get a good performance from the ANN the log-odds based profile vectors are scaled into
the interval (0,1) using the logistic function

score(x) =
1

1+ e−x .

Without the scaling, the values in the profile vectors were typically found in the range -7
to 14, and an ANN trained with these un-scaled vectors would do much worse. This is
the same scaling that was used in paper III.
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6.3 Self-organising maps
Clustering is used to make high dimensional data easier to visualize and understand. Clus-
tering of high dimensional data can be used to reduce the dimensionality and to reveal
local similarities. Many techniques exist to reduce the data into an observable number
of dimensions (typically two or three), for example principal components analysis and
clustering techniques. In k-means clustering (MacQueen, 1967) a predetermined number
(k) of cluster centroids (means) are initialised randomly, then each data point is assigned
to the nearest cluster centroid, then the centroids are recalculated, and the process con-
tinues until convergence. The self–organising map (SOM) (Kohonen, 1981; Kohonen &
Makisara, 1989) is similar to the k-means algorithm, except that the reference vectors
(equivalent to the centroids) are arranged on a grid and are somewhat connected. The
SOM algorithm used in this study is outlined below, using a 20-dimensional “input” vec-
tor: (one dimension for each of the 20 residues in the profile vector)

• Initialisation: create a 3D grid of size (5,6,7) of 20-dimensional vectors, v, with
random starting values

• Training: for each of E epochs:

– for each 20-dimensional vector x do:
1. find the closest grid vector, vwin, to point x according to an Euclidean

distance measure
2. update vwin towards x by a small amount α,

vwin← vwin +α(x− vwin)

3. update neighbours of vwin within a certain radius r in the same way, but
by a smaller amount

– reduce radius r and training rate α

• Application: any data point x can be assigned to a “winning” grid vector, vwin.

After training a SOM, any 20-dimensional vector can be mapped into the three–
dimensional grid, hence reducing the dimensionality of the data. Figure 10 shows an
example of a SOM where three–dimensional vectors (seen as points) are mapped onto a
two–dimensional grid of size (8,8). The result is that data points that are close in the input
space are mapped to the same or neighbouring grid nodes wherever possible. Since only
the 20-dimensional vectors are used as input in the training in the algorithm above and
no output value (or position on the grid) is given, the training is done in an un-supervised
manner.

As mentioned above, the training of a machine learning method can be done in a super-
vised or un-supervised manner. The un-supervised training can be used when clustering
data. This is useful when the relation within the data set is investigated. The supervised
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Figure 10: The structure of a self–organising map. The points A1-A6 in the input space
are mapped to a two–dimensional grid. Points that are close in the input space (A1, A2
and A3) will be mapped close together in the grid. There is a three–dimensional vector
attached to each square in the two–dimensional map. The coordinates for one of the
vectors is shown in the enlarged square at row one, column eight.

training is used when training a predictor that should associate the input data with some
output value.

7 Benchmarks
7.1 SCOP
When SCOP (structural classification of proteins) (Murzin et al., 1995) was constructed
in 1995, it contained all the solved protein structures from PDB (Berman et al., 2000).
SCOP divides protein structures on the basis of evolutionary relationship and structural
features. The structures are classified by visual inspection, and protein domains are sorted.
The hierarchical scheme of SCOP: Two proteins (domains) in the same family have at
least 30% sequence identity, and/or have very similar structure or function. Proteins in
the same superfamily have functional features that suggest that a common evolutionary
origin is probable. If two proteins have their secondary structure elements in a similar
arrangement, then they are in the same fold. Finally we have class, where proteins are
composed of the same secondary structure elements. In conclusion, two proteins in the
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Figure 11: A specificity–sensitivity fold recognition plot. Three methods that use evolu-
tionary information for both the query and target sequences, and PSI-BLAST. It can be
seen that the three methods that use evolutionary information for both the query and target
sequences outperforms PSI-BLAST at SCOP family and superfamily levels. Reproduced
from Wallner et al., 2004.

same family are, by definition, in the same superfamily, fold and class. The aim of SCOP
is that all protein structures in the PDB should be classified, and it is updated as new
structures are deposited in the PDB, see Figure 1 for the growth of the database. The
SCOP database is a very useful tool when benchmarking fold recognition and alignment
quality methods, since the comparison can be done on different levels of difficulty.

7.2 How to measure fold recognition performance
When benchmarking fold recognition methods it is useful to compare the performance on
different levels of difficulty (Abagyan & Batalov, 1997; Brenner et al., 1998; Lindahl &
Elofsson, 2000). Using the SCOP database one can measure the performance on family
(easy)/ superfamily (intermediate)/ fold (difficult) level. For a given score (based on the
identification of related sequences), the number of true positives, false positives, true
negatives and false negatives for different cutoffs are calculated. These values are then
combined into a specificity and sensitivity value,

spec(score) =
T P(score)

T P(score)+FP(score)
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Figure 12: ROC plot based on protein model quality as measured by the MaxSub score
for prob_score and the S-score trained ProfNet. For each score the log of the error rate
is plotted against the sensitivity for proteins related at superfamily, and fold level. The
performance on family level was similar for the methods and was therefore left out for
clarity. Reproduced from Ohlson & Elofsson, 2005.

sens(score) =
T P(score)

T P(score)+FN(score) .

Since we want a method to have a high specificity and a high sensitivity at the same time,
the two are plotted against each other in a specificity-sensitivity plot, see Figure 11. A
modification of the spec-sens plot, called a ROC-plot, is also used sometimes. The ROC-
plot is a error rate− sens plot, where error rate = 1− spec. The advantage with the
ROC-plot is that more focus is on the part of the plot with a low error rate, see Figure 12.

7.3 How to measure alignment quality
An important step in comparing different methods is how the alignment quality is calcu-
lated. Two popular measures of alignment quality are MaxSub (Siew et al., 2000) and
LGscore (Cristobal et al., 2001).

Both MaxSub and LGscore find the largest subset of a model that superimposes well
over the experimental structure. The subset does not have to be a continuous segment
of amino acids. MaxSub starts with a short segment of length four that superposes well
between the model and the experimental structure, and then extends it iteratively. The
extended segment is then superposed onto the experimental structure, and residues that
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are too far away in space (above some cutoff) are removed. MaxSub returns the score

S =
1
q ∑

i

1
1+(di/d)2

where the sum is over each residue pair i in the extended segment, q is the number of Cα
atoms in the experimental structure, di the distance of the corresponding ith Cα atoms, and
d is the distance threshold. From this formula we see that S=1 for two identical structure
(since di = 0 for each residue pair and 1≤ i≤ q), and 0 if the two structure are completely
different (since the segment length will be zero).

LGscore uses two different ways to find the most significant segment between two
structures. First, as long as the number of aligned residues are > 25, superpose the struc-
tures and calculate a score based on the similarity. Then the residues that are furthest
apart are removed and the score is re-calculated. The second way to find the most sig-
nificant segment starts with a short segment from the model, which is superposed onto
the experimental model. Then a score based on the similarity is calculated. The residues
outside the segment that are closest between the two structures are added, and the score is
re-calculated again. The best score from these two algorithms are returned.

These two ways of measuring alignment quality behave similarly when the super-
position between the model and the experimental structure has at least four consecutive
residues. This is often the case when the two proteins that are aligned are from the same
SCOP family or superfamily level. When only a small number of residues are aligned, for
example when the protein pairs are from the same SCOP fold and different superfamily
level, the superposed segments might be less than four consecutive residues which would
have a MaxSub score of zero.

8 Present investigation
8.1 Using evolutionary information for the query and target improves

fold recognition. (Paper I)
By 2003, several studies had shown that fold recognition methods using multiple se-
quences were superior to methods using single sequences. It had also been shown that
methods using multiple sequences for both the query and target sequences were even
better. In paper I, we benchmarked and compared methods using evolutionary informa-
tion for the target sequence, the query sequence, and both the target and query sequences.
There are at least three different ways of using multiple sequences alignment or evolution-
ary information for both the target and query sequences; using profile–profile alignments,
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sequence linking and combined profile-sequence and sequence–profile searches. In se-
quence linking, the relationship between two sequences can be found through a third,
intermediate sequence. It was shown in paper I that all methods using evolutionary in-
formation for both the query and the target sequences improve the detection of related
sequences, see Figure 11. Profile–profile methods might be the most promising of these
methods as the other methods could, at least in theory, be improved further by the use of
profile–profile alignments instead of sequence–profile alignments in the different steps.
However, the other methods might have computational advantages.

In this study we also tuned PSI-BLAST for optimal performance. Since PSI-BLAST
is most often used both for searching for related sequences and for building profiles, one
must make a number of decisions about how many iterations and what E-value cutoff to
use. For the family related proteins it seems as if the optimal E-value should be lower
and the number of iterations lowered compared to the superfamily related proteins. For
the detection of superfamily related proteins it is always favourable to use many iterations
and a high E-value cutoff (of the ones studied). This difference is expected as a profile
constructed from a multiple sequence alignment with more distantly related proteins will
probably be better at identifying more distantly related proteins. To make a multiple
sequence alignment with many distantly related proteins one has to use a high E-value
cutoff. But at the same time as a high E-value will allow the inclusion of more distantly
related proteins, it will also include more false positives. A lowered E-value will include
most of the family related proteins.

8.2 Profile–profile methods provide improved fold-recognition. A
study of different profile–profile alignment methods. (Paper II)

In paper II, we compared the different profile–profile methods more thoroughly. We saw
from paper I that the profile–profile methods might be the most promising way to use
multiple sequences for both the query and target sequences. In 2003 there were a cou-
ple of profile–profile alignment methods published. The fold recognition and quality of
alignments seemed to get a boost and were the methods of choice. We wanted to investi-
gate and compare the methods in an independent benchmark using a large and carefully
created test set. To make a fair comparison, the same profiles were used for all methods,
only evaluating their scoring functions. The methods that we compared were originally
called FFAS (Rychlewski et al., 2000), Log_aver (von Öhsen & Zimmer, 2001), prof_sim
(Yona & Levitt, 2002) and PICASSO3 (Mittelman et al., 2003). All methods improved
both the fold recognition and alignment quality compared to PSI-BLAST. The profile–
profile methods behaved quite similarly but the probabilistic scoring functions Log_aver,
prof_sim and especially PICASSO3 seemed to be slightly better. Furthermore, the prob-
abilistic scoring functions fulfilled an important criterion; two profile vectors should be
scored high if they are similar to each other, and at the same time not similar to the back-
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ground distribution of amino acids.

An examples of a good scoring function found in the studies is our implementation of
PICASSO3, prob_score,

score(α,β) =
20
∑
i=1

αi ln βi
Pi

+βi ln αi
Pi

where αi and βi are the values for residue i in profile vectors α and β, Pi is the background
distribution of amino acid i. It was also observed that the methods require different gap-
penalties to get a good performance in the fold recognition and the alignment quality tests.

By the time this paper was published, several other groups also published bench-
marks on profile–profile alignment methods (Marti-Renom et al., 2004; Wang & Dun-
brack, 2004; Edgar & Sjolander, 2004). Marti-Renom et al. investigated the effect of
using profile–profile alignments in Modeller (Sali & Blundell, 1993) and showed that the
alignment accuracy was significantly improved compared to profile-sequence methods.
Edgar & Sjolander compared the alignment accuracy of 23 different profile–profile scor-
ing functions. The improvement in alignment accuracy was only 2-3% on their test set
(488 protein pairs with less than 30% sequence identity) compared to profile-sequence
alignments. The study by Wang & Dunbrack is most similar to our study. They used a
dataset of 2305 pairs of sequences from the same SCOP family or superfamily (but not
family) in the alignment quality test and 665 sequences from the same SCOP family or
superfamily (but not family) in the fold recognition test. In our study we used 1880 pairs
of sequences from the same SCOP family or superfamily (but not family) in the align-
ment quality test, and 4972 sequences from the same SCOP family or superfamily (but
not family) in the fold recognition test. The results from the two studies agree in that the
alignment quality is similar for the profile–profile methods if gap-penalties are optimized
individually. The performances in the fold recognition tests also agree between the stud-
ies, i.e. log-odds based methods show a higher sensitivity and specificity than the other
methods.

8.3 ProfNet, a method to derive profile–profile alignment scoring func-
tions that improves the alignments of distantly related proteins.
(Paper III)

In paper II we saw a relation between the methods ability to score related residues high
and randomly chosen residues low and the performance in alignment quality and fold
recognition. This relation was the basis for paper III. The idea was that if we could find a
method that was good at separating the scores for related and randomly chosen residues,
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Figure 13: The scoring scheme of ProfNet. The artificial neural network used in ProfNet
takes two profile vectors as input and outputs a score which should be related to the
likelihood that the vectors are aligned in a structural alignment.
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then the method would perform well in alignment quality and fold recognition.

The core of the new method was to discriminate the alignments of structurally aligned
and randomly chosen residues, which can be seen as a classification task. We therefore
used an artificial neural network (ANN) as they are often used in pattern recognition
and classification tasks. In an attempt to find a better profile–profile alignment scoring
function, the method ProfNet (Ohlson & Elofsson, 2005) was developed. In ProfNet
an ANN was used to calculate the score between two profile columns, see Figure 13.
The performance of ProfNet was compared to the probabilistic method prob_score. It
was seen that the new method was clearly better than prob_score in scoring structurally
aligned residues higher than randomly chosen residues. The alignment quality showed a
slight improvement for distantly related proteins. Otherwise the performance on family
and superfamily level was similar between the two methods. In Figure 12 it can be seen
that ProfNet shows a higher sensitivity than prob_score in aligning related and un-related
sequence pairs.

An advantage of ProfNet over the other profile–profile alignment methods is that ad-
ditional information easily can be added to the scoring function. This is true because
in the training of the ANN, all weights are tuned to optimal performance. In traditional
profile–profile scoring the weights have to be tuned based on the performance on a test
set. Furthermore, the ANN training is fast compared to parameter tuning in traditional
profile–profile scoring. It was also observed that the optimal gap penalties were found
within a narrow interval regardless of the ANN used as scoring function. Unfortunately,
ProfNet could not be used in fold recognition. As the scoring function is based on an
ANN, the training of the ANN is very important to get a good performance in alignment
quality. The best performance was achieved when using superfamily related protein pairs
in the (positive) training set. When choosing the training set, it seems as if the family re-
lated set was too focused on sequence similarity while the fold related training set on the
other hand does not seem to include enough closely related pairs. The superfamily related
training set could be seen as an intermediate, where the network will learn the features
in the residue pairs that are essential when scoring unseen residue pairs. By constructing
a negative dataset in a more careful way it is possible that ProfNet could also be used in
fold recognition.

8.4 Improved alignment quality by combining evolutionary informa-
tion, secondary structure predictions and self-organising maps.
(Paper IV)

We claimed in paper III that it would be easy to incorporate more information into ProfNet,
and also fast to determine the weights for the input data. We therefore wanted to see if it
was possible to improve the alignment quality of ProfNet by adding predicted secondary
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structure and clustering information from a self-organising map. In this study we could
also investigate how much the alignment quality could be improved by using predicted
secondary structure in its most simple form, i.e. the plain scores for the H,E,C states as
predicted by PSI-PRED, as input to ProfNet.

The main results from this study were that it works well to optimize the weights for the
predicted secondary structure, profile–profile score and SOM-locations in ProfNet. The
addition of secondary structure predictions significantly improved the alignments, which
has already been observed in many studies (Tang et al., 2003; Ginalski et al., 2003; Chung
& Yona, 2004, Wang & Dunbrack, 2004). The combination of profile–profile score and
SOM-locations was also shown to improve the alignment quality, but the best results were
seen by combining the profile–profile score, secondary structure and SOM-locations. The
reason to use SOMs was that they might capture features in the profile vectors that the
secondary structure predictions do not capture. It was observed that secondary structure
predictions cluster into almost non–overlapping positions in a 2D SOM (Figure 14). This
could indicate that SOMs capture some of the same features as PSI-PRED does.
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Helix SOM locations Strand SOM locations

Coil SOM locations

Figure 14: The mapping of secondary structure states (coil, helix and strand) to a 2D
SOM. The size of the circles is proportional to the number of times a secondary structure
state is mapped to that position. The most populated helix and strand locations are almost
non–overlapping, while coil is found in most parts of the SOM and are somewhat avoiding
the most popular helix locations. The total number of points in the three plots are 360 000
divided into 130 000 in helix, 70 000 in strand and 160 000 in coil.
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9 Summary
In this thesis it has been shown that evolutionary information has the power of improving
alignments when used for both the target and query sequences (paper I and paper II). We
have shown that several different profile-profile methods perform significantly better than
standard sequence-profile methods (paper II). The profile-profile methods show a greater
ability to identify structurally related residues and provide better recognition and better
alignments than standard sequence-profile methods. The different profile-profile meth-
ods perform quite similarly if the gap-penalties are optimized individually for alignment
and fold recognition abilities. However, it seems as if the probabilistic scoring functions
have a slight advantage as these are the only methods that show good performance in both
fold recognition and alignment quality using identical parameters. It is also possible that
prob_score is superior to the other methods for fold recognition at high specificities.
A novel artificial neural network based profile-profile scoring function (ProfNet) is shown
to improve the discrimination between related and unrelated residue residues pairs (paper
III). Further, ProfNet can be used to marginally improve the alignment quality of proteins
related at the fold level. One benefit of this method is that it is easy to use and fast to
evaluate, while one drawback is that a good and well balanced training set has to be used
and it is slower than prob_score.
In an improved version of ProfNet another machine learning technique, self-organising
maps, was shown to extract features from the profiles that could be used to further im-
prove the alignments combined with predicted secondary structure (paper IV).
In order to find the best fold recognition and alignment methods it was observed that gap
penalties had to be tuned extensively. Further it was often observed that different gap
penalties should be used in fold recognition and in the alignment of homologous proteins.
The gap penalties should ideally be the same for these two tasks.
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