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Abstract

Outcome dependent sampling may increase efficiency in observational stud-
ies. It is however not always obvious how to sample efficiently, and how to
analyze the resulting data without introducing bias. This thesis describes a
general framework for efficiency calculations in multistage design, with fo-
cus on what is sometimes referred to as ascertainment sampling. A method
for correcting for the sampling scheme in analysis of ascertainment samples
is also presented. Simulation based methods are used to overcome computa-
tional issues in both efficiency calculations and analysis of data.
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Svensk sammanfattning

En av de centrala idéerna inom statistik är slumpurval. Slumpurvalet gör det
möjligt att formulera slutsatser i termer av sannolikheter. Det mest klassiska
slumpurvalet är ett obundet slumpmässigt urval, i vilket alla enheter (indi-
vider) i en population har samma sannolikhet att bli valda, och alla urval
är lika sannolika. De flesta statistiska metoder är utvecklade för att dra slut-
satser från sådana urval. Ibland är det dock fördelaktigt att låta olika enheter
få olika urvalssannolikheter. Anta exempelvis att vi vill undersöka orsakerna
till en viss cancerform och, säg, 100 personer insjuknat i denna cancer, medan
övriga 9.000.000 inte gjort det. Det känns naturligt att undersöka så många
som möjligt av de 100 sjuka personerna med avseende på möjliga riskfaktorer
för sjukdomen. Vi vill sedan jämföra deras riskfaktorer med samma faktorer
hos de som inte blivit sjuka. Att undersöka hela befolkningen skulle dock bli
dyrt, om det inte rör sig om information som redan finns i något register. Vi
drar istället ett urval från de friska personerna och låter alltså dessa personer ha
en lägre sannolikhet att komma med i studien än de sjuka. Denna studiedesign
brukar kallas fall-kontrollstudie och används ofta inom medicinsk forskning.
För det här fall-kontrollexemplet finns tumregler för hur urvalet ska ske, och
analysen av data är också relativt okomplicerad. För mer komplexa studier
finns inte sådana tumregler, utan en mer omfattande kostnadsanalys krävs för
att definiera ett kostnadseffektivt urval. För att dra slutsatser från studien be-
höver också de statistiska metoderna anpassas efter det sätt på vilket urvalet
ägde rum. Den här avhandligens syfte är att förse den som ska designa en
studie med verktyg för att hitta en effektiv urvalsmetod, och för analyser som
är korrigerade för urvalet.
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1. Introduction

The random sample is a very central notion in statistics. Randomness in sam-
pling makes it possible to formulate study results within a probabilistic frame-
work. The classical way of introducing randomness into sampling is to use a
simple random sample (SRS), implying that: all units in the sampling frame
have equal probability of being sampled. However, the use of equal sampling
probabilities, although convenient, is not necessary. Un-equal sampling proba-
bilities can be advantageous in terms of efficiency, and are successfully used in
for example case-control studies. The relative efficiency of sampling schemes
is however dependent on multiple aspects of the study, and rules of thumb are
generally not available. The aim of this thesis is provide tools to answering
two questions:

• How efficient is a certain sampling scheme given a cost constraint, on for
instance, sample size?

• How can I construct the inference procedure to avoid bias due to the sam-
pling scheme?

The thesis will focus on so called response selective samples, that is: sampling
probabilities are allowed to depend on the outcome of one or more response
variables (in some literature called outcome variables). The case-control study
is an example of such a sampling scheme. In Section 2 some data selection
patterns are presented, with focus on multistage designs and ascertainment.
The concept of efficiency, and how that relates to sampling is then outlined in
Section 3. Sampling with unequal selection probabilities have parallels with
missing data, as discussed in Section 4. The sampling scheme may introduce
bias if a naive analysis is performed based on SRS. This is discussed in some
detail in Section 5, and in Section 6 some strategies to avoid such bias are
outlined. A short summary of the papers in the thesis is provided in Section 7
and Section 8 contains a discussion of the results of the thesis.
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2. Data selection patterns

Consider a collection Z = (Z1, ...,Zn) of independent and identically distrib-
uted (i.i.d.) random variables Zi, taking values in some sample space Z . The
marginal density f (z;θ) of Z with respect to some underlying measure on Z
is indexed by a parameter vector θ , which belongs to a parameter space Θ.
Typically, f corresponds to random sampling from a population so large that
we can ignore whether sampling is with replacement or not. It is also possi-
ble that f corresponds to some other non-uniform sampling scheme, such as
response-selective sampling.

Suppose our aim is to obtain estimates θ̂ of θ = (θ1, . . . ,θp) by using for ex-
ample the maximum likelihood (ML) technique. We then need to measure data
z = (z1, ...,zn) for a sample of individuals (or other sampling units). However,
it is not necessarily so that all variables have to be observed for each sampled
individual. Instead, variables that are expensive to measure may be sampled
more sparsely than non-expensive variables. The likelihood theory for two-
stage, or two-phase, designs is well developed, with algorithms, Fisher infor-
mation, asymptotic normality, variance and efficiency derived for estimators
within quite a large class of models, see for instance Scott & Wild (1997),
Breslow & Holubkov (1997), Breslow & Cain (1988), Breslow, McNeney &
Wellner (2003) and references therein. In order to provide a general frame-
work to describe such designs we first describe multistage design (Section
2.1). We then describe ascertainment (Section 2.2) and experimental design
(Section 2.3). Ascertainment and experimental design may be regarded special
cases of multistage design, but through this text they will usually be treated
separately from this concept. We think of all samples as drawn from an infi-
nite super-population. Sampling from finite populations without replacement
is more relevant in survey sampling and can be treated using slightly modified
methodology, see for instance Särndal, Swensson & Wretman (1992).

2.1 Multistage design

Observing data is usually associated with a cost. To reduce this cost we may
choose to observe only part of the data. To this end, we introduce a k-stage
sampling model, starting with Zk = Z , and then defining a sequence of re-
duced sampling spaces Zk−1, . . . ,Z1. Here Z j is the sample space for all data
from Stages 1, . . . , j. Typically individuals enter stages sequentially, starting
at Stage 1 and the proceeding upwards. To determine which stages to sample
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each individual from we define the sampling mechanism using a discrete ran-
dom variable J = {1, . . . ,k}, which is the highest stage from which data of an
individual are collected. We introduce the probability of collecting informa-
tion on z ∈Z up to Stage j as

π j(z) = P(J = j|Z = z).

Also, let

Π j(z) = P(J ≥ j|Z = z) =
k

∑
l= j

πl(z)

be the probability that z is sampled at least up to Stage j and

λ j(z) = P(J ≥ j|J ≥ j−1,Z = z) = Π j(z)/Π j−1(z),

j = 2, . . . ,k be the conditional probability of collecting data from Stage j,
given that data have been collected from Stage j− 1 already. Whereas π j(z)
is useful in the efficiency calculations described below, λ j(z) is used in per-
forming the actual sampling.

Example 1 (A sampling design in three stages.) A study is performed to in-
vestigate risk factors for some type of cancer. The variables we want to mea-
sure are: disease status (cancer), age, sex, risk factors assessed from a ques-
tionnaire (smoking, exercise, diet, family history of disease, etc) and genetic
factors. Let us assume that costs of collecting the information for this specific
study are:

Low Disease status, age, sex (available from a registry)

Moderate Questionnaire variables (distribution and printing of questionnaire,
reminders, data entry)

High Genetic factors (meeting patient, blood samples, lab work)

A sensible design could then be: Assume that f corresponds to a random sam-
ple from the population. If an individual has J = 1, collect low cost variables
only. If J = 2, collect low and moderate cost variables. If J = 3 collect all
variables (low, moderate and high cost). We thus first collect registry data on
all subjects, then send out questionnaires to a subset of subjects, and then,
based on questionnaire data select a smaller subset to genotype. We may de-
cide, based on experience and on efficiency calculations, that the probability
of being sent a questionnaire, λ2(z) = P(J ≥ 2|J ≥ 1,Z = z), should depend
on z only through disease status (oversampling cases if disease is rare), and the
probability of being contacted for genotyping, λ3(z) = P(J ≥ 3|J ≥ 2,Z = z),
should depend on z also through some questionnaire variables, e.g. the family
history of the disease. This is an example of a sequential multistage design, for
which the probability of collecting data at a higher stage only depends on what
has been sampled so far for the study unit.
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Alternatively, if individuals without questionnaire data are discarded from the
sample, we may view this example as a two-stage case control design (see e.g.
Breslow & Holubkov (1997) and references therein), where the variables with
low and moderate cost are merged into Stage 1 and the high cost variables are
gathered in Stage 2. Then f no longer corresponds to random sampling, but
should accommodate oversampling of cases relative to controls.

2

For a more detailed description of the multistage design, see Paper I.

2.2 Ascertainment

Ascertainment is a general method of only sampling individuals that fulfill cer-
tain criteria. For each individual we describe this by means of Asc = (A,Ac),
where A and Ac means ascertained and unascertained data respectively 1. Usu-
ally ascertainment is regarded as a k = 1 stage design, with a marginal density
f (z;θ ,π) = P(Z = z|Asc = A,θ ,π), where π refers to they way in which data
have been ascertained and θ include the model parameters. However, we will
describe ascertainment in a different way as originating from a k stage design
(π1, . . . ,πk) where only individuals with data from all k stages are included in
the sample. Then, typically, f (z;θ) corresponds to a random sample from the
population and the ascertainment event can be written as A = {J = k}, where
J is the number of sampling stages an individual eneters. The ascertainment
probability can be calculated as

P(Asc = A|θ ,π) = P(J = k) =
∫

π(z) f (z;θ)dz,

where π(z) = πk(z) = P(J = k|z) is the probability that sample unit z is sam-
pled at Stage k. The k stage view of ascertainment is helpful for understanding
the efficiency loss caused by discarding unascertained data.

Inference from ascertainment data usually requires some knowledge about
π(z). However, with data emerging from scenarios such as listed below this
probability is usually unknown, and has to be inferred from other sources.
Reilly, Torrång & Klint (2005) provide some successful examples of using
sampling probabilities approximated from external sources, needing to adjust
for the sampling scheme when re-using already collected case-control data for
additional analysis.

Example 2 (A case-control study) A case-control design may be though of
as originating from a k = 2 stage design, where disease status enters Stage 1.

1In Paper III we use a slightly different notation and let A denote a 0-1 variable, corresponding
to 1z∈A in the current setting.
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Multistage sample

Ascertainment

= observed = not observed

Figure 2.1: Example of a multistage design with k = 3 and an ascertainment sample.
Only individuals with full information are observed in the ascertainment sample. For
each individual the three stages are depicted from left to right. The lower left and
upper right individuals are sampled at Stage 1 and the upper left individual is sam-
pled at Stages 1 and 2. In the ascertained sample, data for these three individuals are
completely lost, since they all lack Stage 3 data.
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At Stage 2 a subset of the Stage 1 sample is selected, with sampling proba-
bilities based on disease status. For individuals sampled at Stage 2 additional
variables are recorded. The data available for analysis are, however, only the
set of individuals with complete information. For individuals not sampled at
Stage 2 we lack information about disease status. We also lack information
about the number of individuals sampled at Stage 1. 2

Example 3 (A study on the metabolic syndrome) This example illustrates
ascertainment based on multiple variables. The selection scheme has
two purposes: to oversample informative subjects, but also to incorporate
exclusion criteria.

The Stockholm Diabetes Prevention Program (SDPP) (Agardh et al. 2003, Gu
et al. 2004) is a study concerned with the metabolic syndrome. Diseases closely
connected to the metabolic syndrome are for example diabetes and coronary
heart disease, which are of high public health importance. The dependence
between the variables is complex and yet not fully disentangled, they may
affect each other but may also have common causes, see for example Jarrett
(1984) and references therein.

A part of the SDPP is to study genes which are believed to affect the metabolic
syndrome and also to describe the effect of the genes on the different variables,
to increase understanding of the biological mechanisms. The main focus is on
testing rather than estimation, since the sample size is not very large. We here
only include variables

X = Genes, characterised by Single Nucleotide Polymorphisms (SNPs),

Y1 = Fasting plasma glucose,

Y2 = 2 hour fasting plasma glucose,

Y3 = Fasting insulin,

Y4 = 2 hour fasting insulin,

Y5 = Body mass index (BMI),

Y6 = Diagnosis of diabetes or impaired glucose intolerance from lab

= values,

Y7 = Diagnosis of diabetes or imparied glucose intolerance known to

= subject from an earlier time point,

as illustrated in Figure 2.2, which represents a simplification of the metabolic
syndrome.

Gu et al. (2004) investigated the association between SNPs in the gene for
adiponectin (an adipocyte-derived peptide) and diabetes. Tests for association
were performed by comparing allele frequencies between diabetics and con-
trols. To sample diabetics and controls, the following ascertainment scheme
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Ascertainment

Fasting
glucose

2 hour 
fasting
glucose

Fasting
insulin

2 hour

insulin
fasting 

Body
mass
index
(BMI)

Gene

Diagnosis
known to subject

Diagnosis 
from lab values

Figure 2.2: A simplified model of the SDPP study. Ascertainment was based on diag-
nosis known to subject (exclusion criteria), diagnosis from lab values (oversampling
diabetics) and BMI. Interest was in genetic effect on diabetes, but also in the genetic
effect on individual components of the syndrome, such as fasting glucose, fasting in-
sulin and BMI.
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was used (as also illustrated in Figure 2.2): Ascertainment probability de-
pended on BMI, Diagnosis known to subject and Diagnosis from lab values
(which is here a deterministic function of variables Fasting glucose and 2 hour
fasting glucose). The selection on the two last variables was done in two stages.
First, persons with previously diagnosed diabetes or impaired glucose toler-
ance were excluded, since they were likely to be on medication which directly
effects values of the variables of interest (fasting glucose, fasting insulin). Sec-
ond, a selection was made by oversampling persons that qualify for a diabetes
diagnosis or an impaired glucose tolerance diagnosis based on measurements
made in the study. Fasting glucose and 2 hour fasting glucose are used to di-
agnose diabetes and impaired glucose tolerance according to the WHO diag-
nostic criteria for diabetes. For controls there was an oversampling of persons
with a low BMI. The ascertainment procedure may be thought of as originat-
ing from a k = 3 stage design, with Stage 1 data Y7, Stage 2 data Y1, . . . ,Y6
and Stage 3 data X . Using this ascertainment scheme 431 persons with dia-
betes or impaired glucose tolerance, and 497 unrelated controls, were selected.
Within each group a more detailed analysis was also performed, comparing
allele frequencies with respect to Fasting glucose, Fasting insulin and BMI.

2

2.2.1 Some motivation to the existence of the ascertainment
sample

The ascertainment sample can be viewed as a multistage design, where data on
individuals not sampled at Stage k are not recorded. Loosing data like this may
seem counterintuitive, but may have several explanations. A non-exhaustive
list of examples is provided below.

Working outside the frame Statisticians often assume that sampling is per-
formed based on a sampling frame, a list of all subjects in the target
population. Sampling probabilities are then assigned to each subject,
and a sample is drawn (in one or more stages). Data on one or more
variables are then recorded on each selected subject.

However, sometimes such a frame is not available, or not convenient to
use. Instead subjects may be recruited in other ways, for example when
entering a primary care unit. In terms of probability, one may regard the
target population as unobservable, and then assign a hypothetical sam-
pling procedure that extracts subjects from the target population to an
observable subset (patients entering the primary care unit), from which
the observed data set is sampled. The probability of being pulled into
the observable subset may, but is not required to, depend on the stage
one variable (disease status), but we assume that it does not depend on
any other variable relevant to the study. The disease status of subjects
not in the observable subset will remain unknown, even when affect-
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Target population/
Sample frame

Unobserved Observable Observed

Subjects available
 for sampling

Sample

Supplementary information from other sources

Sampling

Figure 2.3: Sampling from an unobserved sampling frame

ing the probability of being observed. Figure 2.3 illustrates how such a
sample is generated.

Recycling As mentioned above, old data are sometimes re-used to answer a
different research question than initially intended, providing an efficient
use of resources. Even if the initial study was immaculately performed,
the data recorded may lack some information useful in the re-use of
data. An example: Assume that the original design was a cohort study
(an observational study design, where selection is made on the expo-
sure variable), where the effect of X1 on Y was investigated. The cohort
was oversampled with respect to particular values of X1 in order to gain
efficiency in the analysis. The values of X1 in the remaining population
were however not of interest in the study, and thus not recorded. Data on
additional variables X2, . . . ,Xm were also collected when the cohort was
first selected. At a later point in time interest arises in how X2 affects
X1. The design now resembles an ascertainment sample with selection
on the variable X1.

Lost in translation Ideally all relevant information going into a study would
get recorded. However, due to inconvenience, ethical considerations,
lack of resources, lack of planning, or lack of knowledge of what is rele-
vant, this is not always the case. Part of, or all, Stage 1 data are therefore
sometimes lost, forcing the study into the ascertainment framework.

2.3 Experimental design and cohort studies

In its simplest form an experimental design has one or more explanatory vari-
ables, X , whose levels all are designed by the experimenter. The response vari-
ables, Y , are then observed, with Z = (X ,Y ) representing fully collected data

28



of an individual. This design is quite similar to that of a cohort study. Typical
features of an experimental design is that the experimenter has a great level
of control over X and that variables in X are not causally interdependent. In
both the cohort design and the experimental design we will in general regard
the distribution of X as ancillary for the parameters of interest that quantify
the effect X has on Y . Thus there is no need to correct for the design when
estimating the effect parameters.

We formulate the cohort study as a two-stage design with Stage 1 data X and
Stage 2 data Z = (X ,Y ). We think of Stage 1 data as either the whole sampling
frame or a SRS thereof, and Stage 2 data as the actual (sub)sample used for
inference. Therefore,

π(z) = π2(z) = P(J = 2|X = x)

is simply the probability of including a given cohort individual with covariates
x in the final subsample and hence only depends on z through x. Alternatively,
if we consider extraction of the subsample directly, π(x) is the density of sam-
pling response data with respect to the uniform distribution of the cohort. In
experimental design, the X variables are not sampled from a population but
controlled by the experimenter. The design π is now rather the empirical dis-
tribution of the chosen study units for which an experiment will be performed
and response data collected. Another difference between the experimental and
the observational setting is that in experimental design care is taken to allocate
the covariates x so that the effects of main interest are identifiable. This is in
general not possible to accomplish in observational design.

When investigating human subjects in an experimental setting, the freedom in
the selection of x may be restricted for ethical reasons. The values of x (for
example dose of a drug) optimal for the design may potentially be harmful for
the subject. An experimental design may also have elements of observational
design since study units may have variability in uncontrolled variables.
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3. What is efficient design?

Let us assume that the goal of a study is to obtain a maximum likelihood
estimate θ̂ of θ with high precision but low cost. The precision of estimates are
here measured in terms of Fisher information. In its simplest form efficiency
will relate to how much information individuals contribute on average. When
relevant, one may also choose to incorporate differential costs in the sampling
of different individuals. In Section 3.1 the Fisher information matrix, with
sampling probabilities incorporated, will be briefly described. In Section 3.2
it is then outlined how the Fisher information translates to efficiency, and in
Section 3.3 costs will also be incorporated.

A more detailed description, and computational details, are available in Papers
I and II.

3.1 Information

Consider an ML estimator

θ̂ML(π) = argmax
θ∈Θ

L(θ ,π),

where

L(θ ,π) =
n

∏
i=1

f (z̃i;θ ,π)

is the likelihood function and Z̃i = Zi
Ji

the observed value of a unit sampled
up to Stage Ji, with full (but typically unknown) data Zi up to Stage k. The
sampling design is π = {π(z) = (π1(z), . . . ,πk(z));z ∈ Z } and f (·;θ ,π) is
the density of Z̃ on the combined sample space Z̃ = Z1 ∪ . . .∪Zk of all
stages. The efficiency calculations will focus on the Fisher information matrix
I corresponding to such an estimator.

31



Let

ψ(z̃;θ ,π) =
∂ log f (z̃;θ ,π)

∂θ

be the score function, a 1× p row vector. The Fisher information of the sample
from the multistage design {Z̃i}n

i=1 then is

I(θ ,π) = nE
(
ψ(Z̃;θ ,π)T

ψ(Z̃;θ ,π)
)

where ψT is the transpose of ψ .

3.2 Efficiency

The efficiency will be expressed as a function of I, h(I). If some parameters
in the model are regarded more important than others, they can be allowed to
have different influence on the efficiency calculation through h(I). A common
special case is when only one parameter θr, for example an effect parameter,
is the main focus. Then focus will be on the variance of that parameter, using
h(I) = (I−1

rr )−1.

Unlike in power calculations, the focus here is not on determining how many
observations that are necessary in a study, but rather on which observations
that are desirable to sample. The absolute efficiency in itself is therefore not of
central importance. On the contrary, it is often more convenient to standardize
it by the efficiency of the full sample π f ull , for which all data are sampled at
Stage k. This provides a natural scale between 0 and 1 when comparing with
other sampling schemes. The relative efficiency of the sample compared to a
full sample is defined as

e(θ ,π) = h(I(θ ,π))/h(I(θ ,πfull)) . (3.1)

3.3 Cost

A useful extension of the concept off efficiency is cost adjusted efficiency. The
reason for incorporating cost in the calculations is that in the collection of data
different pieces of information may be related to different costs. For example
Stage 1 data may be less, or more, costly than Stage 2 data, or different sam-
pling units may be associated with different cost. An example of the latter is
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in case-control studies where cases and controls are sometimes sampled using
different procedures.

To allow cost to differ between stages, let C j(z) be the total cost of sampling
z ∈Z up to Stage j. The total average cost (TAC) of the sample is

TAC(θ ,π) = nE(CJ(Z)) = n
k

∑
j=1

∫
Z

π j(z)C j(z) f (z;θ)dz.

Above we standardized the efficiency by the efficiency of a full sample. Simi-
larly, we can facilitate the comparison by standardizing the cost with the cost
of a full sample. We then get the relative average cost (RAC)

RAC(θ ,π) = TAC(θ ,π)/TAC(θ ,πfull). (3.2)

The cost adjusted efficiency then is

CE(θ ,π) = e(θ ,π)/RAC(θ ,π) (3.3)

which is the relative efficiency of the design compared with a random sam-
ple of the same total average cost. In more detail, CE quantifies the relative
efficiency of design π at parameter θ compared to a SRS with sample size
RAC(θ ,π)n, which exhibits the same total average cost. It thus summarizes
with a single number whether π is cost efficient (CE > 1) or not (CE < 1). It
is frequently referred to as asymptotic relative cost efficiency (ARCE) in the
literature, see for instance Thomas (2007).

3.4 Efficiency in experimental design

In experimental design the explanatory variables X are fixed, as determined by
the experimenter, and the responses Y are then observed. Efficiency in exper-
imental design has traditionally been ensured by allocating covariates orthog-
onally and balanced. These designs do however often require running many
different combinations, and are thus not always practically feasible. Modifica-
tions where less combinations are run are therefore often used. Efficiency cal-
culations are then performed to determine the allocation of covariates. Usually
all sample units are given the same cost, and hence the total (average) cost is
proportional to sample size. Hence, in terms of finding optimal designs, there
is no gain in standardizing efficiency by cost. Instead, the optimal design π is
usually found by directly minimizing a function of the Fisher information ma-
trix of the parameter estimate, see e.g. Melas (2006). Efficiency calculations
for experimental design are available in standard statistical software, see for
example Atkinson, Donev & Tobias (2007).
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3.5 Why is not all design efficient design?

There are a number of potential obstacles in designing an efficient observa-
tional study, these include:

Difficulties assessing efficiency Comparing designs with respect to
efficiency may be both conceptually and computationally complex.
Papers I and II address this issue.

Multiple hypothesis If a study is designed to provide data about more than
one hypothesis these may differ with regard to which design is efficient,
since typically, the optimal design is local and depends on the unknown
parameter vector θ .

Complications in analysis Some designs require correction in the analysis
in order to avoid bias. This is true for most designs with selection on
responses. Section 5 contains a summary of how and when selection
may introduce bias. One possible correction for selection on responses
is provided in Paper III.

Practicalities for data collection When discussing efficient design is is often
implicitly assumed that there is an infinite population of study subjects
to choose from. In observational studies there may instead be a unsat-
isfactory small number of subjects of a specific type available for sam-
pling. It may also be that the performance of sampling in more than one
stage is costly in itself. This aspect can be taken into account formally in
cost-efficiency calculations by applying more complex cost functions,
but is often not.

Unknown aspects of data Similarly as in power analysis, efficiency calcula-
tions require some knowledge of data structure and parameters, before
data collection. If this knowledge is sparse, it may introduce large un-
certainty in the efficiency calculations.

Selecting the outliers In real data there is often a number of outliers, data-
points that deviate from what is expected given the model. Obvious out-
liers are often manually removed from the data-set by the investigator
prior to analysis, but borderline outliers usually remain. Theoretically,
an efficient design may be one which selects on extremes. However,
such a design may yield an un-proportionally large number of outlying
data points, which may bias the inference. Also, the outliers typically
violate the assumptions of the efficiency calculations, so that the data
observed are not as informative as intended. Allison et al. (1998) dis-
cuss this problem in the context of genetic studies with quantitative trait
loci.
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4. Ascertainment, multistage designs
and missing data

When discussing missing data it is usually in the context of non-response,
that is, data we intend to measure are not measured. A complication in the
analysis of such data is that it is usually not transparent if the missing data
pattern is related to the variables of interest or not. It may for example be that
persons suffering from a disease that we want to study have a bigger interest
in participating in a study than healthy controls, or that an experiment we are
conducting is more likely to fail if there is a certain combination of conditions
(temperature, concentration of a substance etc). The failure to observe data
on selected units may sometimes lead to biased conclusions. This problem is
addressed by missing data methodology such as multiple imputation, see for
example Rubin & Schenker (1991) for an overview. Heckman (1979) handles
similar problems in the area of econometrics. This situation is qualitatively
different from that of multistage design, where data are missing by design.
When data are missing by design it is somewhat more straightforward to cor-
rect for, since there is usually a better record of the selection pattern. This
will be discussed in more detail in Paper III. The missing data framework is
however useful in order to understand how the missingness may affect the re-
sults of naive analysis of data, and what information is needed to correct for
missingness.

4.1 Terminology in the missing data framework

If certain conditions are met the process that causes missingness can be ig-
nored (Rubin 1976). The following terminology is often used to illuminate if
this is the case or not.

Missing completely at random (MCAR) The missingness pattern is not re-
lated to the outcomes of the variables of interest. MCAR data does not
require correction for missingness.

Missing at random (MAR) The missingness pattern may be related to the
outcome of the variables, but is not related to unobserved outcomes of
interest when controlling for observed outcomes. MAR may be cor-
rected for in the analysis either by likelihood methods or by using mul-
tiple imputation.
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Not missing at random (NMAR) The missingness pattern is related to
unobserved outcomes of interest, and is not fully explained by observed
data. Correction for NMAR is more difficult. External information
about the missingness mechanism is then valuable. Alternatively, a
whole range of missingness scenarios can be investigated by means of
a sensitivity analysis.

4.2 Sampling designs in missing data terminology

Simple random sample A SRS can be viewed as MCAR since all units in
the sampling frame have the same sampling probability.

Mulistage sampling In the most general form, multistage data are NMAR.
However, multistage designs used in practice are usually sequential.
This means that selection probabilities are determined by previous stage
data and the missingness pattern is thus dependent only on data ob-
served and hence MAR, see Paper I for more details.

Ascertainment As discussed Section 2.2, ascertainment differs from the
usual multistage design in that individuals not sampled at Stage k are
not recorded at all. Since sampling probabilities of the non-sampled
units are based on the lost information, data are NMAR. Analysis
usually requires information not identifiable from data, such as
ascertainment probabilities for observed units, or the distributional
form of full data. External sources may sometimes be used to
compensate for the NMAR status.
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5. When does selection introduce
selection bias?

In Section 4 we described selection in terms of missing data. If data with
MAR or NMAR missingness are analyzed naively, using for example a com-
plete case analysis, there is a risk of introducing bias. We here use the term
selection bias to represent bias in the parameter estimates resulting from the
selection scheme. The objective of this section is to provide some guidelines
for assessing when such bias may be introduced.

The description is limited to the following situation:

• Data are selected by a multistage (or ascertainment) design.
• Data are analyzed naively, by a complete case analysis.
• The focus is on a single effect parameter β

Since data from a multistage design, analyzed by a complete case analysis,
resemble an ascertainment sample, terminology from the ascertainment de-
sign will here be used. In Section 5.1 a brief description what is here meant
by estimator bias and spurious correlation is provided. Some guidelines of
how to detect the potential for bias then follows in Section 5.2, including an
example concerning an Alzheimer’s disease data set and an example of bias
in a prospective design.

5.1 What kind of bias are we concerned about?

We will here restrict the discussion of bias to estimator bias and spurious
correlation in effect parameters, even though other aspects, such as bias in
variance estimates, may also be of interest. For simplicity, let us consider two
variables, X and Y . Then assume that Y |X = α +βX +ε , where ε is a random
zero mean error term, α the intercept and β the regression slope parameter,
which is the parameter of main interest.

Estimator bias: For an estimator β̂

Bias(β̂ ) = E(β̂ )−β .
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xxxxxxx X

↗
Confounder

↘
Y

Figure 5.1: Example of a confounder: X and Y appear correlated, even though there is
no causal relationship between them.

If Bias(β̂ ) = 0 for all β , we call β̂ unbiased. Estimator bias introduced by
ascertainment was discussed by Fisher as early as 1934.

Spurious correlation: A special case of estimator bias is when a statistical
association is introduced between variables that are not casually related (see
also below). In terms of the parametrization above this would be β = 0 and
E(β̂ ) 6= 0.

Spurious correlation can be introduced by selection, but also when there is a
confounder. The word confounder is defined differently in different sources.
Here it will be used for a variable that can be used to correct for confounding.
A confounder typically affects two, or more, other variables so that these are
correlated even if there is no causal relationship between them 1, see Figure
5.1. A common solution to eliminate the spurious correlation is to condition
on the confounder. Spurious correlation can however also be induced into the
analysis by unfortunate conditioning on variables in the data, as will be dis-
cussed below.

5.2 Investigating the potential for bias

To disentangle the potential for bias, consider the ascertainment indicator
Asc ∈ {A,Ac} as a separate variable. Ascertainment can then be viewed as
stratification (conditioning) on Asc, where only the stratum Asc = A is ob-
served.

To identify spurious correlation we may use results from the causal models
framework, by the use of DAGs (Directed Acyclic Graphs), see for exam-
ple Pearl (2000) for a comprehensive overview of the causal framework, or
Hernán et al. (2004) for a discussion focusing on selection bias. Below fol-
lows a brief, and non-formal, listing of some useful results.

1It may also be that confounding correction is possible by conditioning on a variable other than
the one causing the confounding. Then we call this other variable a confounder as well.
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For convenience some nomenclature from causal inference is used also in
the discussion of estimator bias, but the reasoning here is more heuristic. Al-
though not utilized here, the potential for estimator bias may however also be
investigated within the causal framework, using counterfactual analysis (see
Pearl, 2000).

5.2.1 Spurious correlation:

Some background on DAGs

Consider a set of variables. A DAG of these variables consists of nodes and
arrows, where nodes represent the variables and arrows represent causal re-
lationships betweens variables. The word acyclic means that following the
direction of the arrows, it is not possible to visit the same node twice.

To simplify communication about the relationships in a DAG the following
nomenclature is often used: If there is direct causal effect of X on Y (an arrow
from X to Y ), X is the parent of Y , and Y is the child of X . Similarly we
use the words ancestors and descendants for all variables that are connected
following the arrows upwards or downwards. That is, for A→ B→C, A and
B are ancestors of C, B and C are descendants of A, etc. A sequence of arrows
connecting two variables is called a path.

We may condition on subsets of variables. The result of the conditioning de-
pends on the relationship between the variables. Figure 5.1 illustrates three
possible paths between variables (or sets of variables) V1 and V2, and the ef-
fect of conditioning on a third variable V3. When the path between V1 and V2
is a fork (Figure 5.1 a)) or chain (Figure 5.1 b)) conditioning on V3 blocks the
path between V1 and V2. If the path between V1 and V2 instead is an inverted
fork (Figure 5.1 c)) the path is blocked only if we do not condition on V3, or
on any descendent of V3.

Two variables V1 and V2 are called d-separated if there is no un-blocked (open)
path between them. The concept of d-separation is useful since it implies in-
dependence between the d-separated variables (see for example Pearl, 2000,
pages 16-17).

Confounders

A confounder, as defined in Section 5.1, introduces spurious correlation be-
tween its children. Conditioning on a confounder removes this spurious cor-
relation (Figure 5.1 a)). Selection is sometimes mentioned as a potential con-
founder. When the term confounder is defined as above we do however not
expect selection to be a confounder in the observational setting, selection is
likely to be a descendent of the variables of interest rather than an ancestor,
since it is not likely to affect the actual values of the data, only which part of
the data that we observe.
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Model Result of conditioning on V3

a)

V1

↗
V3

↘
V2

Spurious correlation

by V3 removed

b)

V3

↗
V1 ↓

V2

No effect of

V1 on V2, given V3

c)

V1

↘
V3

↗
V2

Spurious correlation

introduced

Table 5.1: Effect of V1 on V2, given V3
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Colliders

A collider is a variable that has two or more parents. Conditioning on a collider
(Figure 5.1 c)), or its descendants, introduces spurious correlation between
the parents of the collider. Allowing selection probabilities to depend on more
than one variable is analogous to conditioning on a collider.

Rule 1 (selection as a collider):

If selection is based on more than one variable spurious correlation is intro-
duced between these variables (the parents of the selection mechanism).

If selection is a descendant of a collider, spurious correlation is introduced
between the parents of the collider.

The consequences of introduced spurious correlation will depend on the over-
all structure of the data. The spurious correlation from the selection (collider)
can be illustrated in the DAG by adding undirected edges between the parents
of the collider. If adding these edges creates an un-blocked path between the
(previously independent) variables of interest the selection scheme has created
spurious correlation between these.

Rule 2 (creating dependence in a larger model):

If two variables X and Y are independent and adding selection creates an un-
blocked path between X and Y , the selection mechanism creates a spurious
correlation between X and Y .

Robins et al. (2001) use DAGs to show when tests are valid/not valid in data
with comorbidity and ascertainment, and to illustrate how conditioning will
affect the validity of tests. Comorbidity is the association of two or more dis-
eases, which sometimes complicates analysis. The tests they discuss are TDT
tests (Terwilliger & Ott 1992), which test if parental genetic material is inher-
ited in different proportions in cases and controls.

5.2.2 Estimator bias:

As mentioned above, spurious correlation can be considered a special case of
estimator bias.

Rule 3 (spurious correlation and estimator bias):

Spurious correlation implies estimator bias (in the corresponding effect para-
meter).
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However, estimator bias may be present even when there is no spurious cor-
relation. Recall the model Y |X = α + βX + ε described in Section 5.1. If we
first consider selection on X :

Asc← X → Y.

Then the data may be described by a likelihood based on

P(Y |X ,Asc = A) =
P(Asc = A|X ,Y )P(Y |X)

P(Asc = A|X)
. (5.1)

Analyzing the data by complete case analysis, ignoring the selection, cor-
responds to assuming that P(Y |X ,Asc = A) = P(Y |X). Fortunately, in this
model Asc depends on Y only through X . This implies that P(Asc = A|X ,Y ) =
P(Asc = A|X) so that P(Y |X ,Asc = A) indeed simplifies to P(Y |X).

Now instead consider selection on Y :

X → Y → Asc (5.2)

and let the data be described by a likelihood on the same form as above, based
on (5.1). Here X does not separate the selection Asc from Y as it did above,
and the simplification of the likelihood can not be made. The assumption that
P(Y |X ,Asc = A) = P(Y |X) is thus violated, and complete case analysis may
yield biased parameter estimates.

Similarly, in more complex models, one may investigate if Asc may, or may
not, be removed from the likelihood. To formulate this in more general terms,
we may replace the variables X and Y above with sets of variables V1 and V2
respectively. If V2 is d-separated from Asc conditional on V1 it implies that
P(V2|V1,Asc = A) = P(V2|V1).

Rule 4 (independence from selection):

Selection can be ignored if interest is in P(V2|V1) and V2 is d-separated (inde-
pendent) from the selection mechanism when conditioned on V1. In most other
cases complete case analysis will yield biased parameter estimates.

Below some examples are presented to illustrate when spurious correlation
and estimator bias may be introduced by selection.

Example 4 This example illustrates Rule 4, with Asc d-separated from Y .
Consider the model illustrated by Table 5.2 a). The model includes variables
X ,Y,C and Asc. Interest is in the effect of X on Y while the variable C is not
of particular interest. Selection depends on X through C, but not on Y when
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conditioned on X . We will here condition on C but the result holds also when
not conditioning on C.

The likelihood is based on

P(Y |X ,C,Asc = A) =
P(Asc = A,C|X ,Y )P(Y |X)

P(Asc = A,C|X)
. (5.3)

Since Y depends on C and Asc only through X we get P(Asc = A,C|X ,Y ) =
P(Asc = A,C|X) and thus P(Y |X ,C,Asc = A) = P(Y |X). We may use a com-
plete case analysis to investigate P(Y |X).

2

Example 5 This example illustrates Rule 4, with Asc not d-separated from Y .
Now consider the model illustrated by Table 5.2 b). The variables included and
the effect of interest is the same as in the previous example, but the structure
of the variables differ. Here selection is based directly on Y . Also, there is an
effect of C on Y . We construct a likelihood conditioned on X and C:

P(Y |X ,C,Asc = A)

Asc does not cancel out from this likelihood. Analyzing these data using com-
plete case analysis is likely to give estimator bias.

No spurious correlation is introduced by Asc or by conditioning on C. Note that
depending on the hypothesis of interest, it may be discussed if conditioning
on C is appropriate, since it is in the causal pathway between X and Y . In
this particular example conditioning on C or not does however not affect the
conclusion about Asc not canceling out from the likelihood.

2

Example 6 This example illustrates Rules 1 and 3. Now consider the model
described in Table 5.2 c), X and Y both affect C, which in turn affects Asc.
We choose not to condition on C since C is a collider of X and Y . However,
Asc is a descendant of C and the data are already stratified on Asc. A complete
case analysis ignoring Asc results in spurious correlation between X and Y .
Spurious correlation also implies estimator bias so there is no need to further
scrutinize the likelihood.

In the next example we discuss the same model in a real data setting, here also
conditioning on C.

2
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Model Conditioned
on

Spurious
correlation

Estimator
bias

a)

Y
↗

X Asc
↘ ↗

C

Asc,C No No

b)

Y
↗ ↘

X ↑ Asc
↘

C

Asc,C No Yes

c)

Y
↗

X ↓ Asc
↘ ↗

C

Asc Yes Yes

Table 5.2: Potential for spurious correlation and estimator bias in Examples 4, 5 and
6. Interest is in estimating the effect of X on Y , indicated with red arrows in the graphs.

Example 7 Prince et al. (2004) examined the relationship between the ApoE
gene, levels of Aβ42 in cerebrospinal fluid (CSF), and Alzheimer’s disease
(AD). Allele ε4 of the ApoE gene is a well-documented risk factor for AD.
Several studies have also found reduced levels of Aβ42 in CSF in AD patients.
The direct relationship between ApoE and Aβ42 is however less documented.
Prince et al. (2004) investigated AD patients and healthy controls separately,
and found a statistically significant association between ApoE and Aβ42 in
both groups. If AD affects Aβ42, as illustrated in Figure 5.2a), conditioning
on AD does not introduce spurious correlation between ApoE and Aβ42, and
it does d-separate ApoE and Aβ42 from ascertainment.

The direction of the biological relationship between Aβ42 and AD is however
not fully established. If the relationship between Aβ42 and ApoE instead goes
in the opposite direction, as illustrated in Figure 5.2b), conditioning on AD
diagnosis may introduce spurious correlation when investigating the effect of
ApoE on Aβ42.

This data set is analyzed in paper III, assuming the relationships described
by Figure 5.2b), and correcting for ascertainment using a Stochastic EM type
algorithm.

2

Example 8 As described above, experimental design and cohort studies are
similar in the sense that the design is on "exposure variables" X rather than
"response variables" Y , which circumvents the problem of selection bias when
conditioning on X . In cohort studies restriction of the source population may
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a)xxxxxxx Y1 (Aβ42)

↗
X (ApoE) ↑ Asc (Ascertainment)

↘ ↗
Y2 (AD)

b)xxxxxxx Y1 (Aβ42)

↗
X (ApoE) ↓ Asc (Ascertainment)

↘ ↗
Y2 (AD)

Figure 5.2: Two possible data structures in the Alzheimer’s disease data example. The
red arrows represent the relationship that is to be estimated.

X

↓ ↘
Selection

(conditioning)
Y

↑ ↗
C

Figure 5.3: Introducing spurious correlation between X and Y by restriction of cohort.
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however introduce spurious correlation between exposure variables, see Figure
5.3. It is worth to note, that when bias is introduced, it is not necessarily large.
Pizzi et al. (2010) quantify the bias in such a model, and find that the selection
scheme only introduces a weak bias.

2
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6. How to avoid ascertainment bias

As illustrated above, there is potential for introducing bias when using re-
sponse selective sampling if the analysis is performed naively. We list below
some approaches which can be used to to correct for ascertainment.

6.1 Incorporating selection in the likelihood

Bias from ascertainment can be avoided if the likelihood is correctly specified.
Ascertainment can be regarded as an additional variable in the data structure,
and modeled as such. Consider a simple model

X → Y → Asc.

that illustrates covariates X , response variables Y and ascertainment Asc for
one individual. This ascertainment scheme was treated in (5.2) of the previous
section. In the framework of Section 2.2, data can be thought of as originating
from a two-stage design, with response data collected at Stage 1 and covariate
data at Stage 2. The inclusion rule for Stage 2 data is based on Y , and later,
individuals with response data are lost.

There are several likelihoods that may be appropriate for analyzing a data set
{(X i,Y i); i = 1, . . . ,n} of n ascertained individuals, of which the most impor-
tant ones are:

6.1.1 A conditional likelihood

Conditioning on the event that an individual is ascertained, we get

P(X ,Y |Asc = A,θ) =
P(Asc = A|Y,π)P(X ,Y |θ)

P(Asc = A|θ ,π)
. (6.1)

Repeating this for n individuals, we obtain a log likelihood
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log(L(θ ,π)) =
n

∑
i=1

log(P(Asci = A|Y i,π))+
n

∑
i=1

log(P(X i,Y i|θ))

− n log(P(Asc = A|θ ,π))

where Asci = A is the event that individual i is ascertained. P(Asci = A|Y i,π)
depends on the ascertainment scheme π but not on the model parameters θ ,
and hence can be dropped from the likelihood. The term P(Asc = A|θ ,π) =∫

P(Asc = A|Y,π)P(X ,Y |θ)dY is sometimes intractable. In Paper III impor-
tance sampling is used for evaluating this integral.

6.1.2 Prospective ascertainment corrected likelihood

If X is considered ancillary, we may also employ a prospective ascertainment
corrected likelihood

L(θ ,π) =
n

∏
i=1

P(Y i|X i,Asci = A,θ).

As was seen in (5.1) and (5.3), ascertainment can be ignored for this likelihood
when selection is on covariates but not when selection is on response data or
for other more complicated ascertainment schemes.

6.1.3 A joint likelihood

Another possibility is to view unascertained observations as missing data and
treat them as such in the likelihood. Let m denote the unknown number of
missing observations. Then the full or joint likelihood of observed data and
ascertainment indicator is obtained by summing over m;

L(θ ,π) =
∞

∑
m=0

Qn+m

(
n+m

m

)
(1−P(Asc = A|θ ,π))m

×
n

∏
i=1

P(Asci = A|X i,Y i,π)P(X i,Y i|θ),

where Qn+m denotes the distribution of the total number (including missing)
observations before data are collected and

(n+m
m

)
is the number of ways to

extract m missing observations from a total of m + n. In Paper III we use a
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Stochastic EM-algorithm to fill in missing data as a way of approximating
the infinite sum by simulation. An interesting observation is that for certain
choices of Qn, the joint and conditional likelihoods are identical.

6.1.4 A retrospective likelihood

An advantage of working with a retrospective likelihood, based on

P(X |Y,Asc = A) = P(X |Y )

is that ascertainment cancels out of the equation. It is then possible to rewrite
one individual’s contribution to the retrospective likelihood in terms of
P(Y |X ,θ) as

P(X |Y,θ) =
P(Y |X ,θ)P(X |θ)

P(Y |θ)
=

P(Y |X ,θ)P(X |θ)
∑X P(Y |X ,θ)P(X |θ)

,

giving an overall retrospective likelihood

L(θ) =
n

∏
i=1

P(X i,Y i|θ).

However, the parameters of this likelihood are only identifiable under specific
parameterizations (Chen 2003). This is also illustrated when attempting to
calculate the efficiency of such a likelihood in Paper II.

6.2 Simulation based approaches

The approach for filling in missing observations to circumvent the inconve-
nience of incomplete data, which is described in Section 6.1.3, is similar, but
not identical, to multiple imputation (and similar techniques), used in missing
data problems. A major difference between the classical missing data problem
and ascertainment is that individuals are allowed to be completely missing in
ascertainment, while multiple imputation usually assumes that some data are
observed on each individual.

In Paper III, a Stochastic EM approach is described. As a comparison two
other simulation based techniques are also described, a data augmentation
method (Clayton 2003) and an importance sampling approach. These meth-
ods are used for the same missingness pattern as the Stochastic EM, but, un-
like the Stochastic EM, do not attempt to fill in the missing data, but instead
simulate complete data (importance sampling), or ascertained data (data aug-
mentation method), essentially in order to approximate numerically either the
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conditional likelihood or the score equations obtained from the conditional
likelihood; see Figure 6.1. These three simulation based approaches result in
different likelihoods, which nonetheless have some similarities.

6.3 Weighting

A straightforward and general approach to get unbiased estimates from data
under non-random ascertainment is to weight each observation with wi =
1/π i, where π i is the inclusion probability of individual i, see for example
Horvitz & Thompson (1952). In likelihood terms the weighted log likelihood
contribution of individual i then is

wi log(L(θ ;yi)).

This method, sometimes referred to as inverse probability weighting (IPW),
works for continuous variables as well as categorical ones. IPW will give un-
biased results but is not always fully efficient, see for example Armitrage &
Colton (1999). The selection procedure used by Horvitz & Thompson (1952)
had sampling probabilities proportional to the variance, a situation where the
resulting IPW estimator is indeed efficient. For an extensive discussion on the
asymptotics of weighted likelihood methods see Breslow & Wellner (2007).
A numerical comparison of inverse probability weighting (IPW) with other
methods is provided in Paper III.

6.4 Semi-parametric estimation

In Zhou et al. (2007) a semi-parametric empirical likelihood approach is used
for estimation in study designs where selection probabilities depend on a sin-
gle continuous response variable, Y . Data consist of both a simple random
sample and supplement samples from strata that are presumed highly infor-
mative based on their values of Y . This approach is attractive, because no
parametric assumptions are required for covariates and ascertainment prob-
abilities are not required to be known or estimated. The approach by Zhou
et al. (2007) is compared with other approaches for dealing with non-random
ascertainment in one of the examples in Paper III.
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Stochastic EM
type algorithm

MissingObserved

Data augmentation

Importance sampling

Simulated

SimulatedSimulated

Simulated

Figure 6.1: Simulation based methods, producing simulated observations from differ-
ent parts of the full data set. In the top figure the full or joint likelihood is approximated
by simulating missing (unascertained) data with iteratively updated parameter values
according to the Stochastic EM algorithm. In the middle figure, a conditional likeli-
hood different from (6.1) is constructed for which each real observation is augmented
with a number of simulated and ascertained pseudo-observations. Its derivative ap-
proximates the score function of the conditional likelihood (6.1). In the bottom figure
a conditional likelihood (6.1) is evaluated by approximating the ascertainment proba-
bility appearing in the denominator. This is done by Monte Carlo, where data points
are simulated before ascertainment and weighted according their conditional ascer-
tainment probabilities.
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6.5 Odds ratios and logistic regression

For binary response data odds ratios (OR) are commonly used to analyze data
under non-random ascertainment. An odds ratio for exposure i compared with
a reference exposure j is defined as

ORi j =
P(Y=1|X=i)

1−P(Y=1|X=i)
P(Y=1|X= j)

1−P(Y=1|X= j)

where P(Y = 1|X = i) is the probability of success for exposure i. If ascertain-
ment probabilities are different for the two outcomes, population odds ratios
will still be estimated unbiasedly by sample odds ratios. If we denote the dis-
tribution of the response variable for exposure i in the ascertained sample as
P(Y |X = i)∗, it is proportional to P(Y |X = i)P(Asc = A|Y ) when Y varies over
{0,1}. From this it follows that the odds ratio of the ascertained sample is

P(Y=1|X=i)?

1−P(Y=1|X=i)?

P(Y=1|X= j)?
1−P(Y=1|X= j)?

=

P(Y=1|X=i)P(Asc=A|Y=1)
(1−P(Y=1|X=i))P(Asc=A|Y=0)

P(Y=1|X= j)P(Asc=A|Y=1)
(1−P(Y=1|X= j))P(Asc=A|Y=0)

=
P(Y=1|X=i)

1−P(Y=1|X=i)
P(Y=1|X= j)

1−P(Y=1|X= j)

which is the same as for the population odds ratio. Note that these results are
valid for selection on a single variable. Odds ratios do however not automati-
cally correct for spurious correlation, which may be introduced when selection
is based on multiple variables.

Binary response variables can also be modeled with logistic regression. The
logistic link models the odds and shares the odds ratios convenient property
of giving unbiased effect estimates in case-control sampling, see Prentice &
Pyke (1979). The intercept is biased under non-random ascertainment even
when a logistic link is used and can thus not be used to estimate prevalence
of disease. The logistic link is the only link function that will give unbiased
effect estimates without taking the ascertainment into account. Kagan (2001)
proves this by comparing the likelihood under simple random sampling with
the likelihood under ascertainment.

Neuhaus (2000) describes how link functions can be adjusted to correct for
ascertainment in binary regression models. This is achieved by replacing the
mean by the function of the mean and the sampling probabilities. Neuhaus
(2002) also specifies the bias when ascertainment is ignored for some common
non-logistic link functions, and concludes that this bias can be substantial.

52



6.6 Categorizing continuous variables

One way of simplifying analysis is to dichotomize continuous response vari-
ables. Categorization is common in case-control studies since treating the re-
sponse variable as binary allows a logistic regression model to be used without
further ascertainment correction, as discussed in Section 6.5. However, there
is an information loss in the categorization of continuous variables and this
often leads to an unacceptably high loss in power. Cohen (1983) compares the
product-moment correlation between two normally distributed variables with
the correlation when one of the variables is categorized and concludes that the
reduction in correlation is about 20 percent when the data are split at the me-
dian, and even larger when the categories are of unequal size. If more than one
variable are dichotomized the reduction in correlation follows a more compli-
cated pattern and Cohen’s formula should not be used (Vargha et al. 1996).
The reduction in efficiency has also been investigated in applications, by for
instance Neale et al. (1994) who compare the power of continuous and cate-
gorized traits in genetic twin studies.

If the dichotomized variable is a confounder, the information loss due to the
dichotomizing can lead to insufficient confounder correction, as discussed by
Vargha et al. (1996).

If individuals are chosen from the extremes of the response variable distribu-
tion, as discussed by for example by Morton & Collins (1998), dichotomiza-
tion is not likely to make a big difference, since there is little variation within
the groups. If individuals are instead chosen from the whole range of the
response variable the result of categorization is less obvious. In Grünewald
(2004) an example is provided of how dichotomizing response variables can
affect power in a genetic association study with non-random ascertainment.

53





7. Summary of papers

The objective of Paper I is to provide a framework for describing and con-
structing multistage designs, and tools for comparing the cost efficiency trade-
off for such designs. Fisher information matrices and relative average costs for
multistage designs are derived. A Monte Carlo method is used to overcome
computational issues when needed. To facilitate comparison of efficiency of
different designs graphical tools for such comparison are provided by plotting
efficiency (3.1) or cost adjusted efficiency (3.3) against the relative average
cost (3.2).

Paper II focuses on ascertainment samples, which can be viewed as a spe-
cial case of the multistage design, with data lost for all individuals that are
not sampled at all stages. The objective of the paper is to provide tools for
comparison of different ascertainment schemes. As in Paper I, efficiency and
cost adjusted efficiency are calculated from Fisher information matrices. The
likelihood, and thus also the information matrix, of an ascertainment sample
is however somewhat different from that of the standard multistage design
sample.

A disadvantage of non-standard sampling is that the analysis of such sam-
ples is complicated. As was illustrated in Section 5 ascertainment generally
gives rise to bias of parameter estimates if not corrected for. In Paper III
an algorithm is provided that allows for correction of ascertainment, when
ascertainment probabilities are known/estimable. The algorithm is similar to
the Stochastic EM algorithm, and corrects for ascertainment by filling in the
missing data, thereby approximating the full likelihood of Section 6.1.3. The
method can be used for continuous response variables as well as categorical
and multivariate ones. In the examples investigated quite simple models were
used, in order to illustrate some key points, but the general principle is not re-
stricted by a certain data structure or ascertainment scheme. In the algorithm
the key values that have to be specified are:

• The ascertainment scheme.
• The full data likelihood.

None of these are likely to be perfectly specified in real data analysis. Sensitiv-
ity analysis investigating some possible types of misspecification are provided
in the paper. The effect of misspecification of ascertainment scheme and error
term distribution did induce some bias in the estimates.
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8. Discussion

In this thesis we have described a general cost-efficiency framework for mul-
tistage and ascertained studies, and also proposed a simulation-based method
of inference for ascertained data.

The cost-efficiency theory is general and incorporates both retrospective and
prospective designs, as well as combinations of thereof. To illustrate the the-
ory, we have, to a large extent, focused on observational studies, with selection
partly or fully based on response variables.

When efficiency (3.1) or cost-adjusted efficiency (3.3) is plotted against rel-
ative average cost (3.2), the parameter values θ must be specified. These are
naturally unknown and to avoid that a misspecification gives an inefficient
sample it is advantageous to take an iterative approach to design. First a small
sample may be collected, and then more data filled in, based on crude parame-
ters estimates. In experimental design such approaches are successfully used.
In observational design pilot studies are frequently used to resolve other issues
in the data collection (such as phrasing of questionnaires), but they are also
useful for gathering information for the efficiency calculations. In the actual
efficiency calculations, uncertainty about θ may also be handled by investigat-
ing more than one scenario θ , and choosing a robust sample that gives accept-
able cost-efficiency performance for all chosen scenarios. In practical terms
this may be accomplished by identifying regions of sampling schemes that
give "acceptable efficiency" in each graph rather than just the "maximum ef-
ficiency", and then see if these overlap when comparing scenarios. It is worth
noticing that an area of "acceptable efficiency" does not necessarily have to be
symmetric around the maximum efficiency or of the same size for all scenar-
ios.

Another complication when selecting an efficient sampling scheme is that
sometimes more than one hypothesis is of interest. Here a similar strategy,
to choose a sampling scheme that gives acceptable efficiency for all hypothe-
ses, rather than to optimize for a single hypothesis, may be advantageous.

Efficiency calculations will rarely capture all the aspects of data collection. A
complicated design may require more work from data collectors, or result in
more non-response than a simpler design. These aspects are rarely incorpo-
rated into the decision process formally, but may sometimes be quantified in
parallel to the cost-efficiency in order to make a well grounded decision.
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Analysis of a response selective sample usually requires appropriate informa-
tion about the selection procedure. This information is, however, not always
available; in ascertainment samples such information is often lost. Even if a
selection procedure is carefully designed before data collection, additional
selection processes are often working in parallel to the intended selection
process. Examples of such processes may be that the data collector finds that
the proposed selection procedure will not allow the study to follow the dead-
line and retreats to a more convenient sampling scheme. The clinic where
cases are recruited, might be too busy and miss to enroll some subjects. Sub-
jects may decline participation, or drop out of the study, and thus contribute
with a layer of missing data on top of the designed missingness. Such unin-
tended selection processes are however not unique to response selective sam-
pling, but may arise in SRS as well. Even when the ascertainment scheme
is somewhat misspecified, ascertainment adjusted analysis may be advanta-
geous to analyzing the data naively. Sensitivity analysis, investigating a range
of plausible ascertainment probabilities, then make inference more robust.
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Appendix A: R code

R code producing some of the results presented in the thesis are available at
http://www2.math.su.se/∼mariag/software. This includes

• Efficiency calculations for a logistic regression model with sampling in two
stages.
-

• Efficiency calculations for a linear regression model with sampling in two
stages.
-

• Efficiency calculations for sampling in three stages in a model with two
Gaussian response variables.
-

• A SEM type algorithm for a linear regression model with ascertained data.
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Appendix B: Errata Paper II

Equation (4) on page 2080 should be:

Lasc(θ ,π) = ∏
i;Ji=1

(1−P(Ai|θ ,π)) ∏
i;Ji=2

P(zi|θ)π(yi)

∝

n

∏
i=1

(1−P(Ai|θ ,π)){Ji=1}P(Ai|θ ,π){Ji=2}
∏

i;Ji=2
P(zi|Ai,θ ,π),

line 3 on page 2081 should be:

IZ|A(θ ,π) = E[Cov(ψ(Z;θ)|A)],

and line 9 on page 2081 should be:

Iasc(θ ,π) = nIA(θ ,π)+nP(A|θ ,π)IZ|A(θ ,π)
= nIA(θ ,π)+ Icondasc(θ ,π).
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