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Abstract
Modern physical experiments often require advanced instruments using the latest 
technology. The need for custom instrumentation demands constant research and 
development of new tools, electronics and instrumentation methods. This is the field 
of instrumentation physics.

To address the need of customization and high processing capability of new 
instruments, high capacity Field Programmable Gate Arrays (FPGA) have become 
very popular with their versatility, programmability, high bandwidth communication 
interfaces and signal processing capabilities. This work describes four projects where 
FPGAs were key elements of the instrumentation devices.

The ATLAS detector at the Large Hadron Collider experiment at CERN uses a 
three level trigger system, where the first level is custom hardware based to analyze 
collision events in real-time. The experiment generates 40 million events per second 
that needs to be analyzed and large FPGAs are used to detect interesting events. In 
the first project a jet-finding algorithm was developed and implemented in an FPGA, 
and different verification methods have been created to validate the functionality and 
reliability of it.

The new European X-Ray Free Electron Laser (XFEL) facility at DESY in 
Hamburg will enable scientist to study nano structures on the atomic scale. Its laser 
pulses will have the strongest peak power in the world with extremely short duration 
and a high repetition rate, which will even allow filming of chemical reactions. In the 
second project an advanced timing and triggering distribution system was developed, 
that is essential for the operation of the whole experiment. The timing system uses 
modern FPGAs to distribute  high-speed signals  over  optical  fibers  and to  deliver 
clocks and triggers with most accuracy.

In detector systems based on segmented Ge-detectors, different methods are 
developed to improve time, energy, position and direction information. To increase 
accuracy  a  method  greatly  oversampling  the  analog  signals  and  with  less  ADC 
resolution  has  been  suggested.  By  oversampling  the  signal  a  greater  effective 
resolution can be achieved, while averaging, which would improve the total system 
performance. In the third project a new data acquisition board was designed based on 
high-speed ADCs combined with high-performance FPGAs, to process the data in 
real-time.

Finally, in the last project a new innovative solution has been developed to 
replace an aging test system used at CERN and Stockholm University to test vital 
electronics in the Tile Calorimeters of the ATLAS detector system. The new system 
is entirely based on a commercial FPGA development board, where all the necessary 
custom communication  protocols  have  been implemented  in  firmware  to  emulate 
obsolete hardware.
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Abbreviations
Common abbreviations:

ADC Analog-to-Digital Converter

AMC Advanced Mezzanine Card

ASIC Application Specific Integrated Circuit

ATCA Advanced Telecommunications Computing Architecture

BGA Ball Grid Array

CAD Computer Aided Design

CDR Clock and Data Recovery

CML Current Mode Logic

CPU Central Processing Unit

DAC Digital-to-Analog Converter

DCI Digitally Controlled Impedance

DDJ Data-Dependent Jitter

DDR Double Data Rate

DSP Digital Signal Processor

EMI Electromagnetic Interference

ENOB Effective Number Of Bits

FEL Free Electron Laser

FFT Fast Fourier Transform

FPGA Field Programmable Gate Array

GPIO General Purpose Input Output

Gsps Giga samples per second

GTP Multi Gigabit Transceiver in Xilinx FPGAs

GUI Graphical User Interface

HDL Hardware Description Language

IC Integrated Circuit

I/O Input/Output

LED Light Emitting Diode

LUT Look-Up-Table

LVDS Low-Voltage Differential Signaling

M-LVDS Multipoint Low-Voltage Differential Signaling

OS Operating system

PCB Printed Circuit Board
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PCIe Peripheral Component Interconnect Express

PID Proportional-Integral-Derivative

PLD Programmable Logic Device

PLL Phase-Locked Loop

RAM Random Access Memory

RMS Root Mean Square

SoC System on Chip

SFP Small Form-factor Pluggable

SPI Serial Peripheral Interface

SPICE Simulation Program with Integrated Circuit Emphasis

SU Stockholm University

UART Universal Asynchronous Receiver/Transmitter

USB Universal Serial Bus

VCO Voltage Controlled Oscillator

VCXO Voltage Controlled Chrystal Oscillator

VHDL VHSIC Hardware Description Language

VHSIC Very High Speed Integrated Circuit

XFEL X-Ray Free Electron Laser

Common to ATLAS and LHC:

BCID Bunch-Crossing Identification Number

CMM Common Merger Module

CP Cluster Processor

CPM Cluster Processor Module

CTP Central Trigger Processor

DAQ Data Acquisition

FCAL Forward Calorimeter

G-Link HDMP-1032/1034

JEM Jet/Energy-sum Module

JEP Jet/Energy-sum Processor

LSM LVDS Source Module

PPM Pre-Processor Module

PPr Pre-Processor
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ROC Read-Out-Controller

ROD Read-Out Driver

ROI Region-of-Interest

TTC Timing, Trigger and Control

VME Versa Module Europa
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 1 Introduction

 1.1 What is instrumentation physics and why is it  
needed?

Physics is a broad field of science that aims to study and understand the laws of 
nature.  It  often  overlaps  with  other  field  of  sciences,  especially  in  modern 
experiments. Physical experiments are essential to verify hypotheses and to discover 
new phenomena.

Physical experiments rely on instruments to collect data. An instrument is an 
apparatus that measures some sort of physical quantity. This might be anything from 
a simple voltage measurement from a single sensor to a complex data acquisition 
system that collects data from a large experimental apparatus. To advance the reach 
of scientific knowledge, advances in instrumentation technology are vital.

New developments in instrumentation are often made possible by advances in 
technology  (Figure  1.1 to  1.3).  And in  some cases,  new technologies  have  been 
developed  to  satisfy  the  need  for  new  instrumentation.  In  this  way,  modern 
experimental physics and advanced technology are dependent on each other, and go 
hand in hand.

Instrumentation physics is  the field where research and development  about  
instruments for physical experiments are carried out. It brings together the fields of  
advanced electronics,  detector  technology and modern experimental  physics,  and 
advances the reach of scientific research.

 1.2 About this work

The  work  presented  in  this  thesis  involved  development  of  instrumentation 
electronics for advanced physics experiments. To understand the real effort behind 
this work, a chapter has been dedicated to explain hardware development.

The  work  comprises  four  projects.  The  first  project  was  for  the  ATLAS 
experiment at the Large Hadron Collider experiment at CERN, and involved FPGA-
based  electronics  for  high-speed  pipelined  real-time  event  analysis,  as  well  as 
software development for diagnostics purposes. The second involved development of 
a high-precision timing and triggering distribution system for the new European X-
Ray Free Electron Laser at DESY. This was a system-level project, including printed 
circuit  board  (PCB)  production,  FPGA  design,  software  development  and 
characterization  measurements  of  the  hardware.  The  third  project  was  aimed  at 
development  of  a  high-speed  data  acquisition  board  for  segmented  Ge-detectors, 
which included advanced analog and digital electronics designs at both the PCB and 
FPGA levels, as well as test software for debugging. And in the fourth project an 
FPGA-based  embedded  system  was  developed  to  create  a  modern,  portable 
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replacement  for  the  aging  test  system for  the  ATLAS hadronic  Tile  Calorimeter 
digitizer system.

Well-known examples of state-of-the-art instrumentation in different fields of modern 
research. All combine advanced sensor technology with  state-of-the-art electronic 
data acquisition systems.
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Figure 1.2: The ATLAS detector of the  
Large  Hadron  Collider  studies  
interactions  between  particles  and 
gives  us  better  understanding  of  the  
standard model and our universe. It is  
among  the  biggest  and  heaviest  
instrument  to  study  the  smallest  
elements known to mankind.

Figure  1.1:  The  Hubble  Space 
Telescope is  probably  one  of  the  
most  famous  instruments  that  
reveals  secrets  about  deep  space 
and its contribution to astronomy 
research has been significant.

Figure  1.3:  Modern  medical  
imaging devices such as a PET-CT 
are powerful instruments to study a  
human body and is the backbones of  
modern research in medical physics,  
that  has  greatly  improved  the  
quality of today's health care.



 2 Developing Hardware for Modern Experiments
Developing electronic hardware for physical experiments requires expertise in many 
disciplines, including printed circuit board design, integrated circuit development and 
software development.

Advances in instrumentation often require using front-line technologies. These 
technologies tend to evolve rapidly, so developers are required to constantly update 
their skills.  In addition to new electronic devices, it is important to keep up with  
advances in CAD tools and manufacturing processes as well. It is also important to 
appreciate the need for simulation and prototyping. Simulation tools and prototype 
manufacturing  can  have  high  costs  in  time  and  money,  but  the  consequences  of 
skipping these can be even more costly.

This  chapter  presents  a  broad  introduction  to  the  main  areas  of  hardware 
development, intended to explain some of the background behind the work that is 
being described in this thesis.

 2.1 Knowledge about basic and advanced electronics

Many  considerations  are  important  when  planning  an  advanced  instrumentation 
project, and a good understanding of both digital and analog electronics is crucial, 
sometimes even to the level of the theory of electromagnetism [1]. Digital electronics 
are becoming increasingly complex as more and more functionality are merged into 
fewer devices. Logic and signaling are pushing towards higher clock speeds, and as 
digital  electronics  enter  the  high-frequency  domain  it  also  becomes  an  advanced 
analog electronic problem.  Besides basic functionality, other considerations such as 
signaling standards, device and power compatibility, and system reliability are vital. 
An increasing trend is toward integrating embedded computers into digital hardware 
for  control,  monitoring  and  data  logging.  So  an  understanding  of  computer 
technology is needed as well. 

 2.2 Developing Printed Circuit Boards (PCB)

High-speed Printed circuit board (PCB) design is perhaps the most complex part of 
system development. It is very time consuming and involves many important steps. 
Modern high-end CAD tools have evolved to improve efficiency and performance, 
but have at the same time become increasingly complex and time consuming to learn. 
CAD systems need to evolve quickly to keep up with advances in technology, so 
software revisions are seldom perfectly stable before they are released; therefore, it is 
often the task of the developer to understand and work around bugs in the design 
environment. 

The  CAD  tools  used  in  this  work  were  mainly  from  Mentor  Graphics 
Corporation [2], which produces high-end professional tools for industry. Schematics 
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were designed in  the program DxDesigner, and board layout and routing were done 
in  Expedition  PCB.  For  signal-integrity  simulations,  both  pre-  and  post-layout, 
HyperLynx was utilized. To integrate the FPGA into the PCB design IO-Designer 
was used. An open-source SPICE simulator was used for analog simulation of some 
electronic parts, on the schematics level.

 2.2.1 System-level design

The first  step of  the design process is a top-level  analysis  of  the application and 
requirements, in order to come up with a solution at the conceptual level.  It is very 
important to research and understand all the technologies involved in the application 
and the system.  Once a  rough idea  of  the system exists  it  is  divided up into  its 
functional parts, to break down the complex system into smaller, but simpler pieces. 
System-level design may require several iterations, but is extremely important since 
overlooked problems at this stage could lead to a failure of the overall system.

 2.2.2 Schematic capture

The schematic capture process, (Figure 2.1) transfers the system-level design into real 
electrical schematics. Finding the right components and studying their documentation 
in  detail  is  important,  but  also  very  time  consuming.  Creating  the  necessary 
component libraries for the design is another major work.

Some critical parts need to be simulated at the schematic stage (Figure 2.2 and 2.3) to 
ensure they work as expected. Most ICs do not have a functional simulation model, 
but only a simplified model for signal-integrity simulations. When simulating signal-
integrity  it  is  also  important  to  properly  model  any  parasitic  effects  that  are  of 
interest.
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Figure 2.1: Schematic capture with DxDesigner.



 2.2.3 Board layout

During the board layout process the real physical  board takes shape (Figure 2.4). 
Before beginning the layout process, important pre-layout work must be done. First 
the optimal stackup (the layer structure of the board) needs to be decided. It is then 
possible to determine the optimal dimensions for different types of plated holes and 
signal traces, to achieve optimal electrical characteristics. At this stage it is good to 
involve the PCB manufacturer to make sure that they can actually manufacture it 
according  to  the  requirements.  If  the  stackup  and  all  the  trace  dimensions  are 
determined, then several pre-layout simulations (Figure 2.5) need to be done in order 
to test the predicted signal-integrity for different scenarios.

The  layout  process  is  very  time  consuming  and  requires  proper  planning  of 
component  placements  and  routing  of  traces.  In  case  of  high-speed boards,  deep 
physical understanding of the analog behavior is of great benefit to achieve the design 
goals.
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Figure 2.2: SPICE 
simulation of a power filter.

Figure 2.3: Simulation result of  
the power filter.

Figure 2.4: Layout of a board, with Expedition PCB.



Once the board layout is complete, some critical parts need to be simulated 
again (Figure 2.6) to verify that the final layout works as expected from the pre-
layout simulations. Sometimes it can be beneficial to perform post-layout simulations 
during the layout process, because errors could be hard to correct once the board is 
fully populated and routed.

 2.2.4 Manufacturing and assembly

Manufacturing  of  the  PCB  (Figure  2.7)  is  made  by  an  external  company,  often 
abroad. To avoid manufacturing problems at a later stage it is important to maintain 
close contact with the company  to verify that they have the necessary manufacturing 
technology and to manage costs. The manufacturer can sometimes provide valuable 
feedback that could also improve the design.

Soldering  of  the  components  to  the  board  (Figure  2.8)  is  also  typically 
performed by an external assembly company with access to automated mounting and 
soldering equipment. To avoid mounting problems at the final stage, it is also a good 
practice  to  keep  a  close  contact  with  the  assembly  company  during  the  layout 
process.
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Figure 2.6: Post-layout  
simulation to test the 
achieved performance.

Figure 2.7: An empty PCB 
ready for assembly.

Figure 2.8: A fully mounted PCB.

Figure 2.5: Pre-layout  
simulation to experiment  
with design parameters.



 2.2.5 Verification

When the board returns from assembly it must be thoroughly tested. Initially only 
simple tests are carried out, including verifying that all power supplies are fine and 
checking that some status LEDs are working. 

More detailed verification follows with the help of advanced instruments such 
as  digital  oscilloscopes,  spectrum-analyzers,  logic-analyzers  and  digital  pattern-
generators. Some of the important things to verify are the signal-integrity of critical 
signals  in  the  PCB,  noise  from  both  on-board  devices  and  power  source,  and 
electromagnetic interference (EMI) with the environment.

More advanced verification requires completion of the full digital functionality 
of the board.   These verifications are more at the system-level, and are discussed in 
section 2.6.

 2.3 Developing with Field Programmable Gate Arrays

Field Programmable Gate Arrays (FPGA)play an important role in modern digital 
electronics, especially when customizable high-performance functionality is needed. 
In the following few sections FPGAs and their use are discussed in some detail.

 2.3.1 Field Programmable Gate Arrays

The functionality of a digital Integrated Circuit (IC) is achieved by integrating many 
interconnected  logical  gates  onto  a  single  chip.  Most  integrated  circuits  are 
application-specific,  which  means  that  they  have  a  fixed  function  for  a  specific 
purpose.  Such circuits  are generally  referred to as Application Specific Integrated 
Circuits, or ASICs. ASICs are expensive and time consuming to design, but single-
unit costs are low, making ASICs the ideal solution for mass-productions. However, 
in applications such as instrumentation development it is desirable to create ICs with 
new functionalities in limited quantities and relatively short time. For these occasions 
a Field Programmable Gate Array (FPGA) is often the better solution. FPGAs are 
mass-produced  ICs  containing  large  numbers  of  configurable  logic  gates  and 
programmable interconnections, allowing rapid and economical development of new 
digital designs. 

 FPGAs  have  great  flexibility  compared  to  full-custom  ASICs.  They  are 
reprogrammable to any specific application and most errors can be simply corrected 
by loading a new firmware design into the device. This allows parallel development 
of the PCB and the digital circuit, since designers can “program” their way out of 
most problems. This flexibility comes at some cost: the general-purpose architecture 
of FPGAs compromises digital performance to some degree relative to an ASIC. And 
the per-unit price of an FPGA is larger than that of a comparable ASIC, making them 
less economical for large production volumes. 
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To deal with the advantages an ASIC might have over the FPGA, vendors have 
begun  to  implement  more  and  more  dedicated  components  into  FPGAs.  Many 
modern  FPGAs  now  contain  dedicated  memory  blocks,  hardware  multipliers, 
components for fast carry-look-ahead arithmetic, high-speed serial transceivers, and 
even CPU cores. 

As already mentioned FPGAs are normally used in products with relatively 
small quantities. However, FPGAs can also be used in products where future updates 
to  the  functionality  might  be  expected.  FPGAs  can  even  be  used  during  the 
prototyping process for a new ASIC, since the same FPGA can be reconfigured many 
times to test new functions and to correct mistakes, while reiterations of an ASIC can 
be very expensive.

 2.3.2 FPGA design methods

Developing a  design for  an FPGA involves  writing  a  description  of  the  design’s 
functionality  in  a  so-called  Hardware  Description  Language  (HDL).  The  most 
common HDLs are VHDL [3] and Verilog [4]. The functional level of the code can 
be decided by the user. If one prefers to write high-level coding style by describing 
the functionality of the design, then the compiler will do its best to translate it into 
working hardware. The user can also choose low-level coding style to describe the 
design  in  terms  of  the   FPGA  primitives,  in  order  to  have  better  control  over 
performance. Most designs usually end up as a mixture of both high and low-level 
coding. Besides simple text editors there exist a number of graphical design tools, 
which in turn generate HDL code for implementation. 

 2.3.3 Implementation

Implementation of the HDL design into an FPGA consists of three major processes: 
synthesis, place-and-route and configuration.

In synthesis, the HDL code is first compiled, which is a process where the code 
is  interpreted  and translated  into  elementary  building  blocks.  During  compilation 
basic  improvements  are  made to  the design if  possible.  Once the  HDL design is 
compiled the resulting design is optimized. The purpose of optimization is to reduce 
the design area and achieve maximum speed by reducing the required logic resources 
while minimising logic  depth.  After  optimisation,  a  timing analysis  is  performed, 
which  determines  the  minimum  signal  propagation  and  calculates  the  maximum 
clock frequency.

Once  the  synthesis  is  done  the  design  is  described  by  FPGA  primitives 
connected together. These primitives must be placed in the FPGA and connected in 
the best way, a process which is again optimized using advanced algorithms. This 
process is called place-and-route. After the primitives are placed and connected a 
timing analysis is made, where the signal propagation is calculated through the actual 
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routings  and  primitives.  This  gives  the  most  accurate  timing  information  of  the 
design. When all primitives and connections are finally made a configuration file is 
generated, which is loaded into the FPGA to give its configuration.

To create an optimal design it is essential to have a deep understanding of the 
specific  FPGA’s  architecture.  One  must  know the  capabilities,  resources,  special 
features and limitations of the device to be able to plan the design in advance and 
utilise the resources properly. 

 2.3.4 Verification and debugging methods

During development it is  important to verify the proper functionality of the HDL 
design. Functionality can be verified by HDL simulation. When a design is simulated 
a test pattern may be presented to the design and the data is processed according to 
the HDL code and rules. The results are then presented graphically. Functionality can 
be verified both before and after synthesis. 

When designs become larger and more complex, a designer may no longer be able to 
verify every part of the design. There are parts that are so critical that they would 
show errors immediately in the final design if they would contain any errors in the 
HDL code, and would also give a clear hint about the location of the error, while  
other parts may only introduce subtle errors on rare occasions. To avoid these, large 
and complex designs  should  be  divided into  smaller  parts  that  can  be  separately 
simulated and debugged. 

Once a design is considered complete, simulated or not, it needs to be verified 
in hardware. Only when a design is running in a real FPGA it can be proven that it  
works at the required speed. Sometimes it is desirable to be able to run at higher 
speeds too, to make sure that the design is really reliable at the required speed.

When all simulations are showing a working design and if the hardware still 
malfunctions, the debugging process can be tricky. Fortunately there are methods that 
allow the designer to “look inside” One method is to use internal memory in the 
FPGA  to  record  selected  signal  states.  In  that  case  every  interesting  signal  is 
connected to dedicated memory, which captures the interesting event for later readout 
to a computer by some communication link. This method requires additional design 
features, which need to be implemented by the designer and work reliably from the 
beginning. 

 2.4 Embedded systems

Embedded systems are playing an increasingly important role in modern electronics. 
They can control everything from simple ICs to very advanced instrument devices. 
All projects described in this work included embedded system development. While 
embedded systems can be FPGA-based or use discrete CPU chips, here we discuss 
only FPGA based solutions.
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 2.4.1 Introduction to embedded systems

Embedded  systems  are  special-purpose  computer  systems  designed  to  perform 
dedicated functions. They are based on a Central Processing Unit (CPU) or a micro-
controller, running standalone software or an operating system. The CPU has some 
memory  connected  to  it,  where  the  software  and  temporary  data  are  stored,  and 
usually  also  includes  some  Input/Output  (I/O)  units  for  communication  with  its 
environment. 

Two types of CPUs can be implemented in modern FPGAs. The simplest and 
most  flexible  is  a  CPU  built  from  programmable  logic  blocks,  and  can  be 
implemented  in  most  FPGAs.  This  is  called  a  soft CPU.  Some  modern  FPGAs 
contain  one  or  several  real  (hard)  dedicated  CPU cores  embedded  in  the  FPGA 
fabric. These CPUs are usually much faster but less flexible, and interconnect with 
programmable logic through a special bus.

Using  CPUs  in  FPGAs  increases  the  importance  of  meeting  the  timing 
requirements  for  the  design.  A  normal  design  without  a  CPU  may  not  be  that 
sensitive to errors and can often recover from a faulty state. The errors would then 
only be temporary.   However,  a CPU which does not  meet the requirement may 
malfunction completely.

In Xilinx FPGAs the most commonly used CPUs are the soft MicroBlaze [5] 
and hard PowerPC cores, although ARM [6] is about to be introduced in the latest 
family of FPGAs.

 2.4.2 Applications

Development  of  an  embedded  system  can  be  time  consuming  because  of  the 
hardware’s  complexity.  However,  once  the  hardware  is  created,  writing  complex 
software is much simpler than redesigning the hardware counterpart for a specific 
task. If a task is not time critical or performance demanding but relatively complex, 
then it should be implemented in software in an embedded system. However, if a task 
is time critical or performance demanding then it should be implemented in hardware, 
regardless of complexity. 

 2.4.3 Development

Components  in  a  modern  embedded  system  have  a  more  or  less  standardised 
interface to some standard bus. These standardisations make system creation easier, 
since most components must be connected to the bus in a similar way. That allows 
software vendors to create tools that can do the basic jobs of creating an embedded 
system. With modern tools a simple embedded system with a CPU and some standard 
peripherals can quickly be created with wizards. Those simple systems can be used as 
they are or serve as a base for more advanced systems.

Although this makes the creation of embedded systems easier, it can become 
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very complicated whenever a custom component needs to interface with the system. 
The tools can help with some templates for the interface towards the system bus, 
however,  it  requires  understanding  of  how the  bus  protocol  function  to  properly 
interface with the component.

 2.4.4 Verification

Verification of an embedded system is usually done in hardware only. Simulation of 
such  a  complex  system rarely  gives  any  clue  to  potential  problems.  It  is  nearly 
impossible to follow what the software is doing by trying to interpret the activity of 
internal signals. Also many third-party components are proprietary and behave like 
black-boxes,  which  hides  the  content.  This  often  makes  early  simulation 
uninteresting.

Components  that are  developed by the vendor or  third-party companies are 
carefully verified, so they can be expected to work. Also components that are reused 
from previous projects  where they have been verified should work.  Usually,  it  is 
newly developed components  that  are most  prone to  malfunction.  However,  most 
problems in embedded systems are caused by bugs in the running software.

Debugging  an  embedded  system  usually  involves  both  debugging  of  the 
hardware and software. Debugging embedded system hardware is similar to any other 
plain hardware debugging, except that it requires knowledge about the CPU system 
as well.  However, debugging the software requires some communication with the 
user. The simplest way is if the system can output debug messages through a console. 
If no console is available then a debug interface can be added to the CPU, through 
which more advanced debugging is possible. Most of the time, however, experience 
and good imagination are the most valuable tools.

 2.5 Software development

Software science is one of the biggest areas of development, however, only a brief 
description will be given here.

Most hardware need some sort of controlling software to function. Advanced 
systems usually  require  lots  of  software  development,  which sometimes can take 
significantly longer time than the development of the hardware. In advanced systems 
that connect to a computer and perhaps contain an embedded system, software needs 
to be developed for both the computer and the embedded system separately. During 
hardware development lots of test software has to be written that will usually never 
make it  into  any user  application.  These  are  used to  debug the  hardware  and to 
qualify it during production.

For computer  software development in this  work,  open-source development 
tools  were  used including GNU C/C++  [7] and KDevelop  [8].  All  software  was 
written for Linux, in a Linux environment. An important part of the development 
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environment  is  the  OS  specific  device  driver,  which  is  later  used  by  the  user 
application. For the embedded system a vendor provided cross-compiler was used to 
develop the software. Some more advanced embedded systems can run on a complete 
operating system such as embedded Linux. In these projects the operating systems 
µC-Linux [9] and later PetaLinux [10] were used.

 2.6 System verification

When everything is developed, including the PCB, FPGA-firmware and drivers with 
test software, the system verification process then begins to make sure that the whole 
system functions properly for the application.

System verification becomes increasingly difficult  when more parts  interact 
with each other. The user application may communicate with the driver, which in turn 
communicates  to  the  OS  to  access  the  embedded  system  of  the  hardware.  The 
embedded  system  also  communicates  with  its  internal  peripherals  to  access  any 
external devices of the electronics. The electronics is also communicating with the 
environment or with other electronic devices, that it may be connected with. Each 
part of the system can malfunction and even communication between parts can fail.

When a system is very complex some hard to find bugs may escape attention, 
and will only be discovered once a large number of users start to use the system. 
Hardware bugs are usually less frequent then software bugs, but more difficult to 
correct afterwards without a reiteration of the hardware.
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 3 Project I – Design, implementation and test of the 
FPGA version of the ATLAS jet finding algorithm

 3.1 Introduction to Large Hadron Collider (LHC)

 3.1.1 Particle physics and the Standard Model

Particle physics is the study of the fundamental particles and the interactions between 
them. All particles (Table 1) are subject to a few fundamental forces, carried by force 
mediating particles (Table 2). The basic principles of particle physics, as we know it 
today,  are  described  by  the  Standard  Model  [11] [12],  which  describes  the 
fundamental particles and interactions.

There are 12 matter particles and each particle has its own antiparticle, which 
has opposite charge. The particles are divided into three generations, of which only 
particles  from the  first  generation  are  stable.  Particles  from the second and third 
generation  are  created  at  higher  energy densities,  and are  very  short  lived.  They 
usually decay into lighter particles until they reach stability in the first generation. In 
each  generation  there  are  two  quarks  and  two  leptons,  with  different  interaction 
properties. These particles are summarised in the following table.

Electric 
charge (proton 
charge)

Mass Mean 
lifetime (s)

Quarks

1st 

generation
Up         (u) +2/3 ~ 3 MeV Stable
Down    (d) -1/3 ~ 6 MeV Stable

2nd 

generation
Charm   (c) +2/3 ~ 1.3 GeV ~ 10-15

Strange  (s) -1/3 ~ 100 MeV 10-10 – 10-8

3rd 

generation
Top        (t) +2/3 ~ 171 GeV ~ 10-25

Bottom  (b) -1/3 ~ 4.2 GeV ~ 10-12

Leptons

1st 

generation
Electron neutrino  (νe) 0 < 2 eV Stable
Electron  (e) -1 511 keV Stable

2nd 

generation
Muon neutrino (νμ) 0 < 2 eV Stable
Muon     (μ) -1 106 MeV 2.2 •10-6

3rd 

generation
Tau neutrino (ντ) 0 < 2 eV Stable
Tau         (τ) -1 1.78 GeV 3 •10-13

Table 1: Particles of the Standard Model. Each of these 12 matters have their anti-
matter, making it 24 plus the intermediate particles, see next table.

There  are  four  fundamental  forces:  electromagnetic,  strong,  weak and gravity,  of 
which  gravity  is  not  part  of  the  Standard  Model.  The  electromagnetic  force  is 
responsible for the Coulomb force, and mediated by photons. The strong force binds 
quarks together by particles called gluons, and is also responsible for binding the 
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nucleons in the atomic nucleus. The weak force is responsible for weak decays and is 
mediated by Z0, W+ and W-.

Gravitational 
interaction

Weak 
interaction

Electromagneti
c interaction

Strong 
interaction

Particles 
experiencing

All Quarks, Leptons Electrically 
charged

Quarks, 
Gluons

Particles 
mediating

Graviton (not 
yet observed)

W+  W-  Z0 γ Gluons

Mass 
(GeV/c2)

0 W±: ~ 80.6
Z0: ~ 91.16

0 0

Electric 
charge

0 W+: +1, W-: -1
Z0: 0

0 0

Table 2: Mediating particles and their relation to the fundamental forces.

 3.1.2 Beyond the Standard Model

Although the Standard Model describes our current knowledge of particle physics 
very well, it is clear that our knowledge is not yet complete. There are also important 
questions that can not be explained by the current Standard Model. Our incomplete 
knowledge is the driving force for pushing experiments even further, in the quest for  
greater understanding of our universe.

We do not know why different particles have different masses, and what the 
origin of the mass is. The theory about the Higgs mechanism could give an answer to 
the mass, but the Higgs particle, which is required by the theory, still remains to be 
found.

The majority  of  our universe is  thought to be made up of  so called “Dark 
matter”  [13],  which is  matter  which does  not  emit  electromagnetic  radiation,  and 
“Dark energy” [14], which would explain the accelerating expansion of the universe. 
Its presence can only be observed by the presence of gravitational forces. With some 
luck we might be able to create Dark matter in the experiments at the Large Hadron 
Collider.

In the Big Bang equal amount of matter and antimatter was created. That is 
because, according to our current observations, matter and antimatter is created in 
pairs and their quantities should be equal. However, this is not the case today. Today 
our universe is made up almost exclusively from normal matter. 

Why do we have three generations of elementary particles, not more or less? 
How should the Standard model be modified to incorporate finite neutrino masses? 
There are many other unanswered questions, of which a few might be answered by 
the LHC, and perhaps suggesting how the Standard Model could be extended.
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 3.1.3 How to study particle physics

Particle physicists create exotic particles, observing their properties and behaviour, 
and finally try to make sense of the results.

Mass and energy are related to each other by the famous formula  E=m c2  
[15],
where m is the mass at rest and c is the speed of light in vacuum. In every event the 
total energy is preserved. That means for example that an unstable heavy particle can 
decay into several lighter particles, which then could have higher velocities because 
of the excess kinetic energy. However, if two light particles, with very high kinetic 
energies, happen to interact with each other, they could then transform into a heavier 
particle but with less kinetic energy. To create new particles one can accelerate two 
particles and letting them interact with each other, producing a high center-of-mass 
energy. That is the principle of a collider, indicated in Figure 3.1.

Collisions are produced within detectors, where properties of the created particles are 
measured and their  tracks  followed.  Many interesting particles  have such a  short 
lifetime that  they practically  decay as they leave the interaction point  and before 
being detected.  In those cases the decay products  are measured,  from which it  is 
possible to trace the event back to its origin.

Today most accelerators are circular for practical reasons. The particles can 
circulate  many times before  they reach  maximum speed,  hence  requiring  smaller 
acceleration stages. A disadvantage of this approach is that charged particles, when 
accelerated  by  magnetic  fields  to  keep  the  particles  on  their  circular  path,  emit 
synchrotron radiation [16]. During synchrotron radiation particles lose energy, which 
ultimately limits the performance of the accelerator. Particle physicists have therefore 
started  to  design  linear  accelerators  for  future  generations  of  colliders.  Another 
approach is to accelerate hadrons, such as protons, which lose a smaller fraction of 
their energy to synchrotron radiation.
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Figure  3.1:  a)  Two  particles  are  
colliding.  b)  In  the  collision  
interactions  may  occur  that  might  
be of interest to particle physicist. c)  
New heavier  particles  are created.  
d)  The  unstable  particles  decay,  
leaving  lighter  and  more  stable  
particles behind.



 3.1.4 The Large Hadron Collider

The  Large  Hadron  Collider  (LHC)  [17] is  a  new  particle  collider  at  the  CERN 
laboratory [18]. LHC will collide beams of hadrons with energies of 7 TeV. Initially 
it will collide protons, but the experimental program also includes runs with heavy 
nuclei.

The LHC collider serves five experiments. The experiments are ATLAS, CMS, 
ALICE, LHCb and TOTEM, shown in Figure 3.2. ATLAS and CMS are two large 
general purpose detectors, of which ATLAS is the one where this work was done and 
will  be discussed here.  The TOTEM detector  is  part  of  CMS, while  ALICE and 
LHCb are  separate,  more  specialized  experiments.  For  more details  the  reader  is 
encouraged to read about the LHC experiment at [18].

 3.2 The ATLAS experiment

ATLAS  (A  Toroidal  LHC  ApparatuS)  [19] [20] is  one  of  two  general  purpose 
experiments at LHC. It  is  designed to study a wide variety of physics signatures, 
including searches for the Higgs boson, evidence of new physics, and  high-statistics 
measurements of the top quark. To achieve this, the ATLAS collaboration has built 
an advanced detector to precisely measure the large numbers of particles produced in 
each collision, as well as a complex trigger and data acquisition system to manage the 
data volumes produced by the detector.  

 3.2.1 The ATLAS detector

The ATLAS detector is  46 metres long, has a diameter of 25 metres, and a total 
weight  of  about  7000  tonnes,  and was  assembled roughly  100 metres  below the 
ground  in  one  of  four  large  experiment  caverns  on  the  LHC  ring.  The  detector 
consists  of  three  major  sub-detectors,  arranged  in  concentric  layers  around  the 
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Figure 3.2: The Large Hadron Collider  
with its five experiments.



interaction point: the inner detector, the electromagnetic and hadronic calorimeters, 
and the muon spectrometer and the magnet system (Figure 3.3).

The inner detector  [21] is designed to detect ionized tracks from charged particles 
leaving the interaction point. It is the detector closest to the interaction point, starting 
at a radius of just a few centimetres from the beam, and has a total length of about 7 
metres  and  a  maximum  diameter  of  about  2.4  metres.  The  inner  detector  is 
surrounded by a superconducting magnetic solenoid that creates a 2 Tesla axial field. 
The moving charged particles in a magnetic field experience the Lorentz force, hence 
following a curved track. The direction and curvature of the measured tracks will thus 
indicate the particles' charge and momentum, respectively.

The calorimeter system [22] surrounds the inner detector and magnetic toroid, 
and comprises two layers. Electrons and photons lose most or all of their energy in 
the inner, electromagnetic layer, while hadrons penetrate more deeply, leaving much 
of their energy in the hadronic layer. The calorimeters measure particle energies by 
sampling  the  signals  from secondary  particle  showers  produced  as  the  incoming 
particle energies are absorbed. 

The muon detector  [23] is the largest part of the detector, and is essentially a 
tracking system that measures the paths of muons, which are not absorbed in the 
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Figure 3.3: The ATLAS detector with its constituents. The inner  
detector is made up of the SCT Tracker, Pixel Detector and TRT  
Tracker.  The  Liquid  Argon  Calorimeter  comprises  the  
electromagnetic  and end-cap  calorimeters,  while  the  the  Tile  
Calorimeter comprises the hadronic barrel. The muon detectors  
and the associated superconducting toroidal magnet system are  
also indicated.



calorimeters. The large size is necessary to accurately measure the bending of the 
muon trajectories  as  they traverse the strong toroidal  magnetic  field produced by 
superconducting air-core coils.

Figure  3.4 illustrates  the  typical  signatures  of  various  particles  in  the  different 
detector systems. Neutrinos, which escape the detector completely undetected, can be 
indirectly measured by calculating imbalances in the final energy and momentum. 
Some simulated events are illustrated in Figure 3.5. 
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Figure 3.4: The principle of the detector system.

Figure  3.5:  Cross  section  of  a  simulated  
proton-proton event in the ATLAS detector.  



 3.2.2 The ATLAS trigger and data acquisition system

The LHC collides proton bunches at the interaction point up to 40 million times per 
second,  with  multiple  collisions  per  bunch  crossing.  To  reduce  the  dataflow  to 
manageable levels,  ATLAS uses a multi-level  'trigger'  system that examines each 
event and selects only the few per second that may contain interesting physics.

The trigger  design is  a  critical  part  of  all  particle  physics  experiments.  To 
continuously analyse and classify large numbers of data sets,  the simplest way to 
increase performance would be to simply parallelise the analysis system. However, 
such a system quickly becomes very expensive. A better approach is to divide the 
analysis algorithm into sequential steps of increasing complexity, and implement it in 
a  pipelined  architecture.  Thus  it  becomes  possible  to  balance  the  required 
performance with algorithm complexity in each stage of the pipeline. These stages 
are called 'levels' in a trigger system. The first level identifies event features with 
simple  algorithms  at  a  high  rate,  and  consecutive  stages  perform more  complex 
analyses only on events passing previous stages. This is an efficient solution, and is 
widely used in many experiments. The exact trigger architecture requirements for an 
experiment are set by the complexity of the algorithms, the required performance, 
and the limits of available technology.

The trigger system [24] [25] of the ATLAS detector has three levels (Figure
3.6).  The first  level  (Level-1) is  hardware based,  with massively parallel  analysis 
algorithms implemented in  custom-built  electronic  systems.  The second and third 
levels are software based, running on dedicated CPU farms.

Level-1  analyses  every  bunch  crossing,  and  identifies  key  features  in  each 
event using simple algorithms on a reduced set of detector data. Of 40 million events 
analysed per second, the Level-1 trigger accepts up to 75000 events to be read out for 
further  analysis.  The  decision  to  accept  must  be  made within  2.5 µs,  because  of 
memory limits in the readout system. Practically this latency is kept to around 2 µs to 
maintain a contingency. A large part of this latency budget is consumed by signal 
transmission to and from the detector, making the Level-1 trigger  extremely time 
critical.

At the second level, the remaining 75 thousand events are reduced to a few 
thousand by re-examining features identified by Level-1 at full detector resolution 
and applying more sophisticated algorithms. To reduce the computation load on the 
second  level  trigger,  its  feature  algorithms  are  seeded  by  feature  types  and 
coordinates indicated by the first level trigger, so-called ROIs (Regions-of-Interest). 

The third level reduces the rate of accepted events to less than 100 per second 
by performing a full physics analysis on the detailed event data. Events passing all 
three levels are recorded to magnetic tape, processed, and distributed to computing 
centers around the world for analysis by collaborating institutes.
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 3.3 Level-1 trigger system

As mentioned, the level-1 trigger [26] is designed to analyse up to 40 million events 
per second, and accept less than 75000. The level-1 trigger system comprises several 
subsystems (Figure 3.7).  These include the calorimeter  and muon triggers,  which 
identify interesting features and transmit them to the central trigger processor (CTP) 
[27], as well as the timing, trigger and control (TTC) system [28].
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Figure 3.6: The three-level ATLAS trigger system.



The calorimeter and muon triggers receive and analyse reduced granularity data from 
their respective detector systems. Results from both systems, are sent in real time to 
the CTP, where the final decision to accept the events is made. This Level-1 accept 
result  is  distributed  with  precise  timing  by  the  TTC  [29] system  to  all  detector 
systems, initiating read-out of the accepted event. Region-of-Interest (ROI) data for 
accepted events are read out from the Level-1 calorimeter and muon triggers and sent 
to the level-2 trigger system. All event data from the detector and trigger systems are 
transmitted  to  the  Data  Acquisition  system  (DAQ)  for  further  processing  and 
analysis.

 3.3.1 The Level-1 calorimeter trigger

The Level-1 calorimeter trigger is itself divided into three main sub-systems (Figure
3.8),  each based on custom-built,  modular  hardware in dedicated crates. Many of 
these  boards  use  programmable  logic  devices,  Field  Programmable  Gate  Arrays 
(FPGA), for flexibility and cost efficiency.
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Figure 3.7: ATLAS level-1 trigger  
system.



The  Pre-Processor  system  (PPr),  receives  about  7200  analogue  signals  from  the 
calorimeters. The system resides in 8 crates with 16 Pre-Processor Modules (PPM) 
[30] in each. Four of the PPr crates process electromagnetic calorimeter data and 4 
process  hadronic  data.  On  the  PPMs  the  analogue  signals  are  amplified  and 
conditioned before they are being digitised at 40 MHz. The digitized samples are 
processed  with  optimal  filter  and  peak-finding  algorithms  to  extract  calibrated 
transverse energy sums  assigned to the correct  LHC bunch crossing.  The digital 
output of the PPr is sent on over serial links to the two digital algorithm processors, 
the Cluster Processor  (CP) and Jet/Energy-sum Processor (JEP). The CP subsystem 
receives so-called trigger towers,  with granularity  0.1 x 0.1 in η and φ.  The JEP 
receives and processes a coarser set of 'Jet elements', which are typically 0.2 x 0.2 
trigger  tower  sums  (some  forward  calorimeter  sums  have  differing  geometries). 
Trigger tower sums have an 8-bit dynamic range and Jet elements have a 9-bit range, 
both starting at 1 GeV.

The  Cluster  Processor  (CP)  occupies  4  crates  with  14  Cluster  Processor 
Modules (CPM) [31] in each, each crate covering one quadrant of the calorimeter. It 
identifies isolated electromagnetic or hadronic clusters for each event.

The  Jet/Energy-sum  Processor  system  (JEP)  occupies  2  crates,  with  16 
Jet/Energy-sum Modules (JEM) [32] [33] in each. The JEP performs two algorithms 
in parallel: The jet algorithm identifies  clusters of energy deposits corresponding to 
showers of particles from scattered quarks and gluons. The energy-sum algorithm 
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Figure 3.8: Level-1 calorimeter trigger system for the  
ATLAS detector.



calculates the total and vector sums of all transverse energy deposits in the detector, 
to calculate total transverse and missing transverse energy.

The CP and JEP subsystems share common hardware. In each CP or JEP crate 
are two Common Merger Modules (CMM)  [34]. These modules receive real-time 
output from all CPMs or JEMs in the crate. The CMMs in a designated crate in each 
subsystem gather  crate-level  results  from the  other  CMMs via  cables  to  form a 
system level results, which are then transmitted to the CTP.

 3.3.2 The Jet/Energy-sum Module

The JEM receives input data over serial links [32] brought through backplane headers 
into  four  input  FPGAs,  shown  in  Figure  3.9 and  3.10.  The  jet  and  energy-sum 
algorithms are each implemented in their own large dedicated FPGAs (although a 
significant portion of the energy-sum algorithm is carried out in the input FPGAs). 
The  Jet-identification  algorithm is  based  on  overlapping,  sliding  windows,  so  in 
addition to the data received from the serial links, the Jet FPGA also receives shared 
environment data via the backplane from neighbouring JEMs. Jet element sums are 
sent  to  the  jet-FPGA  at  80  MHz  using  a  semi-serial  format,  with  the  5  least 
significant  bits  arriving first  and the 5 most significant bits  arriving last.  See the 
appendix for more details about the JEM.
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Figure  3.9:  A  JEM  1.x  
module,  with  four  input  
FPGAs, a Jet-FPGA  and a  
sum-FPGA.

Figure  3.10:  A  JEM  1.x  module,  with  its  
four  input-FPGAs,  the  jet-FPGAs  and  the  
sum-FPGA.



 3.4 The Jet-processing FPGA (jet-FPGA)

The Jet FPGA is one of two large FPGAs on the JEM main board. It contains the jet  
algorithm as well as other related functionality.

Data from the input-FPGAs and the backplane are received and demultiplexed 
to 40 MHz. Since the data arrive from two sources with different phases they need to 
be resynchronised to a single clock source at the input stage. Noise is suppressed by 
applying a  minimum threshold  to  the  data  values.  JEMs receiving data  from the 
forward and end-cap calorimeters must also perform some remapping of the signals. 
The event data are then processed by the Jet algorithm, described in section  3.5 .

The real-time output of the Jet algorithm, consisting of multiplicities of each 
Jet threshold found, are sent via backplane to the jet CMMs, which produce global jet 
results that are reported in turn to the CTP. If an event is accepted, the coordinates 
and  threshold  bits  set  for  each  jet  found  are  sent  as  ROIs  over  optical  links 
communication  to  so-called  read-out  drivers  (RODs),  from  which  they  are 
transmitted to the Level 2 trigger. 

 3.4.1.1 Timing and clock solution

Since latency is a critical issue in Level-1, it was important to minimize the latency of 
the Jet algorithm. The total latency of the real-time data path through the jet-FPGA is 
2.75 clock cycles, or 68.75 ns.

The entire  FPGA runs  from one clock-domain which can be either  of  two 
available clocks (TTC outputs clk_des1 and clk_des2, respectively), with separately 
adjustable phases. On the JEM clk_des2 is only used by the jet-FPGA, which makes 
it possible to adjust the phase of the jet-FPGA relative to the rest of the JEM, while 
resynchronising the input data. The FPGA runs from clk_des2 when it is available, 
otherwise it automatically falls back to clk_des1. By being able to run from both 
clock sources the FPGA is tolerant to faulty clock configurations, so that register 
accessibility is maintained with both clocks.

 3.4.1.2 Diagnostic functionality

For  any  complex  design,  adequate  debug  capabilities  are  essential  to  successful 
detection and understanding of problems. 'Spy-memories' at the inputs and outputs of 
the  design  allow  users  to  “look  inside”  the  FPGA  and  see  the  history  of  the 
behaviour. The jet-FPGA contains three sets of spy-memories. One set records all 
input data arriving to the jet algorithm, from jet elements to configuration settings, 
making it possible to simulate how the jet algorithm should have reacted to a certain 
event.  Another  records  all  outputs  from  the  algorithm,  which  can  be  read  and 
compared against the simulated results. Finally a third set of memories records the 
output from the Read-Out-Controller (ROC), so that the readout behaviour can be 
verified.

The available memory resources in the FPGA are limited so they must be used 
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in the most efficient way possible. To conserve resources, several units in the design 
share the same memory elements. This means that the memory contents are mixed, so 
data extraction is performed by software that decodes the content upon readout. The 
memories are configured in a way that allows 256 events to be recorded on the inputs 
and outputs of the algorithm, and more than 170 events from the readout.

Sometimes it is desirable to see what happens during a certain condition or 
event, which demands recording of data at these occasions. The Jet-FPGA can initiate 
recording not  only  from software  commands through VME access,  but  also  as  a 
response to Level-1 Accepts and/or programmable TTC instructions. 

Each spy-memory supports  two recording methods.  In the 'normal'  method, 
when recording is  initiated  the whole memory is  filled with  data  just  once.  This 
method is commonly used when the functionality of the algorithm is being verified. 
The other method records continuously until the initiated recording signal is received, 
upon which it continues to fill half the memory and indicates when the trigger was 
received. This method is useful when the conditions prior to the interesting event 
might be of importance, such as during different calibration procedures.

During verification of the jet algorithm the creation of random test vectors and 
loading them into playback memories are the most time consuming processes. To 
greatly  speed  up  the  verification  process  the  jet-FPGA  uses  a  hardware 
pseudorandom number generator to create random events in real time. The maximum 
value on the inputs can be adjusted by masking inputs with a programmable value. 
The  periodicity  of  the  generator  is  very  long,  and  has  an  acceptable  distribution 
quality. It is also very small, utilises less than 1% of the device, and is very fast.

Perhaps  the  most  interesting  debug  functionalities  are  provided  by  the 
embedded  CPU  system,  which  can  provide  some  intelligent  behaviour  during 
difficult situations. It is composed of a Xilinx MicroBlaze soft CPU with 64 KB of 
RAM connected to it,  and an interface between the system registers and the CPU 
system bus. All communication between the user and the embedded system occurs 
through a few VME accessible registers. The user can write instructions to the CPU 
in some registers, and the CPU responds through some others. The whole embedded 
system takes only a few percent of the device, and runs at the same speed as the jet  
algorithm, at about 40 MHz.

The embedded system allows the implementation of complex debug software. 
These debug software programs are independent from the online software (standard 
software  to  debug  and  control  the  whole  system),  and  require  less  maintenance. 
Debug applications which can run inside the embedded system are much easier to 
develop  in  a  small  C++  environment  than  the  same  development  for  the  online 
software.

With the embedded system and the random test pattern generator, both located 
in the jet-FPGA, verification of the jet algorithm could be done entirely inside the 
FPGA. In fact  that  was the main reason for  implementing the embedded system. 
Although the embedded CPU cannot match the performance of computer CPUs in the 
standard simulation and verification methods, it still outperforms the standard method 
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by far,  simply because all  data circulates only inside the FPGA, avoiding serious 
communication  bottlenecks  between  the  FPGA  and  external  computer.  Most 
important it allowed full tests of the algorithm before they were supported by the 
online software. Other interesting applications are described in the appendix.

 3.4.2 Structure

The architecture of the jet-FPGA is modular based, shown in Figure 3.11,which has 
several  important  benefits.  By  implementing  major  functionalities  in  separate 
modules, it is easier to add, replace or modify the components without the need to 
keep track of the rest of the design. By creating as weak coupling as possible between 
components, meaning that components are less dependent of each other, the design 
becomes more fault tolerant and reliable. The source of faulty behaviour becomes 
easier to find and development becomes easier, since the problematic functionality is 
usually handled by a known unit and can then be debugged separately. For practical 
reasons, however, all design codes are located in a single file. It has the benefit that 
the correct versions of all units are located together, and the hierarchy of the units is 
already  sorted  out  for  design tools  that  do  not  support  automatic  analysis  of  the 
hierarchy.
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Figure 3.11: Jet-FPGA design. Modules with orange colour are debug  
modules, hence not necessary in the final version.



 3.5 Jet-finding algorithm

When an unstable  particle  with  excess  energy travels  through the  detector  it  can 
decay in multiple steps, creating several lighter particles in each decay, and leave a 
“shower of  particles” in the detector.  This  shower of  particles  is  called a  jet and 
usually deposits in several adjacent bins in the detector. It is these jets the algorithm 
[32] in this project needs to identify.

 3.5.1 Algorithm description

The  detector  is  divided  up in  four  quadrants  (Figure  3.13)  and  each  quadrant  is 
handled by eight JEMs. Each jet algorithm receives data from 7 x 11 = 77 inputs, 
shown in  Figure 3.12. The 8 x 4 core region is divided up in 8 Region-of-Interests 
(ROIs). The rest of the inputs are overlapping values from neighbouring regions.

From these inputs 2x2, 3x3 and 4x4 cluster sums are calculated, shown in  Figure
3.14.  Among the  2x2 clusters  sums in  the  core  regions  the  local  maximums are 
identified, by comparing each 2x2 cluster sum with adjacent 2x2 clusters according 
Figure 3.15.
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Figure 3.13: Division of the 
detector.

Figure  3.12:  Inputs  to  the  jet  
algorithm.  Each  JEM  receives  some 
overlapping  values  from  two 
neighbouring  JEMs  and  from 
neighbouring quadrants.



If a local maximum is identified then the 4x4 cluster sum, which surrounds the 2x2 
cluster, and the largest 3x3 cluster sum which contains the 2x2 cluster, (Figure 3.17) 
together with the 2x2 cluster sum, are compared against 8 programmable thresholds. 
If the 2x2 cluster contains some FCAL elements, these must be treated differently 
due to their different bin sizes. Thus when the JEM receives FCAL values, the related 
cluster sums are compared to a different set of thresholds. Positions of the possible jet 
candidates  are  labelled  and  which  thresholds  they  exceeded  are  indicated.  A 
simplified diagram of the full algorithm is shown in  Figure 3.16. Each clock-cycle 
about 800 arithmetic operations are required to calculate one event.
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Figure  3.14:  Cluster  sums  2x2,  
3x3 and 4x4.

Figure 3.17: The 4x4 and the  
largest 3x3 cluster selected for a 
2x2 local maximum.

Figure 3.15: 
Definition of a local  
maximum. Each 2x2 
cluster sum is  
compared with the  
surrounding 2x2 
cluster sums.

Figure 3.16: Overall functionality  
of the jet-algorithm.



Sometimes  input  elements  can  be  saturated  because  of  saturated  detectors  or  an 
arithmetic saturation in one of the previous modules. In those cases it is not possible 
to make accurate calculations anymore. When this happens these elements are given 
their highest possible value, and a saturation condition is flagged.

 3.5.2 VHDL Implementation

There are two implementations of the jet algorithm, an early one which turned out to 
be insufficient  and the new one completely redesigned from scratch.

 3.5.2.1 First design

The first design had a quite different architecture from the current one. It was based 
on semi-serial pipelined arithmetic, which processed the lower 5 bits first and the 
upper 5 bits last of the 10 bit input data using the phase of the 40 MHz clock to 
control  dataflow,  with  the  whole  design  running  at  80  MHz.  All  adders  and 
comparators  used  10  bit  arithmetic,  and  overflows  were  handled  by  flags  and 
truncations. However, truncated values indicated by overflow signals meant that the 
output of the algorithm could potentially be wrong due to incomplete partial results. 
Sums in the adder-tree were organised such that partial sums were reused whenever 
possible, to reduce device utilisation and try to minimise the latency of the algorithm. 
Total latency of the algorithm was 4 x 40 MHz clock cycles, or 100 ns.

Although the old design seemed mainly complete, it had several problems. The 
biggest problem by far was that it missed the performance requirement. There were 
several reasons for this, but lack of verification is most elementary and should be 
discussed. The first step to verification is functional simulation, which is usually done 
by every designer. However, the second step which is just as important as the first 
one is to implement the part, synthesising it and take it through the place-and-route, 
to verify that it really meets the requirement. Finally the resulting logic usage should 
be verified, to make sure that the right logic resources are used and in a desired way. 
This requires the most knowledge about hardware design, and could only be skipped 
if the component meets the timing requirement while resource usage is unimportant. 
In the case of the first jet algorithm the only verifications that were carried out during 
development were the functional simulations of the components, but even those were 
very inadequate. The only synthesis, but without the place-and-route, was done once 
the design was completed and at that point it was too late.

Some of the important problems with the design became clear early, however, 
it was still decided that the old design should be continued by trying to improve it.  
Proper simulation and verification methods were created, since those were essential 
for future development. A VHDL testbench which automated functional verification 
was  created,  and  enabled  the  simulation  of  many  millions  of  test  events.  For 
verification  in  hardware  a  testbench  in  the  FPGA  on  a  development  board  was 
developed,  which  allowed  to  determine  the  reliable  and  maximum  speed  of  the 
design. Finally the algorithm was tested in the target FPGA on a real JEM. More 
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about these methods are presented in chapter 3.6.
Errors  found  by  functional  simulations,  such  as  wrong  arithmetic  and  faulty 

wiring, were corrected. Although the simulation revealed errors and the cause of the 
arithmetic problem was obvious, wiring problems on the other hand had to be found 
manually due to the limited output from the algorithm. To improve speed all  the 
subcomponents  were  tweaked  to  the  maximum,  without  changing  the  overall 
architecture and a performance improvement by a factor of 2.5 was achieved. Much 
of the improvements were achieved by translating slow conditional tests  into fast 
arithmetic operations and then being able to use much faster resources of the FPGA. 
Modern  FPGAs  also  have  resources  for  fast  parallel  arithmetic  and  most 
subcomponents had their semi-serial arithmetic replaced with parallel ones, except 
for the adder-tree in the initial stages of the design.

Once the design was fully  debugged,  error  free and optimised to  meet timing 
requirements,  it  was time to test it  on a  real  JEM. A test pattern of  hundreds of 
random events was created and run through the design a few times, to make sure that 
everything is ready before we make a longer test run. However, the result contained a 
large  number  of  errors,  which  initially  seemed  unreasonable.  After  detailed 
inspection of the result and comparing results from different runs, it became clear that 
same events were passed sometimes and failed other times, indicating random errors. 
This  indicated  that  the  design  was  on  the  edge  of  a  working  state,  which  is 
insufficient. 

The adder tree turned out to be the major source of the problems. First of all, it  
was the slowest part of the design. It was still using semi-serial arithmetic and little 
improvement could be made. If initial sums become wrong then the local maximum 
finding may fail and the ROI position could become wrong. The faulty sum which is 
then passed to  threshold checking could easily  give wrong result  too.  That could 
explain  why  ROIs  were  located  randomly  around  the  position  where  they  were 
supposed to be, and why threshold checking did not seem to work. Also the observed 
consistency between the ROI vectors and jet multiplicities could then make sense. It 
is important to note that random test patterns made it possible to detect this problem, 
since real physical data would be too trivial due to its simplicity and would probably 
not show this type of error.

The adder-tree was divided into too many sections and was handicapped by its 
size,  which  made  rework  practically  impossible.  Facing  the  problem  that  major 
structural changes had to be done, and not yet implemented functions such as the 
FCAL handling had to be added later which also affects the adder-tree, it was decided 
that the problems were too many and would be better to redesign the whole algorithm 
from scratch.

 3.5.2.2 New design

The functionality of the new design was originally very similar to the old one, 
which  initially  served  as  a  reference.  However,  as  the  specifications  evolved  the 
functionality had to be updated, and once the FCAL handling was specified it had to 
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be implemented as well. 
Latency of  the algorithm was reduced to  2 x 40 MHz clock cycles,  which 

corresponds to 50 ns. The algorithm uses full parallel arithmetic to take maximum 
advantage  of  the  fast  arithmetic  resources  of  modern  FPGAs.  To avoid  potential 
problems related to truncated sums and overflows the whole algorithm uses 14-bit 
arithmetic. Even the new design reuses resources, such as partial sums in the adder-
tree, whenever possible.

One of the most important properties of the new VHDL code is that it is quite 
short, flexible and easy to work with. It was found convenient to make the design 
reconfigurable using easily modified variables.  To make that possible most of the 
algorithm and its architecture were expressed by formulas, some more complex than 
others. The algorithm contains many recurrent patterns in its functionality. Design 
style based on formulas in loop statements are inherently easy to debug, and reliable 
once they are made to work. By taking maximum advantage of the design tools, and 
with proper coding, an optimum result was achieved. 

An even greater flexibility was pioneered by creating a special version of the 
code where the latency was configurable as well. This was achieved by inserting an 
arbitrary  number  of  registers  either  at  the  beginning,  end  or  the  middle  of  the 
algorithm, and letting the tools spread them out evenly. Unfortunately, with current 
optimisation algorithms and the complexity of the jet algorithm the result  is  only 
satisfactory but not ideal. With future versions of the design tools this is hoped to 
improve, and this design may become the preferred one.

 3.6 Verification and testing

 3.6.1 Verification of the jet algorithm

As  mentioned  in  previous  sections  detailed  verification  is  essential  to  successful 
development of the jet algorithm. As development progresses, different verification 
methods are applied at different stages, from simple VHDL simulations to advanced 
verification and debugging in the final hardware environment. 

 3.6.1.1 VHDL testbench

With complex designs it is common to use a “testbench”, a design which contains the 
original design as a black-box component,  and feed test signal to its  inputs while 
reading out the outputs, shown in Figure 3.18. A testbench has no inputs or outputs of 
its own.

The testbench  created  for  the  jet  algorithm has  some advanced  features  to 
enhance verification by automating the process as much as possible. To automatically 
verify  the  result  from the  original  jet  algorithm a  non-synthesisable  algorithm is 
implemented into the testbench. It only describes the functionality in the simplest 
way, and has been verified against an external C++ reference algorithm. To properly 
test  the  algorithm  full  random  inputs  are  generated  for  both  jet  elements  and 
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configurations,  which  can  run  continuously  for  as  many  events  as  desired.  The 
random number generator is seeded at start, so that simulations can be repeated in 
case an interesting error occurs. The simulation displays important signals in an easy 
to read way for debugging, shown by Figure 3.19. By comparing results from both 
algorithms, events that contain errors from the hardware design are marked so that 
they can be easily found at the end of the simulation. If any errors occur during the 
whole  simulation  a  simulation  failure  is  indicated  at  the  end,  for  quick  result 
interpretation. For offline debugging the testbench can write all inputs and outputs to 
a file, either all events or just the faulty ones, for manual verification or against the 
reference software.

A few millions  of  events  were  tested  successfully,  which  indicated  correct 
functionality.  It  was  interesting  to  note  during  development,  however,  that  some 
small  mistakes  in  the  code might not  show up immediately.  In  fact  some errors, 
caused by simple mistakes, only showed up by several thousand events apart. When 
simulating millions of events this is not an issue. However, it could become an issue 
when the number of simulated events is limited, which will be discussed later.
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Figure 3.19: Functional simulation of the jet algorithm. Only the  
interesting signals are shown with different colour coding. If an 
error would occur the error signal would indicate the event, while  
the pass signal would indicate a simulation failure at the end.

Figure 3.18: Principle  
of the testbench for the  
jet-algorithm.



 3.6.1.2 Verification against C++ software

Verification  against  C++  reference  code  can  be  performed  by  several  software 
programs. A simple command line tool,  online software and even programs in an 
embedded system may be used. The C++ reference software is useful because it is 
easily understood by pure software developers and physicists, who need to verify the 
efficiency of the algorithm on real physical events.  It  is  also the simplest way to 
describe the functionality of the algorithm, since it is independent from any hardware 
obscurities. All the verification tools are based on one of two versions of the C++ 
reference code.

The first version tries to simulate the hardware implementation of the old jet 
algorithm design. It is basically a C++ description of the real hardware and describes 
how the hardware is supposed to work, no more no less. It is used in a command line 
tool and the online software, and can accept results from the VHDL testbench, the 
Virtex-II development board (Memec V2MB1000 [35]) and the JEM. This code was 
used to verify both the old jet algorithm and initially the new algorithm as well, since 
it did not support the latest functionalities.

The second version of the C++ reference code, simulates only the functionality 
of the algorithm. In other words, it describes what the jet algorithm is supposed to do, 
and not what a certain hardware implementation should do, since that information can 
be gained from the VHDL simulation anyway and it would trivially agree with itself. 
This version was originally intended for an embedded system with a less powerful 
CPU, hence it is optimised for speed and to use minimal amount of memory. It was 
mostly used in the embedded system, but it also runs well on a desktop computer. It  
can accept results from a second development board (Xilinx ML402  [36]) and the 
JEM. This version supports the latest functionalities, including FCAL handling and 
some  changes  to  the  algorithm  due  to  different  interpretation  of  the  required 
algorithm  specifications.  It  was  only  used  to  verify  the  new  version  of  the  jet 
algorithm.

 3.6.1.3 Using the V2MB1000 development board for verification

Initially when the jet algorithm was ready for tests on the target FPGA, which is the 
Virtex-II, no JEM with that FPGA was available. An alternative solution was created 
with a Memec V2MB1000  [35] development board. Since that board has the same 
FPGA family as the final JEM will, it was suitable for speed and reliability tests of 
the algorithm.
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The algorithm is tested by test patterns played back from a playback memory and the 
results are recorded into a recording memory. Test patterns are downloaded into the 
memory over serial communication and also read out in the same way. Finally the 
computer verifies if the results were correct or not, shown in Figure 3.20.

This method was used to test both algorithm versions. The old design, which 
was slightly smaller then the new one, fitted completely in the FPGA. It worked well 
at  24 MHz, but failed at full  speed.  The new design was slightly too large to fit 
completely, so it had to be reduced to cover a smaller input area. Latency was not 
affected, however, since the remaining design had the same logic depth. To test the 
theoretical limit a single clock cycle version of the algorithm was tested first. That 
one turned out to work up to 38 MHz without any errors, and only at 40 MHz did a 
few percent of  errors  begin to  occur.  With today’s synthesis  technology it  would 
probably even work at 40 MHz, which was the target speed. Due to reliability reasons 
a two clock cycle version was preferred, however, which in turn worked up to 60 
MHz.

 3.6.1.4 Using the JEM for verification

The jet-FPGA can record both input and output signals at the same time with its spy-
memories,  which  is  a  key  functionality  when  verifying  the  jet  algorithm.  Three 
verification  methods  exist  for  the  JEM.  Results  can  be  verified  against  offline 
software, online software or an embedded system.

Verification against offline software is preferable whenever errors may occur, 
and detailed information about both inputs and outputs are needed, since this is the 
only method on the JEM which can provide that. Test patterns can be provided from 
the input-FPGAs locally, from LVDS Source Modules [37] (LSM, which is a module 
specifically designed to provide high rate test data to different modules) or from the 
internal  random  pattern  generator.  Input  and  output  data  are  captured  in  spy-
memories  and  readout  for  verification  against  the  C++  reference  verification 
software.

Verification  against  the  online  software  is  mostly  used  during  calibration 
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Figure 3.20: Jet-agorithm inside a development board for  
performance verification.



processes. However, once the system is completed all verification and monitoring 
must also be done through the online software.  In this case an input test pattern,  
known to the online software, is provided from either LSMs or from input-FPGAs. 
Results are captured by the ROD, and analysed in real-time by a computer.

Another verification method in the JEM uses an embedded system, which is 
described in section 3.6.2.2. Whichever method is used on the JEM, if the verification 
is extensive enough and successful, then it certainly proves that the jet algorithm in 
its current implementation is fully functioning. If the data path includes even more 
components,  both  before  and  after  the  jet-FPGA,  it  also  proves  that  the 
communication with the FPGA is functioning too. However, when the jet algorithm 
is  verified  by  the  embedded  system,  inside  the  jet-FPGA,  it  can  only  prove  the 
functionality of the jet algorithm.

 3.6.2 Verification of the jet-FPGA

 3.6.2.1 Using the ML402 development board for verification

After  several  changes  to  the  jet  algorithm,  including  FCAL handling  and  minor 
functionality adjustments, plus when some functionality were added to the jet-FPGA, 
the functionality of the jet-FPGA once again needed to be extensively verified. Since 
the design is quite complex and the communication with jet-FPGA on the JEM is 
limited  to  registers,  it  was  more  practical  to  debug  the  whole  design  on  a 
development board with an embedded CPU system running the debug software. This 
was  also  a  preparation  for  high-statistics  tests  of  the  jet  algorithm on  the  JEM. 
However, because this board featured a newer generation FPGA the speed results are 
invalid for the JEM, hence this was a purely functional verification.
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Figure 3.21: Jet-FPGA design in a development board for pure  
functional verification.



The debug version of the whole jet-FPGA design is implemented in the board, as 
shown in  Figure 3.21. A UART has been added to the embedded system so it can 
communicate with the user through a terminal, over the serial port of the computer. 
However,  except  for  the  UART  all  other  ports  have  been  removed  since  those 
connections  were  not  available  on  this  board.  Since  the  debug  software  was 
developed in C++, new debug features were quickly and easily added. With the clear 
and detailed output  from the embedded system, it  was  much easier  to  debug the 
system than it would have been on the real JEM with the online software.

Some minor errors were found and quickly corrected, and since then about a 
billion events have passed without any errors, with fully random inputs and settings. 
However,  these  errors  highlighted  the  significance  of  proper  testing  and  the 
insufficient value of some commonly adopted previous test methods. After all, this 
design had been running for a while in different tests with the online software on the  
JEM, without showing any errors. 

 3.6.2.2 Using the JEM for verification

Finally the jet algorithm had to be verified with high statistics to prove its reliability.  
That could only be done on the JEM with the target FPGA to be valid. However,  
there was not enough support by the online software for proper testing, because of its 
inability to produce different test patterns, which required the development of a new 
test  system.  Even if  the  online  software  could  have  generated  the  necessary  test 
patterns, the communication between the JEM and the computer is relatively slow 
over the VME bus. To speed up the test significantly and make the necessary tests 
possible,  an  embedded  CPU  system  was  implemented  in  the  jet-FPGA.  Such  a 
system also adds flexibility for future debugging methods.
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Figure 3.22: Debug version of the jet-FGPA design, featuring an  
embedded CPU system for verification of the jet algorithm in the  
target FPGA on the JEM. Debug modules are orange coloured.



A CPU with memory and no other peripherals is connected directly to the registers of 
the jet-PFGA design, as shown in  Figure 3.22. Through the registers it is  able to 
control the entire FPGA, just as the online software can. Since the jet-FPGA is unable 
to control the input-FPGAs to play back any test pattern, it uses an internal random 
test  pattern generator  to  create  necessary  data.  The CPU then uses  the  input and 
output  spy-memories  to  record  the  necessary  information.  This  enhances  the 
verification procedure dramatically because all data is circulating inside the jet-FPGA 
and the test pattern is generated by hardware. The CPU communicates with the user 
through a few extra registers.

The test uses completely random inputs and settings to verify all functionalities 
of the algorithm. It can test more than 10 million events per hour. That is many times  
faster then the online software could do. During a longer test run, more than 140 
million  events  were  verified  successfully,  corresponding  to  3.5  seconds  of  LHC 
running. That ultimately proved that the jet algorithm was fully functioning in the 
target FPGA.

 3.7 Results and Conclusions

 3.7.1 Jet Algorithm

The new design works error-free and the total latency has been cut down by half from 
the original budget. By evaluating the mistakes of the old design and considering the 
improvements of the new one, the following conclusions can be reached:

1. A good design style is important for efficient development and reliable results. 
If  a  certain  application  or  algorithm  has  pattern  characteristics  in  the 
functionality, then one should recognise and take advantage of it.

2. When performance is critical, continuous verification during development is 
essential  to  a  successful  design.  Any  problem  needs  to  be  detected  and 
corrected immediately.

3. Simulations need to be sufficiently exhaustive to prove validity. In some cases 
close  to  an  infinite  number  of  simulation  steps  would  be  necessary  for  a 
completely exhaustive analysis, so some consideration is necessary to decide 
when it is exhaustive enough.

Finally,  a  few  words  about  what  a  correct  simulation  might  involve:  tests  with 
random input conditions are vital to reveal hard-to-find mistakes in the design. As an 
example,  one small  mistake introduced into the jet algorithm after  a modification 
went undetected for several months, before it was revealed with proper random test 
patterns and with high statistics.
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 3.7.2 Jet FPGA

The Jet FPGA has proven to be a robust design. It has run error-free for years at 
ATLAS, even after having occasionally been updated with new functionalities.

The implemented debug features played a crucial role in making the design 
reliable, and the CPU system was essential for complex debugging and verifications, 
such as verifying the jet algorithm with high statistics.

 3.7.3 Final words

The most important contributions to the project were a complete redesign of the jet-
algorithm, that worked excellent while the old one did not, and all the automated test- 
and debug-methods that were developed around it from scratch. This allowed a very 
smooth and successful commissioning of the jet-algorithm together with the jet-
FPGA design.

The  initial  start-up  of  the  LHC  was  in  2008,  and  the  first  proton-proton 
collisions were delivered in 2009. While some issues were initially experienced, the 
Jet algorithm performed as expected and was indeed involved in triggering the very 
first events.
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 4 Project II – Development of the Timing-system for 
the European X-Ray Free Electron Laser project

 4.1 Introduction to the European XFEL project

DESY  (Deutsches  Elektronen-Synchrotron)  [38] is  a  research  center  for  particle 
physics, research with synchrotron radiation and accelerator technology development, 
located in Hamburg, Germany. It was founded in 1959 and several major particle 
accelerators have been constructed and run there. DESY is the largest accelerator lab 
in Germany, and it has established itself as one of Europe's most important research 
facilities.

The  latest  accelerator  project  under  construction  at  DESY is  the  European 
XFEL [39], a 3.4 km long X-Ray Free Electron Laser facility. Free electron lasers 
generate coherent, monochromatic beams of light using high-energy electrons. The 
electrons in XFEL are first accelerated in bunches by superconducting accelerator 
(Figure 4.1) to very high energies, and then pass through an alternating magnetic 
field, called an undulator, causing the the electron bunches to wiggle laterally. The 
sideways acceleration cause them to emit synchrotron radiation in the direction of the 
electron beam (Figure 4.2). Electrons in the bunches interact with the synchrotron 
radiation,  which  causes  them to  emit  the  new photons  with  the  same phase  and 
direction,  due to  the principle of  stimulated emission.  This  process is  called Self 
Amplified Stimulated Emission (SASE) [39].

At the end of the accelerator the electron beam is divided and provided to several 
undulators (Figure 4.3) to generate multiple laser beams with tunable properties. The 
laser beams are then provided to targets for different experiments, that are equipped 
with state-of-the-art detector systems to catch the interaction between the flashing 
laser and the sample material.
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Figure 4.1: Superconducting 
accelerator, with resonator  
cavities that accelerate the  
electrons.

Figure 4.2: An undulator with alternating magnetic  
field makes the electrons to wiggle and transmit  
synchrotron radiation, that lines up to a straight light  
beam.



Depending on the electron energy and the curvature of  the undulator,  lasers  with 
different wavelengths can be produced. The generated laser beams are produced in 
short, intense pulses. The electron injector is designed to produce 27000 bunches per 
second,  2700 at  a  time with  10 Hz repetition  rate,  with  each  bunch divided into 
micro-bunches in the undulator. Laser beams can be produced with wavelengths in 
the  X-Ray  range  of  0.05 – 6 nm,  and  the  duration  of  each  pulse  is  less  than 
100 femtoseconds.

The short wavelengths provided by XFEL will allow experiments to resolve 
molecular structures  at the atomic length scale  [39] [40]. And the extremely short 
duration of each flash, combined with the high repetition rate, will enable chemical 
reactions to be studied dynamically with unprecedented time resolution. This allows 
completely  new  possibilities  for  nanoscale  research  (Figure  4.4 to  4.6)  such  as 
studying the structure of biomolecules, filming chemical reactions, studying extreme 
states of matter and exploring the nanoworld in three dimensions. Experiments will 
start in 2015 and the estimated project cost is more than one billion Euros.
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Figure 4.3: Accelerator system with the beam distribution to  
different experiments.

Figure 4.4: 
Exploring the nano 
world in 3D.

Figure 4.6: Filming 
chemical reaction.

Figure 4.5:  
Unraveling the  
features of complex 
biological structures.



 4.2 Instrumentation and the need for an accurate timing-
system

A system of  this  magnitude  and  complexity  requires  a  highly  precise  and stable 
timing, monitoring and control system. The many components and subsystems along 
the length of the accelerator must be well-synchronized to produce pulses of such 
extremely short duration and high precision. The beam quality and other subsystem 
data must be continuously monitored and controlled. To take advantage of the short 
time  duration,  experiments  must  have  access  to  extremely  precise  beam  timing 
information.   The  object  of  this  part  of  the  thesis  work  was  to  develop  a  high-
performance timing system for the XFEL accelerator and experiments.

 4.3 Overview of the XFEL timing-system

The XFEL timing system is designed to provide trigger and timing information to 
electronics subsystems. The system will  be implemented on Advanced Mezzanine 
Cards (AMC) within a μTCA environment (described in section  4.7.2 ,   4.7.3  and 
 4.6 , respectively) and comprise about 200 boards. Timing and trigger information 
will  be  distributed  over  long  distances  using optical  fiber  cables,  and  over  short 
distances using copper cables (Figure 4.7). Locally recovered clocks and triggers will 
be distributed over crate backplanes or via copper cables. Some long-distance timing 
links will be duplicated to provide redundancy.
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Figure 4.7: Distribution of timing data over optical (red) cables and 
copper (blue) cables. Within the same crate timing information is  
distributed over the backplane.



For proper operation of  the XFEL systems it  is  mandatory to  keep all  clock and 
trigger phases stable to within <5 ps RMS (jitter), corresponding to about 2 degrees 
of the 1.3 GHz main frequency of the accelerator. Each timing receiver board also 
derives other frequencies synchronous with the main clock. The selected data rate 
over the fiber cable is 1.3 Gbps. No commercial  product can satisfy these needs, 
which is why the European XFEL required a custom solution to be developed [41].

 4.4 Difficulties and challenges for the timing-system

There are many difficulties involved in distributing high-quality clocks over such a 
large distance. Even minor temperature changes through the accelerator tunnel can 
cause the total propagation delay to change significantly in the optical fiber, which 
can  cause  the  clock  and  trigger  phases  to  drift  more  than  acceptable.  A  similar 
problem  occurs  in  electronic  components  as  well,  as  their  timing  performance 
changes  with  temperature.  To  maintain  a  stable  clock  and  trigger  phase,  it  is 
necessary to measure and actively compensate the propagation delay.

From a technology standpoint, achieving jitter performance of less than 5 ps 
(RMS) is  quite  challenging.  High performance components  must  be  selected  and 
carefully implemented. Signal integrity on the PCB must be as good as possible, to 
avoid excessive signal distortion and increased jitter. Considering the large amount of 
functionality that needed to be fit in an AMC board, the PCB is very dense which 
makes it  hard to meet signal-integrity requirements. High component density  also 
generates  significant  heat  that  needs  to  be  transferred  away,  making  thermal 
management very demanding.

 4.5 Drift-compensation in the timing-system

As mentioned earlier,  the propagation delay of  the signal  can change in different 
components of the system. Continuous measurements and automatic compensation 
are  therefore  mandatory,  in  order  to  keep  clock  and  trigger  phases  stable.  The 
simplified diagram in Figure 4.8 shows the signal path between the transmitter and a 
receiver board. The basic mechanism of the drift-compensation is to keep the total 
propagation delay Tloop in Equation  1 constant,   by keeping it equal to an integer 
number of periods of a reference clock [41].

T loop=n⋅T f  (1)

The transmitted and received clock phases are measured by phase comparators and 
the delay is adjusted by programmable delay components. The loop-control algorithm 
sits in an FPGA, where it receives data from the phase comparators and controls the 
delay components. The total loop time can be determined in the FPGA by measuring 
the integer number n. The propagation delay to the receiver board is thus maintained 
at half the total loop delay.
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The basic operating principle assumes that any drift is slow enough to be detected 
and compensated before it causes any phase errors. Equation 1 implies that not only 
must n be kept at an integer multiple of Tf, but also that Tf must be stable as well. The 
distributed clock is provided by the master oscillator of the European XFEL, which is 
specified to provide the necessary stability for Tf.

 4.6 ATCA and μTCA systems

The XFEL project will mostly use xTCA for physics systems [42] for the electronics. 
Advanced  Telecommunications  Computing  Architecture  (ATCA)  [42] and  Micro 
Telecommunications Computing Architecture (μTCA) [42] are the latest technology 
standards mainly aimed for communication equipment, shown in Figure 4.9 and 4.10. 
The  xTCA  standards  focus  on  robustness  and  reliability  with  many  enhanced 
features,  and  a  so-called  shelf-manager  constantly  monitors  the  crate  system and 
takes  necessary  actions  if  problems  occur.  The  system  utilizes  high-speed  serial 
interconnections between boards, for maximum bandwidth. There is also room for 
custom connections on the backplane for specific applications. xTCA for physics is a 
new ATCA and μTCA specification (MTCA.4 [42]) with expanded interconnections 
on the backplane for the benefit of the scientific communities. 
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Figure 4.8: Diagram of a transmitter and receiver board, showing the 
basic principle of drift-compensation. The Clock and Data Recovery  
(CDR) device recovers the clock from serial data, and the delay is  
controlled by programmable delay components (DLY).

Figure 4.10: 
MicroTCA crate.

Figure 4.9: An ATCA 
crate.



 4.7 Prototype boards

To develop the timing-system, several prototypes were first designed. Each prototype 
had increased functionality  and complexity,  and  provided some flexibility  during 
development for architectural changes. Incrementally increasing the complexity also 
reduced the level of inherent risk of serious malfunctions with each new board.

 4.7.1 Evaluation-board

The first  prototype was an evaluation board (Figure 4.11) to  test  key technology 
behind  the  drift  compensation  [43] and  to  evaluate  several  high  performance 
components. The prototype also provided the possibility to experiment with several 
architectural ideas,  and later proved to be very  useful during later development and 
testing.

The  key  components  tested  on  this  board  were  phase-detectors  for  clock  phase 
measurements, a Clock and Data Recovery (CDR) device for synchronization to the 
source, Phase-Locked Loops (PLLs) for clock conditioning and frequency synthesis, 
a programmable delay chip to adjust the loop-time, high-performance clock buffers 
and several Small Form-factor Pluggable (SFP) optical transceivers.
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Figure 4.11: The evaluation board for  
testing key technology of the drift-
compensation.

Figure 4.12: Block-diagram of the evaluation 
board.



Figure 4.12 is a simplified block diagram of the board illustrating the functionality. 
The board can receive and transmit signals both electrically and optically, making it 
useful as a medium converter as well. Signals can be taken out on SMA connectors 
after each device for signal-integrity analysis, and the boards can be used as building 
blocks for other measurement setups.

The evaluation board allowed characterization of each component, some jitter 
measurements and system performance measurements (Figure 4.13). To generate test 
signals to the evaluation board a Tektronix DTG 5274 Data Timing Generator  [44] 
was mainly used, as well as  a Xilinx ML506 [45] development board for some tests. 
The ML506 board  was  also  used for  communication  with  the  host  computer  for 
configuration  and  data  readout.  The  loop-control  was  still  running  on  the  host 
computer, since no micro-controller or CPU was implemented on this board.

Important measurements of temperature related drifts were carried out,  [43] where 
the CDR and the delay chip turned out to be the main contributors to drift.  Jitter 
measurements of the recovered clocks were made with good results. The recovered 
clock  had about  2.4 ps  (RMS) jitter,  shown in  Figure  4.14,  which  is  better  than 
required. Also signal integrity measurements showed very good performance, even 
though regular FR4 material was used for the PCB. With better PCB material an even 
better  signal  integrity  can  be  achieved,  along  with  somewhat  better  jitter 
performance.
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Figure 4.13: Transmission of the signal through three  
boards, during system measurements. The boards are  
controlled through the Xilinx ML506 development board.



 4.7.2 First AMC board

The next prototype was a single-width mid-sized AMC board, shown in Figure 4.15. 
The form factor is suitable for both μTCA and ATCA crate systems, and the aim was 
to produce a prototype that could serve as a fully functional  card for the timing-
system. The prototype can function either as a transmitter or a receiver.
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Figure 4.14: Phase-noise measurement of the  
recovered clock from the CDR.

Figure 4.15: Top (above) and Bottom (below) view of the  
AMC Rev 0.1.1 timing board.



Figure 4.16 shows a simplified block-diagram of the timing part of the board. The 
board transmits and receives data over optical fiber cables through an SFP module. A 
CDR removes excessive jitter and recovers the main clock frequency of 1.3 GHz. The 
delay  is  adjusted  on both  transmitting  and  receiving sides,  and clock  phases  are 
measured at key locations by phase-detectors. The signal routing can be configured 
for  different  applications  by  several  cross-point  switches  in  the  data  path.  This 
flexibility is especially useful when experimenting with new ideas.

The recovered clock from the CDR can be used to drive a number of high-
precision  clock  buffers  that  can  output  clocks  both  on  the  front  panel  or  the 
backplane. The board also utilizes a high-performance VCO+PLL device to generate 
a very clean clock that can either be used when the board is used in standalone mode 
or just to further clean the recovered clock..

All  devices  are  controlled  by  a  Xilinx  Virtex-5  FPGA  that  also  runs  an 
embedded System-on-a-Chip (SoC) with a MicroBlaze CPU. High-speed serial data 
are received and transmitted by the FPGA through eight gigabit transceivers. Triggers 
are generated by the FPGA with 1.3 GHz resolution.
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Figure 4.16: Diagram of the timing part on the board. It only 
shows the important data and clock signals, but none of the control  
signals or devices.



Besides timing, the board also features PCIe x4 communication with the crate CPU, 
external DDR2 memory for data storage, external FLASH memory for multi-boot 
configurations  and an Atmel  [46] micro-controller  to  communicate  with  the crate 
management. The board has 12 layers, with extra thick copper layers for improved 
heat transfer and thermal management.

The board performed very well and gave good confidence. The recovered clock 
achieved a 1.5 ps (RMS) random jitter. It also worked as a vital development board 
for FPGA firmware and software development. However, some minor mistakes were 
discovered,  two of which are worth mentioning. The first was an incorrectly oriented 
backplane connector, requiring the board to be inserted in the crate in an upside-down 
orientation.  This  was  not  serious,  but  in  this  orientation  the  board  occupied  the 
neighboring slot as well, and damage to the slot was possible if the card was inserted 
in the right-side-up orientation. Some of the VCOs were found to be more susceptible 
to power noise than expected, and introduced some deterministic jitter.

 4.7.3 Second AMC board

Based on experience from the first  AMC board, a second revision was produced, 
shown in  Figure 4.17. The backplane connector obviously had to be flipped to the 
other side, requiring some rerouting of signals on the board, which was already very 
crowded. To address the noise problem on some VCOs an extra noise filter stage was 
introduced to the concerned VCOs. To ensure success, a detailed SPICE simulation 
of  the  power  filter  stage  was  carried  out,  with  all  the  parasitic  parts  of  each 
component included. Once optimized the simulated filter showed noise suppression 
of  about  40 dB,  which  would  be  sufficient  for  the  desired  jitter  performance 
improvement of the VCOs.

Some new functionality was added as well. The most important enhancement was the 
implementation of xTCA for physics support. It provides an M-LVDS bus towards 
the backplane,  which enables bi-directional communication between several AMC 
boards  on  the  backplane  over  a  single  bus.  This  creates  greater  communication 
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Figure 4.17: Second revision of the AMC board, with support  
for xTCA for physics standard.



flexibility for data exchange but also for clock distribution in the crate.

The second revision of the board worked very well. The new bus connector 
worked as expected, and data exchange between AMC cards has been successfully 
tested. The improved power noise filter worked exactly as the simulation predicted, 
and deterministic jitter was decreased dramatically.

 4.7.4 Reference clock-board

A dedicated clock-board, shown in Figure 4.18, was developed to generate very clean 
reference  clock  for  measurements  and  tests.  It  utilizes  some  new,  high-precision 
clock devices that recently became available and needed to be tested. Also a more 
exclusive  PCB  material  needed  to  be  evaluated  to  measure  the  impact  on  jitter 
performance. The board is configured by a simple micro-controller so that it can run 
independently. The board is assembled and working, however some debugging still 
remains to be done.

 4.8 FPGA firmware

Many firmware designs have been developed for the XFEL project. Special firmware 
was developed for the the Xilinx ML506 to communicate with the evaluation-board. 
The AMC boards had numerous firmware designs, some for standalone-only tests of 
special features, others which provided simple communication with the crate CPU, 
and several  designs  implemented  with  a  full  featured  SoC for  more  independent 
functioning. Only the embedded SoC designs are described here.
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Figure 4.18: Reference clock-board 
designed to provide a clean clock for  
measurements.



 4.8.1 Embedded system

A Xilinx Board Description file was developed for each AMC board that allowed 
creation of embedded systems with a MicroBlaze CPU for the FPGA on the board. 
Besides the CPU, the SoC features a PCIe bus-master interface for communication 
with the crate CPU, SPI interface for communication with serial devices on the board, 
GPIOs for device configurations and monitoring, external memory controller for data 
storage and several custom peripherals related to the timing-system.

All the devices, both in the FPGA and on the board, can be accessed from the 
crate  CPU through  the  PCIe  interface.  Some  devices  on  the  board  can  only  be 
accessed  indirectly  through  a  monitoring  device  over  the  SPI  bus,  however,  that 
complexity is hidden in low-level software.

The CPU runs a PID controller in software to performe the drift compensation, 
with a control frequency as high as 1 kHz. The PID controller uses single-precision 
floating  point  arithmetic  which,  combined with  the  high control  frequency,  gives 
maximum phase stability.

The embedded software continuously logs the entire state of the board, such as 
clock-phases  and  temperatures,  for  debugging  purposes  and  regular  diagnostics. 
Communication between the crate CPU and the embedded CPU occurs over several 
software registers, located in the external memory on the board.

 4.8.2 Gigabit transceiver for the timing-system application

The gigabit transceiver GTP  [47] in the FPGA is a very flexible high-speed serial 
interface, intended for a large variety of serial protocols. It contains several standard 
building blocks that are used by common protocols, such as 8B/10B encoder-decoder, 
phase alignment and comma detection. These blocks can auto-tune themselves for 
correct operation, which simplifies the design and operation of the serial interface but 
also implies that the latency through the GTP may change. Unfortunately there is no 
possibility  to  read  the  internal  state  of  the  GTP,  hence  the  latency  through  it  is  
unknown from outside.

However,  the  timing-system  requires  a  stable  total  loop-time  with  a 
deterministic delay through the GTPs. Therefore a GTP design with a fixed latency 
was  developed.  The  basic  idea  was  to  disable   all  non-deterministic  auto-tuning 
functionality of the GTP, such as comma detection, and resetting it until it randomly 
falls into the correct state of operation. There are two key elements involved in this 
method. The first is an independent clock that controls the reset, so that the reset of 
the GTP occurs at a random position compared to the serial data stream. The second 
is some method to detect correct or incorrect GTP state. The latter can be achieved by 
a protocol that periodically transmits a certain test-pattern. If the pattern is regularly 
found then the GTP link is  functioning properly,  otherwise it  should continue  to 
search for the correct state.
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 4.9 Custom components

Several  custom  firmware  components  have  been  created,  two  of  which  will  be 
mentioned here. The first is a custom  SerDes (Serializer/Deserializer) [48] which is 
implemented in  regular  FPGA logic  due to  technical  limitations  of  the dedicated 
SerDes  components  in  the  Virtex-5  FPGA  I/O  blocks.  It  was  tested,  and  the 
performance is presented in section   4.11.4  . The component will be used to create 
trigger signals synchronous to the 1.3 GHz main frequency.

The second component is an FPGA based phase detector [49] which works by 
a very simple principle, but also has the flexibility to achieve an arbitrary resolution 
by sampling the clocks for an arbitrary period of time. Tests showed encouraging 
results, but some improvement are still possible.

 4.10  Control and test software

Software support for the AMC board is important for both the users at DESY and for 
the  development  purposes.  The  board  is  very  complex  considering  all  the 
configuration possibilities and the fact that any configuration can only be made by 
software through the FPGA.

The support software is written in C/C++ in an object oriented manner to build 
up a intuitive structure, shown in Figure 4.19. The board and all its components are 
represented  by  object  classes  that  resembles  the  real  board  assembly  and  proper 
functionality of each IC. Finally, many  standard configurations have been created for 
different measurement purposes and some standard tests have been created.

Other important software such as PCIe driver to the timing board for Linux and 
an  advanced  GUI  infrastructure  for  simple  control  (shown  in  Figure  4.20)  were 
provided by DESY.
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Figure 4.19: Object relations in the support software,  
that shows how each device on the board is built up in  
the software by its own class.



 4.11  Measurements and results

Jitter has been measured from several key elements that could have an impact on total 
system performance, of which a few are briefly described here.

 4.11.1 Signal-integrity

Signal-integrity measurements are important to ensure high-quality communication 
and minimal noise and jitter. However, most signals on the board are hard to access 
because they run on internal layers. So several CML signals with different lengths, 
were measured through front-panel connectors. The eye-diagram is shown in Figure
4.21. The rise and fall times (10%-90%) of the signals were measured to 85 ps, which 
is somewhat faster than the nominal rise and fall time of the device, and corresponds 
to  about  a  6 GHz frequency component.  However,  since  the rising/falling signals 
looked very straight with reasonably sharp edges it can be concluded that several 
higher frequency harmonics are also passing with reasonable distortion, which is also 
confirmed by an FFT analysis. This is an encouraging result considering the standard 
FR4 material used in the PCB.

66

Figure 4.21: Eye-diagram of a signal-integrity measurement of a 
CML signal. Vertical: 200 mV/div and Horizontal: 128 ps/div.

Figure 4.20: A graphical user interface  
(GUI) to configure the timing board.



 4.11.2 Jitter measurements

Jitter has been measured from several key elements that could have an impact on total 
system performance.

 4.11.2.1  Jitter from the CDR clock output

The clock output from the CDR can only be measured indirectly through the clock 
buffers on the front of the board. This measurement shows the ability of the CDR to 
clean the source signal from excess jitter. The random jitter is about <1.5 ps (RMS) 
while the deterministic jitter about 3 ps (Figure 4.22).The signal to the CDR in this 
measurement was a pure clock signal without any 8B/10B encoded data.

 4.11.2.2  Jitter from the LMX2531 VCO

For this measurement the local VCXO was used as a reference clock to the high-
performance LMX2531 VCO [50], and the generated clock was measured through an 
LMK01000 [50] clock buffer (see  Figure 4.16 for details). It is worth noticing that 
the small amount of noise is dominated by the power noise (upper left quadrant in 
Figure  4.23).  Although  the  jitter  performance  is  good,  some optimization  to  that 
device can still be made in future revisions.
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Figure 4.22: Jitter measurement of CDR clock output, with a 650 MHz clock signal  
with no 8B/10B coding. (The signal was unterminated.)



 4.11.2.3  Jitter through global clock buffer BUFG in the FPGA

Some clocks and triggers will be routed through the global clock buffers BUFGs [48] 
in  the  FPGA  for  the  final  application.  It  is  therefore  important  to  make  some 
characterization of  its  performance.  The measurement is  very  similar  to  the jitter 
measurement of the LMX2531 VCO, with one additional signal from the LMK01000 
routed straight through the FPGA to an output on the front panel, see Figure 4.16 for 
details. The first signal from the LMK01000 is used as a reference clock for the jitter 
measurement, which means that it represent the ideal position of the clock phase, and 
the second signal shows the additive jitter from one BUFG but also two I/O pins. 
Figure 4.24 shows the jitter measurement where it is clear that the BUFG is sensitive 
to  voltage  noise  from  the  core  voltage  of  the  FPGA,  in  form  of  an  additive 
deterministic jitter . The propagation delay changes with varying voltage level.
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Figure 4.23: LMX2531 VCO jitter measurement.



A similar measurement with an Avnet development board V2MB1000 [35] where the 
internal voltage is driven by a linear voltage regulator,  hence no power switching 
noise, is shown in Figure 4.25. With a cleaner core voltage there is no deterministic 
jitter added. The solution will have to be filtering of the core voltage for the FPGA on 
the AMC board.
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Figure 4.24: Jitter measurement of a clock signal transmitted through a global  
clock-buffer BUFG, that has power switching noise in the internal core voltage. The  
deterministic jitter is clearly visible.



 4.11.3 Drift-compensation

Measurement of the drift compensation is perhaps the most important measurement 
for the project, which ultimately demonstrate the functionality of the timing-system. 
As mentioned before the PID controller is implemented in software and runs at 1 kHz 
control frequency.

This  measurement  involves  two timing-boards.  The  first  board  generates  a 
clean 1.3 GHz clock with the LMX2531 VCO, routes it through the FPGA and the 
transmitting delay component, and then transmit it out through the SFP to the second 
timing-board.  The  second  board  routes  the  signal  through  the  receiving  delay 
component  to  the  CDR,  takes  the  cleaned  signal  through  the  transmitting  delay 
component and returns the signal to the first board over the optical cable. The first 
board routes the signal back to the CDR, through the receiving delay component. The 
1.3 GHz reference clock is also looped back electrically through the front panel, over 
copper cable,  to give a reference clock for  phase-detection against  the CDR. See 
Figure 4.16 and section  4.5  for details. The first board runs the drift-compensation 
software, to keep the phase stable, while the second board runs a different software, 
which generate random and relatively fast drifts. Both cards run an additional PID 
controller to keep the transmitting and receiving delay components equal.

Figure 4.26 shows the detected phase value over the transmitting and receiving 
delay component and the measured phase between the reference clock and the CDR. 
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Figure 4.25: Clock signal through an FPGA that has no power switching noise on the  
internal core voltage.



While the delay components are actively compensating for the drifts the phase of the 
CDR is kept at a constant position.

The histogram of the phase error  shows that  it  has a stability  of  <120 fs  (RMS), 
which is a very successful result.

 4.11.4 Custom SerDes performance

This is a measurement of the custom SerDes component that basically shows a stable 
functionality while showing the 1.3 GHz phase resolution. Figure 4.27 shows a clock 
signal with varying duty-cycles, created by the component, with good signal-integrity 
and distinctive edges at different positions.
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Figure 4.26: Phase measurements during drift-compensation.  
Top left: phases over the Rx and Tx delay component. Note that  
they are following each other. Top right: phase between 
recovered clock from CDR and the reference clock. Bottom left:  
all phases combined. Bottom right: a histogram of the measured 
phases. Note the improved CDR clock stability.



 4.11.5 Thermal measurements

Good  thermal  conduction  of  the  board  has  been  observed,  while  reading  the 
temperature sensors distributed over the board. The temperature varies from 50 oC to 
70 oC, depending on the activity of the board and wether it sits in the crate or on the 
board.

 4.12  Conclusions and Outlook

A very complex system has been developed using advanced hardware, custom FPGA 
firmware designs and support software. The jitter performance is better than required 
and the drift-compensation is outstanding. The revised AMC board has been made 
available to developers at DESY, where it is being used for further development of 
the European XFEL and other accelerator and experiment hardware.
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Figure 4.27: Custom SerDes component that generates 
pulse edges with 1.3 GHz phase resolution.

Figure 4.28: Timing board air-cooled 
by a 12 cm fan.



 5 Project III – Development of a high-speed data 
acquisition board

The purpose of this project was to investigate a different concept for recording data 
from segmented Ge-detectors. The approach was to over-sample the detector signals 
at higher frequency but lower resolution per sample than commercial data acquisition 
systems (10 bits at 2 Gsps versus 14 bits at 100 Msps). The goal of this approach is to 
achieve  a  higher  effective  number  of  bits  (ENOB)  despite  the  somewhat  lower 
resolution  of  the  ADC  [51].  The  FPGA-based  system  would  also  offer  greater 
flexibility than other, commercial systems.

Since  the  board  design  includes  some  general  purpose  data  acquisition 
functionality,  it  could  potentially  be  used  for  other  applications  as  well.  Much 
progress was made in this project, but at the time of writing the final board has not 
been manufactured. For this reason only the design phase is described.

 5.1 Evaluation of the high-speed ADC

Before attempting a complete design, an evaluation setup to test the ADC and FPGA 
together was necessary to test whether proper communication and sufficient ADC 
performance would be acheived. This incremental design approach helps to minimize 
potential problems in subsequent prototypes. 

 5.1.1 The high-speed ADC and its evaluation-board

The selected ADC was the Atmel AT84AS004  [52] which is a 2 Gsps differential 
converter with 10-bit resolution and 1:2 or 1:4 demultiplexed LVDS parallel output. 
The analog bandwidth of the ADC is 3 GHz, with 7.5 ENOB for each sample at the 
2 GHz rate.

An evaluation-board (AT84AS004TP-EB  [53]) was  used for the evaluation 
setup.  On  this  board,  all  ADC  inputs  and  outputs  are  accessible  through  SMA 
connectors  or  2.54 mm pinlist.  Only  the ADC is  included,  so the sampling clock 
needed to be provided externally. The digital output may be connected to a logic 
analyzer or other digital receiving device.

 5.1.2 Custom data readout board

To receive data from the ADC evaluation board, a custom readout board (Figure 5.1) 
with a Xilinx Virtex-4 FPGA was developed. Among other features, it was equipped 
with high speed digital inputs to receive data from the ADC. A block diagram is 
shown  in  Figure  5.2.  The  board  was  designed  to  continuously  receive  data  and 
process it in real-time in the FPGA, as well as capture and store events in memory for 
readout to a host computer.
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The board was also equipped with Gigabit Ethernet and high-speed USB 2.0 
ports, general-purpose I/O, external DDR and FLASH memories and an RS-232 port 
for  serial  communication.  These features allow the board to  be adapted for  more 
general purpose use.

 5.1.3 Digital oscilloscope application

To test the ADC together with the custom FPGA board, a simple digital oscilloscope 
application was created. Although the functionality was simple, all critical parts could 
be tested.

Figure 5.3 illustrates the system setup. A high-performance VCO+PLL board 
LMX2531LQ1778E  [50] from  National  Semiconductor  was  used  to  generate  a 
1.8 GHz sampling clock to the ADC, which in turn transmitted the data to the FPGA 
on the custom board. The captured data was stored in the FPGA and transmitted to 
the host computer via serial communication.

74

Figure 5.1: Custom board with a Xilinx 
Virtex-4 FPGA, with high-speed I/Os to  
receive data from the ADC.

Figure 5.2: Block-diagram of  
the custom board.

Figure 5.3: Diagram of the digital oscilloscope 
application.



A simple digital trigger was implemented in the FPGA that supported both falling 
and rising edges. Data was continuously recorded into internal memory until a trigger 
was asserted. Once triggered, the data recording was stopped after a programmable 
delay period defined in a register. The sampled data were held in memory until read 
out by the computer, and the trigger was then rearmed.

The system was tested with several test signals; for example, Figure 5.5 shows 
a 1 MHz sine wave sampled at 1.8 Gsps. The evaluation setup performed properly, 
and gave confidence for the next design.

 5.2 The data acquisition board

Since this board has not been manufactured only the design aspects are described 
here. However, since great effort went into the design it deserves its own section.
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Figure 5.4: A digital oscilloscope 
system, built from separate boards.

Figure 5.5: Snapshot of a 1 MHz sine wave 
with 1.8 Gsps.
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 5.2.1 Features of the board

The data acquisition board [54] contains four AT84AS004 ADCs together with four 
Xilinx FPGAs (Figure 5.6). Two Virtex-5 FPGAs receive and process data from the 
ADCs and process them in real-time. They are connected in turn to a third Virtex-5 
that stores data (and optionally performs further processing) before transmitting it to 
a computer over Ethernet. Each FPGA has an external memory for temporary data 
storage. A Spartan-3E FPGA with fixed configuration contains an embedded Linux 
system, and handles remote configuration of the other FPGAs over Ethernet. Each 
Virtex-5 FPGA has its own Gigabit Ethernet port for data transmission, while the 
Spartan-3E has a Fast Ethernet port. The analog input stage before the ADCs resides 
on a daughter-card, so that it can be customised for each application for maximum 
dynamic range and optimal bandwidth.
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Figure 5.6: Architecture of the data acquisition 
board.



 5.2.2 Design challenges

The data acquisition board design is very complex, with more than 1600 components, 
both digital and sensitive analog parts, many different voltages due to the ADCs and 
many other features. With eight large BGA devices on the board (Figure 5.7) routing 
the board was a major challenge, so a 12 layer board was used. Programmable I/O 
delays in the Virtex-5 FPGA were used extensively to compensate different trace 
lengths on the PCB [54].

Many  pre-layout  and  post-layout  simulations  were  done  to  ensure  proper  signal 
integrity (Figure 5.8 and 5.9). Power consumption of the larger devices, such as the 
FPGAs  and  the  ADCs,  are  estimated  to  be  approximately  130 W.  This  implies 
significant heat generation, which must be dealt with in the final system.
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Figure 5.7: Screenshot of the board layout,  
showing the components. The large BGA devices  
are clearly visible.

Figure 5.8: Post-layout  
simulation of the board.

Figure 5.9: Signal-integrity  
simulation of a high-speed track.



 5.2.3 Conclusions and outlook

Much effort went into this project, and much has been achieved, even though the data 
acquisition board has not yet been manufactured.  Many lessons were learned and 
applied in other projects. Before the board is manufactured, it might be beneficial to 
consider some improvements and simplifications made possible due to new devices 
appearing on  the  market.  For  example,  faster  and  more  accurate  ADCs are  now 
available that have even simpler interfaces. And newer generations of FPGAs provide 
more and faster I/O, along with decreased power consumption.
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 6 Project IV – Development of a portable test system 
for the TileCal digitizer system

 6.1 Introduction

The  System  and  Instrumentation  Physics  group  at  Stockholm  University  (SU) 
developed and delivered more than 2000 digitizer boards [55] that serve as the digital 
front-end  of  the  hadronic  Tile  Calorimeter  (TileCal)  detector  for  the  ATLAS 
experiment [19] [20] at the LHC [17]. At the time, two separate test systems were 
developed, one at SU and one at CERN, for test and maintenance of the digitizer 
boards. The test system at SU (Figure 6.1) has shown signs of aging and become 
somewhat  unreliable.  [56] Some  aging  parts  are  also  irreplaceable  due  to 
discontinued products. Because of these problems and several others, it was decided 
to replace the old test system with a newer, more reliable one that would be easier to 
maintain over the next 15 years.

 6.2 New system with the Xilinx ML506 board

Because  the  TileCal  digitizer  system communicates  entirely  over  optical  links,  a 
commercial  FPGA development  board  with  a  built-in  fiber  optic  transceiver  was 
selected.  The board is  a Xilinx ML506 development  board  [45] (Figure 6.3)  and 
includes an SFP connector connected to a GTP Rocket-IO [47] transceiver, as well as 
a Gigabit Ethernet port. The board also has 512 MB external memory suitable for 
running an embedded operating system.
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Figure 6.1: Rack 
system with the old test  
facility.

Figure 6.2: Electronics  
for one drawer laid out  
on a table.



An emulated TTC transmitter needed to be implemented to replicate the functionality 
of the TTCvi transmitter board in the original system. The transmitter sends a 160 
Mbit/s signal encoding a 40 MHz clock along with level-1 accept and configuration 
signals. Data is read out from the digitizer system using a high-speed communication 
protocol called G-Link, encoded in now-obsolete transmitter circuits. For the new test 
system, the G-link receiver functionality was emulated in the FPGA firmware. The 
SFP module on the ML506 board was used both to optically transmit the emulated 
TTC [29] signals and receive the G-Link readout.

The FPGA design contains a complete SoC using a MicroBlaze soft CPU, an 
Ethernet  interface   and  a  custom  peripheral  for  TTC  transmission  and  G-Link 
reception  [56]. The SoC runs an embedded Linux OS and locally runs testing and 
diagnostic  software,  while  communicating  over  Ethernet  with  the  host  computer 
where the main test application is running. Figure 6.4 shows an overview of the new 
test system.
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Figure 6.3: The Xilinx ML506 development board,  
running an embedded Linux and the test software.

Figure 6.4: Principle of the new test system, based on a single Xilinx ML506 board.



 6.3 Long term maintenance

The Xilinx ML506 board is easily replaced in case of failure, and the functionality 
could even be ported to  a  newer  board without unreasonable development effort. 
However, with a few spare boards available hardware failure should never become an 
issue.

Software,  on  the  other  hand,  could  cause  future  problems  due  to  possible 
incompatibility  with  newer  operating  systems.  Virtualization,  now  standard  in 
modern operating systems, cures this issue by enabling old operating systems and 
software to run transparently on modern hardware. This has been tested, and Figure
6.5 shows the main test application being run in a virtual environment [57].

 6.4 Conclusions and outlook

The new system is very simple and inexpensive, but most of all it is robust, reliable 
and portable. It has been decided that even CERN will adopt this test system, and 
even continue to further develop it.
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Figure 6.5: The test software Baltazar running 
inside a virtual environment.
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 7 Conclusions and outlook
Four substantial and challenging projects have been described in this thesis. All four 
were  successful,  although  the  final  Data  acquisition  board  has  not  yet  been 
manufactured. They have provided extensive experience in advanced FPGA design, 
high-speed  PCB  design  and  test  software  development.  Here  we  summarize  the 
achievements made in each, as well as their experimental contributions and future 
outlook.

 7.1 ATLAS jet finding algorithm

The  jet  finding  algorithm  for  the  ATLAS  Level-1  calorimeter  trigger  was 
successfully redesigned from scratch to produce a design that exceeded the original 
specifications. great success, and many optimization techniques have been applied. 
The performance and reliability of the design are excellent,  in no small part because 
of  several  verification  methods  created  during  the  design  work.  The  design  was 
successfully commissioned at the ATLAS experiment, and has performed flawlessly 
in LHC data taking since its startup.

The original design was useful for learning the intended functionality of the 
algorithm, but in restrospect  should have been discontinued at  an earlier  stage to 
instead focus on the redesign. The simulation software was also rewritten to properly 
serve  its  purpose,  and  these  changes  later  found  their  way  into  the  main  online 
software packages used by ATLAS at CERN.

The algorithm now also forms part of the basis for upgrade work on the trigger, 
where it will be modified and extended to add jet topology information to the real 
time output, allowing more sophisticated Level-1 algorithms to be implemented.

 7.2 Timing-system for the European XFEL project

A prototype  system for  timing and  trigger  distribution  has  been developed for  a 
demanding  experiment.  The  latest  version  of  the  hardware  includes  all  specified 
functionality.  The  performance  is  good,  with  low  jitter  and  excellent  drift 
compensation.

A substantial  amount  of  FPGA firmware  have  been developed,  along with 
support software for testing purposes. Complex PCBs were successfully designed and 
produced, and the experience gained will be valuable for future revisions.

Timing system hardware has been delivered to several groups at DESY groups 
for their own hardware development efforts, where it has been successfully tested and 
operated. The timing-system is a vital component of the European XFEL project, a 
state-of-the-art research instrument.
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 7.3 A high-speed data acquisition board

A complex data acquisition board has been designed, although at the time of writing 
the  board  has  yet  to  be  manufactured.  Integration  of  the  ADC and  FPGA were 
successfully tested and evaluated with a custom-designed data acquisition board, and 
important support software was written.

Since the original design, newer ADCs have become available that are faster 
and  have  even  simpler  power  interfaces.  Multiple  ADCs  are  integrated  in  some 
devices, adding the possibility for measuring additional input signals or increasing 
sample rates using signal interleaving. Newer FPGAs have also become available that 
offer performance gains that could be of interest. Before the data acquisition board is 
manufactured, it may be worth considering upgrading to newer device technologies. 
In  addition  to  its  original  purpose,  the data  acquisition board has potential  as  an 
excellent test system for many different applications.

 7.4 A portable test system for the ATLAS TileCal digitizers

A new test system was developed to fulfill the development and maintenance needs 
of the ATLAS Tile Calorimeter digitizer system. Compared with the original system 
it is much less expensive and much more robust and reliable.

The  test  system  includes  a  modern  embedded  system,  and  significant 
experience was gained with embedded Linux. In addition to the core functionality, 
additional features were added to the system to simplify upgrade and maintenance of 
the system itself.

The test system has proven itself,  and the Tile Calorimeter collaboration at 
CERN has decided to base their next generation of test equipment for the digitizers 
on  this  principle.  In  fact  since  the  TTC  and  G-Link  communication  system  is 
extensively  used  throughout  the  whole  LHC  hardware,  the  test  system  or  some 
versions of it could be adapted for other LHC equipment as well.
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Appendix A: JEM module
The JEM module is  part  of  the first  level  calorimeter  trigger,  and is  designed to 
identify jets and calculating total and missing energy sums. It receives data through 
the backplane from serial links, running at 400 Mbit/s. The high-speed data is de-
serialized so that it can be processed at 40 MHz in parallel. Part of the incoming data 
is  also shared with neighbouring JEMs over the backplane.  Results  are  sent  over 
high-speed G-Link communication.

A.1 Version 0.x

The first prototypes of the JEM module, version 0.1 and 0.2, had one large FPGA for 
both algorithms (shown in Figure A.1). It also had a separate input-FPGA for every φ 
row. The control FPGA was connected to the VME through a CPLD and handled the 
communication with all the other FPGAs. The first JEMs also featured a separate 
Readout Controller ROC-FPGA, to handle the G-Link communications.

A.2 Version 1.x

The current design of the JEM has two large FPGAs, one for each algorithm (shown 
in Figure A.2 and A.3). The jet algorithm has its own jet-FPGA while the Energy-
sum algorithm utilises both the sum-FPGA and the input-FPGAs. High-speed data is 
received from the backplane and de-serialised by dedicated receiver chips. Several 
features of these JEMs are implemented on daughter modules, which can be easily 
upgraded and replaced in case of failure. There are four input daughter modules, with 
one input-FPGA on each and de-serialisers for twelve electromagnetic and twelve 
hadronic channels. Data from the input-FPGAs are routed on separate busses to both 
large FPGAs. Each of the main algorithm FPGAs handles the G-Link communication 
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Figure A.1: JEM 0.x with one main-
FPGA and eleven input-FPGAs.



on its own. Communication with the FPGAs goes through the sum-FPGA, which is 
connected to the VME bus through a CPLD. Each FPGA can be reconfigured through 
VME or the System ACE, which is a Xilinx solution for programming FPGAs from 
Compact Flash cards. Signals from the TTCrx are received by the sum-FPGA for 
further  distribution  of  instructions.  Finally  the  health  of  the  modules  can  be 
monitored over a CAN bus.
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Figure A.2: JEM 1.x (production 
JEMs) with two large FPGAs, one for  
each algorithm.

Figure A.3: Photo of the JEM 1.x.



Appendix B: Input-test version of the Jet-FPGA
To verify signal integrity of data lines feeding the jet-FPGA on the JEM, a special 
design  was  desired  with  hardware  support  for  continuous  signal  verification.  It 
features  an  extra  unit  (see  Figure  B.1)  which  can monitor  the  input  signals,  and 
supports three different verification methods. It can verify if the input value is even or 
odd parity corrected, if the input behaves like a counter or if the input value is equal  
to any of two predefined constants. The numbers of errors are counted for each input 
channel, until their counters are saturated. The counters can be stopped, for reading 
out their values one at the time.
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Figure B.1: Input-test version of the jet-FPGA with a  
special module to test the inputs. The jet algorithm has  
been removed due to resource shortage.
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Appendix C: Timing delay scan
The jet-FPGA receives signals from several sources, such as several input-FPGAs on 
the JEM and from neighbouring JEMs through the backplane. That means that the 
phases of the signals are different from different sources and the time window, when 
all signals are valid, decreases. The working time window may also be phase shifted 
relative  to  the  system clock,  which  makes  the  system clock  unsuitable  for  input 
buffering. Instead the jet-FPGA needs to use a second clock from the TTCrx, whose 
phase  is  adjustable  relative  to  the  system  clock.  However,  knowing  where  the 
working timing window is located is  not trivial,  so the second clock needs to be 
scanned, relative to the system clock, over the whole clock period to determine the 
most reliable phase of the second clock.

A TTCvi, controlled by a computer in the local crate, is adjusting the second 
clock by sending TTC configuration instructions  to  each JEM’s TTCrx.  Between 
each step, when the second clock is scanned, a synchronisation pattern is recorded by 
each jet-FPGAs spy-memory, on the JEM. The synchronisation pattern is played back 
from  playback  memories  in  the  input-FPGAs.  Recorded  data  is  readout  by  the 
computer located in the JEP crate, for offline analysis. Results are printed into charts,  
like the one in Figure C.1, and interpreted by a human.
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Figure C.1: Results from a timing delay scan between two neighboring 
JEMs (0.x), indicating total errors at every TTCrx clock phase. There is a  
minimum number of errors in this test because none of the JEMs had 
neighbor on both side, effectively generating temporary errors.
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Appendix D: Delay-scan debug software
At some point there was a desire to run the delay-scan without VME communication 
with the jet-FPGA. Using the embedded CPU system, with a new software, was one 
possibility. It works by letting a Level-1-Accept signal trigger each recording, which 
can be monitored and controlled by the embedded CPU. So the Level-1-Accept signal 
basically becomes a stepping indicator, and the embedded CPU system runs the same 
software  as  an  offline  analysis  tool  would  have  done.  For  simplicity  it  can  also 
indicate  the  start  and  stop  of  the  working  timing  window,  with  a  few  register 
communications. If needed the whole result can be read out from the embedded CPU 
systems memory.
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Description of my own contribution to the papers 
in this thesis

Besides the work I was the main author to papers IV – IX.

Paper I, II and III: ATLAS jet finding algorithm

My initial work was the clean-up and speed improvement of the first design (created 
by my predecessors), which meant finding and correcting errors while trying to make 
it run at the required speed. All errors were found and corrected and the speed of the  
design was improved by a factor  of  2.5.  However,  when it  still  did not  function 
reliably I made the decision to abandon it.

My major contribution then was the implementation of the new design, that 
was completely rewritten from scratch with several architectural changes. I optimized 
it to work with only half the latency of the original design. I created proper VHDL 
and C++ simulation of the design, which was later used for qualifying it, and created 
several automated test systems, to test the design with high-statistics.

When the architecture of the Jet/Energy Module (JEM) changed by splitting it 
into two large FPGAs, my task would initially be to clean up the old main-FPGA 
design and adopt it to the new FPGA architecture. However, I abandoned the old 
main-FPGA design from the beginning and created a new design for the whole jet-
FPGA from scratch.

I  Created  some  custom  versions  of  the  jet-FPGA  design  to  accommodate 
special  input  testing  and wrote  the  necessary  software  for  testing communication 
between JEMs over the backplane called FIO-scan.

I created several test designs and methods, with an embedded system, to test 
the algorithm in both a development board and the final JEM, which was important 
for proper qualification of the design.

I also made several contributions to the online software and other standalone 
software, to implement test methods, important during development and for some 
calibration  process.  Even  more  contribution  has  been  made  but  they  are  of  less 
importance to mention here.

Paper IV and V: Timing-system for the European XFEL 
project

My  involvement  in  this  work  started  from  an  early  stage  of  the  project.  I  was 
involved in the system-level design and made a lot of component research. I designed 
the first evaluation board, to test the key concept, and wrote the necessary software to 
communicate with it.  As a communication interface between the evaluation board 
and the computer a Xilinx ML506 development board was used, for which I created 
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the necessary FPGA firmware.

The following two AMC boards were also designed by myself and I wrote all 
the FPGA firmwares that has been used during all tests and measurements. I wrote a 
Xilinx  Board  Description  file  for  the  two  boards,  that  allows  the  creation  of 
embedded systems with the Xilinx Embedded Develpment Kit (EDK). With that I 
created the main FPGA design with an embedded CPU and wrote all the embedded 
software for it. The drift-compensation is one of the key parts that was implemented 
in the embedded software. Created also several custom FPGA peripherals for special 
needs, like the fixed latency GTP and a flexible SerDes device.

I wrote all the low level software and created numerous test software, that are 
used  by  DESY  now.  DESY  provided  the  basic  PCIe  driver  though.  All  the 
measurements and characterization that are mentioned in this work are done by my 
self.

Paper VI: an FPGA based PLL

Came up with this idea during the system level design of the XFEL timing project, 
and  implemented  the  necessary  parts  on  the  timing  board.  I  wrote  the  firmware 
design that implemented the described method on the FPGA of the XFEL timing 
board and made all the necessary measurements. Made some improvements though 
since that paper has been written.

Paper VII and VIII: a high-speed data acquisition system

Initially I wrote the FPGA design for the custom FPGA board, that implemented a 
simple digital oscilloscope application, together with the ADC evaluation board. I 
also wrote the necessary software on the computer side, and set up the whole system. 
Getting the ADC up and running was more complicated than expected though. The 
custom FPGA board was designed by a colleague.

Once satisfied with the results, I started the development of the complete data 
acquisition board. Got really far with it but some parts still needs to be completed or 
updated.

Paper IX: test system for the TileCal digitizers

Came up with the idea of using a standard FPGA development board with an SFP 
module, for optical communication. Created a G-Link receiver with a standard GTP 
transceiver and implemented a previously existing TTC encoder also into the same 
transceiver. Tested it and verified that it was robust and reliable.

Created  an  embedded system in  the  FPGA and implemented  an  embedded 
Linux, with networking support. Ported the test software from the old computer into 
the embedded Linux environment. Also added support for FPGA firmware update 
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through network, for simple maintenance.

It turned out that the original FPGA design of the link card, that reads the data 
from the digitizers, contains severe problems and prevented proper operation, so I 
created a stable design for it,  which is currently being used in our lab. Initially I 
participated in some test to make sure the system functions well and so far it had.
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Sammanfattning (Swedish abstract)
Inom området instrumenteringsfysik bedrivs forskning och utveckling av avancerade 
instrument,  som  används  inom  moderna  fysikexperiment.  Denna  avhandling 
beskriver fyra projekt där programmerbara kretsar (FPGA) har nyckelfunktioner för 
att lösa krävande instrumenteringsuppgifter.

Den första projektet beskriver utveckling och implementering av en algoritm 
för  detektering  av  partikelskurar  efter  partikelkollisioner  i  LHC-experimentets 
ATLAS-detektor.  Experimentet  genererar  40  miljoner  händelser  per  sekund,  som 
måste analyseras i real-tid med hjälp av snabba parallella algoritmer. Resultatet avgör 
vilka händelser som är tillräckligt intressanta för fortsatt noggrannare analys.

Den  andra  projektet  beskriver  utvecklingen  av  ett  system  som  distribuerar 
klock-  och  trigger-signaler  över  ett  3  kilometers  experimentområde  med  extrem 
precision, i den nya röntgenlaseracceleratorn XFEL vid DESY i Hamburg. Vid XFEL 
kommer  man utforska  nanostrukturer  och till  och  med filma molekylers  kemiska 
reaktioner.

I  den  tredje  projektet  beskrivs  utvecklingen  av  ett  höghastighets 
datainsamlingssystem,  för  segmenterade  Ge-detektorer.  Genom  att  översampla 
signalen med hög hastighet kan man uppnå en bättre noggrannhet i mätningen än vad 
AD-omvandlarens  egna  upplösning  medger.  Detta  leder  i  sin  tur   till  förbättrade 
systemprestanda.

Slutligen beskrivs en innovativ lösning till ett test system för den elektronik, 
som Stockholms universitet har levererat till  ATLAS detektorn.  Det nya systemet 
ersätter  det  föregående  testsystemet,  som  är  baserad  på  föråldrade  inte  längre 
tillgängliga komponenter. Det nya systemet är dessutom också billigare eftersom det 
är baserat på ett standard FPGA utvecklingskort.
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