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Abstract 
The present study investigates the relevance of fundamental frequency in speech segmentation 
models intended to simulate infants. Speech from three different conditions (infant-directed 
speech to 3- and 12-month-olds, and adult-directed speech) was segmented based on 
fundamental frequency information, using a variant of the dpn-gram segmenting technique 
(highlighting similar segments as lexical candidates). The spectral distance between segments 
that were found based on fundamental frequency similarity was calculated, and compared to the 
spectral distance between segments that were found using transcription as basis for 
segmentation, as well as to the spectral distance between randomly paired segments from the 
same speech materials. The results show the greatest within-condition difference in speech 
directed to 3-month-olds, in which segmenting based on fundamental frequency similarity 
generated segment pairs with smaller spectral distance than did transcription-based 
segmentation or random segment pairs. Speech directed to 12-month-olds resulted in a 
somewhat smaller difference when using fundamental frequency data compared to when using 
transcriptions. For adult-directed speech, no difference was found in spectral distance between 
pairs generated by the different bases for segmentation. Neither segmenting speech by 
highlighting similar segments as lexical candidates, nor using fundamental frequency as basis 
for segmentation is optimal for a speech segmentation model intended to simulate 12-month-
olds or adults. These groups are more likely to segment speech based on their already present or 
growing linguistic experience than on acoustic similarity only. However, for a model simulating 
a 3-month-old infant, the present segmentation procedure and its basis for segmentation are 
more plausible. When modeling speech segmentation in an infant-like manner it is important to 
take into account both that the cognitive abilities of infants develop rapidly during the first year 
of life, and that some aspects of their linguistic environment vary during this period. 
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1 Background 
The best speech processing system known to man is man himself. Nothing in the world of silicone 
and processors can compare to the average human being’s cognitive capacities when it comes to 
language and its use. That said, one challenge of great interest to the modern language researcher 
would be to understand and model first language acquisition in infants. 

One of the tasks the infants face when acquiring their first language is to segment fluent speech into 
smaller units – whether they be words, syllables or phonemes – without having prior knowledge of 
those units. Several computational segmentation models aiming to solve this problem have been 
presented; they can be more or less empirically sound in terms of human likeness, but most are 
intended to test hypotheses on infant speech segmentation. 

Any model trying to describe infant behavior and cognitive processes must deal with the fact that 
infants develop very rapidly during the first year. A model accurately imitating the behavior of a 4-
month-old infant (thus possibly positing a plausible theory of the processes involved in the 
segmenting ability) may not accurately describe the behavior of a 10-month-old infant. 
Additionally, the speech environment of infants at different ages varies considerably; people adopt 
a special speech style when talking to infants, with specific characteristics that vary with age of the 
infant it is directed to (e.g. Kitamura, Thanavishuth, Burnham, & Luksaneeyanawin, 2001; Stern, 
Spieker, Barnett, & MacKain, 1983). In order to be considered plausible, the model and its input 
must either change over time, or specify which developmental stage is modeled. 

The purpose of this study is to investigate the relevance of fundamental frequency as input in 
speech segmentation models targeting different developmental stages. A segmentation strategy that 
highlights similar segments is employed on fundamental frequency data of speech directed to 
infants at three and twelve months of age, and speech directed to adults. Pairs of similar segments 
are highlighted, and their spectral distance is calculated (defined as the accumulated difference 
between four formants at ten equidistant data points). Segment pairs from the fundamental 
frequency segmentation are compared to segment pairs highlighted when using transcription based 
segmentation, and to randomly matched segment pairs. 

1.1 Infant cognitive development 
In order to create a computational language system approaching the performance of a developing 
human being, one must first study the developing human being. Below is given an overview of 
three of the relevant areas for a speech segmentation system in particular; infants’ word 
segmentation abilities, memory capacities in infancy and the properties of the infant’s linguistic 
input. 

Infant word segmentation 

In order to segment speech into words, a listener must be sensitive to word boundary cues in fluent 
speech. Infants tested only a few days after birth were able to discriminate between speech 
segments from within words and speech segments from across word boundaries (Christophe, 
Dupoux, Bertoncini, & Mehler, 1994), suggesting that infants already at birth have the perceptual 
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sensitivity to cues that mark word boundaries. Below follows an overview of some of the word 
boundary cues infants have been reported to be sensitive to. 

One cue that has been hypothesized to be salient is silence preceding or following the word, such as 
when a word is in utterance-initial or utterance-final position. At six months of age, infants have 
been shown to be able to segment both utterance-initial and utterance-final words from fluent 
speech (Seidl & Johnson, 2006), congruent with the phenomena of primacy and recency effects1

The transitional probabilities

, 
well established in adults (e.g. Murdock, 1962) and demonstrated also in infants (Cornell & 
Bergstrom, 1983; Gulya, Rovee-Collier, Galluccio, & Wilk, 1998). 

2

                                                      
1 Primacy and recency effects mean that items of a sequentially presented list that are presented at 

the beginning and at the end respectively are more likely to be remembered than items presented in 

the middle of the list (e.g. Gershberg & Shimamura, 1994). 

2 The transitional probability is the likelihood for one unit of speech (e.g. syllable or phoneme) to follow 

another. The transitional probabilities within words are higher than between words, making them a 

useful cue for speech segmentation (Saffran, Aslin, & Newport, 1996; Saffran, Newport, & Aslin, 

1996). 

 between units of speech are another segmentation cue infants are 
sensitive to. A continuous and synthetic speech stream was presented to 8-month-olds for two 
minutes. The speech stream was built up of three-syllable “words” repeated in random order with 
no pauses or other cues between words, and after exposure the infants were tested on their ability to 
differentiate between “words” and “non-words”, defined as syllable sequences spanning “word”-
boundaries. The infants were able to discriminate between words and non-words (Aslin, Saffran, & 
Newport, 1998; Saffran, Aslin et al., 1996), establishing that they are sensitive to purely statistical 
cues to word boundaries that the ambient language may provide. Similar results have been reported 
using a natural non-native language; English learning 8-month-olds were able to track the 
transitional probabilities of infant-directed Italian (Pelucchi, Hay, & Saffran, 2009b), demonstrating 
that sensitivity to transitional probabilities may be of use in a natural language acquisition situation. 
Infants at the same age have also been reported to track backward transitional probabilities in a 
natural non-native language (Pelucchi, Hay, & Saffran, 2009a). However, in an experiment using a 
synthetic continuous speech signal, they were not able to discriminate words from non-words when 
the words that built up the speech signal varied in length (two-syllable words and four-syllable 
words) (Johnson & Tyler, 2010), suggesting that transitional probabilities alone are not sufficient in 
situations with less stereotyped input. 

Prosody is an example of yet another source of information about word boundaries that infants 
seem to make use of. English learning 7.5-month-olds are able to segment words that have the 
common strong-weak (trochaic) stress pattern from fluent speech, but are unable to segment words 
with the less frequent weak-strong (iambic) stress pattern, while 10.5-month-olds are able to 
segment words in both conditions (Jusczyk, Houston, & Newsome, 1999), suggesting that infants’ 
sensitivity to prosodic word boundary cues develops over age. Similar prosodic preferences have 
been reported for other languages, as well as different developmental curves for when words with 
the less common stress pattern can be segmented (Höhle, Bijeljac-Babic, Herold, Weissenborn, & 
Nazzi, 2009; Kooijman, Hagoort, & Cutler, 2009), suggesting that the prosodic cues to word 
boundaries as well as infants’ developing sensitivity to them, are mainly language-specific, but that 
infants nevertheless are sensitive to them.  
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A number of studies have shown that infants at the age of nine months are sensitive to language 
specific phonotactic word boundary cues (Friederici & Wessels, 1993; Mattys, Jusczyk, Luce, & 
Morgan, 1999), while sensitivity to allophonic word boundary cues has not been found at this age 
yet. It has, however been established in 10.5-month-old infants (Jusczyk, Hohne, & Bauman, 1999), 
suggesting that sensitivity to language-specific word boundary cues is present and possibly 
develops late in the first year of life. 

Different types of cues are of varying importance to infants; when presented with conflicting cues, 
8-month-olds rely on spectral and prosodic cues rather than they do on statistical cues (Johnson & 
Jusczyk, 2001). More importantly, however, one type of cues can lead to the discovery of other 
types of cues (Sahni, Seidenberg, & Saffran, 2010; Seidl & Johnson, 2006). According to Morgan 
and Saffran (1995), 9-month-olds integrate prosodic and statistical cues when segmenting speech, 
and adults segmenting an artificial language based on transitional probabilities perform better when 
prosodic cues are added (Saffran, Newport et al., 1996). In summary, although the different kinds 
of cues are rarely robust enough by themselves to account for infants’ undisputable ability to 
segment words from fluent speech, a combination of several cues as well as an increased familiarity 
with and perceptual specialization in the native language would provide sufficient structure to make 
it possible to extract words from fluent speech. 

Infant memory development 

It has been suggested that the two memory systems that adults are believed to have – explicit and 
implicit memory – develop and mature at different stages and at different rates in infancy. Since 
adults cannot remember their earliest years – a phenomenon commonly referred to as infantile 
amnesia (Pillemer, 1998; Usher & Neisser, 1993; West & Bauer, 1999) – it has been hypothesized 
that the explicit (or declarative) memory system does not mature until about one year of age (Bauer, 
2004; Bauer, Wiebe, Carver, Waters, & Nelson, 2003; Liston & Kagan, 2002), while the implicit 
(or non-declarative) memory system is present shortly after birth (DeCasper & Fifer, 1980; 
Richmond & Nelson, 2007; Siqueland & Lipsitt, 1966). However, it has also been proposed that the 
two different memory systems develop in parallel (Rovee-Collier, 1997); that there are no 
fundamental differences between adults and infants when it comes to the raw capacity to remember 
things, but that they select different aspects of things to remember (Rovee-Collier & Cuevas, 2009). 
Reviving the ecological view of memory development proposed by Spear (1984), Rovee-Collier 
and Cuevas state that “members of all species are perfectly adapted to their niche at each point in 
ontogeny and exhibit effective, evolutionary selected solutions to whatever challenges each new 
niche poses” (p. 160, 2009). The linguistic challenge of infants – to acquire the ambient language 
without prior knowledge even of the phenomenon of language – differs greatly from everyday 
language use of adults. Linguistically, infants and adults can thus be seen as occupying different 
ecological niches, and the application of their memory systems differs in order for both to be 
properly adapted to their situation, but that does not necessarily mean that there is structural 
difference in their memory systems. 

The interval during which infants are able to retain memories expands as the infant grows older. 
Infants between one and two months of age are able to distinguish between a familiar and a novel 
nursery rhyme three days after the last of several familiarization sessions (Spence, 1996). In 3-
month-olds, tested using an operant conditioning procedure in which they learn to move a mobile 
by kicking, forgetting is complete after an interval of about eight days (Rovee-Collier, Sullivan, 
Enright, Lucas, & Fagen, 1980). However, specific details of a situation seem to be forgotten after 
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longer intervals (three to seven days) at this age; a novel context (either visual or auditory) disrupts 
retention compared to performance in test situations that were contextually identical to the training 
situations (Fagen et al., 1997; Hayne, Rovee-Collier, & Borza, 1991; Rovee-Collier & Sullivan, 
1980). Infants at the age of six months show no forgetting at fourteen days after conditioning using 
a similar procedure, but after 21 days forgetting is complete (Hill, Borovsky, & Rovee-Collier, 
1988). Changing the context disrupts retention also at this age (Boller & Rovee-Collier, 1992), but 
if training occurs in multiple contexts, testing in a novel context does not disrupt retention after 24 
hours (Amabile & Rovee-Collier, 1991). Little research has been done on infants’ long term 
memory of sound patterns, but Jusczyk and Hohne (1997) have shown that 8-month-olds, after 
exposure to spoken stories, listen longer to lists of words that frequently occurred in the stories than 
they do to lists of words that did not occur in the stories. 

Infant’s retention times in operant conditioning procedures can be lengthened by implementing 
reminder sessions in which the infant is briefly reminded of the situation, either by reactivation or 
reinstatement3

Infant-directed speech 

. Infants who were exposed to the situation at the age of two months showed 
retention until over five months later when briefly reminded of the testing situation every three 
months during the interval (Rovee-Collier, Hartshorn, & DiRubbo, 1999). Infants at the age of three 
months who were given a reactivation session 24 hours before testing exhibited retention after a 
delay of two weeks, but only if the context in the reactivation session did not differ too much from 
the training situation (Rovee-Collier, Patterson, & Hayne, 1985), and only if reactivation occurred a 
relatively long time after training (Hayne et al., 1991). Similar results have been found with 6-
month-olds; reactivation prolongs retention if the context is familiar (Bhatt, Rovee-Collier, & Shyi, 
1994; Boller, Rovee-Collier, Borovsky, O'Connor, & Shyi, 1990; Borovsky & Rovee-Collier, 1990; 
Hill et al., 1988). 

Infant-directed speech (IDS), sometimes referred to as “baby talk” or “motherese”, is a speech style 
often used when talking to infants. IDS is of course not the only kind of speech an infant is exposed 
to, in fact only 15% of the speech an infant listened to in a single subject study was directed directly 
towards her (van de Weijer, 2002). However, a further 30% was directed towards other children or 
infants close by. This means that almost half of the speech the infant is exposed to can be 
characterized as infant or child directed, indicating that IDS is a principal source of linguistic input 
of the infant. Additionally, young infants prefer listening to IDS over adult-directed speech (ADS), 
further suggesting that this speech form can be considered a relatively salient type of input to the 
infant. A preference for IDS over ADS can be found already in 2-day-old infants (Cooper & Aslin, 
1990), and persists as the infant gets older (Cooper & Aslin, 1990; Fernald, 1985; Newman & 
Hussain, 2006; Pegg, Werker, & McLeod, 1992), up to around seven to nine months of age. At this 
age, the IDS preference has been observed in some studies (Werker & McLeod, 1989; Werker, 
Pegg, & McLeod, 1994), while in other it has not been found (Hayashi, Tamekawa, & Kiritani, 

                                                      
3 Reactivation constitutes a brief exposure to the training situation shortly before testing, while 

reinstatement means brief exposures to the training situation periodically during the retention interval, 

but with a longer interval between last reinstatement and testing (e.g. Adler, Wilk, & Rovee-Collier, 

2000). 
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2001; Newman & Hussain, 2006), suggesting that it is at least weakening at this stage4

IDS is characterized by a number of linguistic simplifications compared to ADS. Object labeling 
occurs frequently (Goddard, Durkin, & Rutter, 1985), and novel or focused words are often placed 
in utterance-final position (Aslin, Woodward, LaMendola, & Bever, 1996; Fernald & Mazzie, 
1991; Messer, 1981). Utterances tend to be shorter and separated by longer pauses (Fernald & 
Simon, 1984; Fernald et al., 1989; Grieser & Kuhl, 1988; Snow, 1977). Often, only one of the 
words in the utterances is a content word, i.e. a noun, verb, adjective or adverb (Fernald & 
Morikawa, 1993), and isolated content words occur more frequently than in ADS; 8-10% of IDS-
utterances consist of a single isolated word (Brent & Siskind, 2001; Fernald & Morikawa, 1993). 
Partial and exact semantic repetitions occur in IDS to a relatively high degree (Fernald & 
Morikawa, 1993; Lacerda et al., 2004; Snow, 1977), as do prosodic repetitions (Fernald & Simon, 
1984). In general, the prosodic modulations of IDS are exaggerated compared to ADS; the 
fundamental frequency is higher, and has a wider range (Fernald & Simon, 1984). Although the 
grade of modification varies across languages, the prosodic characteristics of IDS seem to be 
largely language-independent (Fernald et al., 1989; Grieser & Kuhl, 1988). There are differences 
between IDS and ADS also on a segmental level; the vowel formant space is expanded (Burnham, 
Kitamura, & Vollmer-Conna, 2002; Kuhl et al., 1997), and voice onset time (VOT) in IDS has been 
shown to differ from that of ADS for both voiced and unvoiced plosives

. While 
present, the preference has been reported to be stable regardless of speaker gender (Pegg et al., 
1992; Werker & McLeod, 1989) and across languages (Werker et al., 1994). 

5

It has been widely hypothesized that the characteristics distinctive to IDS help in the acquisition of 
language by marking segment boundaries of different kinds. Thiessen, Hill and Saffran exposed one 
group of infants to nonsense sentences with intonation contours typical of IDS, and a second group 
of infants to the same sentences but with ADS intonation contours (2005). When presented to 
words and part-words (syllable sequences spanning word boundaries) in isolation, only infants in 
the simulated IDS condition distinguished between them, despite the fact that the only cue to word 

 (Englund, 2005; Sundberg 
& Lacerda, 1999). 

One important thing to note, however, is that the characteristics of IDS differ with age of the infant 
it is directed to. For example, IDS to 19-month-olds contains more questions and labeling of objects 
than does speech directed to infants aged twelve and six months, and a greater proportion of 
repetitions are verbatim repetitions in IDS to 6-month-olds than in IDS to 9- and 12-month-olds 
(Fernald & Morikawa, 1993). Moreover, the pauses between utterances are at their longest during 
the neonatal period and then become shorter, and exaggerated pitch modulations seem to peak when 
the listener is four months old (Stern et al., 1983). Although the general characteristics of IDS are 
language-independent, the different ages in which different aspects of IDS are more or less 
pronounced varies across languages (Kitamura et al., 2001), suggesting that at least one of the 
functions of IDS could be to highlight information that facilitate language acquisition. 

                                                      
4 Hayashi and colleagues report that the weakening in IDS preference is temporary and that the 

preference re-emerges at around ten to fourteen month of age (2001). Newman and Hussain, 

however, did not find any re-emergence of IDS preference in 13-month-olds (2006). 

5 The results as to how VOT in IDS and ADS differ are inconclusive; Sundberg and Lacerda (1999) 

found shorter VOT in Swedish IDS directed to 3-month-olds, while Englund (2005) reports longer VOT 

in Norwegian IDS directed to infants between one and six months. 
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boundaries in both situations was the probability with which the syllables co-occur. This suggests 
that the intonational properties of IDS facilitate probabilistic word segmentation, which has earlier 
been demonstrated in infants using synthesized monotone speech (Saffran, Aslin et al., 1996; 
Saffran, Newport et al., 1996). Given that infants perform better on word recognition and 
segmentation tasks when the target word has been presented in utterance final position (Aslin, 
2000; Fernald, Pinto, Swingley, Weinberg, & McRoberts, 1998), the fact that novel or focused 
words are often found at the end of utterances in IDS (Fernald & Mazzie, 1991) suggest that the 
structure of IDS can be helpful identifying word boundaries. In an experiment with adults, English-
speaking participants were exposed to Chinese sentences describing objects they were shown. The 
sentences were spoken either in IDS or ADS style, and the target word (the Chinese word for the 
object) was placed in different positions in the sentence. Only when the speech style was infant-
directed, and the target word was in utterance-final position, were the participants able to correctly 
identify the object when exposed to the target word in isolation (Golinkoff & Alioto, 1995), further 
supporting the claim that IDS facilitates identifying words. In addition, infants prefer IDS speech 
samples in which pauses have been inserted at clause boundaries to samples where the pauses have 
been inserted within clauses (Hirsh-Pasek et al., 1987). This preference is not evident in similarly 
manipulated ADS, suggesting that IDS, but not ADS, contains cues about grammatical unit 
boundaries that the infant is sensitive to (Nelson, Hirsh-Pasek, Jusczyk, & Cassidy, 1989). 

IDS is characterized by its repetitive structure (Lacerda et al., 2004), and it has been experimentally 
observed that repetitive word sequences, imitating the structure of IDS, help infants’ word 
recognition (Fernald & Cummings, 2003). It has also been suggested that IDS facilitates language 
acquisition in other ways than highlighting boundaries. For example, it has been reported that the 
exaggerated pitch variation of IDS facilitates infants’ development of vowel categories (Trainor & 
Desjardins, 2002), and that the properties of IDS in different languages contain the cues infants 
have been shown to use in their acquisition of speech sound categories (Werker et al., 2007). 

1.2 Speech segmentation models 
Recently, a number of computational models focusing on the problem of segmenting speech with 
no prior knowledge of the language have been presented. The aim has been to make the models 
more or less plausible in terms of infant development. 

Some of the most important determinants of a model’s plausibility are number of and kind of 
external constraints that the model contains; that is, constraints that are not empirically supported 
but necessary for the model to function (e.g. threshold values). The fewer external constraints a 
model contains, the more it can be considered as empirically sound. There are also a number of 
aspects any segmentation model must take into consideration. First, there is the segmentation 
strategy; the specific algorithms the model uses in order to find word boundaries. In order to imitate 
infant development, the choice of segmentation strategy varies depending on which theoretical 
framework one subscribes to. Second, there is the memory simulation of the model; some models 
build a lexicon to which they compare the input, others store word-boundary hypotheses based on 
statistical properties of the input – regardless, any model segmenting speech has to deal with the 
issue of simulating memory in some way. Lastly, all speech segmentation models must have speech 
input of some kind in order to have something to segment.  
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Although the purpose of the current study is not to create a speech segmentation model, some brief 
examples from some recent speech segmentation models will be given regarding the three aspects 
segmentation strategy, memory simulation and input. 

Segmentation strategy 

There are a number of different segmentation strategies one can apply when modeling infant speech 
segmentation. Brent (1999) described three main categories into which most segmentation models 
can be sorted based on their segmentation strategy; the predictability strategy, the utterance-
boundary strategy, and the word-recognition strategy. Most of the recently published models utilize 
different variations of the word-recognition strategy, which will be the focus of the present section. 
The word-recognition strategy works by storing explicit representations of lexical candidates (hypo-
thesized words) and recognizing them when they reoccur in the input (Brent, 1999). The strategy 
can be considered empirically sound for most modeled developmental stages, since infants have 
been shown to be able to recognize sound segments they are familiar with at a very young age 
(Mandel, Jusczyk, & Pisoni, 1995), suggesting they have some sort of memory representation of the 
segments they recognize. 

One model using the word-recognition strategy is PARSER (e.g. Perruchet & Vinter, 1998). Before 
exposure, only the syllables used in the artificial language that the model is exposed to are stored in 
its memory. Input is a string of syllables, and PARSER processes the stream in chunks of varying 
and random length between one and three “perceptual units”. A perceptual unit is a segment that is 
stored in memory whose perceptual weight exceeds a threshold value. The present chunk is 
compared to stored perceptual units, and is added to memory if not recognized and given an 
increased perceptual weight value if already present in memory. Weights of the stored lexical units 
are modified according to an interference and memory decay function before starting on the next 
iteration and the next randomly sized chunk of perceptual units. Over time, segments that reoccur 
will be given high perceptual weight values – the “words” of the artificial language are found 
(Perruchet & Tillmann, 2010; Perruchet & Vinter, 1998). A second example is the BootLex model 
described by Batchelder (2002), which uses a similar approach; initially only the basic units of the 
input (letters or other graphemes) are stored in memory. Input is presented as utterances, which are 
segmented into all possible combinations, and the frequency of occurrence is also stored; if the 
initial lexicon consists of “a”, “b”, “c” and “d” (each with an occurrence frequency of one) and the 
first input utterance is “abc”, “a”, “b” and “c” will have their frequency set to two, and the two new 
lexical items “ab” and bc“ will be added with a frequency of one. The following utterances are 
segmented in all possible ways using only the lexical units stored, and each segmentation version is 
given a score based on its units’ frequency values over the number of occurrences of all lexical 
items. The segmented version with the highest score is chosen and the frequency values of the 
lexical units involved are adjusted. If the second utterance in the example described above is “dab”, 
it is possible (based on the units in the lexicon) to segment it either as “d a b” or as “d ab”. The first 
version will get a score of (1/9)*(2/9)*(2/9) = (4/729), since “d” has a frequency of one out of all 
nine occurrences of lexical items, while both “a” and “b” have occurred twice. The second 
segmentation version will get a score of (1/9)*(1/9) = (1/81) = (9/729), as both “d” and “ab” has 
occurred only once out of the total nine occurrences of lexical items. The second version will thus 
be chosen and the frequency of “d” and “ab” will be added to. The utterance is also segmented into 
all possible combinations (this time not limiting the number to only those using items already in the 
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lexicon) and any new potential lexical units are added to the lexicon with an initial frequency value 
of one, before entering the next utterance. 

Both of the above described models use what Brent (1999) terms synthetic processing, starting with 
smaller units of speech (phonemes or syllables) and using these to build lexical items.  

An example of a model instead using an analytic approach is PUDDLE, in which whole utterances 
are stored as lexical items, and then broken down into word-like segments (Monaghan & 
Christiansen, 2010). The ETLA-model uses a similar approach, using transcribed IDS utterances as 
input. Each new utterance is stored in full as a lexical candidate and compared to those already 
stored. If an utterance matches part of a lexical candidate, this part as well as the remaining part of 
said lexical candidate, are also considered lexical candidates and stored as such (Lacerda, 2011; 
Lacerda et al., 2004). For example, if one utterance is “lookatthepuppy” and another is 
“yeslookatthepuppyoverthere”, both of those are considered lexical candidates, as are “yes” and 
“overthere”, since those segments occur on each side of the already defined lexical candidate 
“lookatthepuppy”.  

Memory simulations 

Segmentation models of the word-recognition kind must have some sort of memory in which 
lexical units are stored, enabling comparison with new input. In several models, general forgetting 
functions are present in order to filter out those items which are not often “heard” by the model. 
This is consistent with infant data showing periodical reminders facilitated retention over longer 
periods of time (e.g. Hill et al., 1988). In PARSER, for example, the weights of all units stored in 
memory are subtracted before starting the next iteration of the program. The weight of a unit is 
added to each time the unit is found in the input, so if the unit is used and stored once only, it will 
have a steadily decreasing weight. When the weight of a unit goes below a certain threshold, the 
unit it is removed from the memory and can be considered forgotten (Perruchet & Tillmann, 2010). 
BootLex simulates forgetting in a different way; by using the ratio between the number of time a 
unit has been “heard” and the total number of units “heard” as part of the qualifier for a preferred 
segmentation, it effectively sorts out the less common combinations (Batchelder, 2002). 

Segmentation models vary in the way they process the input. Brent (1999) distinguishes between 
online, incremental and batch processing. Batch processing means that the model can access all 
input utterances at all times, making input order irrelevant and revisions before output of segments 
possible. Incremental processing means that the segmenting of one utterance is completed before 
the next is presented, while online processing occurs within speech streams. Models using online 
processing often have a continuous speech stream as input. Human adults process speech on-line; 
they do not need to process the full utterance before knowing where the word boundaries are. They 
even jump to conclusions before the full word is finished. Infants have also been shown to process 
speech on-line, at least from eighteen months of age onwards (Fernald, Swingley, & Pinto, 2001). 

Input 

Speech segmentation models naturally use some sort of representation of speech as input. Until 
recently, the only viable option for such representation has been more or less detailed non-
segmented transcriptions of the speech signal. Different kinds of suprasegmental information have 
also been coded and used as segmentation cues, such as word stress (Christiansen, Allen, & 
Seidenberg, 1998), utterance boundaries (Lacerda, 2011; Lacerda et al., 2004; Monaghan & 
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Christiansen, 2010) or phonotactic regularities (Brent & Cartwright, 1996). In others, the binary 
features of phonemes are used instead of the phonemes themselves (e.g. Batchelder, 2002). In more 
recent years, using representations of the actual audio signals has been made possible, but – 
possibly due to the great computational power still needed for such processing – the models 
utilizing this are relatively few. One example is CELL, in which the audio signal is converted into 
phoneme probabilities using a neural network before further processing (Roy & Pentland, 2002). 
The LA-model extracts the Mel-Frequency Coefficients (MFCC) of the audio signal and compares 
segments using the dpn-gram technique, a method for finding similar segments in two sets of 
sequential data (e.g. two recorded utterances), allowing for time distortion and displacement 
(Aimetti, 2009; Aimetti, ten Bosch, & Moore, 2009). While Aimetti and colleagues represent the 
speech signal using MFCCs, the technique permits to use virtually any aspect of the audio signal 
that can be parameterized. 

The type of speech used as input to the model also varies. Perruchet and Tillmann (2010) ran 
PARSER on an artificial language made up from tri-syllabic words presented as a continuous 
stream with no cues to utterance boundaries. The ETLA-model instead uses a rough transcription of 
spontaneous speech in which utterance boundaries, but not word-boundaries, are explicitly marked 
by spaces. It has been run both on spontaneous speech directed to 2- to 20-month-olds and on adult-
directed speech. Given the repetitiveness of IDS, a greater number of lexical candidates were found 
in the IDS than in the ADS (Lacerda, 2011; Lacerda et al., 2004). 

In terms of authentically recreating infant language acquisition, audio is of course preferable over 
transcribed speech, since it more accurately encompasses the challenges the infants face, such as 
generalizing across speakers. There is, however, benefits to using more stereotyped representations 
of speech; by eliminating some of the acoustic challenges, one can focus on the purely structural 
ones. Using artificial languages is useful for investigating specific infant abilities, such as statistical 
learning, while natural speech, preferably IDS to some extent, is more useful for investigating the 
spontaneous language acquisition that infants manage.  

1.3 The present study 
The present study investigates the relevance of fundamental frequency as a potential basis for 
speech segmentation, aiming to use methods as empirically sound as possible in terms of infants’ 
processing abilities. 

The basis for segmentation in the current study is similarity, since it requires no a priori knowledge 
of speech units, thus simulating a very young infant. According to an analytical speech 
segmentation approach, segments that are similar and occur within a relatively short time from each 
other are considered salient and therefore stored in memory as lexical candidates. As segmentation 
method a modified version of the dpn-gram technique was used. The dpn-gram technique is a way 
of comparing any kind of sequential information and determining the degree of similarity between 
different segments of it, allowing for temporal displacement. Variables can be manipulated to 
modify the tolerance of temporal distortion and thresholds for on- and offset of similar segments. 
To make the technique as empirically sound as possible, those variables would have to be set to 
match the results of the speech segmentation models as close to infant performance as possible. In 
the present study, however, the variables are fairly arbitrarily set, and can therefore be considered 
external constraints. Furthermore, this segmentation strategy is not cognitively plausible for 
modeling infant speech segmentation of older infants (about a year of age), since the infant at this 
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developmental stage is far from linguistically naïve, and more likely to primarily use other cues for 
speech segmentation. However, the strategy will be used on both age-matched IDS as well as on 
IDS that is not age-matched and ADS, in order to demonstrate how its relevance differs at various 
ages. 

The present study does not take memory development into consideration. The only memory 
constraint is a simple short term memory simulation implemented by dividing the recordings into 
shorter sections (of about one to two minutes) and segmenting them separately using batch 
processing. That is, the order of the utterances is not taken into account; each utterance is compared 
to every other utterance in the same section. The model has perfect recall during the few minutes of 
each recording, but complete memory loss between them. 

Since the segmentation strategy employed is appropriate for very young infants, fundamental 
frequency is used for segmentation, as an aspect of speech that young infants attend to (possibly 
because of prior, i.e. pre-natal, exposure to it). The fundamental frequency is represented in cents 
instead of Hertz in order to be more psychoacoustically relevant. The type of input used is IDS 
directed to 3-month-olds (IDS03), IDS directed to 12-month-olds (IDS12), and ADS. Only IDS03 
in combination with the present segmentation strategy and basis for segmentation can be considered 
plausible. 

The relevance of fundamental frequency will be measured as a rough estimation of acoustic 
similarity between the lexical candidates detected, measured by spectral distance (defined as the 
accumulated difference between four formants at ten equidistant data points). The spectral distance 
will be calculated for the first four formants at ten equidistant points in each lexical segment, using 
the Bark scale for optimal psychoacoustic relevance. In an attempt to define the current scale, the 
spectral distance between two occurrences of the same speaker saying the same word within a short 
period of time will be calculated, as will the spectral distance between randomly matched chunks of 
speech. Having thus defined the scale, the different types of speech input will be compared. 

2 Method 
Different types of speech (IDS03, IDS12, and ADS) were run through a script that compares all 
utterances with every other utterance within an audio file, and highlights similar sequences based 
on fundamental frequency (f0) information. The average duration of each highlighted segment pair 
was calculated, and the 25 pairs with the longest average duration were selected for analysis and 
compared via a rough spectral distance measure. The spectral distance of the f0-based segment 
pairs was also compared to the spectral distance of transcription-based and randomly generated 
segment pairs. 

2.1 Speech material 
The speech material consisted of recordings situations in which three mothers with central Swedish 
dialect interacted with their 3- or 12-month-old infants in a sound-attenuated room. The infant was 
sitting in a baby seat facing the mother, and the mother was instructed to play with her infant as she 
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would at home. After the interaction session, the experiment leader entered the room and talked 
informally with the mother in order to obtain ADS speech samples. During the whole session, the 
mother wore a head set with a Sennheiser Red Dot Microphone. The audio was recorded on a 
Panasonic SV-3700 DAT tape recorder and later digitalized and divided into 26 shorter sections 
(Table 1). In the IDS03 and ADS conditions, speech from the same two mothers was used. The 
third mother’s speech was used in the IDS12 condition. 

Table 1. Sections used in the study. 

  Section duration (s) 

Group N of sections Min Max Average 

IDS03 10 51 103 71.79 

IDS12 8 117 165 126.25 

ADS 8 58 98 78.63 

 

Using Wavesurfer 1.8.5, on- and offset for each utterance within the sections were manually 
marked (Table 2). The utterances were orthographically transcribed with no spaces between words. 
Utterances that were clearly infant-directed were not marked in the ADS sections, and vice versa.  

Table 2. Utterances in the sections used in the study. 

  N of utterances / section 

Speech type N of utterances (total) Min Max Average 

IDS03 353 21 53 35.30 

IDS12 372 30 60 46.50 

ADS 165 5 33 20.63 

 

Fundamental frequency data files were created in Wavesurfer 1.8.5, using the settings “Pitch 
method” = ESPS, “Max pitch value” = 800, “Min pitch value” = 40, “Analysis window length” = 
0.0075 and “Frame interval” = 0.01. No manual corrections were made to the data files. 

Table 3. Fundamental frequency characteristics of the utterances in the sections used in the study. 

 Fundamental frequency (Hz) 

Speech type Min Max Average 

IDS03 63.55 742.51 263.97 

IDS12 64.64 777.10 270.28 

ADS 63.33 744.86 201.05 

 

Formant data was automatically generated using Wavesurfers’ default settings and saved as 
individual data files for later use in the scripts. No manual corrections were made, since their 
purpose in the study was internal comparison only. 
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2.2 Segmentation procedure 
Mathematica 7.0 was used to create a script to find similar segments in fundamental frequency data. 
First the fundamental frequency generated from Wavesurfer was converted from Hertz to cents, 
with 110 Hz as reference (1). 

(1) 
)110(log

)(log1200
2

2 fc =  

=f  frequency in Hertz, =c  cent 

Within a section, each utterance was compared to every other utterance, using a modified version of 
the dpn-gram technique, which involves dividing the data into smaller time frames (in this case 
each sample of the fundamental frequency data constituted a frame).  Then the script calculates the 
difference between each frame in one utterance and every frame in the other utterance, thus creating 
a Distance Matrix (DM), see figure 1. In frames where one (or both) of the utterances lacked 
fundamental frequency information (e.g. unvoiced or whispered passages), the distance was set to 
“Indeterminate”. 

 

Figure 1. Distance Matrix calculation. The distance between each sample of the first utterance and each 

sample of the second utterance is calculated, creating a Distance Matrix. 

Every cell in the DM is then analyzed and given a Quality Score (QS) based on the QS of the 
backwards-surrounding cells (accumulating QS creating a bias towards longer similar segments), 
whether or not the backwards-surrounding cells had any comparable data, which one of them had 
the smallest difference between frames, and whether or not this difference was below a threshold 
value (50 cents). Those scores can be set to adjust the degree of allowed temporal distortion (Table 
4). A Backtracking Pointer (BP) is also set for each cell in the DM, indicating which of the 
surrounding cells holds the closest match between utterances. 
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Figure 2. Quality Score calculation. The Quality Score of each cell is set depending on the properties of the 

surrounding cells. 
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Table 4. The scores of the script and what they control. 

Parameter Test Value Purpose 

Indeterminate score If none of the backwards-surrounding cells 
have any comparable data (i.e. they are all 
“Indeterminate”), the diagonally accumulated 
QS is multiplied by this value and set as the 
current cell’s accumulated QS. 

 

0.9 Passages without f0-information 
results in a slight gradual decrease in 
QS over time, but over short time 
spans the impact on the score is very 
small. 

Diagonal score If the diagonally backwards cell has the 
smallest difference between frames, the 
diagonally accumulated QS is multiplied by 
this value. 
 

1.5 Rewarding diagonal matches results 
in a bias for temporal matching. 

Perpendicular score If one of the perpendicularly backwards-
surrounding cells has the smallest difference 
between frames, the diagonally accumulated 
QS is multiplied by this value. 
 

1 Not penalizing perpendicular 
matches permits temporal distortion. 

Below threshold If the smallest difference between frames is 
lower than the threshold, this value is added to 
the accumulated QS and set as the QS of the 
current cell. 
 

1 Ensures that the score increases over 
time as long as the frames are similar 
enough. 

Above threshold If the smallest difference between frames is 
greater than the threshold, this value is 
multiplied with the accumulated QS and set as 
the QS of the current cell. 

0.5 Makes sure the score decreases 
significantly when frames are not 
similar enough. 

 

When the whole DM has been analyzed and given QSs and BPs, the highest QS is found and set as 
offset of the longest similar segment of the utterances. The BPs are used to find the most closely 
matching cells “backwards” in the DM to where the QS does not reach a cut-off value (3), and 
onset of the longest similar segment is set (Figure 3). 

One segment pair was used from each utterance comparison, even though there may have been 
other (shorter) similar segments within the same utterances. In the cases where there were several 
similar segments with the same QS at offset, only the first one found was used. 

The same kind of segmenting procedure was used on the transcription, where each frame consisted 
of one character of the transcribed utterance, allowing no temporal distortion. Output from the 
transcription-based segmentation consisted of pairs of similar character strings, sometimes 
comprising a word, sometimes parts of words. Based on this, segment pair on- and offset was 
manually marked in the audio file. 

Random segment pairs were generated based on the pairs found during transcription-based 
segmentation. They were selected from corresponding sections of the recordings and matched for 
duration, but utterance pairings and segment onset within utterances were randomly chosen. 
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Figure 3. Backtracking to find on- and offset of similar segments. 

2.3 Spectral distance 
From each speech type category 25 segment pairs were selected for acoustic comparison; the 
average duration of each f0-based segment pair was calculated and those with the longest average 
duration were included, and for the transcription-based segments the ones with the highest QS at 
segment offset were selected (i.e. the ones with longest similar character strings). The random 
speech chunks were created mirroring the 25 selected transcription-based pairs for each category, 
so they were all included by default. 

A script was created in Mathematica 7.0 to collect formant data for each segment at ten equidistant 
points along the time axis. As mentioned above, the formant data was automatically generated in 
Wavesurfer and thus represented in Hertz, but the data points collected were converted to Bark 
(Traunmüller, 1990), see formula (2). 

(2) 53.0
1960

81.26
−

+
=

f
fb  

 =f Frequency in Hertz, =b Bark 

Using PASW Statistics 18, the difference (in Bark) between the corresponding data points in each 
segment pair was calculated and summed up into a spectral distance value (Figure 4). Statistical 
analysis of the material was also performed in PASW Statistics 18. 
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3 Results 
The mean spectral distance (Figure 5) was compared for all nine groups (three speech conditions 
times three bases for segmentation) using a one-way ANOVA, and was found differ significantly 
between groups (F(8,224) = 8.245, p < 0.001). A LSD Multiple Comparisons Post Hoc analysis was 
performed to find the individual differences between groups. Comparisons made between groups 
with different speech type input were disregarded due to the unbalanced materials with regards to 
speaker. For the IDS03 condition, significant differences were found between f0-segmentation and 
random segmentation (p < 0.001), as well as between f0-segmentation and transcription-based 
segmentation (p < 0.003). In the IDS12-comparisons, a significant difference in mean spectral 
distance was found between f0-based segmentation and transcription-based segmentation (p < 
0.004). 

 

Figure 5. The mean spectral distance (CI 95%) of the f0-based (blue), transcription-based (pink) and 

randomly generated (green) segment pairs. 

4 Discussion 
Segmentation based on f0-information of speech directed to 3-month-old infants results in a better 
acoustic match (as measured by spectral distance) than do transcription-based segmentation or 
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randomly comparing speech segments. When using speech directed to 12-month-olds, segmenting 
based on f0-information results in smaller spectral distance than does transcription-based segmen-
tation. Using ADS, both the f0-based and the transcription-based segmentation resulted in spectral 
distance not differing from that of randomly paired speech segments. 

Concerning the difference in spectral distance between speech type inputs (IDS03, IDS12 and 
ADS), the fact that the speech material in IDS03 and ADS was obtained from the same two 
speakers while the IDS12 speech samples were obtained from a third speaker should be considered, 
and direct comparisons between the groups should be made with caution. Running the scripts on 
speech samples from the same speaker(s) in all three conditions would be interesting in order to 
make direct comparisons between the conditions possible. 

The segmentation process of the present study can be improved, especially when it comes to 
memory simulation. That of the present study is very simple, giving the model perfect recall within 
each section of the recording  (each about one to two minutes long) and no recall between sections. 
Modifying this with a memory decay function in which the likeliehood to remember utterances 
decreased over time, so that each new utterance only is compared to those newly heard (and those 
otherwise found salient, in terms of repetitions), would make the process more empirically sound. 

Infants at the age of three months can be considered rather linguistically naïve, and therefore the 
present segmentation procedure (similar segments being highlighted as lexical candidates) is 
appropriate for modeling speech segmentation at this age. Already at twelve months of age, infants 
have acquired substantial linguistic experience; they have sizable perceptive vocabularies, and are 
able to bootstrap the meaning of words from the context in which they are presented (Bloom & 
Markson, 1998). Additionally, at this age the ability to discriminate between phonemes that are not 
part of their native language has decreased (e.g. Polka & Werker, 1994), suggesting that they have 
started to perceive speech sounds linguistically rather than acoustically. Considering this, it is 
probable that the segmentation procedure used in the current study is not as appropriate for 
modeling speech segmentation in 12-month-old infants. Adults are obviously linguistically 
experienced, and can be expected to segment speech based on their prior linguistic knowledge (i.e. 
lexical rather than acoustic similarity), making the present segmentation procedure less suitable for 
speech segmentation modeling at that age.  

Young infants prefer to listen to IDS over ADS, while for older infants, this preference for IDS over 
ADS has decreased considerably (e.g. Newman & Hussain, 2006). Additionally, 4-month-old 
infants prefer simulated IDS over simulated ADS when the property simulated was f0, but not when 
it is loudness or duration (Fernald & Kuhl, 1987), suggesting that f0 can be considered salient in the 
speech input to young infants. Although not optimal for older infants and adults, segmentation 
based on f0-information is empirically sound when imitating young infants’ speech segmentation. 

The results reflect the above reasoning in that the greatest difference (within one speech condition) 
is found in the IDS03-condition, where the speech type input matches the segmentation procedure 
in terms of what is plausible. In order to make empirically sound models imitating infants’ speech 
segmentation during the first year of life, it is suggested that salient properties of the speech 
directed to infants at relevant ages is used as basis for segmentation. In order to know what those 
properties are, furhter examination of how IDS varies with age of the infant is essential, as is 
research on infants’ preferences in terms of IDS characterstics at different ages. 
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