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Abstract. This paper describes the verbal, non-verbal, and discourse
annotation of a longitudinal corpus of parent–child interaction. The ver-
bal annotation includes transcription of child-directed speech and child
vocalizations. The non-verbal annotation describes gestures and object-
related actions by both parent and child. The verbal and non-verbal
annotation is combined in discourse annotation that distinguishes ini-
tial from subsequent mentions, and further categorizes initial mentions
depending on initiative.1
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1 Introduction

There is mounting evidence that language acquisition is largely grounded in
general cognitive abilities, such as intention-reading and sensitivity to joint at-
tention, visual and auditive pattern-finding, and the ability to imitate [19, 9].
Research also shows the impact of social interaction on language acquisition in
infants [9]. The parent’s ability to establish and maintain joint attention, to read
the child’s signals, and to align their speech with the child’s focus of attention
are key elements in the interactive learning process [3, 17]. Thus, a cognitive
model of language learning must ultimately be dialogue-driven and multimodal
to reflect how parent and child interact, using devices such as words, eye gaze,
gesture, and object manipulation.

To this end, we present a scheme for verbal, non-verbal and discourse annota-
tion of a longitudinal corpus of parent–child interaction. The verbal annotation
includes ortographic transcription of child-directed speech and phonetic tran-
scription of child vocalizations. The non-verbal annotation describes gestures
and object-related actions by both parent and child. The discourse annotation

1 This research is part of the MINGLE project, ”Modelling the emergence of linguistic
structures in early childhood”, funded by the Swedish Research Council as 2011-675-
86010-31.



distinguishes initial from subsequent mentions of two target objects, and further
categorizes initial mentions depending on whether the parent follows or directs
the child’s focus of attention.

One phenomenon that we have studied within this scheme is synchrony [5,
p. 496], which refers to the recurring patterns or structural regularities that are
hypothesized to reduce the complexity of the language learning task (to reduce
”the poverty of the stimulus” if you wish). For example, when trying to make
the child understand an object reference, the parent may shake the object in
the visual field of the child while verbally referring to it. As the child displays
understanding of the concept, this synchrony across modalities will gradually
decrease [15].

The purpose of this paper is to describe the multimodal annotation that
supports these and other, related tasks. More specifically, we describe the char-
acteristics of parent–child interaction (Section 2), our corpus and annotation
tool (Section 3), and our annotation scheme for verbal, non-verbal and discourse
annotation (Section 4).2

2 Parent–Child Interaction

When talking to young children, adults modify their speech by e.g., using fewer
words per utterance, repetitions, and decreased syntactic complexity. Proso-
dically, infant-directed (ID) speech is characterized by high affective salience and
specific adjustments of acoustic characteristics such as higher F0, distinctive F0
contours, slower tempo, and longer pauses. Adults use ID-speech to regulate
infants’ arousal levels, convey affective intent, and capture their attention; and
studies show that infants prefer ID-speech to adult-directed speech [4, 7].

This modification is not modality-specific: signing caregivers typically sign
slowly to infants, with high levels of repetition and exaggerated movements [10],
and both deaf infants and hearing infants show greater attentional and affec-
tive responsiveness to infant-directed signing than adult-directed signing [11,
12]. Similarly, adults modify their gestures when talking to young children, with
frequent use of concrete pointing, display of objects, demonstration, and enact-
ment. Gesture types that are common in adult interaction such as representative,
metaphoric, and emphatic gestures are less frequent in ID-speech [13]; [6] found
that mothers used gestures less frequently in interaction with their infants as
compared to interaction with adults, and that the ID-gestures reinforce and
disambiguate spoken utterances, rather than add new information.

This type of ‘gesturese’ is mirrored in what Brand and colleagues call ‘mo-
tionese’ [2]: in a study of voluntary movement with and without objects in com-
munication with infants or adults, they focused on features such as range of
motion, rate, repetitiveness, proximity, enthusiasm, interactiveness, and simpli-
fication; They found that mothers significantly modify their actions when inter-
acting with infants. A related study shows that infants respond to motionese:

2 The detailed MINGLE annotation guidelines are available as a technical report [14].



variations in amplitude and repetition affect infant attention, while the level of
repetition affect the way the infant explores the objects [8].

3 Corpus Data

The data consists of audio and video recordings of free play sessions in a record-
ing studio at the Phonetics laboratory at Stockholm University. The studio is
equipped with a set of toys, including two target objects (a monkey called Siffu,
and a rabbit named Kucka). The longitudinal data consist of 10 recordings of
two children (at 7-8, 12-13, 17-19, and 27-31 months), one girl and one boy, in-
teracting with their Swedish-speaking mothers or fathers. At present, 41 minutes
of video are fully annotated. The tool ELAN3 [21] is used for synchronizing the
video and audio files, and annotating the data.

Fig. 1. Screen shot of a subset of the ELAN annotation tiers in the MINGLE corpus
consisting of utterance-level transcription, eye gaze, object-related actions, gestures,
and target object mentions by parent and child respectively.

4 Multimodal annotation in the MINGLE corpus

In the highlighted interval in figure 1, the parent is referring to one of the target
objects by a verbal mention in combination with a pointing gesture while nar-
rating the child’s object-related actions. The five top tiers in the ELAN window
consist of the parent’s speech, gaze, object-related actions, gestures, and verbal
mentions of the target objects, followed by five corresponding annotation tiers
for the child.

4.1 Verbal annotation

All utterances of parents and children are transcribed, using two separate ELAN
tiers (Parent, Child). We also mark each oral mention of the target objects by
either parent or child in two separate ELAN tiers (P-Speech, C-Speech).

3 ELAN, by The Max Planck Institute for Psycholinguistics, The Language Archive,
Nijmegen, The Netherlands. URL: http://tla.mpi.nl/tools/tla-tools/elan/



Transcription. The transcription of the parent’s speech is orthographical, with
labels for e.g., laughter, onomatopoeia, and disfluency. Utterances interpreted as
exclamations or orders are marked with an exclamation mark, and utterances
interpreted as questions are marked with a question mark.
In the tier labeled Child, vocalizations by the child are phonetically transcribed.
In later recordings, utterances by the child are transcribed as a combination of
orthographic words and non-word vocalizations.

Target object mentions. Each verbal mention of one of the target objects
is marked on two separate tiers, one for the parent (P-Speech), and one for the
child (C-Speech). Verbal mentions are e.g., the names Kucka and Siffu, definite
descriptions such as kaninen (‘the rabbit), apan (‘the monkey), or third person
pronouns.

4.2 Non-verbal annotation

The non-verbal annotation includes eye-gaze, object-related actions, and ges-
tures. Each annotation task is performed independently of the other tasks, with
previous annotation tiers hidden from the annotator.

Eye gaze. We annotate parent eye gaze (tier: P-Gaze) by marking whether the
parent is looking at a) the child, b) one of the target objects, or c) any other
object. If the parent is looking at the child and the child is holding one of the
objects, we annotate gaze as directed at the ‘larger frame’ (i.e., the child). Child
eye gaze (tier: C-Gaze) is annotated correspondingly.

Object-related actions. Object-related actions by the parent (tier: P-ObjAct)
are hand movements involving three kinds of objects: a) the child, b) the target
objects, c) any other object. Frequent object-related actions that are annotated
are related to picking up an object, e.g., reaching for an object, grasping it, and
holding it. Parents typically initiate play by e.g., showing the object to the child,
shaking it, and enacting by e.g., making the object dance. During play, typical
actions include touching (often with deictic function, e.g., tapping), and hide-
and-seek actions. When the attention of the child is focused on the object, the
parent offers it, or displays it to the child by e.g., putting it down within reach
of the child.

Correspondingly, object-related actions by the child (tier: C-ObjAct) are
hand movements involving a) the parent, b) the target objects, c) any other
object. There is an overlap in annotation values between the tiers for parent
and child object-related actions as some of the childs actions are identical to
actions by the parent (e.g., reaching, holding), but some kinds of actions are more
frequently (or exclusively) performed by the children, e.g., waving the object in
the air, touching the object with the finger tips or the palm of the hand, tasting
the objects, and exploring the object by e.g., holding it in one hand, turning it
over, and touching different parts (e.g., eyes or ears) with the other hand.



Gesture function. We annotate hand gestures by the parent (tier: P-GestFunc)
according to functional categories commonly used in multimodal annotation of
adult interaction [13, 1] and adult–child interaction [16, 18]. All visible hand
movements are coded, that is, we do not classify gestures as communicative
or non-communicative at this stage. We annotate all pointing gestures (index
finger or hand) as either abstract or concrete pointing [13]. We also annotate
representational (or iconic) gestures [13, 1], i.e., gestures where body parts en-
act a pattern of action, and size-shape gestures that depict characteristics of an
object or event [16, 18].

The gesture function annotation of the child (tier: C-GestFunc) is similar
to that of the parent, although we only find a subset of the gesture functions
due to the age of the participating children: concrete pointing (reported from
11-12 months [20]) and representational gestures (reported from 12 months [13].
Because children use their whole bodies for gesturing [13], we include both hand
and body movements.

4.3 Discourse annotation

We are interested in distinguishing between mentions where the parent is intro-
ducing or reintroducing an object by bringing it into focus, and mentions where
the parent is referring to an object already in focus. Thus, we mark shifts in
focus of attention by categorizing parent object mentions (in tier P-Speech) as
initial-mention or subsequent-mention. Such shifts are detected by jointly exam-
ining the utterances, actions, and gestures of the parent, and the childs attention
marked by speech, eye gaze, gesture, and object-related actions.

Each instance annotated as initial-mention is further annotated for initiative
as either a bring-in when the parent introduces the object by either a vocal
referece or a combined vocal and non-vocal reference, and follow-in when the
child introduces the object (by speech, gaze, or hand) and the parent responds
by either vocal or vocal and non-vocal means.

5 Concluding remarks

Compared to the amount of transcribed audio from parent–child interaction,
much less work has been done on producing annotated video. Surely, a major
reason for this is the great effort involved. To keep the task manageable, we have
tried to keep our annotation scheme simple, with a clear separation of the differ-
ent tasks such that each tier solely records the events related to the associated
modality and participant, independently of all other tiers. Furthermore, each
tier is annotated with previous tiers hidden from the annotator. We believe that
this kind of rich multimodal annotation is necessary to ultimately come to grips
with the primary linguistic and non-linguistic data that provide the stimulus to
the language-learning child.
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