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Abstract 

The work of this thesis concerns how cortical memories are stored and retrieved. In 

particular, large-scale simulations are used to investigate the extent to which associative 

attractor theory is compliant with known physiology and in vivo dynamics.  

The first question we ask is whether dynamical attractors can be stored in a network with 

realistic connectivity and activity levels. While attractor networks typically use all-to-all 

connectivity and display high unit firing rates, cortical connectivity is sparse and neuronal 

firing rates very low. To investigate this apparent discrepancy, we developed a large-scale 

model of cortical layers 2/3 adhering to known anatomy and connectivity between 

various cell types. The long-range connectivity data that is not available, due to the 

experimental limitations obtaining it, was however estimated. This was done by using 

known activity levels and total synaptic inputs onto a pyramidal cell, and from this data 

estimate the number of active inputs a cortical cell typically receives. Using these 

estimates we demonstrated that attractor memories can be stored and retrieved in 

biologically realistic networks, operating on psychophysical timescales and displaying 

firing rate patterns similar to in vivo layer 2/3 cells. This was achieved in the presence of 

additional complexity such as synaptic depression and cellular adaptation. 

Since we estimated and reproduced the excitatory and inhibitory input a single cell, 

embedded in the cortical network, hypothetically receives, the retrieval dynamics was not 

dependent on the size of the network. We investigated whether the introduction of 

conduction delays involved in scaling the network to cortical scales would break down the 

dynamics. However, using anything from 2000 to 22 million cells, similar attractor 

retrieval dynamics was obtained. Even in a network with a similar spatial extent and 

number of cells as mouse cortex, attractor transitions were surprisingly sharp and fast.  

These fast transitions were related to the self-balancing inhibitory and excitatory currents 

in the network. In order to obtain realistic firing rates in the network, strong feedback 

inhibition was used. With strong feedback inhibition such balance was dynamically 

maintained for a wide range of excitation levels. This robustness is an attractive feature as 

in biology there are a range of factors strongly affecting cortical excitability even on 

subsecond timescales. The balanced currents also led to high spike train variability 

commonly observed in vivo. The feedback inhibition in addition resulted in emergent 

gamma oscillations associated with attractor retrieval. This is congruent with the view of 

gamma as accompanying active cortical processing.  

While dynamics during retrieval of attractor memories did not depend on the size of the 

simulated network, above a certain size the model displayed the presence of an emergent 

attractor state, not coding for any memory but active as a default state of the network. 

This default state was accompanied by oscillations in the alpha frequency band. Such 
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alpha oscillations are correlated with idling and cortical inhibition in vivo and seemingly 

have similar functional correlates in the model. In psychophysical experiments the effect 

of ongoing alpha oscillations on performance has been extensively studied and we applied 

the same experimental paradigm to our network. Both inhibitory and excitatory, as well as 

phase effects of ongoing alpha observed in vivo was reproduced in the model in a 

simulated threshold-stimulus detection task.  

Due to cellular adaptation and synaptic depression the lifetimes of memory coding 

attractors were finite (200-500 ms). As a result, each attractor activation produced a 

delta/theta wave in the synthesized LFP with gamma oscillations nested on top. Such 

nested theta-gamma oscillations observed in biology have been associated with active 

processing and working memory in particular. By adding synaptic augmentation to the 

recurrent pyramidal connections in the network its function was transformed from 

retrieving stimulated long-term memories into periodically replaying a selected subset of 

attractor memories held in short-term memory. The number of memories that could be 

stored this way using realistic values of synaptic augmentation was similar to the limits 

reported in psychological literature. Furthermore, the spike train variability was consistent 

with that reported from superficial layers of prefrontal areas, a region of the cortex central 

for working memory function. Finally, oscillatory power in theta, alpha, and gamma bands 

showed the same qualitative dependencies on working memory load as reported in vivo.  
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Introduction 

 

 

 

Understanding the brain of mammalians and other higher-order species is probably the 

greatest scientific quests of our time. Despite vast resources being plunged into this area, 

progress has been relatively slow. Looking at the human brain, it does not seem to be a 

few principles that, once discovered, allow us describe all the mechanisms underlying 

function and dynamics. Instead, the brain can be divided into hundreds of functional and 

anatomical subparts. But we do not understand even a single one of them to a satisfactory 

degree: we roughly understand crude functional roles of the subparts, but not how this 

functionality is achieved nor many details of what processing is performed. The 

mammalian nervous system has been called the most complex object in the known 

universe. Yet, the task is not hopeless. Understanding of the subparts is steadily growing 

by the use of controlled experiments, simplified models and improved tools for data 

collection. As this knowledge increases, we get into a position where we can falsify or 

strengthen hypothesis about proposed universal computational principles.  

This thesis deals with one such, scientifically still vigorous, principle: the attractor network 

theory. It suggest how brain cells might build reciprocal connections in order to form 

internal representations of external as well as abstract entities, which allow us to 

categorize the world. I will focus on the dynamics that emerge once such internal 

representations has formed based on attractor network principles. This simulated 

dynamics will then be compared to a large body of experimental data.  

The focus will be on cortical dynamics and data. Cortex is a brain structure that is unique 

to mammals, even though some animals have evolved similar structures independently in 

convergent evolution. It is a young structure in terms of evolution, have expanded very 

fast and is the main distinguishing factor of the human brain. Other, older parts of the 

human brain are very similar to the brains of other animals such as mammals, birds and 

reptiles. But while cortex is missing from non-mammalian animals it makes up two thirds 

of the human brain. The fact that it has expanded so fast, and the fact that functionally 
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distinct parts of the cortex look anatomically similar, make it an attractive candidate in 

search for universal computational principles. Combine this with the fact that cortex 

holds the lion share of our explicitly accessible semantic knowledge and underlie higher-

order capabilities such as planning and there is little surprise that cortex has taken a 

central role in neuroscience.  

However, as evident from animals lacking cortex or any analogous structure, decorticated 

cats and television-show zombies alike: it is possible to behave and survive without a 

functioning cortex. It is just that the behavior is much less flexible and selective. It also 

seems that with evolution of higher-order mammals there has been a “corticalization” 

such that the older parts of the brain has become more tightly connected and dependent 

on the cortex in humans. As a result, removing or severely damaging cortex in humans 

leads to coma while rats and cats shake it off. So, while zombie rats have scientific 

support human zombies would be more surprising.        

 

Thesis overview 

In this thesis I will first provide a subjective, patchy, sometimes speculative but hopefully 

interesting background to the topic of the thesis; briefly describing neuroscience, 

computational neuroscience and its limitations, attractor networks and their tentative 

relevance to neuroscience. Despite the patchy style the Background should be enough to 

understand most of the results presented in the thesis. Readers that prefer an objective 

and comprehensive type of background would however probably get more out of 

Wikipedia or something similar. Readers already familiar with computational neuroscience 

can likely jump straight to the Methods, Results and Discussion, where the scientific 

content of the thesis is presented. Here I first present the aim and scope of the thesis and 

provide evidence for the underlying hypothesis being tested, before describing the model 

and the simulation results. Concepts introduced along the results that are unfamiliar to the 

reader could then be found in the "Guide to concepts"-section. 
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2  

 

Background  

 

 

This is not a comprehensive introduction to the research field of neuroscience, but rather 

a patchy introduction giving some more personal insights into the field and the thoughts 

behind research presented in this work. The idea is that it should be a quick read and 

provide sufficient background information to understand the Aims of the thesis and basic 

hypothesis and Methods, Results and Discussion sections.   

 

What is neuroscience? 

Neuroscience is the study of the nervous system. It ranges from studying the chemistry 

on a sub-cellular level to the collective function of billions of connected cells. It ranges 

from studying insects with relatively simple (yet largely unknown) nervous systems with 

thousands of nerve cells to the large mammalian brain that with its hundreds of billions of 

neurons and several trillions of connections is the most complex system discovered in the 

universe. Neuroscience also studies the behavior of animals, but in contrast to 

psychology, it is always in connection to the underlying neural mechanisms. This is 

achieved by a number of invasive and non-invasive techniques that collect signals that can 

be translated to the activity of single neuron, or to that in populations of hundreds up to 

billions of neurons.  

Generally, signals originating from single cells can be measured with high spatial and 

temporal resolution, but only recorded from a few cells simultaneously, while techniques 

measuring activity in thousands of neurons or more have to sacrifice either the spatial or 

temporal resolution. There is also typically a choice between measuring either dynamical 

or anatomical features of the brain tissue. For dynamics, techniques that in some way or 

another utilize the magnetic (MEG) and electrical fields (LFP, EEG) generated by 

neuronal activity are popular. The invasive techniques typically generate data of a higher 

resolution that can be related to neuronal activity in a more straightforward manner, but 

are for obvious reasons rare in humans.  
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What is the role of computational neuroscience? 

Computational neuroscience is the study of the nervous system by simulation and 

emulation of neural tissue. Anything from very detailed simulations of single cells or parts 

of cells to abstract models of whole brains are utilized. The down to earth motivation for 

using computational models in neuroscience is the ability to integrate information from a 

large number of experiments, test hypothesis and make testable predictions. The 

integration of information is important since, as mentioned above, experimental data 

collection is patchy, creating a great puzzle. In computational models on the other hand, 

there is no problem outputting every parameter in the simulation with arbitrary resolution 

(well, at some point it becomes a problem when running massive simulations but it is 

always possible to re-run the same simulation until all data has been collected).  

Computational models can be seen as tools that enhance the collection of experimental 

data: one tests if the current body of experimental results is congruent with a specific 

theory, and if so, collects simulated output that has not been measured experimentally in 

order to make testable predictions. The bottom line being that the value of the model is 

measured by its ability to guide future experiments. But there is also a philosophical or 

methodological component measuring the value of the computational approach: Trying 

to simulate the brain makes you realize it will be very difficult to understand the brain 

without simulating it. It is clear that the brain does not operate in terms of algorithms but 

instead is a complicated network of interconnected dynamic nodes. Therefore, we cannot 

understand it as a series of causalities. As also seen in economics, it can be very difficult 

to predict, based on causal or intuitive reasoning, how a complex system full of non-

linearities will behave. This fact is somewhat discouraging. If already the behavior of a 

simple model with a few recurrently connected entities is difficult to grasp, how might we 

expect to ever understand the brain? Convergence, the tendency of biological systems to 

have several parallel mechanisms working in a common direction, might be our savior 

here. But also computational neuroscience itself might make an important contribution.  

If we could replicate and simulate the brain by successfully integrating the experimental 

body of research, we might say we had a good understanding of the system. This might in 

fact be the only level of understanding we can hope to achieve. Insights regarding the 

information processing principles and mechanism underlying perception, memory, 

sensory-motor control etc. are then gained by observing the dynamics following 

manipulations to the complex system, rather than the extraction of time-invariant 

causalities seen in, for instance, simple mechanical systems. In addition, highly accurate 

models of the brain could greatly facilitate the largely failed fields of pharmaceutical 

neuroscience and Artificial Intelligence (AI).   
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There are also ethical reasons for using models rather than performing experiments on 

animals. As models become increasingly realistic they will allow us to extract maximum 

knowledge from a set of animal experiments and thereby decrease the amount of them 

necessary (although similar suffering might re-emerge to a large extent in the simulated 

experiment given models are accurate enough). In addition, strong advances in 

computational neuroscience might, by utilizing the blue print offered by nature, lead to 

true AI, i. e. artificial systems that are capable of learning as well as goal-directed and 

flexible behavior. I do believe that neuroscience will be the fastest route to such AI agents 

and that the first such systems to be constructed will be heavily influenced or even in 

silico copies (that we don´t necessarily understand) of biology. The emergence of such 

systems would however have a huge and not entirely positive impact on society.  It would, 

for instance, force the price of work to zero. This would have a huge impact on society 

and the human identity, forcing us to find an entirely new set of values. Further, since 

work and education are major factors controlling population growth, making human work 

utterly useless will likely have far reaching consequences on e.g. over population. On the 

other hand, ceasing neuroscience research is not a realistic choice. Brain disease cost 

society more than heart and lung diseases taken together, and cost-free work is the holy 

grail for some strong interests. Finally and most importantly, we want to know. It is thus 

clear that computational neuroscience will have an important role in shaping science and 

society alike.  

 

Complexity of models  

The concept of Occams Razor state that when two models can explain a pool of data, the 

simpler model should be used. In neuroscience a large variation in complexity of models 

employed can be observed. This reflects the fact that we indeed have no models capable 

of reproducing a large body of data. Instead model complexity is adjusted from case to 

case, depending on the specific sub-pool of data being attacked. The experimental data 

itself is namely collected on several different levels, from the study of single molecules to 

brain-scale recordings. In this thesis, we have used a relatively complex model, a choice 

supported by the rationale that a large body of data, at several scales simultaneously, is to 

be reproduced. In the end, a lot of the results could have been reproduced using simpler 

Integrate and Fire (IF) model neurons instead of the relatively complex Hodgkin-Huxley 

(HH) multi-compartmental type. These IF neurons contain much less parameters than the 

HH ones, and since a model can be fitted to reproduce any input/output function given it 

has enough free parameters, might seem as the obvious choice. But in reality the number 

of free parameters is not increased as much as one might think as the number of neurons, 

or their complexity, is increased. Instead, most additional parameters are cloned 

population parameters, identical across many compartments and neurons, or constrained 

by additional relevant experimental data. 
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Even with much more complex neuron models, the free parameters still center around 

the hard-to-find connectivity data. What is gained is explicitness (Djurfeldt, 2009), i.e. the 

one-to-one correlation between entities measured experimentally and parameters in the 

model (using simpler models a specific parameter in the model is related to several 

parameters in experiments). This might be useful or even necessary in, for instance, 

pharmaceutical neuroscience or in making more explicit model predictions. What is lost is 

the ability to analyze the system analytically by reducing it to mean-field equations. Since 

the connectivity of the model used here is complex, we do not have this ability to begin 

with. In addition, harvesting functional understanding from a system is simpler if it is 

reduced: functional understanding is typically a result of  complexity reduction. Here we 

do actually impose the function ourselves, making this issue less critical.       

 

New methods changing neuroscience 

Very recently, just a few days before writing this actually, a new method that might change 

several of the above statements regarding the role of computational neuroscience and the 

difficulty to obtain experimental data was published (Chung et al., 2013). The new 

method, called CLARITY, can transform a whole brain into a transparent but in other 

regards almost unchanged structure by removing all fat from the tissue. For the first time 

a detailed view on the long-range connectivity of the brain will emerge, and the technique 

will allow to collect huge amounts of information on the connectivity of individual 

neurons from a single specimen. This will likely have a strong impact on neuroscience and 

in particular the large-scale computational models of the brain. 

Computational neuroscience will change quickly as we no longer have to guess the 

connectivity, and many models will become obsolete. In fact, the very scientific approach 

taken in this thesis might soon not be viable anymore, or at least significantly changed and 

to a larger extent become data-driven. At the same time, computational neuroscience 

might take a more central position as in principle it becomes possible to make software 

copies of real brains and carry out experiments on them. There will of course still be 

some data lacking, such as individual connection strengths, but the leap in available data 

will be significant. The models will as a consequence gain a huge boost in credibility, a 

major obstacle in publishing in high-end journals, and computational papers will likely 

become much more common in the big inter-disciplinary journals. If we can get every 

connection from an individual brain, statistics that otherwise get averaged out using more 

strenuous methods, will be available. We might also learn more about the desired levels of 

complexity as we now have the exact connectivity of a full brain and can manipulate the 

complexity of modeled neurons, mean activity of cells and synapses at which a certain 

behavior is reproduced. As a result, the ethical issues arising in computational 
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neuroscience, described above, might transform from philosophical to real faster than we 

might have expected.   

Optogenetics (Boyden et al., 2005; Cardin et al., 2009), has been around for a few years 

but also have a strong impact on neuroscience as it enables one to dynamically control the 

activity in genetically distinct cell groups, allowing to study both the impact on dynamics 

and behavior of specific cell types. Such kind of data will also be highly valuable for the 

development of more accurate computational models. 

Two-photon microscopy allows to study the dynamics of up to a hundred neurons 

simultaneously in a small brain volume of an intact (but restricted) animal. This will 

provide strong constraints on the dynamics of models.  

 

What is a neuron? 

Neuroscience is the study of neurons, or nerve cells, but what are they? In short, they are 

cells that are specialized at chemical and electrical communication. For this purpose, they 

have become exceptionally large and branched in structure, and can be over a meter long, 

communicating events betweeen distant parts of the body and the central nervous system. 

They are typically smaller than that, however, and roughly a hundred billion of them fit in 

the human skull. There they share living-quarters with an even larger amount of different 

types of glial cells such as various astrocytes. Glial cells are not as adept at communication 

as neurons and have taken a back-stage role in neuroscience research. They are seldom 

studied, let alone modeled. They might be seen as the females of the brain society as they 

nurture and feed the neurons by controlling the blood-flow and remove their waste. 

However, it has recently been discovered that they are also involved in the 

communication after all, be it indirectly, controlling the effectiveness of the synaptic 

connections between neurons (and to some extent they can communicate to each other, 

but they are probably not directly involved in coding). Astrocytes also have large control 

over the local environment regulating the chemical state of the brain. As an example, they 

are believed to be highly involved in transitions between wakefulness and sleep states. As 

a rule, astrocytes are not simulated directly in models studying coding but they are instead 

represented by parameters controlled manually by the simulation operator. This was for 

instance the case with the infra-slow (10-100 s) fluctuations in 'background excitation' 

imposed when we studied the waxing and waning of attention (Lundqvist et al., 2013b, 

see also Methods, Results and Discussion). The study of astrocytes too is considered part 

of neuroscience, but as the name implies the general focus on the field is on neurons.  

Nerve cells form densely connected networks with other such cells via chemical 

(synapses) and electrical (gap-junction) connections. The chemical synapses are believed 

to be of stronger functional importance and typically the only connections modeled (but 
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for an exception, see for instance Hjorth et al., 2009). This was also the case in the 

research presented in this thesis. The chemical synapses are involved in a form of discrete 

communication. Only when a neuron fires a spike, an event that is well isolated in time, 

will it affect neurons that it is connected to (often referred to as post-synaptic neurons). A 

particular neuron will itself only spike when it receives enough such spiking events in a 

certain time window. As a result, a network of neurons can perform temporal 

computations based on these non-linear activation properties.    

There are several species of neurons in the brain and they can be categorized according to 

gene expression, morphology or function. Here we will most often make a functional 

distinction between excitatory and inhibitory neurons, i.e. those that during spiking either 

increase or decrease the membrane potential of post-synaptic target neurons.       

 

Structure of the mammalian brain 

The mammalian brain is to a large extent constituted of the cortex but it also has a 

number of important sub-cortical structures: basal ganglia, hippocampus, amygdala, 

thalamus, hypothalamus and cerebellum. Basal ganglia are viewed as central to action 

selection and reward learning, while hippocampus is central to spatial navigation. 

Amygdala is closely related to emotions and fear while hypothalamus relate to overall 

mood. Cerebellum is tightly connected to cortex and involved in motor control. Its' role is 

not yet resolved, but it is suggested to play an important role in either the temporal fine-

control of movement, in error control or automatic, unconscious execution of 

movements (or some combination thereof). Thalamus, finally, acts like a relay station 

controlling what sensory information ends up where on the cortical sheet. Based on this 

spatially structured information flow the cortex is specialized into different areas, each 

one processing and forwarding the information channeled to it. 

 

Suggested function of cortex 

There are a number of clues about the function of cortex. The cerebral cortex has evolved 

from the pallium. The pallium is present also in reptiles and birds, and is a three-layered 

structure similar to the hippocampus and, phylogenetically, to old olfactory cortex. The 

mammalian neocortex on the other hand has a more complex six layered structure. In this 

thesis we make the assumption that the original three layers host the central functions of 

this structure, while the additional layers form functions emerging with the expansion of 

pallium/cortex itself (see Results and Discussion). It might also be that the opposite 

happened; that some new functionality emerged with the additional layers, and that this 

drove the expansion. While the neocortical structure is only seen in mammals, a similar 
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evolution can be observed in birds with a parallell expansion of pallium forming a three-

layered sheet with likely similar function to that of the cortex (Gunturkun, 1995). This 

speaks against the idea that some critical functionality arose by the addition of layers. On 

the other hand, the deep layers have also been suggested to host distinct functionality and 

connectivity relative to the superficial layers (Kampa et al., 2006). At any rate, the focus of 

this thesis will be the function of the superficial cortical layers, here referred to as layers 

2/3. 

We know that cortex is not critical for survival as all animals except mammals lack this 

structure and cats with surgically removed cortex survive and behave similarly to intact 

cats. Basal ganglia is a structure that is thought to handle reward-based decision making in 

the sense that it is hypothesized to learn how to maximize rewards based on the current 

state and can thus explain much of automatic everyday stimulus-response learning and 

behavior that does not require reflection or the formation of new long-term strategies. 

The cortex is however critical to some attractive features such as flexible thinking, 

impulse inhibition and several forms of memory.  

At some point in relatively recent evolutionary history the cortical structure evolved and 

quickly grew in size. In humans, it has taken almost grotesque proportions and constitutes 

roughly two thirds of the full brain. From this we understand that whatever cortex is 

doing, it is highly valuable from an evolutionary perspective. It is also highly scalable and 

in fact, due to the high energetic cost involved in scaling it up, it must perform its 

functions better the larger it becomes. Further, we know that it is critically involved in the 

storage of memory representations as damage to a particular subpart or cortical area will 

largely remove a specific class of memories. So, despite the quick expansion of cortex, 

distinct cortical areas are highly specialized to deal with specific sensory stimuli, different 

types of memories or executive control and motor output. This specialization could of 

course simply be a function of the anatomical location of a particular area, controlling the 

unique external and top-down input it receives. The extent to which evolution has 

optimized each area for its particular function is still an open question. But what we now 

is that most cortical areas look very similar in their microcircuits (Treves et al., 2005), and 

are quite difficult to distinguish anatomically. This perhaps suggest that some generic 

computational principle, shared by all cortical areas, might be found.  

How might this underlie flexible information processing and thinking? It has been shown 

that the hippocampal structure is critical in spatial navigation (O´Keefe & Nadel, 1978; 

McNaughton et al., 2006; Moser et al., 2008). The hippocampal structure has dedicated 

circuits that form spatial maps and intrinsically controlled activity that can follow 

trajectories in these maps. At the same time, hippocampus is a phylogenically older 

structure than cortex and has strong dynamical impact on cortical activity (Sirota et al., 

2008). Due to these and other arguments it has recently been proposed that hippocampus 

evolved to aid spatial navigation but, perhaps due to the emergence of cortex, adapted to 
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also perform mental navigation in memory space (Buszáki and Moser, 2013). This would 

allow, given we have strong enough cortical memory representations, mental simulations 

of the outer world. If true, it would also make for some interesting thought processes in 

bats, as their hippocampal maps have three rather than two dimensions (Yartsev & 

Ulanovsky, 2013).  

At any rate, such mental imagery based on hippocampal navigation in cortical memory 

could underlie flexible thinking and impulse control. The latter by providing basal ganglia 

with an improved state space, not based entirely on momentary external input but also on 

internal long-term memory-based predictions. This is the double-edged sword that make 

nerds simultaneously rule the world and causing them to indulge in mental imagery that 

effectively rob them of pleasures associated with more impulsive behavior. In this context 

cortex might also have an important function in signaling certainty of a specific state. If it 

integrates external input and activates the most likely state based on sensory evidence, it 

can also have an important function in decisions regarding the choice between to 

continue to gather more evidence or allowing basal ganglia to initiate a reward-based 

behavior. In this perspective, cortex should store functional representations useful for 

guiding behavior and mental navigation, as well as signaling certainty about the current 

state based on external clues. 

The impact of hippocampal activity, containing generated spatial information, on cortical 

dynamics might also help shape the cortical memory representations to include more 

useful statistical information. This was investigated in Benjaminsson and Lundqvist 

(2013), not included in this thesis. Such top-down impact from hippocampus and 

prefrontal cortex might ultimately be linked to consciousness. Why is conscious 

experience perceived as serial in an otherwise largely parallel system? What is the 

functional advantage of consciousness, if any? It could be that it allows to manipulate and 

control the statistical content of cortical memory representations: to group them in 

functional or grammatical categories rather than based purely on input statistics.  

Here we will however not deal with how the statistical content of memory representations 

are shaped but rather potential mechanisms that allow the storage and recall of 'a' 

memory, as well as the dynamical fingerprints following such storage. I suggest that 

activity in recurrently connected cell assemblies represent discrete memories and that the 

activity in these assemblies are dynamical attractors in the cortex. A particular input, then, 

evokes discrete activity in the cell assembly corresponding to this input based on some 

metric measuring the difference between input and the various attractors in the system. 

This fingerprint will be compared to different kinds of measurements of cortical 

dynamics. The goal is to find a principle for memory storage that is compatible with 

known cortical anatomy and dynamics. At the same time the retrieval dynamics should be 

compatible with other functions of the brain such as action selection and mental 

navigation.        
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Attractors in dynamical systems 

Attractors are dynamically stable states in a system toward which it tends to evolve. The 

term itself stems from this convergent nature. This means that if the system is in an 

attractor state, weak external perturbations do not move the system out of this state. It 

also means that if the system reaches a state similar to one of its attractor states, it will be 

drawn towards this attractor. This area of the state-space is called the basin of attraction. 

An attractor state is different from simply a stable state, like an object carefully balanced 

on its edge where a small push causes it to fall. Systems with attractors are common in 

nature and biology. There are different types of attractors such as fixed-point, limit cycle 

or strange attractors depending on the nature of the state that the variable is attracted to. 

It could for instance be a fixed value (fixed point) or a cyclic trajectory (limit cycle).  

 

The attractor view of cortex  

Donald Hebb proposed that assemblies consisting of recurrently connected neurons 

represent memories. These assemblies were suggested to be the result of a simple rule 

governing the connection strengths between cells based on their activity (Hebb, 1949). 

This idea was later mathematically substantiated in computational models of cortex 

(Hopfield, 1982; Palm, 1982; Lansner and Fransén, 1992; Fransén and Lansner 1998; 

Compte et al., 2000; Barbieri and Brunel, 2008; Sandberg et al., 2003; Amit and Brunel, 

1997; Treves and Rolls, 1994; Deco and Thiele, 2008; Mongillo et al., 2008; Lundqvist et 

al., 2006; 2010; 2011; 2012; 2013A; 2013B; Djurfeldt et al., 2008; for a review see Lansner, 

2009), where dynamically stable states, corresponding to the activation distinct assemblies 

are the result of associative Hebbian learning between co-active neurons. These attractor 

memories can then be evoked by partial or noisy cues resembling the memory as long as 

the cue evoke activity that fall within the memory's basin of attraction. The network will 

therefore be associative, dynamically activating the attractor that is currently receiving the 

strongest external evidence. Attractor networks therefore have interesting computational 

capabilities and are based on a simple principle (Hebbian learning) that is compatible with 

biology. In this thesis the focus will be the extent to which attractor networks are also 

compatible with biology with regards to anatomy, connectivity and dynamics of cortex.  

Most strictly, persistent activity is implying that once an fixpoint attractor state is entered 

the network stays in this state as long as no conflicting strong external input is provided 

(Hopfield, 1982; Amit and Brunel, 1997). In networks with persistent activity, the activity 

rather than connectivity might be used to store a memory trace as is the case in so-called 

bump-attractor networks (Compte et al., 2000). In this work, however, synaptic memory 

is considered meaning that the memory does not disappear with the activity trace but 
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remains in the altered synaptic efficacy. This allows for the storage of a large number of 

memories rather than one at a time. In addition, the memory coding attractors presented 

in this work have limited lifetime due to fatigue processes (Lansner and Fransén, 1992; 

Treves et al., 2005; Lundqvist et al., 2006). Such transient attractors is not the norm in 

computational neuroscience but have gained recent interest (for review see Durstewitz 

and Deco, 2008), as they allow for instance for multi-item short term memory in a 

paradigm of periodic replay (Sandberg et al., 2003; Lundqvist et al., 2011; 2012; Lansner et 

al. 2013). Similar periodic replay seem to occur in vivo during multi-item working 

memory maintenance (Lee et al., 2005; Fuentemilla et al., 2010), and there is some 

experimental evidence that cortical activity jump between discrete states during delay 

activity following a cue that needs to be remembered (Abeles et al., 1995; Rainer and 

Miller, 2002; Luczak et al., 2013). According to the rivaling view based on persistent 

activity (Goldman-Rakic, 1995), activity during the delay period is instead constant. Due 

to the averaging over trials that is often necessary in experimental data, the two ideas have 

been difficult to resolve.   

 

Alternative theories of cortical function 

There exist a number of rivaling theories regarding cortical function and dynamics. Here I 

will just provide a quick overview. A concept commonly evoked in experimental literature 

is the idea of cell assemblies. It is similar to the attractor hypothesis but less specific; 

memories and actions are represented by unique constellations of co-active cells but their 

activity does not necessarily correspond to dynamical attractors. Instead, several ideas 

regarding how cells become co-active fit within this broad theory where attractor theory 

can be viewed as a subclass. Importantly, more specific theories like the attractor theory 

can aid the conceptual evaluation of experiments, which is otherwise often vague. In the 

attractor theory it is the average spike rate over some unit of time that defines the 

network state and contains most information. Other ideas focus on temporal aspects 

(temporal coding) and the order of spiking among a set of cells, often on a millisecond 

timescale. For instance the idea of synfire chains where a sequence of precise activations 

of a set of cells represents a learnt memory. A liquid state machine is another alternative 

that is considered, where cortical networks are seen as reservoirs preserving recent inputs 

in an uncontrolled manner by reverberating activity. Inputs stir up activity, dynamically 

changing over time, like waves in a reservoir of water. An additional set of neurons then 

read out and interpret this activity containing information about the recent past.        
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Aim of the thesis and basic hypothesis 

 

 

 

Aim and scope of the thesis 

Ever since Hebb proposed that cells that fire together wire together, the idea that 

memories are formed by distributed cell assemblies capable of self-sustained activity 

(Hebb, 1949) has been one of the main hypothesis regarding memory formation and 

recall. It has laid the foundation for a theory of attractor memory extensively exploited in 

computational neuroscience. Memory representations, manifested as the selective 

activations of these cell assemblies, serve as attractors in simulated neural networks and 

can be retrieved as a result of external stimulation or intrinsic system dynamics.  

Despite major efforts in neuroscience to investigate the attractor hypothesis 

experimentally, which have produced some supporting evidence, no conclusive result to 

prove or reject it has been provided. This current status can largely be attributed to the 

limitations in data collection and the distributed nature of Hebbian cell assemblies. For 

the attractor hypothesis of associative cortex to be validated, simultaneous spiking data 

from a vast number of cells over a large spatial scale should be recorded. In slices (Cossart 

et al., 2003) and cell cultures (Plenz and Thiagarajan, 2007), more accessible for such 

recordings, evidence for cell assemblies capable of self-sustained activity has been 

provided. In vivo however the task is more challenging since the use of invasive 

techniques is limited. In addition, activity related to attractor dynamics can be obscured by 

spiking contributions reflecting other, parallel processes in behaving animals. In 

consequence, we must at this point rely on indirect evidence. Simulations in biophysically 

detailed attractor networks can provide useful insights in this regard and help to address 

questions relevant to a hypothesis of attractor computations in cortical circuits, for 

example: 

 Is the known cortical connectivity with relatively sparse cell-to-cell connectivity 

sufficient to support the globally coherent phase-transitions and sustained activity 

states associated with attractor networks? 
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 Is the observed sparse and low rate cortical activity consistent with the activation 

of recurrently connected cell assemblies?  

 What features of the neural activity in vivo could be linked to and interpreted in 

light of the simulated attractor dynamics?  

 In what capacity can additional phenomena, such as oscillations in various 

frequency bands and cross-frequency coupling effects, be explained by the 

presence of attractors in the biological system? 

In addition, models compliant with known biological data can then make several testable 

predictions and guide further experimental work. During the last few decades, attractor 

networks have been used extensively as models for cortical memory in various paradigms 

(Hopfield, 1982; Palm, 1982; Lansner and Fransén, 1992; Fransén and Lansner 1998; 

Compte et al., 2000; Barbieri and Brunel, 2008; Sandberg et al., 2003; Amit and Brunel, 

1997; Treves and Rolls, 1994; Deco and Thiele, 2008; Mongillo et al., 2008; for a review 

see Lansner, 2009). The major distinguishing feature of the model presented here is that it 

has a modular structure and operates in an oscillatory regime (Lundqvist et al., 2006; 

2010; 2011; 2012; 2013a; 2013b; Djurfeldt et al., 2008). Throughout this chapter we 

demonstrate evidence for biological relevance of these features and motivate functional 

consequences and advantages of oscillations in our attractor network. Relative to most 

earlier modeling work, we here use a high biophysical detail, allowing for more direct 

comparison with biology. 

 

Basic hypothesis 

The ad hoc hypothesis adopted here is that layers 2/3 of associative cortex provide the 

neural substrate for attractor memory networks. In the light of the cell assembly and 

attractor hypothesis, cortical memory representations correspond to attractor states 

supported by recurrent excitatory connections. Attractor networks have several dynamical 

attractors, to which  similar activity patterns in terms of a combination of specific active 

and inactive units are attracted. These attractors can be stored by means of synaptic 

learning. The attractor dynamics lends the memory system several advantageous features. 

First of all, such memory networks are noise resistant and fault tolerant in the sense that a 

noisy, corrupted or incomplete stimulus can still activate a full corresponding memory 

pattern – the effect known as pattern completion. Furthermore, when conflicting stimuli 

are provided the phenomenon of pattern rivalry occurs, resulting in exclusive activation 

of the assembly receiving the stronger input. In addition, the use of local, synaptic 

learning rules are sufficient to form global sparse and distributed memory patterns relying 

on highly parallel processing. Despite this locality, an attractor network trained with a 
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Bayesian-Hebbian learning rule retrieves the pattern provided with the stronger evidence 

based on the  statistics of the input and previous learning examples (Sandberg et al., 

2002). In addition, storage capacity in large-scale attractor networks appears to meet 

biological needs (Johansson and Lansner, 2007).  

Despite a high degree of compatibility between the functionality of attractor networks 

and that of cortical memory, it is relevant to study in more detail the actual anatomical 

substrate of attractor dynamics in cortex. As mentioned in the beginning, we 

hypothetically designate layer 2/3 to be the main driver of such dynamics; mostly due to 

the predominant presence of dense recurrent connections, necessary to support attractor 

function. From a neurodynamical perspective, these layers seem to be the main source of 

excitatory drive in the cortical circuitry (Weiler et al., 2008; Binzegger et al., 2009). In 

addition, the phylogenetically oldest parts of the cerebral cortex only contain the 

superficial layers so if the attractor functionality is central to cortical processing, it is likely 

to be harbored there. The deeper layers, which emerged later in evolution, could still be 

directly involved in or supporting attractor function. Then however they would be likely 

to rather address the needs arising from the expanding cortex size such as cortico-cortical 

communication, and output to subcortical structures (Wise and Jones, 1977; Deschenes et 

al., 1994), or participate in the selection and modulation of both task-relevant and task-

irrelevant cortical modalities. The latter notion is bolstered by the fact that layer 5 seems 

critical in the regulation of cortical up and down states (Shu et al., 2003; Wester and 

Contreras, 2012), i.e. in the regulation of global excitability of entire cortical areas.  

In further support of attractor dynamics in the superficial layers, stimulus evoked neural 

activity exhibited in layers 2/3 is also sparser with lower average firing rate and is more 

selective to input statistics compared to the deeper layers (Sakata and Harris, 2009; de 

Kock and Sakmann, 2009). These characteristics are congruent with sparse and 

distributed memory patterns stored in attractor networks. However, a consequence of this 

relatively sparse activity is that it is likely to be obscured by deep layer activity when large 

quantities of spiking data is collected, which hinders the acquisition of direct neural 

evidence for attractor-like dynamics. It is not surprising therefore that such evidence for 

attractor dynamics comes mainly from olfactory cortex (Haberly and Bower, 1989; Wilson 

and Sullivan, 2011 and references found therein), and hippocampus (Treves and Rolls, 

1994; Wills et al., 2005; Niessing and Friedrich, 2010), i.e. cortical structures that lack the 

deeper layers. There is also evidence for self-sustained and input specific activity from 

inferotemporal (Miyashita, 1988; Rolls and Tovee, 1994; Abeles et al., 1995; Desimone, 

1996) and prefrontal cortex (Fuster and Alexander 1971; Goldman-Rakic, 1995; Compte 

et al., 2003), which are late in the processing stream and therefore should be more 

strongly influenced by the intrinsic connectivity. In addition, two-photon calcium imaging 

studies have produced relevant insights into the attractor hypothesis since the imaging 

method can reveal calcium current traces with good temporal resolution in tens to 
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hundreds of neurons simultaneously within a small cortical volume of the superficial 

layers in vivo (Kerr et al., 2007; Ohki et al., 2005; Bathellier et al., 2012; Rothshild et al., 

2010). This technique was recently used to demonstrate non-linear attractor-like activity in 

auditory cortex (Bathelier et al., 2012). In particular, spatially organized neuronal sub-

groups were shown to respond discretely in time to specific auditory cortex input 

(Bathellier et al., 2012). Here, groups of stimuli evoked all-or-nothing responses in distinct 

neural sub-groups. These discrete activities were however partly obscured by a large trial-

to-trial variability.   

Finally, there is evidence for attractor dynamics sustained by the recurrent connectivity in 

striate cortex (Arieli et al., 1996; Kenet et al., 2003). Using voltage-sensitive dye imaging, 

Kenet et al. (2003) found that the superficial layers switched spontaneously and in a 

coordinated fashion between re-occurring states spanning several cortical columns. These 

spontaneous states showed strong correlation to visually evoked patterns of activity and 

have later also been reported to match the structured, horizontal long-range connections 

in layer 2/3 (Muir et al., 2011). It thus seems likely that visually evoked states are strongly 

related to self-sustained attractor states supported by recurrent connectivity in superficial 

layers. However, it is not clear whether such switches between stable activity patterns are 

indeed compatible with the dynamics of computational networks as for such models full 

connectivity between units is often assumed, thus violating biological evidence. Further, 

single units in abstract attractor networks typically display very high firing rates with low 

variability while superficial layer activity in vivo has low rate and is highly variable. From 

the modeling perspective, the implications of the questionable assumption about all-to-all 

cortical connectivity adopted in theoretical studies (mathematically it ensures convergence 

to stable states) have hardly been investigated in the context of biological plausibility of 

attractor dynamics and function. Nor have the very low firing rates reported in vivo been 

reproduced. Our approach relying on a biophysically detailed attractor network model of 

cortex with a spatial scale spanning several hypercolumns (Lundqvist et al., 2006), which 

draws from known anatomy and connectivity, allows for addressing some of these 

questions.    
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Methods, Results and Discussion 

 

 

 

The network model 

The network is motivated by initial work by Fransén and Lansner (1995, 1998) who 

constructed an attractor network using biophysically detailed neurons. As in their studies, 

the network contains two types of neurons, excitatory pyramidal neurons and inhibitory 

basket cells, composed of several compartments modeled by Hodgkin-Huxley equations. 

The basic functional units of the network are however minicolumns, each containing 30 

recurrently connected pyramidal cells (Figure 1), inspired by the columnar structure of 

sensory cortex (Mountcastle, 1957; Hubel and Wiesel, 1963; Peters and Yilmaz, 1993; 

Ohki et al., 2005). These should not necessarily be seen as anatomical columns but rather 

functional columns consisting of subgroups of more tightly connected neurons, as found 

throughout cortex (Kerr et al., 2007; Sato et al., 2007; Rothshild et al., 2010; Song et al., 

2005; Yoshimura et al., 2005; Kampa et al., 2006; Perin et al., 2011; Bathellier et al., 2012; 

Rao et al., 1999; Ko et al., 2011).  

 

Fig. 1. Network setup and connectivity. A: A detailed connectivity of a single hypercolumn, containing 49 

minicolumns. B: A sketch of the long-range connectivity within a cortical patch, consisting of several 

hypercolumns (9 in a full patch). The numbers on the arrows give the connectivity and post synaptic potential 

(PSP) size at resting potential of the post-synaptic cell. 
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A cluster of minicolumns, spanning a few hundred microns, constitutes a hypercolumn in 

the network. Since the minicolumns within each cluster are coupled through a pool of 

basket cells, a hypercolumn can be defined by the spatial extent (Yuan et al., 2011) of 

non-specific feedback inhibition (Yoshimura et al., 2005) (Figure 1). The local 

connectivity thus follows a scheme where layer 2/3 pyramidals sharing the same layer 4 

input tends to form local assemblies which are non-specifically targeted by feedback 

inhibition (Yoshimura et al., 2005; Kampa et al., 2006; Ko et al., 2011). In earlier studies 

(Lundqvist et al., 2006) we used down-scaled hypercolumns containing 8 minicolumns, 

but in the subsequent work hypercolumns contained at least 49 minicolumns (Djurfeldt et 

al., 2008; Lundqvist et al., 2010; 2011; 2012; 2013a; 2013b). The local, non-selective 

feedback from the basket cells is a key novel development relative to earlier models and 

has several functions. It normalizes activity in the network, provides the means for mutual 

competition that implements winner-take-all (WTA) dynamics within a hypercolumn and 

finally produce oscillations, which in turn add several interesting dynamical features to the 

network. Similar local WTA dynamics, on the scale of ~200 microns, was recently 

observed in auditory cortex in vivo (Bathellier et al., 2012).  

We have typically modeled a cortical patch of about 1.5x1.5 mm using a 9-hypercolumn 

network. Distributed, retrievable and sparse patterns of activity are stored as attractors in 

this network. This is achieved by long-range interactions between pyramidal cells in 

minicolumns across different hypercolumns (Figure 1). Such structured, horizontal 

connections had originally been adopted in the model as an assumption but later on they 

received increased experimental support from studies of layer 2/3 connectivity (Stettler et 

al., 2002; Muir et al., 2011; Binzegger et al., 2009). In the work presented here, only 

orthogonal attractor patterns are stored, i.e. each minicolumn only participates in one 

global pattern. Although sparse overlapping patterns, where each minicolumn participates 

in several patterns, increase memory storage capacity, they lead to otherwise similar 

dynamics (Silverstein and Lansner, 2011). An abstract network model with basically the 

same structure as the one studied here shows good storage capacity scaling (Johansson 

and Lansner, 2007). Data from in vivo paired recordings are used to bring connectivity 

and synaptic weights as close to biology as possible (Thomson et al., 2002), but 

assumptions regarding long-rage connectivity were necessary. 

 

Attractor properties, low firing rates and nested oscillations 

We have found that stable attractor activity can indeed be maintained for plausible 

synaptic weights and very low firing rates, if the network is operating in an oscillatory 

regime (Figure 2). These oscillations, in the range of 25-40 Hz, correspond to upper beta 
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(Pesaran et al., 2002) and gamma-like (Gray et al., 1999) oscillations in vivo, which have 

been correlated with active stimulus processing and memory recall (Ward, 2003; Tallon-

Baudry et al., 1998; Tallon-Baudry and Bertrand, 1999; Gray and Singer, 1989; Fries et al., 

2007; 2008; Pesaran et al., 2002; Howard et al., 2003; Jacobs and Kahana, 2009). In our 

network, the oscillations are generated by the strong feedback inhibition from basket cells 

(pyramidal interneuron gamma (PING) network; Brunel and Hakim, 1999, Whittington et 

al., 2000). This feedback inhibition also effectively underlies the selection of a winning 

population in the WTA circuit within a hypercolumn and controls firing rates in this 

winning cell assembly.  

The oscillatory regime is also interesting for other computational reasons. Due to the 

gamma-cycle dynamics, an attractor cell assembly could maintain its activity and suppress 

the activity of competing assemblies already at an average firing rate of 3 s-1 per pyramidal 

cell (Lundqvist et al., 2010). This can be explained by the dynamics of the gamma cycle, 

which has a phase dominated by excitation where pyramidal cells have an opportunity to 

fire, and followed by a phase where the innervated basket cells shut down the activity in 

the network. As this inhibitions wears off, there is a race between populations of 

pyramidal cells to reach the firing threshold before recruited basket cells shut down the 

activity again (Fries et al., 2007). As a result, only a small bias (low firing rates) to one of 

the competing populations is needed to activate or maintain a given attractor.  

Since the network is highly dependent on the activity in the distant recurrently connected 

hypercolumns an intrinsic bias is mediated by long-range excitation, which arrives out of 

phase with respect to local excitatory inputs (Figure 2a), often in the inhibition-dominated 

part of the local gamma rhythm. This reflects an integration of global evidence for a given 

memory pattern on the gamma timescale and implies that the resulting decision to either 

maintain current activity pattern in the network or not is made within a short temporal 

window in each gamma cycle (measured in the average membrane potentials), serving as a 

discrete time unit. Consequently, transitions from and to active attractor states are globally 

sharp. The inter-hypercolumnar connections underlying these computations in a modular 

network help to stabilize the oscillatory regime since the global excitation arrives out of 

phase with respect to the local firing (Lundqvist et al., 2010). 
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Fig. 2. Oscillatory activity in the various network states. A: During attractor retrieval each minicolumn in the active 

assembly oscillates at gamma frequency (25-40 Hz). All pyramidal spiking within a minicolumn is concentrated to 

the peak of each oscillation (circles) while the incoming spikes from distant minicolumns are evenly distributed 

across the whole oscillatory cycle, stabilizing activity within the assembly. B: Bistable network receiving 

stimulation of one of its coding attractors at t = 2s. This time point marks a transition from alpha like (ground state) 

to gamma like (attractor state) oscillations (top) and a simultaneous transition from diffuse low rate firing to the 

concentrated higher rate spiking (bottom) in a specific cell assembly. Spiking from pyramidal cells in this 

assembly is shown as green dots while all other spikes are depicted as black dots. Panel A is taken from paper 

III.    

 

The fast state transitions in the network can also be understood from the perspective of 

balanced excitation and inhibition (Tsodyks and Sejnowski, 1995; van Vreeswijk and 

Sompolinsky, 1996; Amit and Brunel, 1997). This can be seen from Figure 3, where the 

net current is much smaller than the inhibitory and excitatory components. Since spiking 

of individual neurons in balanced networks is driven by input fluctuations rather than 

average net excitation, with membrane potential close to the firing threshold, rapid state 

transitions can occur (Tsodyks and Sejnowski, 1995, van Vreeswijk and Sompolinsky, 

1996). The balance, which also results in highly irregular firing on the single cell level (van 

Vreeswijk and Sompolinksy, 1996), is roughly preserved in a large parametric region of 

the oscillatory regime (Brunel and Hakim, 1999; Lundqvist et al., 2010). The model can 
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therefore operate in this regime without a need for fine-tuning or plasticity-induced 

synaptic changes, which are otherwise necessary in memory networks (Barbieri and 

Brunel, 2008; Vogel et al., 2011). The oscillatory regime thus results in fast transitions and 

irregular firing (Brunel and Hakim, 1999; Lundqvist et al., 2010) with a CV2 (metric 

measuring variability) close to one (during attractor activation), as often reported in vivo 

during delay match-to-sample tasks (Compte et al., 2003; Joelving et al., 2007; Shafi et al., 

2007). In vivo, the recurrent inhibition producing the gamma oscillations seem to have a 

similar effect, dynamically balancing currents from one cycle to the next (Kapfer et al., 

2007; Atallah & Scanziani, 2009).  

 

Fig. 3. Balance of currents in a single cell during three different models of activity of the network. From 0–0.5 s 

network is in its ground state, from 0.5–1.5 s it is in an active state. Between 0.5–1 s the cell is part of the active 

pattern and between 1–1.5 s it is part of the suppressed populations. A: Plot of the soma potential. Note that the 

soma was injected with a negative current (20.2 nA), so that the cell did not spike while we measured the balance 

of currents. B: Net, i.e. total excitatory+inhibitory, currents into soma. C: Top line is the excitatory current into 

soma, and the bottom is the inhibitory current that almost perfectly balances the excitatory one. The middle line is 

the net synaptic current of panel B, the result of imbalance between excitatory and inhibitory currents. Notice its 

significantly smaller amplitude. D: Plot of firing frequency as a function of current injected into the soma in three 

different cells in ground state. The dashed line corresponds to the mean firing rate in the active state in the same 

network. From paper III. 
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Fig. 4. Cartoon of energy landscapes in various regimes. Solid lines depict the energy of various states at time 

t=0, and broken lines at a later time point (specified in A-C). The ball indicates what state the network is likely to 

be in, i. e. one of the states with the lowest energy. A: Network with attractors of limited lifetime, tlt (200-800 ms 

depending on parameters). The network will quickly end up in one of its attractor states at the onset of each 

simulation. At t = tlt (broken lines) neural fatigue and synaptic depression has increased the energy of this attractor 

such that noise will bump it to another attractor state. If there is no neural fatigue the attractor states will be 

persistently active until the network is deterred into a new state by external stimulation or very high noise levels. 

B: Bistable network with one default state and several coding attractors. This bistability is achieved by either 

scaling up the network or increasing mutal inhibition between cell assemblies. At the onset of simulation we have 

here stimulated a specific coding attractor. At t=tlt (broken line) the network will again exit this state but now jump 

into the ground state. The network will remain in this state until one of the coding attractors are stimulated. C: 

Bistable network with added synaptic augmentation. Solid lines show the network state just after the stimulated 

attractor has terminated due to neural fatigue, and the network has retreated to its ground state. After some time 

t, larger than the fast decay of neural fatigue but smaller than the decay of the more long-lasting synaptic 

augmentation, the energy landscape is altered (broken lines). During this time window the network is likely to 

jump back in to the previously active attractor spontaneously.   

Strict attractor networks remain in an attractor state once they fall into one as long as 

there is no external input forcing a transition. One of the biological mechanisms that can 

cause such global transitions out of active attractor states is neural fatigue, implemented in 

our modeling work by the inclusion of cellular adaptation (Fransén and Lansner 1995) 

and synaptic depression (Tsodyks et al., 1998) in the model. Together they render the 

attractor lifetime finite and the level of adaptation has a direct effect on the attractor 

duration (Figure 4a). The dynamics of activation and deactivation of attractors with finite 

lifetimes result in an increase in theta/delta-band power of the synthesized local field 

potentials (LFPs) (Figure 5a). The peak frequency of this rhythm corresponds roughly to 

the inverse of the attractor's dwell time (Herman et al., 2013). In consequence, the co-

emerging gamma and theta/delta rhythms are coupled, i.e. the phase of slower theta/delta 

wave modulates the amplitude of faster gamma activity (Figure 5B; Figure 6). Such nested 

oscillations have been widely reported as a neural correlate of various memory paradigms 

(Axmacher et al., 2010, Canolty et al., 2006, Jensen and Colgin, 2007, Ward, 2003, Palva et 

al., 2005, Kendrick et al., 2011). Theta oscillations by themselves have also been 

connected to both encoding, learning and retrieval of memory objects (Raghavachar et al., 

2001; Sederberg et al., 2003; Fuentemilla et al., 2010; Sirota et al., 2008; Jacobs and 
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Kahana, 2009; Huerta and Lisman, 1993; Rutishauser et al., 2010). In addition, theta 

phase modulations of firing rates observed in vivo (Sirota et al., 2008) can also be found 

in the model (Figure 5c).  

 

Fig. 5. Gamma and theta phase locking. Gamma and theta power (A) and gamma-filtered ( black) and theta-

filtered (red) components during active sequential retrieval of attractors (B). C: Histogram of spike events in 

relation to the theta phase. From paper IV. 
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Fig. 6. A conceptual illustration of the neural population mechanisms underlying the generation of theta (upper 

panel) and gamma oscillations (middle panel) as well as the emergence of the nesting phenomenon (bottom 

panel) during cell assembly activation. Triangles denote populations of pyramidal cells whereas circles 

correspond to populations of basket cells. Level of neural activity is marked in shades of gray (see Activity bar). 

Theta (top panel) emerges with the activation of a cell assembly (a set of bright triangles). Gamma (middle panel) 

oscillations stem from the interaction between local pyramidal (triangle) and basket cell populations (circle). 

Nested oscillations occur when both gamma and theta emerge in the network as a result of the aforementioned 

mechanisms. 

From the functional perspective, the network is capable of memory completion and 

pattern rivalry (Figure 7). Memory completion was tested by providing the network with 

partial stimuli of the stored patterns and examining whether full activation of the stored 

activity pattern was achieved via the lateral long-range connections. This occurs when 

roughly one third of the minicolumns in a pattern receives brief stimulation (Figure 7a, b). 

Pattern rivalry reflects the network's ability to resolve ambiguities in the input. When two 

patterns are simultaneously stimulated and their relative strengths vary, it turns out that 

small differences between stimuli can have a decisive impact on which pattern is activated 

and which one is extinguished (Lundqvist et al., 2006). Lundqvist et al. (2006) 

demonstrated that relative differences in input strength of 25% consistently selected the 

more strongly stimulated assembly. This is by no means the lower limit though and here 

we used 10% differences (Figure 7b). Once the activity of the winning pattern is 
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terminated due to adaptation and the same conflicting stimuli is applied again, the weakly 

stimulated pattern typically gets activated (Figure 7b).  

 

Fig. 7. Pattern rivalry and completion. A: Single cell dynamics during pattern rivalry and completion. Two cells 

(top and bottom respectively), part of two distinct assemblies, receive input. The cell at the top is part of an 

assembly that receives slightly stronger excitation and will sustain its activity while the cell at the bottom will be 

suppressed (pattern rivalry). The cell in the middle did not receive any stimulation but belonged to the winning 

assembly and becomes active (pattern completion). B: Raster plot of global spiking dynamics demonstrating 

completion and rivalry. Two assemblies receive brief, partial input to 1/3 of their pyramidal cells at t=0.5 s (green) 

and t= 1.5 s (cyan). These inputs quickly spread so that the full patterns are activated (pattern completion). At t=5 

s both patterns receive stimulation simultaneously, but the green pattern receives 10% stronger input. This 

pattern quickly activates at the cost of the cyan pattern. At t=6 s the green pattern again receives 10% stronger 

input but due to the recent activation it is partly fatigued and the cyan pattern prevails. From paper I.  

Conceptually, we consider minicolumns, rather than single cells, as the basic functional 

units of the network. This means that information processing does not rely on single cells 

but on recurrently connected neuronal populations. This perspective recently obtained 

additional experimental support (Bathellier et al. 2012) and has several important 

implications. First,  the connectivity within the network on the unit level can be increased 

without affecting the biologically realistic connectivity on the single cell level (Johansson 

and Lansner, 2007). Since a pyramidal cell receives roughly 10 000 synapses, full cell-to-

cell connectivity is not possible, even within a small cortical volume. With minicolumns 
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acting as computational units, a closer approximation of the full connectivity, assumed in 

theoretical studies of attractor networks, can be obtained (another factor that reduces the 

need for full cell-to-cell connectivity is the dense local inhibition implementing di-synaptic 

connections between a vast number of pyramidal cells). Similarly, the connection matrix 

does not have to be symmetric on the single cell level but close to symmetric on the 

minicolumn level. Third, since the average output of each minicolumn rather than that of 

a single cell reflects the activation of a distributed memory pattern, memory retrieval is 

more robust to cellular variability or synaptic failures. In this light, irregular and rare firing 

of individual pyramidal cells does not undermine the stability of the retrieval process. On 

the contrary, this irregular firing is instead the manifestation of a dynamically regulated 

network state where the population activity does not depend on spike timing and firing 

rates of individual cells. In consequence, the network function is robust to cell death and 

synaptic loss (Bruederle et al., 2011). Without adjusting the synaptic weights, more than 

50% of cells could be removed with no detrimental effects to the attractor retrieval 

dynamics (Figure 8). As regards the removal of synapses, it can be performed in two 

different ways. First, if connections are removed from one cell at a time, a similar effect 

can be obtained by simply removing cells. Second, in the scenario where individual 

connections are removed at random the network becomes slightly more sensitive, but still 

tolerates a synaptic loss of roughly 40%. This number can be increased to 60% if the loss 

is compensated by increasing the conductance of the remaining synapses (Bruederle et al., 

2011).    

 

Fig. 8. Tolerance to cellular death. The stability of attractor dynamics, is plotted as the dwell time (y-axis) of 

stimulated cell assemblies receiving brief stimulation. Cells are removed at random from the network (x-axis) 

without adjusting connectivity or synaptic weights. From Bruederle et al., 2011. 

 

Scaling the network and the emergence of bistability and alpha oscillations 

Since the scale of the original model was small relative to a cortical area in terms of the 

number of hypercolumns and minicolumns (while the number of cells within each 
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minicolumn was consistent with biological evidence), it becomes relevant to investigate 

whether biologically plausible neural dynamics and attractor function can be maintained at 

much larger simulated scales. For instance, the question as to whether a large distribution 

of axonal delays can co-exist with stable and coherent activations of cell assemblies 

should be addressed. In addition, it is important to show that the relatively few 

connections that each pyramidal cell can form are sufficient for stable memory retrieval 

even at cortical scales. In order to handle these questions, we scaled the network 

considerably, up to the size of mouse cortex containing 22 million neurons and spanning 

16 cm2 (Djurfeldt et al., 2008). 

Due to the modular structure of the network, and arguably cortex (Mountcastle, 1957; 

Hubel and Wiesel, 1963; Peters and Yilmaz, 1993; Ohki et al., 2005), it is indeed scalable 

with largely preserved dynamics. Once hypercolumns are scaled to realistic size, only the 

density in the connections across them has to be re-scaled in order to maintain the 

dynamical regime as the network grows. As the number of hypercolumns in the network 

was increased, we kept the number of long-range (cross-hypercolumnar) connections 

terminating on each pyramidal cell constant, progressively diluting the probability that 

two distant neurons connect. Since biological neurons have limited physical space to 

make connections on their dendrites, an equivalent process seems likely as in vivo systems 

are scaled up. As a result, a single cell is innervated by roughly the same amount of 

excitatory and inhibitory input once an attractor state is entered regardless of network 

size. Dynamics and function during attractor retrieval were maintained even for the 

largest simulations without any parameter changes (Djurfeldt et al., 2008). The transitions 

to and from attractor states turned out surprisingly coherent, even though the longest 

conduction delays within each assembly were 50-60 ms. This effect was again, as 

described above, obtained due to the interdependence of minicolumns in each pattern 

mediated by the gamma cycle dynamics and the network operating in a balanced regime, 

where only small changes in excitation are needed for state transitions to occur.  

Due to the spatial extent of the model we can study the synchronization and coherence in 

the various frequency bands, and compare it to biology. In the model, as well as in vivo, 

synchrony and coherence drop with increased frequency. Theta oscillations, in particular, 

are globally coherent across the whole network, reflecting the fast transitions between 

coding attractor states. Gamma on the other hand, has high local but low global 

coherence (Figure 9), reflecting the local generation within each WTA microcircuit. Since 

theta likely can be generated by dedicated cellular mechanisms (Tiesinga et al., 2001; 

Rotstein et al., 2005) or inhibitory networks (White et al., 2000; Tiesinga et al., 2001; 

Rotstein et al., 2005) as well as by memory replay (Lee et al., 2005; Fuentemilla et al., 

2010), we speculated that theta has at least two functional correlates (Herman et al., 2013). 

First, the dedicated mechanisms could cause slow, coherent fluctuations within a cortical 

region. Since induction of cortical plasticity might be modulated by the phase of theta 
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oscillations (Hölscher et al., 1997; Huerta & Lisman, 1993), this could aid the formation 

of globally coherent patterns. Second, once formed, the activation of such patterns could 

generate the oscillations absent dedicated mechanisms. The view that local assemblies are 

present already at birth and that learning involves the global association between a group 

of local assemblies have been presented (Perin et al., 2011). The model could provide 

dynamical insights to this view: Namely that the gamma oscillations reflect the generation 

of a local "winner", and several such winners are then connected with the aid of ongoing, 

global theta oscillations (Herman et al., 2013).  

 

 

 

 

Fig. 9. , Global (in black) and local (in red) coherence in the gamma band during memory replay. Please note that 

only part of the coherence axis is shown and the horizontal solid line marks the division in two ranges, the lower 

for global coherence values and higher for the local ones. From paper VIII.  

 

Despite largely preserved attractor retrieval dynamics there are functional and dynamical 

consequences of scaling up the network. Most importantly, another dynamical state of the 

network emerges (Amit and Brunel, 1997; Djurfeldt et al., 2008) in addition to the 

aforementioned active attractor coding state (Figure 2b) once each hypercolumn has more 

than 25 minicolumns. Since this new state becomes the default condition of the bistable 

(Figure 4b) network in the absence of any external stimulation, it is referred to as the 

ground state. It is in our network manifested by global alpha-band (~10-20 Hz) 
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oscillations (Figure 2b) and is characterized by very low levels of activity in all 

minicolumns without a dominance of any patterns. This state is facilitated by the mutual 

competition between attractor patterns (Amit and Brunel, 1997), stabilized by feedback 

inhibition growing with the hypercolumn size, as more and more pyramidal cells connect 

to the same basket cell pool. In the smaller network (~2000 cells), noise fluctuations 

quickly activated one pattern at the expense of the others leading to a sequential recall of 

the patterns in a random order. In the larger network (>10000 cells), on the other hand, it 

is possible to maintain the state of competition between attractor patterns as long as there 

is no sufficient bias to one of them, thus the emergence of a new stable state. This bias 

could be either in the form of external stimulation of a specific pattern or internal 

mechanisms such as synaptic facilitation, which we used to store a subset of patterns in 

working memory (Lundqvist et al., 2011; 2012; see section Multi-item working memory).  

In the scaled-up bistable network, a successful pattern activation by an external cue is 

coupled to a transition in the oscillatory dynamics from the alpha to gamma rhythm 

(Figure 2B; Figure 10). Similar stimulus induced transitions have been reported in layer 

2/3 of the visual cortex in vivo (Fries et al., 2008; Buffalo et al., 2011). In the context of 

extensive experimental work on neural oscillations, our two distinct network states 

correspond with a general view that alpha reflects idling or pre-stimulus readiness (for a 

review see Pfurtscheller et al., 1996, and Klimesch et al., 2007) and gamma is a correlate 

of active processing (Gray and Singer, 1989; for review see Tallon-Baudry and Bertrand, 

1999, and Fries et al., 2007). 
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Fig. 10. Spiking and oscillatory behavior in the two network states, non-coding ground state and coding attractor 

state. The spiking activity (A) of pyramidal cells within a single hypercolumn is shown. At the start of the 

simulation the network is in its non-coding ground state. A stimulus triggered activation of one of the network's 

attractors causes increased firing rates in the cells belonging to the minicolumn which constitutes a part of the 

activated attractor pattern in each hypercolumn whereas cells in the remaining minicolumns fire at reduced rates 

(here, hardly any firing in those background minicolumns is seen). This activation of the attractor pattern is 

accompanied by a switch in the oscillatory dynamics of the synthesized LFP (B), from the ground state alpha (D) 

to gamma oscillations (E). The gamma rhythm (E) is nested on the delta/theta wave (C) associated with the 

activation-deactivation cycle of the attractor pattern with finite lifetime (here ~500 ms). From paper VII.  

What are the mechanisms underlying these rhythms, and, more importantly, the transition 

between them in our network? In balanced networks with oscillatory population activity 

and irregular firing, the oscillatory frequency is dependent, among other factors, on the 

level of overall excitation in the network (Brunel and Wang, 2003). Comparing spiking 

populations in the two stable network states, the excitation level and firing rates are 

higher during active memory retrieval, thereby increasing the oscillatory frequency relative 

to the ground state. At the limit where the recurrent excitation within cell assemblies is 
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just strong enough to promote stable attractor states, the switch from the ground state to 

one of the coding attractors is associated with a minimal increase in excitation and 

oscillatory frequency. Although the total amount of spikes elicited from the pyramidal cell 

population as a whole remains the same, after stimulation all spikes are elicited from the 

active cell assembly, i.e. the combination of single minicolumns across all the 

hypercolumns, instead of being spread out between all pyramidal cells as in the ground 

state (Lundqvist et al., 2010). This effect occurs since cells in the active assembly climb 

slightly faster to firing threshold in each oscillatory cycle, thereby shutting down 

competitors before they get a chance to spike and influence the network dynamics. It 

illustrates how a very small bias can have a strong impact on the spiking in oscillatory, 

balanced networks. As recurrent excitation is increased, the gap between the oscillatory 

frequencies in the two states also widens towards a clear distinction between alpha and 

gamma rhythms, hence reflecting the gradual stabilization of the active state. To maintain 

attractor-coding activity, a cell assembly has to oscillate faster than the ground state 

frequency. Towards the end of the attractor's lifetime the oscillatory frequency drops 

(Figure 11) due to adaptation and the network consequently falls back into the ground 

state.  

 

Fig. 11. The gamma spectral dynamics during attractor retrieval within the first 150 ms (initial in black) and the 

last 150 ms (final in red) of the activations. From paper VIII. 

As with the balanced regime, the bistable regime with two simultaneously stable states 

exists also in non-oscillatory networks (Amit and Brunel, 1997). However, the advantage 

of oscillatory networks amounts to the fact that the parametric range of the bistable 

regime becomes much wider and less sensitive to perturbations in excitation (Lundqvist et 

al., 2010). The strong feedback inhibition needed for a stable ground state does not 

destabilize the active attractor states. On the contrary, it has relevant functional and 
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dynamical implications for the network during memory retrieval, as discussed in the 

previous section. The wide range of bistability is also linked to the modular structure of 

the network. When the number of pyramidal cells in each attractor pattern was held 

constant, the bistable range was strongly dependent on the number of hypercolumns they 

were distributed over. 

In general, neural oscillations as a population phenomenon occur due to strong feedback 

inhibition that periodically shuts down activity in a network, and therefore typically 

destabilizes persistent activity in a cell assembly (Wang, 1999). However, if this cell subset 

is biased in any way, in our case by the long-range excitation out of phase with respect to 

the local oscillations, the persistent activity in the oscillatory regime becomes extremely 

stable instead. Once the network can tolerate periodic hyperpolarization without 

terminating the activity permanently, strong feedback inhibition can be used to 

dynamically balance fast changes in excitation. Then, as long as the inhibition is strong 

enough to periodically shut down the network, it remains roughly balanced.          

 

Multi-item working memory 

Attractor networks have been proposed as a modeling framework for a working memory 

system, which temporarily maintains a small subset of memory items. Models of spatial 

working memory have for instance used persistent activity in bump-attractor networks to 

preserve a trace of a specific direction (Wang, 1999; Compte et al., 2000). We can obtain a 

similar effect in our network when the adaptation mechanisms are subdued. Then a 

stimulated attractor will remain persistently active as a cued memory over several seconds 

(Lundqvist et al., 2010). The persistent activity approach is limited however since only one 

item or direction can be stored at any given time due to the mutual inhibition between 

attractors, whereas working memory is reported to contain up to seven items 

simultaneously (Miller, 1956; Cowan, 2001). In this section we discuss an alternative 

approach to working memory maintenance known as periodic replay (Lisman and Idiart, 

1995; Mongillo et al., 2008; Fuentemilla et al., 2010; Lundqvist et al., 2011; 2012), which 

allows for storing multiple items.  
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Fig. 12. Multi-item working memory through synaptic augmentation. Synaptic augmentation causes attractors to 

spontaneously reactive some time after they have been terminated.  This augmentation is then refreshed upon 

each reactivation, and the attractor is held in working memory in a cyclic fashion. A: Here four items are 

stimulated (at 0.2, 1.2, 2.2, and 3.2 sec), and the space between active recall is filled by ground state activity. The 

items presented early start their re-activations already during the presentation period (0-3.5 s). This can explain 

the bias for items presented early in the list to be remembered as seen in (B). Here 10 items are presented 

followed by a recall phase where we test which items that are replayed. Early (1, 2) and late (9, 10) items have a 

higher probability to be remembered than intermediate (4-6) items (blue bars). If the list is presented at the rate of 

2 s
-1

 (red bars), the tendency for early items to be remembered is removed. C: Frequency modulations by 

memory load. Bars show integrated power in the three different power bands (2–6, 10–18, and 28–40 Hz) and 

five different load conditions. Bars are normalized relative to the power in Load 1 condition (one memory item), 

such that power in Load 1 is 1. Derived from paper IV.  

 

Although in both working memory models only one attractor can be active at any given 

time, in the periodic replay paradigm it has a brief lifetime instead of being persistently 

active. The encoded items are then retrieved in a sequence one after another and get 

periodically reactivated. In computational networks this effect can be achieved by 

incorporating either cellular (Lisman and Idiart, 1995) or synaptic (Sandberg et al., 2003; 

Mongillo et al., 2008; Lundqvist et al., 2011; 2012) mechanisms that adjust the excitability 

of activated neurons dynamically. In the latter case, it can be obtained by adding synaptic 

augmentation, observed in prefrontal neuronal subgroups (Wang et al., 2006), on top of 

faster synaptic depression in a bistable attractor network. On the single synapse level, this 

makes the conductance vary dynamically over time. During a brief pre-synaptic spike train 

the amplitude of excitatory post-synaptic potentials (EPSPs) remains static or slightly 
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decreases over time due to the combined effect of synaptic augmentation and synaptic 

depression. However, due to the slower decay of the augmentation, a new spike arriving 

roughly one second after the initial burst elicits a significantly magnified EPSP. On the 

cell assembly level, this implies that an attractor that has been activated by stimulation is 

temporarily more excitable than the ground state some time after its termination (Figure 

4c). During this window it has a high chance to spontaneously reactivate and in the 

process refresh the synaptic augmentation. This way, a pattern stimulated initially 

becomes periodically reactivated. During silent periods there is an opportunity for other 

assemblies to be replayed (Figure 12a). Due to the decay of augmentation, the subset of 

memory patterns selected for replay need to be reactivated within the decay time window 

following their last deactivation in order to maintain their elevated excitability. As a 

consequence, a limited number of items can be stored. In particular, up to ~6 attractor 

memories can be simultaneously augmented and hence periodically reactivated (Lundqvist 

et al., 2011; 2012) for biologically realistic levels of synaptic augmentation.  

The notion that individual memory objects are replayed at a theta timescale during 

working memory maintenance has support from human MEG recordings (Fuentemilla et 

al., 2010). The model can also explain the widely reported finding that alpha-band power 

decreases (Meltzer et al., 2008; Mölle et al., 2002) while gamma- and theta-band power 

increases (Howard et al., 2003; Jensen and Tesch, 2002; Meltzer et al., 2008; Mölle et al., 

2002) with working memory load. We obtain this effect (Figure 12c) since for each 

additional memory item encoded in working memory, the network spends on average 

shorter time in the alpha-dominated ground state and longer time in its active retrieval 

state, correlated with nested theta-gamma oscillations (Lundqvist et al., 2011). The effect 

saturates at the full memory capacity of the network.      

 

Fig. 13. Scatter plot of Lv for 100 cells drawn from the persistently active network (left) and the replay network 

(right). The dotted lines mark the range of Lv values within one standard deviation, s, from the mean, m. From 

paper V. 

 

The notion of theta-coupled replay of memory items with accompanying theta-gamma 

phase-amplitude coupling is also consistent with single-cell spike statistics obtained from 
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recordings in prefrontal areas and superficial layers of cortex, where a relative abundance 

of cells displaying clumpy-bursty behavior with Lv (Shinomoto et al., 2003) and CV2 

(Holt et al. 1996) significantly above 1 was observed (Shinomoto et al., 2005, 2009). This 

clumpy-bursty behavior can be reproduced when single cells burst in specific theta 

periods and are silent in the other ones, as seen in the periodic replay paradigm 

(Lundqvist et al., 2012). Although the estimated variability during the active theta periods 

results in Lv close to 1, the inclusion of long inter-spike intervals (ISIs) introduced by the 

silent theta periods boosts Lv to 1.5 (Figure 13), as reported for clumpy-bursty cells in 

vivo. This effect occurs for firing rates within a certain range, overlapping with the ones 

observed in our network model (Lundqvist et al., 2012). This is highlighted in Figure 14, 

where we have used artificial spike data to investigate how spike rate, attractor duration 

and memory capacity affect Lv.   

Fig. 14. Lv as a function of reactivation frequency. Artificial spike trains obtained from a Poisson generator (1000 

processes for each firing rate: 10, 15, 20 and 25 s
-1

) with Lv ~1 were divided into theta periods (500, 250 or ~166 

ms). The fraction of active theta cycles denotes the fraction of theta periods in which spiking was not removed. 

We plot the results in the vicinity of model parameters with respect to the firing rate (A) and the theta frequency 

(B). Dots mark  the firing rate during active theta cycles (A) and the theta frequency (B) that give the average 

firing frequency of 2.7 s
-1

 as in the network model. From paper V. 

 

Finally, we also looked into the phenomena of recency and primacy effects (Tzeng, 1973) 

in simulated list-learning paradigms. When a list of items exceeding the capacity of 

working memory is to be remembered by a subject, there is a marked tendency for objects 

from the beginning (primacy) and the end (recency) of the list to be recalled with a greater 

likelihood. To simulate this, the network is presented with 10 memory items at the rate of 

1 s-1 followed by a 10 s period corresponding to a free recall phase. On average in 100 

trials, 5.00.7 (mean  standard deviation) items are maintained such that they are 

replayed in the recall phase. In addition, memory items in the beginning and at the end of 

the list are more frequently encoded than those presented in the middle (Figure 12b). The 

simulated recency effect can be explained by the fact that augmentation in the assemblies 
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activated towards the end of the presentation period is relatively high when the free recall 

period starts. The primacy effect, on the other hand, can be explained by the fact that the 

network has time in between presentations to replay these items already in the 

presentation phase, and thus re-enforce their increased excitability. If the network is 

largely denied this opportunity by presenting the list of items in a quicker succession (at 

the rate of 2 s-1), around five items are again maintained in working memory (4.90.8), but 

the first items now have the lowest chance of being remembered (Figure 12b). At their 

cost, the last items instead have an even elevated chance of being replayed during the free 

recall period. Similar phenomena has recently been studied using a non-spiking network 

model of the same type as here (Lansner et al. 2013).   

 

Attention and pre-stimulus conditions 

Attractor networks also allow us to study attentional mechanisms and their functional 

consequences. Attentional effects can be incorporated into such models in several 

different ways. For instance, it has been studied how top-down activity can bias certain 

attractors at the cost of others and thus serve as a model for top-down attention (Deco & 

Thiele, 2009; Beck and Kastner, 2009). Generally, in our work we rather focus on the 

potential neural manifestations of attention and examine how they correlate with the 

network's capability to retrieve weakly stimulated memory pattern. In that vein, we have 

studied the effects of both phase and power modulations of ongoing, spontaneous alpha 

oscillations on the network's performance. In addition, we studied the effect of imposed 

infra-slow fluctuations (ISFs) (Werner and Mountcastle 1963; Vanhatalo et al., 2004; 

Monto et al., 2008; Lörincz et al., 2009; Palva and Palva, 2012) in the network, simulating 

the slow waxing and waning of attention.  

On the micro-scale, the alpha cycle reflects periods of high and low excitability 

(Schroeder and Lakatos, 2009; Haegens et al., 2011). We test the impact of such ongoing 

oscillations in our network by exposing it to a weak stimulus that in about 50% of the 

cases leads to an activation of the corresponding attractor. This simulates a threshold 

stimulus detection task (TSDT), which is commonly used in experimental studies to 

investigate pre-stimulus conditions favorable to perceptual detection (Monto et al., 2008; 

Mathewson et al., 2009; Busch et al., 2009; Busch and VanRullen, 2010). As a result, the 

means of the broadly distributed alpha phases corresponding to the time of stimulation 

differ by almost half a cycle between hits and misses (Figure 15a), consistently with 

experimental results on the effect of alpha phase on stimulus detection probability 

(Mathewson et al., 2009; Busch et al., 2009; Busch and VanRullen, 2010). This effect is 

largely independent of the attractor dynamics (Figure 15b; Lundqvist et al., 2013a). It is 

instead tied to the nature of the alpha oscillations with periods where the pyramidal cells 

tend to be close to their firing threshold interleaved with periods where they are strongly 
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inhibited. The phase-dependent stimulus response properties in a simplified network 

without attractors can explain this detection rate modulation (Lundqvist et al., 2013a). 

 

Fig. 15. Modulatory effect of pre-stimulus alpha phase. A: Circular distribution (count presented as percentage; 

phase in degrees) of the alpha-rhythm phase at the time of stimulation for hits (left) and misses (right). B: Spiking 

response to stimulation at different alpha phases – a relative change in the number of spikes elicited within the 

post-stimulus interval of one alpha cycle with respect to the average number over all alpha phase bins (12 bins of 

the size of 30 degrees). From paper VI. 

 

Modulation of detection rate by pre-stimulus alpha power, on the other hand, is 

dependent on the bistability of the network (Lundqvist et al., 2013a). The effect of these 

power modulations are again studied by providing weak stimuli. We find three simple 

mechanisms for modulating the power of alpha oscillations in the network: (i) by 

increased diffuse excitation to basket cells, or (ii) to pyramidal cells, or (iii) by 

synchronization of oscillators across the network. As a result of increasing the diffuse 

excitation to basket cells and making them more excitable, they fire in larger numbers in 

each oscillatory cycle, hence deepening the trough of the alpha cycle (Figure 16) due to 

the stronger synchronized inhibition of the pyramidal cells. Analogously, strengthening 

the background excitation to the pyramidal population increases the number of pyramidal 

cells firing in each cycle, which deepens the wave trough as, again, more basket cells are 

recruited (Figure 16). These two ways of modulating alpha-band power have opposite 

effects on the observed detection rate: stronger diffuse excitation on the pyramidal 
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population increases detection rate while the opposite is observed when basket cells 

receive elevated excitation (Figure 16).  

 

Fig. 16. Detection rate modulation by alpha power. Alpha power could be enhanced by increased excitatory 

noise input on either basket cells (A) or pyramidal cells (B). In both cases, the alpha troughs are deepened by 

recruitment of more basket cells. The modulation of both troughs and peaks is shown as the relative percentage 

change with respect to the values corresponding to the lowest level of noise excitation. C: Enhancing alpha power 

by increasing excitatory noise on basket cells stabilizes the ground state (shown in red), as reflected by the rising 

bistability ratio, and decreases detection rates (black). D: Enhancing alpha power by increasing excitatory noise 

on pyramidal cells destabilizes the ground state (red) and enhances detection rates (black). All error bars 

correspond to standard deviations of the means obtained in 250 trials. From paper VI. 

 

Experimentally, pre-stimulus alpha power displays both positive (Linkenkaer-Hansen et 

al., 2004; Zhang et al., 2008) and negative (Hanslmayr et al., 2007; Romei et al., 2008) 

correlations with psychophysical performance. The combined use of LFP and multi-unit 

recordings in monkeys has provided a possible explanation for these seemingly conflicting 

results (Bollimunta et al., 2008; 2011; Mo et al., 2011) with the cortical and laminar origin 

of alpha generation playing a central role. When alpha was mainly produced in the deeper 

layers, as in low-level sensory cortices, alpha power had an inhibitory effect (Bollimunta et 

al., 2008; 2011). In the inferior temporal cortex, however, alpha was generated in the 

superficial layers and positively correlated with increased excitability (Bollimunta et al., 
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2008; Mo et al., 2011). The model suggest how these two distinct effects might be 

obtained. 

We observe that increasing the excitatory noise on basket cells stabilizes the default 

ground state while the opposite effect is obtained when the stronger noise input is applied 

to pyramidal cells (Figure 16). In other words, the network's operating point is shifted 

either further away or closer to the limit where attractors would activate spontaneously, 

thus decreasing or increasing, respectively, the chance for a weak stimulation to activate 

the corresponding cell assembly.  

The third aforementioned mechanism modulating the alpha-band power in the ground 

state is synchronization of individual hypercolumns, acting as weakly coupled alpha 

oscillators. Increased phase synchronization implies enhanced amplitude of the alpha 

rhythm in the LFP averaged over the entire simulated cortical patch. Spontaneous 

fluctuations in alpha power occur over the course of a single simulation and strongly 

correlate with the phase consistency (quantified with instantaneous phase-locking index) 

among hypercolumnar alpha oscillators (Figure 17a; Pearson's r=0.83, p=0.001). These 

spontaneous power fluctuations do not affect the detection rate however (Figure 17b, 

Lundqvist et al., 2013a). Based on the assumption that they instead modulate the phase 

effects reported above, we have performed another experiment where weak external 

signals in the form of single 2.5-mV EPSPs are synchronously (within a 5-ms window) 

delivered to all pyramidal cells in the network at ~5-s intervals. This result in a transiently 

enhanced alignment of the phases of the hypercolumnar alpha generators, since the cells 

are simultaneously forced towards the preferred spiking phase of the ongoing oscillations, 

which in turn leads to alpha-band power bursts in the spatially averaged LFP. The effect 

of the phase reset is particularly apparent when a trial average is compared to a single-trial 

signal (Figure 17c). Next, we have stimulated individual cell assemblies following this reset 

at varying latencies ranging from 50 to 250 ms, probing the following alpha cycles. In line 

with our results on spontaneous fluctuations of the alpha-band phase synchronization, 

the overall detection rate averaged over different latencies is comparable to the 

performance level obtained with no reset (respectively, gray and red dotted lines in Figure 

17d). However, a strong modulatory effect of the stimulus latency on the detection rate 

can be observed. In particular, the network exhibits enhanced sensitivity to the stimuli 

applied around the time of post-entrainment alpha peaks so that the increased detection 

performance is observed for the two short windows of stimulus latencies within the first 

200 ms following the global reset: 80–100 ms and 160-180 ms, and suppressed detection 

rate is reported for the other latencies (Figure 17d). This findings are in line with 

experimental work (Jones et al., 2002; Mathewson et al., 2010; Landau & Fries, 2012), as 

reflected in the enhanced hit rate for target stimuli presented at time-lags of ~80 ms 

following a task irrelevant stimulus, and suppressed for others. In particular, it was 

demonstrated in a recent visual detection experiment in humans that a task irrelevant 
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flash stimulus was followed by a rhythmic fluctuation in performance, likely due to 

entrainment of an 8-Hz rhythm (Landau and Fries, 2012).  

 

Fig. 17. Transient alpha phase alignment as a temporal mask for stimulus detectability. A: Alpha amplitude 

spontaneously fluctuates over the course of a trial (here 3-s interval is shown in the upper panel) and is highly 

correlated (Pearson's r=0.83, p=0.001) with instantaneous inter-hypercolumn phase. B: There is no statistical 

evidence for a modulatory effect of the spontaneous alpha-band power fluctuations on the hit rate. A null 

hypothesis about the equality of mean hit rates (shown with standard deviations, 250 trials) corresponding to 

different pre-stimulus alpha power quartiles cannot be rejected (repeated-measures analysis of variance). C: A 

non-specific stimulus applied to all pyramidal cells in the network at t=0 resets and temporally aligns the phases of 

the ground-state oscillations in the network, resulting in a temporary enhancement of alpha amplitude seen in a 

single LFP trial (upper panel) and reset-triggered LFP average over 250 trials (lower panel). D: When a target 
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stimulus is applied with a certain delay following the reset signal at t=0, a strong detection rate modulation by this 

latency is observed (bars). The performance peaks correspond to the post-reset alpha peaks. The average rate 

(dotted grey line) is comparable to the mean rate in the control case without any reset signals (dotted red line). 

The shaded areas illustrate the standard deviations of the corresponding average hit rates obtained over a set of 

5 simulations, each consisting of 50 trials. From paper VI. 

 

During TSDTs performance also fluctuates on a much slower timescale (Monto et al., 

2008), a so-called infra-slow timescale (10-100s). Such infra-slow fluctuations (ISFs) are 

observed on all spatial scales of cortical dynamics (Werner and Mountcastle 1963; 

Albrecht and Gabriel 1994; Goldman et al., 2002; Leopold et al., 2003; Mantini et al., 

2007; Lörincz et al., 2009). We investigated their functional consequences and their 

relation to the alpha power effects mentioned above. There are likely several convergent 

mechanism underlying the generation of ISFs in vivo (Palva and Palva, 2012), and here 

we argue that the likely summed effect of these mechanisms is equivalent to a slow 

fluctuation in the background noise excitation (Lundqvist et al., 2013b). We therefore 

impose a slowly fluctuating component to the noise excitation, adding and subtracting a 

maximum of 10% of the baseline value. This external signal is greatly amplified in the 

recurrent network; relative to an isolated cell receiving the same background excitation, 

membrane potential fluctuations are much stronger while firing rate fluctuations are 

dampened (Figure 18). Both behaviors can be explained by the recurrent feedback 

inhibition from basket cells leading to enhanced fast, alpha-like oscillations (Lundqvist et 

al., 2013b). At the trough of the slow fluctuations, firing rates are maximal while average 

membrane potentials are minimal. During a simulated TSDT not only the power of alpha-

like oscillations is modulated by the phase of the fluctuation but also the oscillatory power 

in a wide range (1-40 Hz) is co-modulated (Figure 19). In addition, as might be expected 

from the findings on alpha power and detection rate above, hit rate is also modulated by 

ISF phase (Figure 20). These findings are largely consistent with biology (Monto et al., 

2008).  
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Fig. 18. The effects of the fluctuation in noisy excitation (10% modulation by a sine wave with period of 0.1 Hz) 

on the network with (black) and without (red) recurrent connectivity during 20 s of simulation. The ISF wave is 
illustrated for reference in gray, firing rate modulation in the network is shown in the top panel and the single-trial 
LFP in the bottom panel. For the case with recurrent connections present we also show the firing rate modulations 
in the basket cell population (blue). From paper VII. 
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Fig. 19. Modulatory effect of ISF phase on 1-40 Hz oscillations. The figure depicts percentage change of the 

average power of theta to gamma oscillations in the intervals corresponding to the binned ISF phases with 

respect to the overall mean (over all the phase bins). These percentage changes were averaged over 10 trials. 

From paper VII.  

 

We also studied another type of mechanism modulating detection performance, not 

related to ongoing oscillations but rather to attractor retrieval dynamics. This mechanism 

can be related to the experimentally observed attentional blink phenomenon (Broadbent 

and Broadbent, 1987, McArthur et al, 1999, Fell et al., 2002, Shapiro et al., 1994). It is 

concerned with an inability to detect and process two relevant stimuli presented in quick 

succession by humans; the first item masks the perception of the second one even if they 

are presented equally long. This masking effect is not maximal when the visual targets are 

shown immediately one after another, but only when the relative delay is around 300 ms 

(McArthur et al, 1999; Fell et al., 2002). The attentional blink phenomenon was correlated 

with the P300 component (McArthur et al, 1999) and evoked gamma oscillations in the 

EEG signals (Fell et al., 2002).    
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Fig. 20. The phase of the slow fluctuation (conceptual reference in gray) modulates the hit rate of weak stimuli 

detected. The average hit rate was pooled over all stimulations applied to the network within given ISF phase bins 

in ten 100-s trials. The error bars express the standard deviation and are derived from binomial distribution. From 

paper VII. 

 

In the network, we obtain qualitatively similar time-dependent attentional blink effect 

(Lundqvist et al., 2006) related to evoked gamma oscillations. This is due to the fact that 

an activated cell assembly attains a peak in firing rates after some delay relative to the 

stimulation. The delay corresponds to the time needed for the recurrent network to build 

up activity before the adaptation causes the reduction in rates again. Other competing 

assemblies are maximally suppressed and thus harder to activate at this peak of activity.  

We associate this effect with the impaired ability to detect the subsequent stimuli in 

consistence with psychophysical data (McArthur et al., 1999; Fell et al., 2002) (Figure 21). 

This phenomenon was recently studied in more detail using the same network model 

(Silverstein and Lansner, 2011). 
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Fig. 21. Attentional blink. In the period of time closely after activation of one stored pattern in the network, 

triggering another pattern requires more stimulation than otherwise. Here, one pattern was first activated at t = 0. 

After some delay, a second stimulus was applied to a different pattern, attempting to trigger its activation. Two 

data series (rings and crosses) are shown, corresponding to separate experiments (random seeds). Each data 

point shows the minimum number of minicolums in a pattern that have to be stimulated in order to activate the 

second pattern after a given delay. Third degree polynomial have been fitted to the data points. From paper I. 

 

Model robustness 

As described in the above text and some of the papers (Lundqvist et al., 2006; 2010; 

Bruederle et al., 2011), the model is robust to dynamical and parametric changes in 

excitation and inhibition. Stability in the presence of such perturbations is important for 

any model of cortex (as such robustness is observed in biology). In addition, the network 

is also stable to changes in the connectivity and details of how the network is set up. 

There are a number of assumptions, or model simplifications, that can be relaxed without 

qualitative changes in the network behavior and dynamics. First of all, as already 

described, the number of columns and size of the network are not critical factors 

(Djurfeldt et al., 2008). We attribute this stability largely to the modular structure of the 

network, but also this modularity can be relaxed. Simulations of a network without clearly 

defined hypercolumns show that minicolumns do not have to be assigned to specific 

hypercolumns (Lundqvist et al., 2013b). Instead, it is sufficient that the extent of feedback 

inhibition from basket cells is spatially limited, as observed in biology (Yuan et al., 2011). 

In this setup the borders of hypercolumns change dynamically depending on the ongoing 

activity in the minicolumns, while other aspects of the network dynamics are preserved 

(Lundqvist et al., 2013b). Looking at the stored attractor patterns a number of simplifying 

assumptions can be removed there as well. First, the patterns do not need to be 

orthogonal and the network tolerates a degree of overlap between patterns (Lundqvist et 

al., 2012). Second, it is not crucial that the patterns contain one minicolumn from each 

hypercolumn. The patterns can either have a number of "silent" hypercolumns with no 
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active minicolumn, hypercolumns containing more than one active minicolumn or a 

combination there of (unpublished observations). Finally, we used biophysically detailed 

neurons but most results could likely be reproduced in networks constituted of simpler IF 

neurons (Bruederle et al., 2011).         
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5  

 

Summary and conclusion 

 

 

 

Summary and outlook  

In my PhD work I have reviewed evidence that the neural activity of superficial cortical 

layers is to a large extent compatible with the non-linear dynamics displayed in recurrent 

attractor networks. Research in the field of computational neuroscience has touched upon 

various aspects of the attractor theory with emphasis on its biological relevance and 

functional implications. In our modeling work we have used a biophysically detailed 

attractor network inspired by cortical connectivity. This is a novel approach that opens up 

the possibility to connect higher order cognitive functions with details in cortical anatomy 

and dynamics. Even though the amount of parameters and state variables increases when 

adopting a modeling approach, so does the number of available constraining experimental 

findings due to the one-to-one correspondence between model and biology. Biophysically 

detailed models might thus make better use of existing experimental data.   

I have demonstrated how novel features such as modular structure and oscillatory 

dynamics render the model more robust and consistent with biological findings. In 

addition, I have shown how our mesoscopic network model can be utilized to link lower-

level neural substrate with higher-order cognitive or behavioral phenomena. In particular, 

I have computationally replicated perceptual rivalry, perceptual completion, recency, 

primacy and attention effects. In the light of the network's dynamics the model has also 

motivated the limited capacity of working memory. The model can be perceived as a 

crude model of the superficial layers of associative cortex taking the form of a large 

distributed network of attractor networks. Future work is intended to follow the direction 

of differentiating individual cortical areas with respect to connectivity and function. I 

envisage that this work will be accelerated by the complementary effort in computational 

neuroscience to study cortical function from a bottom-up perspective and by new, novel 

methods of data recording. The unique function of each cortical area is also reflected by 

its position in the information flow. Here the effect of top-down activity and connectivity 

will be of particular interest (Benjaminsson and Lundqvist, 2013). With recent 

developments in optogenetics (Boyden et al., 2005; Cardin et al., 2009), which allow for 
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studying the functional role of specific neuron subtypes in vivo, I envision that the model 

might be useful also in the study of mechanisms typically examined only in bottom-up 

models: the divergent dynamics and computational role of, for instance, different types of 

interneurons. The importance of functional models will thus grow with improved 

experimental data collection. 

 

Conclusions 

Attractor networks can be mapped to biologically realistic models and reproduce several 

key features of cortical dynamics. Some of these features of cortical dynamics emerged, 

such as irregular spike statistics and oscillations in gamma and alpha bands. This 

dynamical regime of cortex was shown to promote attractor function. Finally, attractor 

functionality was shown to be compatible with the cognitive aspects of cortex.    

 

Original contributions 

I. I have contributed to the development of a novel cortical modeling approach 

using mesoscopic networks to merge function (cognitive neuroscience) with 

dynamics and connectivity.  

II. I have proposed a unified framework to interpret the functional role of oscillations 

in various frequency bands 

- gamma oscillations as a result of local winner-take-all dynamics and activity 

control  

- theta oscillations as a result of short-lived cell assemblies representing 

memory 

- alpha oscillations as an emergent feature of a stable non-coding state. This 

allowed us to interpret and unite findings of alpha and its role as controlling 

pre-stimulus conditions. 

III. I have demonstrated the role and importance of modularity in terms of excitatory 

clustering and localized inhibition for attractor dynamics and function.   
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Guide to concepts  

 

Alpha oscillations, Oscillations in the 8-14 Hz frequency range. In cortex these 

oscillations correlate with idling or even active inhibition of the region from which the 

alpha signal is measured. In the model, alpha correlate with a non-coding attractor.  

Attentional blink, a psychological phenomenon where a stimuli closely following a 

second stimuli is blanked out. The effect is strongest 100-300 ms after the first stimuli. 

Attractors, dynamically stable states of a system. Nearby activity states are drawn towards 

these. An example is a pendulum where the attractor state (due to friction) is the 

pendulum hanging straight down. This is a so-called fixed point attractor, but there are 

also other types of attractors such as limit-cycle attractors. The attractors in the network 

are similar to fixed-point attractors but the coding attractors have finite lifetime (due to 

adaptation and not attractors in the physical sense. 

Axons (typically not simulated), connects the soma of a cell to the dendrites of 

receiving cells. Action potentials are generated in the soma and rot of the axon and then 

travel along the extension of the axon. This part of the cell is typically not simulated, 

other than by a delay between action potential generation and post-synaptic arrival. In 

vivo, however, also axo-axonal communication occur. 

Basket cell A type of inhibitory cell that provide local (hundreds of microns), non-

specific feedback inhibition onto pyramidal cells in cortex. They are fast spiking and 

target the soma of post-synaptic cells. Crucial for the generation of gamma oscillations in 

vivo as well as in the model.   

Beta oscillations, Oscillations in the 14-30 Hz frequency range. Reported to correlate 

both with active processing (similar to gamma) and idling (similar to alpha). In the model, 

beta oscillations correlate both with idling (lower beta) and memory retrieval (upper beta) 

depending on the exact frequency range.   

Bistability: Generally refers to a system or entity that has two simultaneously stable 

states which it can switch between. In the context of this thesis it refers to the two stable 

states of the cortical network as a whole. In one of the states all pyramidal cells are active 

at a low rate and in the other state a group of cells, representing a specific neural 

ensamble, is active at a high level while the rest of the cells are almost silent (see also 

Neural assembly, Attractors).    
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Cellular adaptation, intrinsic cellular mechanisms that cause neurons to move from en 

excited state towards a depressed state. Can be in the form of hyper-polarizing currents 

that activate during spiking or depolarized states.  

Coherence, measuring how coherent in time two signals are, for instance if two neurons 

tend to spike at the same time-points or not. Both the phase and amplitude of a signal is 

taken into account. The coherence between various signals is measured in this work and 

in neuroscience. For instance spike-spike, spike-field and field-field coherence. Discrete 

signals such as spikes are translated into continuous signals before coherence is measured.    

Compartment (multi-compartmental), in a real neuron conditions (ion concentrations 

etc) and constitution (channel density) is not fixed across the whole membrane. To 

capture this neurons are divided into a number of compartments, each with fixed 

parameters. As the number of compartments are scaled up, one gets closer and closer to 

the biological neurons with continuous  changes in various aspects.   

Cortex, a large portion of the human brain that can be divided into neocortex, 

paleocortex and archicortex. The focus in this thesis is on the largest portion and 

youngest in evolutionary terms, the neocortex. Often the use of "cortex" refers to 

neocortex (see also Neocortex). 

Cortical area, based on input, activity and assumed functionality the cortical sheet is 

often divided into cortical areas. The human cortex is divided into 100-150 areas. 

CV, see Spike Train Variability. 

CV2, see Spike Train Variability.  

Delta oscillations, a 1-5 Hz rhythm, with some similar behavioral correlates as theta but 

there is not a one to one match. Not as well studied.  

Dendrite, a branch-like structure that receive synaptic input from other (pre-synaptic) 

neurons. These inputs travel along the dendrite into the cell body, situated at the tree 

'stem'. Depending on the properties of the dendrites, the actual signal eventually reaching 

the soma will be altered.  

EEG, or Electroencephalogram, is an experimental equipment collecting electric signals 

in a number of electrodes placed at the scalp of the subject. Measures the collective 

output of millions of cells beneath each electrode. High temporal but low spatial resoltion 

makes it suitable to study global oscillatory phenomena.  

EPSP (Excitatory post-synaptic potential), measures the impact a synaptic event has 

on the recieving cells' membrane potential. EPSPs lift the membrane potential towards 

the firing threshold.     
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Excitatory, term describing various processes that lifts the membrane potential towards 

firing threshold and the cells towards higher activity.   

Firing threshold, above a certain threshold in the membrane potential, the dynamics of 

the channels imbedded in the membrane cause an action potential. Once generated the 

action potential spreads. In simulations the firing threshold is held fixed typically, but 

dynamical changes to the threshold, forming a kind of cellular adaptation, are reported in 

vivo. 

Gamma oscillations, oscillations in a broad frequency range (25-80 Hz) strongly 

correlating with active processing. Is locally generated by rhythmic inhibition and typically 

not coherent over large distances. Often lower (25-40 Hz) and upper (40-80 Hz) 

oscillations are distinguished.   

Hodgkin-Huxley (HH) neuron, a neuron model where the membrane potential is 

simulated by a set of equations. The potential is controlled by the openness of various ion 

channels, and their activity is in turn dependent on the potential. Spiking emerge from 

this interplay.  

Hypercolumn, a cluster of functional or anatomical minicolumns with common 

feedback inhibition. This inhibition implements a competition between the minicolumn, 

forcing only one minicolumn at a time being active.  

Infra-slow fluctuations, fluctuations occuring in behavioral performance, firing rates 

and membrane potentials over a scale of 10-100 s. 

Inhibitory, term describing various processes that push the membrane potential away 

from the firing threshold and reduce the activity of cells.   

Integrate and Fire (IF), a simple cell model where all excitatory and inhibitory inputs 

are summed to calculate the membrane potential. If the potential reach a certain threshold 

the cell is said to elicit a spike and the membrane potential is reset to some pre-set value. 

The spike is thus not explicitly modeled and the dynamics occuring just after this spike 

imposed.    

In vivo, an intact brain, still attached to the animal.  

In vitro, a sliced up or separated brain. 

IPSP, (Inhibitory post-synaptic potential), measures the impact a synaptic event has 

on the recieving cells' membrane potential. EPSPs lift the membrane potential towards 

the firing threshold.     
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Layers (Cortical layers), the cortical sheet, when viewed from the side, have a number 

of anatomically layers with distinct cellular and synaptic profiles. There are six 

distinguishable layers in most of cortex.  

LFP, Local Field Potential, is the low-pass filtered electrical signal measured by 

electrodes inserted in the tissue. Measures the currents generated by thousands of nearby 

neurons. The high-pass filtered part of the signal instead stems from the spiking of 

individual cells. 

Long-term memory, a memory system allowing subjects to remember a large number of 

objects (or locations etc) over the course of days to years, for instance the letters in the 

alphabet or our vocabulary.  

Lv, see Spike Train Variability 

Macro-scopic, the naked eye view, where average activity dominate the visible output. 

Here defined as millions to billions of interactive neurons and a spatial scale spanning 

whole brains or large sub-systems, i. e. cortex.  

Mean-field models, simplified network models where each neuron is not represented 

directly, but a group of cells is instead represented by their mean firing rate (typically). 

Have to make a number of assumptions that are not always biologically plausible, but the 

model can be solved analytically instead of via simulations.  

MEG, magnetoencephalogram, method measuring magnetic fields produced by the 

brains' activity. Higher spatial resolution than EEG.  

Meso-scopic, the intermediate view, where not only averages but also fluctuations 

around the average are important. Here defined as the study of thousands to roughly a 

million interacting neurons. Spatial scale of roughly a millimeter up to a centimeter, 

roughly corresponding to a cortical area. 

Micro-scopic, the detailed view, here defined as the study of the function and dynamics 

of a single up to a hundred or so interacting neurons. A spatial scale of up to a few 

hundred microns, roughly corresponding to a cortical hypercolumn. 

Minicolumns, a small group (~100) of interconnected cells, coding coherently for similar 

input. Can be seen in anatomy in some areas, but might also be "functional" and only 

seen in the non-random connectivity and not the spatial organisation.  

Neocortex, a 3 mm thick sheet with 6 functional/anatomical layers. Layer 1 contain 

hardly any cell bodies but instead harbour a large quantity of axons and dendrites. Layer 

2/3 contain recurrently connected pyramidal cells and various inhibitory neurons. Due to 

the large number of lateral connections seen as an 'association' layer. Layer 4 receive 
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sensory input. In areas late in the input stream, i. e. motor output areas, this layer is 

missing. Layer 5 and 6 contain can be seen as an output layer and contain large cells 

projecting to cortical, sub-cortical or even muscular targets.  

Neural assembly, a group of cells that are inter-connected and activate together i. e. due 

to an external stimulus they are sensitive to. In the network there are a number of neural 

assemblies embedded. Their activation are dynamical attractors in the network.  

Periodic replay, a paradigm where working memory content is maintained by being 

activated and deactivated periodically, rather than held in memory by persistent activity. 

During deactive periods there is an opportunity for other memory traces to activate, 

allowing for storage of multiple items.    

Persistent activity, is a hypothesis about working memory namely that a memory trace is 

held in memory by the sustained activity in a specific cell group. When their activity 

dwindle, so does the model. Have been modeled by attractor networks where the lifetime 

of activated attractors are infinite.  

Post-synaptic, referring to events occurring in the sending population in connected 

neuron interactions.  

Pre-synaptic, referring to events occurring in the receiving population in connected 

neuron interactions.  

Pre-stimulus conditions, the state of the brain just prior to stimulation, in terms of 

ongoing oscillations, activity levels, ion concentrations etc. In this work, ongoing 

oscillations are considered. 

Pyramidal cell, the most abundant cortical neuron, making up ~80% of the total 

population. Forms excitatory synapses onto target cells. Are strongly adapting.    

Recurrent connections, given two pools of neurons, A and B, recurrent connectivity 

between A and B means that cells in population A are connected to cells in population B 

and that cells in B are connected to cells in A, e. i. the two populations are mutually 

connected.   

Soma, cell body of a cell, containing the nuclei. Here the signal from the various dendritic 

branches converge leading to a temporal integration. In this work only the actual 

membrane (potential) is simulated.  

Sub-cortex (Sub-cortical), referring to the older structures of the brain, lying beneath 

the cortical sheet. 

Spike train variability, different metrics measuring the higher-order statistics of a spike 

train and in particular how regular the inter-spike distances are. This provide information 
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about the mechanisms underlying spike generation and about the state of the system. 

Several metrics are used; CV, CV2 and Lv.   

Synaptic augmentation, a phenomenon by which synapses become more efficient with 

each incoming spike, i. e. leading to s higher magnitude PSP in the post-synaptic cell. This 

effect decays with a slow time-constant (~10 s) compared to synaptic facilitation and 

depression. 

Synaptic depression, a phenomenon by which synapses become less efficient with each 

incoming spike, i. e. leading to s higher magnitude PSP in the post-synaptic cell. This 

effect decays with a relatively fast time-constant (~1 s).  

Synchronization, measures how well two signals over-lap in phase space. Similar to 

coherence, but only looks at the phase of the signal. 

Theta oscillations, a prominent 3-8 Hz rhythm measured in cortical LFP and EEG. 

Increased power in this frequency band correlate with learning and retrieval of memories. 

Might also act on the same scale as our information intake, i. e. saccades. Also very 

prominent and well studied in hippocampus and related to location, head direction etc in 

rats.   

TSDT (Threshold-Stimulus Detection Task), a sensory task where approximately 

50% of the stimulations are detected. As a result, changes in this rate can be correlated 

with pre-stimulus conditions to arrive at favourable detection for stimulation. This 

provides information about the underlying system.  

Working memory (Short-term memory), a memory system allowing subjects to 

remember a limited number of objects (or locations etc) over the course of seconds, for 

instance the digits in a telephone number. In contrast to long-term memories that can last 

a lifetime. 
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