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Abstract

Advances in Internet-of-Things integrate sensors and actuators in every-
day items or even people transforming our society at an accelerated pace.
This occurs in areas such as agriculture, logistics, transport, healthcare,
and smart cities and has created new ways to interact with and experi-
ence entertainment, (serious) games, education, etc. Common to these
domains is the challenge to realize and maintain complex relations with
any object or individual globally, with the requirement for immediacy
in maintaining relations of varying complexity. Existing architectures
for maintaining relations on the Internet, e.g., DNS and search engines
are insufficient in meeting these challenges. Their deficiencies mandate
the research presented in this dissertation enabling the maintenance of
dynamic and multi-criteria relationships among entities in real-time in
an Internet-of-Things while minimizing the overall cost for maintaining
such context-centric relationships. A second challenge is the need to
represent nearness in context-centric relationships, since solutions need
to build on what is closely related.

This dissertation shows that the proximity on relations can be used
to bring about the scalability of maintaining relationships across the IoT.
It successfully demonstrates the concept and feasibility of self-organizing
context-centric overlay networks for maintaining scalable and real-time
relationships between endpoints co-located with associated physical en-
tities. This is complemented by an object model for annotating objects
and their relationships as derived and defined over the underpinning
context interactions. Complementing measures of nearness are added
through a non-metric multi-criteria approach to evaluating the notion
of context proximity. A query language and an extension to the publish-
subscribe approaches achieves distributed support for discovering such
relationships; locating entities relative to a defined hyper-sphere of in-
terest. Furthermore, it introduces adaptive algorithms for maintaining
such relationships at minimal overall costs. The results demonstrate the
feasibility of moving towards context-centric approaches to immersion
and that such approaches are realizable over vast and distributed het-
erogeneous collections of user and their associated context information.
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Walters, J., Österberg, P., Kanter, T. 2011 Sixth Inter-
national Conference on Digital Telecommunications pp.
140-144 (2011)



PAPER IV: Scenarios, Research Issues, and Architecture for
Ubiquitous Sensing
Kanter,T., Kardeby, V., Forsström, S., Walters, J. Sec-
ond International ICST Conference, MONAMI 2010, pp.
285-297 (2010).

PAPER V: The Updated MediaSense Framework
Kardeby, V., Forsström, S., Walters, J., Österberg, P.,
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1. Introduction

The Internet has rapidly transformed the globe from small and disparate
islands of information into a vast and connected network of information
sources and repositories of knowledge. The availability of this informa-
tion provided the foundations for realising a large collection of applica-
tions and services responding to our need to be connected and informed.
However, as the Internet evolved, the desire to be connected drove the
evolution of social media applications; lifting our notion of relationships
from physical interactions to virtual realisations. Relationships are cre-
ated through a vast array of supporting meta-data capable of discover-
ing and establishing potential relationships with other people as equally
with social groups and organisations. This has created the pervasive
”friends list”; summarizing the conceptual relationships that may exist
among such global collections of people. This has added massive value
to an Internet with its beginnings in simple static meta-documents and
transforming it into a collection of people, places and things implicitly
connected and related over their underlying meta-information.

The Internet is a continually evolving concept; continually redefining
the ideas of what it means to be connected and the notion of services
and applications that can be delivered in response to the varying degrees
of connectivity. The penetration of mobile devices coupled with mobile
Internet connectivity liberates this notion of services from fixed architec-
ture devices and endpoints to remote endpoints supported by a heteroge-
neous collection of data and network connectivity. It however brings into
focus the potential to re-think everything from application and service
delivery to consumers and their relationships. The meta-information
once associated with people and social groups can now, through the use
of sensor and actuators be extended to otherwise inanimate objects, an-
imating them into a virtual and connected world underpinned by this
future connected things society.

Like an average user of a future Internet, Alice lives with her family in
an urban apartment equipped with a high-speed broadband connection
at home as well as high-speed mobile Internet on all portable devices.
Alice is a member of the city’s shopping mall community and when she
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watches breakfast TV, she sees some personalized offers that appeal to
her. She decides to take the bus to the mall and the TV stream gets
transferred to her mobile phone as she leaves the room. When Alice
steps on the bus it records her presence, and along the way she receives
information that are tailored to her interests and the bus’s destination
via her mobile phone. The bus is equipped with computers, sensors and
communication equipment that receive and send traffic data in real time
to a centralized service. When the bus passes some oncoming traffic
with the same system, the computer suddenly responds and the bus
immediately slows down. A short while later, Alice can see the reason
for the deceleration. A car has just crashed in a sharp curve. The
emergency central has been automatically notified and it contacts other
cars within the area for witness reports.

Alice’s trip includes a change of buses at the station, where the pas-
sengers are informed that the ordinary bus is cancelled and that the
next bus will leave in 30 minutes. This unplanned break in the journey
occurs while her friend Bob is located within the vicinity of the bus sta-
tion. Alice and Bob are part of an electronic community that suggests
that they meet in a coffee shop near the station, and the location is
presented using a map on the mobile phone. The two friends set up the
meeting and they start talking about a common acquaintance who is on
a trip, from whom Bob has received a video. After seeing the first part
of the video on Bob’s mobile phone, Alice has to get going. They say
goodbye to each other and Bob uses his phone to arrange the delivery
of a full-resolution version of the video to Alice’s media center. When
Alice steps on the bus that will take her to the mall, she observes that
each seat has access to a monitor, which is used when her kids call from
home. They have run out of a special vegetarian food and the informa-
tion is uploaded from a sensor in the fridge. At the end of the trip, Alice
has received offers from several stores in the mall that has the requested
goods.

Within Alice’s world, devices being virtually animated through these
use of context information are expected to behave similarly to users
of the existing Internet, interacting and establishing relationship over
their associated meta-information. Users expect to be delivered massive
immersive experiences realised through online gaming and role playing
solutions, social media, virtual learning environments and geocaching.
This is placing the user at the center of his interactions, immersed, where
it is expected that applications and services are delivered relevant to a
users’ state of being. This gives rise to a notion of immersion; ubiqui-
tous and pervasive driven participatory environments and experiences
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realised through a dynamic fusion of people, places and things. This is
evidenced by the creation of massive immersive games such as Google
Ingress [3] where global teams of users compete for world domination
while simultaneously cataloguing real world artefacts. Productions such
Antigones Diary [4] charts theatrical performances that incorporate the
audiences into a massive immersion environment across multiple loca-
tions. These immersive experiences are enhanced through the addition
of the rich context information driving the interactions among the un-
derlying collection of connected things. This notion of immersion are
ubiquitous and pervasive driven participatory environments and expe-
riences realised through a dynamic fusion of people, places and things.
Here the concept of immersion is centred around the embedding of enti-
ties within collaborative information spaces where interactions, relation-
ships and experiences are defined relative to the behaviours among these
entities. This information that characterizes the behaviours among this
vast networked collection of entities is regarded by Dey in [5] as context
information.

Research towards this realization of context awareness has largely
been focused on the ability to derive accurate and timely representations
of a user’s state of being from an intricately woven infrastructure of sen-
sor and actuators. At the core of context computing, these networks of
sensors and actuators are tasked with monitoring the natural and built
environment and implemented in a wide range of application scenarios
ranging from traffic management in urban landscapes [6] to forestry,
wildlife [7] and home-office scenarios [8]. The realised connected things
infrastructure is expected to number in the order of billions of connected
devices [9] and capable of supporting a diverse set of experiences ranging
from personalized and seamless media access, to intelligent commuting
or environmental monitoring services. The Internet of Things will incor-
porate devices such as electronics, vehicles, mobile telephones and even
municipal infrastructures and the people themselves, merging towards a
paradigm of everywhere computing [10].

Existing research in future Internet and a connected things society,
seek to address the issues towards realising this notion of everywhere
computing. This ranges from solutions towards sensing and actuating,
to middle-ware for real-time information provisioning and methods and
approaches for fusing context bearing entities into seamless immersive
realities. This converging towards a world of relational driven pervasive
realities creating new and vivid experiences.
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1.1 Motivation

Immersive participation applications are premised on our ability to cre-
ate applications and services that embody the same richness of expe-
rience as the World Wide Web. Such applications benefit from, and
demand information that is responsive, dynamic and related to the sit-
uation of the immersed user, place or thing. This information that char-
acterizes the situation of entities within this vast networked collection
is regarded by Dey in [5] as context information. Context information
however not only characterizes the situation of the user but is equally
important in characterizing the relationships that exist between users
on a connected things infrastructure. This dissertation therefore defines
context information as:

Any subset of information that can be used to characterize the situation
of an entity as well as its relationship with other entities including the

entity itself.

Here, as with Dey in [5] an entity is regarded as being any person,
place, or thing that might be considered as relevant to the realisation of
an application or service. This including the user and the application
themselves. With this definition, context awareness is defined as:

The ability to realise an application or service over the situation of an
entity or its context based relationships.

Realising a future connected things society driven by immersive expe-
riences firstly presupposes the existence of approaches for provisioning
information describing a user’s situation to remote end points. Such
context provisioning architectures include centralized approaches such
as SenseWeb in [11] and IP Multimedia Subsystem platform in [12].
These platforms are concerned with the provisioning context informa-
tion through web service portals on the Internet. These centralized
approaches are consequently dependent on DNS as a means of locat-
ing these service portals, users and applications. Continual issues with
DNS with regards to its availability due to DoS attacks and configura-
tion errors raises questions about its continued suitability and prompting
research into Distributed Hash Table (DHT) [13] alternatives. Satisfy-
ing the requirements of a pervasive computing society therefore requires
research into supporting systems and technologies for scalable sharing
on the Internet of Things in real-time motivates the introduction of dis-
tributed approaches such as the MediaSense platform in [14] and SCOPE
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Figure 1.1: A Simple Mobile Context Awareness Application

in [15]. Such solutions are expected to be liberated from DNS while still
permitting knowledge modelling and reasoning.

Enabling the types of immersive applications and services expected
in a future connected things society requires and understanding of the
situation of a user such that answers can provided for Schilit et. al. who,
in [16], regarded context as being composed of three key aspects used for
defining an entity’s situation along with determining the relevant appli-
cations and services that may be provisioned. These three aspects are
specifically: where you are, who you are with[near], and what resources
are nearby. Collecting and provisioning this context information creates
volumes of context information over an increasingly large user base. As
a consequence, users and their environments are able to more accurately
understand their point of presence in a vast context aware ecosystem.
A user will find it relatively simply to understand his current state of
existence by being able to derive his context representations and inter-
preting the information that is associated with him. As such he will be
able to readily comprehend simple assertions such as: It is five degrees
Celsius and I am walking 2 km/h on the High Street. Additionally, this
information is available to applications and services interested in being
provisioned relative to the user’s state of being. This is the first stage of
deriving and using context, where applications exist and are provisioned
from an understanding of the state of being of a person or entity.

These approaches permitted the creation of simpler applications such
as [17], shown in Figure 1.1, which permits users to locate interesting
people based on their context or to recommend some additional user
experienced centred around the currently available context information.
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A user could perhaps be provided with his favourite music play list for
walking outside. The creation of such applications and services further
renders context as an important dimension in recommendation and rec-
ommender systems. However, applications and services centred on con-
text are becoming increasingly more collaborative requiring systems to
consider not only localized user context but rather a user’s relationship
with other users within a dynamic context-centric environment. How-
ever. as we progressively construct more complex context networks, we
necessitate the means of establishing what constitutes:(an) entity that is
considered relevant to the interaction between a user and an application
through an understanding of the context relationships that exist among
entities. This realisation of relationships between entities over their meta
context information gives rise to this to the notion of context-centric
awareness. Context-centric awareness is summarized as:

The provisioning of dependent of application and services over
relationships discovered, established and maintained relative to the

context behaviours of two or more entities.

The Internet of Things (IoT) is premised on our ability to deliver
applications and services that are realised over the interactions between
the global collection of people, places and things. Applications and
services delivered in massive immersive experiences are expected to be
provisioned relative to the interactions among the underlying collection
of entities. An IoT therefore mandates a move from simple context
awareness scenarios towards context-centric scenarios where the degrees
of relationships among entities are central to the experiences delivered.
Context-centric awareness is differentiated from context awareness with
an emphasis on the importance of relationships among entities to the
realisation of immersive and pervasive realities. While existing research
has produced results towards context-centric architectures, they have
primarily been focused on provisioning context information with vary-
ing degrees of scalability and reliability. We are however mandated to
create context-centric approaches which bring about knowledge over the
relationships that describe the interactions among entities on a global
IoT.

The early approaches towards global context awareness using P2P
type DHT solutions enforces a content centric approach to context or-
ganization. Here entities are discovered by fixed name spaces or are re-
stricted to lists of pre-determined users in an address book applying rigid
pruning methods where there is the possibility of exceeding an a priori
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set of data requirements. Therefore, as immersive applications and ser-
vices continue to proliferate a future connected things society, the notion
of what constitutes degrees of relationships is expected by Adomavicius
et al. in [18] to include metric-type similarity models complementing the
established semantic approaches which, according to Hong et al. in [19],
is critical in realizing applications and services that can discover nearby
sensors or points of information. Deriving such an affinity or proxim-
ity value could, as suggested by Adomavicius et. al in [20], be realized
as an extension of existing two-dimensional approaches by using an n-
dimensional distance metric such as one derived from the Manhattan or
Euclidean distance functions. This would permit us to derive a repre-
sentation of proximity as a metric over multiple dimensions of context
satisfying the requirements of [21]. This proximity, context proximity, is
defined as:

The work required to transform the context behaviour of one entity into
that of over the characteristics of their current individual context

behaviour

Context behaviour being the observed pattern of context information
over a given period of time. Such a proximity function f would consider
a subset of available context information over a group of entities in order
to derive a proximity value δ(P,Q between entities P and Q such that:

f [(a1,a2,a3...ai)
P,(a1,a2,a3...ai)

Q]→ δ

Where (ai)
P is context information dimension associated with en-

tity P. This complementing set of information for constructing context-
centric relations benefit from being defined relative to application spaces
or domains allowing for the defining of multiple relationships over a sin-
gle set of context information. By being domain specific, proximity
approaches are elevated from the current approaches enforcing global
relationships that subtend time and domain space. These proximity
measures must instead consider the domain space within which two en-
tities seek to establish a relationship and evaluate the relationships with
respect to this domain. Therefore as entities move across problem do-
mains, the notion of proximity must remain transient, with multi-criteria
parameters constrained to the current active domains.

Maintaining the complex relationships required to support context
awareness must adhere to the original expectations of provisioning costs
and real-time qualities. This is ensures that applications and services
are delivered with the same quality of service as the raw information
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is provisioned. Consequently the provisioning of the supporting user
context information between service endpoints must in turn be provi-
sioned to endpoints with minimal overhead costs. This should diverge
from the use centralized repositories and the related issues of scalabil-
ity and availability. Additionally, distributed approaches must avoid
information dissemination that has been optimized relative to the un-
derlying network properties. We would further benefit from adding sup-
port for dissemination and information provisioning relative to some
entity-application-entity triple thus minimizing the volume of informa-
tion required and through the addition of potential application specific
optimizations thus minimize the overall cost of delivering user context
information to service endpoints.

1.2 Problem Statement

The realization of a connected things society brings with it immersive
participatory experiences activities over a dynamic fusion of people,
places and things. These experiences, through their supporting applica-
tions and services promises an Internet of Things with the same richness
of experience as the World Wide Web. Achieving this mandates the
availability of collections of supporting information that is in turn de-
rived from heterogeneous context aware environments subsequently con-
nected to ubiquitous sensing infrastructures. It additional presupposes
the existence of models and solutions for provisioning, modelling and an-
notating the information to reflect the inherent underlying behaviours
and interactions of the observed collection of people, places and things.

Current solutions towards a global Internet of Things platform do
not sufficiently address the problems of provisioning user context in-
formation to remote end points. Where solutions exist as centralized
solutions, they assume the reliable existence service portals on the In-
ternet accessible through Domain Name Service (DNS). This raises is-
sues DNS reliability and Denial of Service (DoS) attacks and subsequent
questions of guaranteed service qualities. Such centralized approaches
additionally do not scale well. Furthermore they cannot guarantee infor-
mation provisioning within the real-time qualities required for immersive
context aware applications. Such a connected things society is further-
more dependent on models for organisation and modelling the context
information representative of the inherent real world interactions among
people, places and things.

These models must be light weight, composable and distributable;
residing at remote endpoints local to the associated entities. Current
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approaches rely on centralized collections of entities consequently con-
nected to the portals of context information residing on the Internet. It is
therefore required to realise collections of entities that are as distributed
and organised as the entities they seek to reflect in the real world. In
moving towards context driven immersive realities we are required to
investigate approaches, methods and models for discovering, evaluating
and establishing the context networks needed to support a vast and dy-
namic Internet of Things. Current metrics for evaluating these kinds of
relationships impose a limited interpretation of context relations in the
presence of the inherent heterogeneous and dynamic characteristics of
the supporting information.

Measure of degrees of context relationships must consider the situ-
ation, attributes, relations, accuracy and heterogeneity of both the un-
derlying information and the vast array of application thus permitting a
wider, more complete range of application specific scenarios. Discovering
these relationships are subsequently restricted by such limited interpre-
tation of context relationships with address book solutions placing hard
constraints on the ability to discover related entities. The selective in-
formation retrieval mechanisms such as publish-subscribe further places
limits on the numbers and types of entities that can be discovered relying
firstly on identifying the entity before the context relationship.

Establishing immersive realities among collections of context entities
however stand to benefit from newer approaches capable of identifying
entities firstly by degrees of context relationships, establishing where
application criteria are met. These further require scalable means of
provisioning this context information to endpoints with minimal over-
head costs. Where distributed approaches to this have been proposed,
information dissemination has been optimized relative to the underlying
network properties. However, in a context driven immersive reality the
information should be provisioning relative to the relationships existing
among the underlying collection of entities thus considering application
level optimizations that serve to minimize the overall cost of delivering
user context information to service endpoints.

Therefore in light of the challenges and shortcomings of previous
work we are required to investigate approaches, methods and models
for realising the context-centric networks needed to support a vast and
dynamic Internet of Things. The research into alternative architectures
for information provisioning should promise scalability and real-time in-
formation access. The models for annotating relationships should be
simple, agile and be inherently distributed permitting relationships be
managed and reside local to physical entities. These should be supported
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complementing metrics that support for establishing context relations
through the use of an improved context relational model permitting a
wider, more complete range of application specific scenarios. Addition-
ally, such a measure of context proximity should consider the situation,
attributes, relations, accuracy and heterogeneity of both the underlying
information and the vast array of requirements for metrics supporting
application problem domains.

1.3 Research Question

The research question that is central to the work conveyed in this dis-
sertation is summarized as:

How can we realize scalable approaches towards building organized
collections of context bearing entities, moving from content centric to

context-centric solutions where the underpinning and inherently
observed behaviours drives the relational composition?

The research question is firstly answered through a set of fundamental
requirements towards establishing a global context-centric Internet of
Things. These requirements are realised against a distributed Internet
of Things platform that demonstrate the feasibility of implementation
and the benefits of accelerating a shift towards the notion of context-
centric networks in a future connected things society.

1.4 Research Methodology

Research can be summarized as man’s quest for deeper knowledge; a
desire to answer fundamental questions of nature. Logan states in [22]
that much of scientific enquiry lays in answering questions around the
known unknowns; working within the structures of scientific paradigms
as asserted by Khun in [23]. The scientific enquiry is in turn informed
by the collections of methods applied in order to arrive at an answer
to the unknown. The research methodology itself being the underpin-
ning systematic approaches to solving the research problem [24]. The
choice of research methods and methodologies are in turn informed by
the research community. This research paradigm, specific to the research
community, consists of the sum total beliefs and assumptions concern-
ing the ontological, epistemological, and methodological aspects of a
scientific enquiry. This shapes scientific enquiry in the field and defines
which methods are selected and how each are applied [1]. This chapter
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explores the philosophical underpinnings of the research contained in
this dissertation. It primarily explores the dissertation’s position rela-
tive to the paradigmatic nature the scientific enquiry process and shows
how this informs the structure and outcomes of the constituent research
contributions.

1.4.1 Philosophical Assumptions

The route of scientific enquiry is constructed over a collection of philo-
sophical assumptions that govern the process within a research commu-
nity. The assumptions about reality, what exists and how it must be
seen and interpreted gives rise to the ontological dimension of research.
This reality is inherently defined by a knowledge based that must be
acquired during the research process; this defines the epistemological as-
pect of the enquiry. The collection of methods applied in order to acquire
this knowledge and inform the outcomes of the research process forms
the methodological aspects. These philosophical assumptions , shared
by the community, informs the researcher on the methods chosen and
applied during the enquiry; the reasoning behind deductions and conclu-
sions and the implication for the research on the wider community [25].
The philosophical assumptions governing research within Computer Sci-
ence are seen as belonging to either Positivism or Interpretivism [1].

Positivism

Positivism is centred around the philosophical view that there exists
but a single reality in the minds of people. Ontologically, this real-
ity is void of the influence of people, is common for all observations
without the addition of any interpretation. It explains cause effect re-
lationships surrounding observed phenomena and results should be void
of context and generalizable across the research community. Epistemo-
logically, the knowledge that underpins this single reality is objectively
derivable through observations or experimentations. Methodologically,
positivism employs approaches that remove the researcher from the sci-
entific enquiry with experiments deemed as being ultimately able to
objectively lift the knowledge about the phenomenon from reality.

Interpretivism

Interpetivism takes a somewhat opposite approach to the scientific en-
quiry process by arguing that world through its social actions and inter-
actions can only be observed through the application of subjective anal-
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ysis and attempting to understand any meaning behind the way people
are socially active. From an ontological perspective, reality is not void
of human influence but is contrast shaped by it. Causes and effects can-
not directly be observed through experiments without considering the
human social factor that ultimately influence these outcomes. Episte-
mologically the underlying knowledge is subjective and is lifted from the
observation with some consideration for the researchers involvement in
the process. The scientific enquiry informed by a interpretive philoso-
phy is dependent on the engagement of the researcher and is evident in
qualitative methods such as questionnaires or interviews which are influ-
enced through the researchers philosophical world view. Central to the
contributions in this dissertation is the creation of algorithms, software
engineering methods and simulations that lend themselves to a philo-
sophically positivist world view. Improvements and performance are
measured through experiments involving testing and simulation which
either affirms or falsifies an existing hypothesis or the contributions con-
tained in the dissertation. This is in contrast to an interpretive approach,
which could be used as an extension to this dissertation to investigate
the adoption and usage of this solution in the wider society.

The implications of the work contained in this dissertation is indeed
an enquiring embedded in the interpretive paradigms of social comput-
ing. The contributions themselves are however more suitably undertaken
with objectivity, objectivism, proposing and testing theories about some
covered or uncovered knowledge. From a positivist view on the contri-
bution in this dissertation, experiments are used to verify and generalize
the research results to the single objective reality. The results are there-
fore themselves not confined to a set of rules and systems on a single
platform but as demonstrated in the dissertation are applied in more
non-specific scenarios in order to elaborate this fact. Experiments on
theories are sometimes done outside of the MediaSense reference plat-
form and the results generalized.

1.4.2 The Design Science Paradigm

Design Science as a research method engages the researcher in the cre-
ation and realisation of artefacts through which solutions to research
problems can be met or understood. Critically, and in contrast to em-
pirical methods, design science seeks to effect change in the environment
through the introduction of artefacts as opposed to critically understand-
ing and describing research problems. Artefacts as suggested by Johan-
nesson and Perjons in [1] are any physical objects made by humans that
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address a functional problem. Artefacts in Computer Science includes
algorithms, logic, formal systems, software architectures, information
models and design guidelines.

Figure 1.2: The Design Science Method [1]

As shown in Figure 1.2, Design Science projects conform to an outline
of activities aimed at driving the enquiry process from problem expli-
cation, to requirement definition to artefact design and development to
demonstration and evaluation. These sub-activities constitute the De-
sign Science process adopted and followed in realising the contributions
contained in this dissertation.

1.4.3 Design Science and the Scientific Enquiry

Applying Design Science as a methodological framework presents a het-
erogeneous selection of methods for being applied to each stage of the
process towards an artefact. The artefact in this dissertation are the con-
stituent approaches towards supporting an immersive Internet of Things.
These are subsequently implemented and evaluated on the MediaSense
Internet of Things platform.

Problem Explication

The problem addressed in this dissertation of moving towards context-
centric networks is explicated in Chapter 1, and subsequently detailed in
each of the publications in listed in Section xi. Literature studies of cur-
rent contributions towards IoT supporting architectures was undertaken
with relevant peer reviewed contributions selected that documented ap-
proaches, tests, hypothesis and results. This was compared to the early
work outlining the expectations of an IoT and the necessary support

39



required to meet expected requirements. This sought to provide a clear
understanding of the issues around deploying supporting IoT infrastruc-
tures and moving towards solutions that could reflect the underpinning
real world interactions that will be used to define and constrain future
IoT experiences, applications and services.

Artefact Requirement

The artefact presented in this dissertation is set of approaches, algo-
rithms and methods for moving the current state of IoT research towards
systems for supporting context-centric immersion. The requirements for
each contribution are derived from an examination of the existing state of
research and the current related work. These are detailed and discussed
in Section 2 with a set of requirements listed from each area of related
work studied. These requirements form the requirement definition for
the artefact produced in each of the Chapters 3 - 7. These collectively
contribute to the overall artefact delivered on this dissertation.

Design and Develop Artefact

The artefact presented in this dissertation is based on the requirements
derived from the literature studies towards explicating the problem. The
artefact is developed in iterative stages adopting an agile method to re-
alise increments that are lean and contribute to specifically improving
the functionality of the overall artefact itself. Each contributing piece
of the artefact is detailed in the author’s publications and contributions
with the corresponding design considerations. Chapters 3 - 7 contain
implementation based approaches with the details of each specific im-
plementation described in each chapter.

Demonstrate Artefact

Demonstration in the context of this dissertation is shown through ex-
perimentation with each contributing component of the artefact. The
methods of experimentation and evaluation is applied on a case by case
basis for each component and includes simulation and functionality test-
ing to demonstrate the applicability of the artefact to conducting scien-
tific enquiry on real-world problems.

Evaluate Artefact

The artefact was evaluated within the context of simulations and func-
tionality testing for each constituent component. This was used to verify
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the artefacts ability to withstand generalization when applied to a global
IoT infrastructure. Evaluation was undertaken across different combi-
nations of technologies, platforms and simulation environments. Where
solutions are expected to be general independent of a single global ap-
proach, these were experimented outside of the common platform and
shown to function in a more general sense. This dissertation’s aim is
not to create a single unified platform, but shows where possible that
the artefact created can be verified on a concrete platform as shown in
Chapter 3, 4 and 6 or shown to be more generalised approaches that are
verifiable against the rules of context interactions as shown in Chapter 5
and 7. Each chapter details the evaluation approach taken for the con-
tributions highlighted and the results and are discussed and evaluated
against relevant previous and existing approaches.

1.5 Contributions

The author’s contributions to the area are presented as a collection of
published papers and chapters listed in Section xi in this dissertation.
The overall contribution seeks to move the area towards a new approach
to thinking about and representing the context relationships between
networks and collections of context bearing entities. The main contri-
butions are summarized as:

• Towards Distributed Immersive Participation

Moving towards Distributed Immersive Participation presents chal-
lenges towards realizing applications and services over a vast and
global collection of context information. These challenges are iden-
tified as a set of requirements that are requirement to be met as the
basis for creating a relational Internet of Things. The requirements
are met as a series of contributions verified on MediaSense, an In-
ternet of Things platform and used in several research projects
including: The MediaSense Project, SALIG++ FP7 Project, In-
SIKT and MobiS FP7 Project.

• Distributed Provisioning of User Context Information

A distributed architecture for maintaining a distributed collection
of objects across the Internet. The MediaSense Framework is po-
sitioned as a feasible solution towards the problem of permitting
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a global collection of people, places and things to interconnect and
provision context information in an information to any host, any-
where scenario. This is described in Chapter 3 and in Papers I,
II & V . An accompanying information exchange protocol DCXP
is introduced. This addresses issues of scalability and the ability
to derive and disseminate context information while maintaining
real-time constraints. The solution along with its principle oper-
ation is demonstrated and evaluated through a prototype mobile
awareness services. The dissertation demonstrates that DHT ap-
proaches can be extended to locate entities over areas of interest of
defined degrees of nearness as shown in Paper V & VII . This was
done by using a space-filling curve as a dimension reduction tech-
nique and relating entities over a single unified dimension. This
introduced range query support and relational context queries to
the MediaSense platform as described in Paper VII.

• A Distributed Context Information Model

With a distributed means of provisioning user-context information,
an object oriented approach to modelling context information on
the MediaSense platform is introduced in Chapter 4. This proposes
a corresponding distributed means of annotating entities with their
associated context information in remote end points. The builds
on a previously proposed context information integration model
described in Paper III, extending this model to support integra-
tion of distributed and heterogeneous end points. To support this
model distribution the notion of a context schema as a collection
of related context entities was introduced supported by a publish-
subscribe interface permitting entities to relate to remote schemas
and maintain schema information in real-time. As shown in Pa-
per IV this model is distributable over the existing platform while
providing for an approach to annotate the relationships of global
collections of context entities.

• A Multi-Criteria Approach to Context Proximity

Having shown that it is possible to organize and find entities based
on the concept of nearness thus offering a complement to the
semantic approaches, a multi-criteria context proximity is intro-
duced in Chapter 5 and Paper VIII. This dissertation proposes ap-
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proaches to evaluating this notion of nearness that extends multi-
dimensional to multi-criteria. This characterization adds a mea-
sure of nearness that permits a wider, more complete range of
application specific scenarios. It is shown that establishing rela-
tionships over metrics must be achieved by confining the metric to
the application’s domain space or universe of discourse. A working
definition for context proximity is introduced and it is shown that
the use of metrics within previous approaches do not sufficiently
support a more general definition of context proximity. Previous
approaches are deemed to be too general to adequately create rela-
tionships that reflected the perceived interactions in the real world.
The dissertation shows that that the notion of nearness should
reflect on the problem domain and how each context dimension
serves to answer the notion of proximity within this domain. To
support this a cross-bin algorithm and measure based on the Earth
Movers Distance is introduced and shown to achieve improvements
over existing metric measures while providing additional comple-
menting information about context relationships that can be used
to evaluate the quality of the relationships among entities.

• Creating and Supporting Context-Centric Networks

With an approach for evaluating and determining potential re-
lationships between entities the dissertation then addresses ap-
proaches to maintaining context-centric relationships while min-
imizing costs within a scalable a distributed environment. By
using knowledge about the nearness of objects expressed over a
multi-criteria proximity measure adaptive approaches are intro-
duced towards maintaining context-centric relationships. These
approaches leverage the properties of the relationships to mini-
mize the overall communication costs to end points as shown in
Chapter 7. This dissertation addresses the feasibility and the scal-
ability associated with realising context-centric networks and is
critical where communication overhead costs are burdensome to
mobile and non-stationary end points. This is insufficiently sup-
ported by existing context provisioning approaches. A context
proximity query language for querying context related entities on
distributed architectures is introduced as shown in Papers IX and
X. This allows for the ability to retrieve related entities occupy-
ing a state circumscribed by a context proximity function. Unlike
previous address book approaches entities are discovered firstly
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as a function of their context relationships defined over their un-
derlying context behaviours. The DCXP protocol is additionally
extended in Chapter 7 and Paper XI to introduce the notion of
subscriptions relative to an entity-application-entity triple. Here
subscriptions to entities are considered relative to their common
application space. This minimizes the volume of subscriptions re-
quired and through application specific optimization subsequently
minimize the overall cost of delivering user context information to
service endpoints. This was shown in Paper XI. The dissertation
results shows that this approach scales well as the cost of adding
support is distributed across the platform and constraints to in-
formation provision is applied specific to an application-triple.

1.6 Dissertation Structure

This dissertation, in addressing the issues surrounding immersive par-
ticipation, continues with a discussion surrounding related work and the
current state of research in Chapter 2. This identifies the critical short-
comings of existing research and establishes a set of requirements that
are required to be met in order to move towards the notion of immer-
sive participation. Chapter 1.4 discusses the methodological approach to
the research contained in this dissertation along with the encompassing
philosophical assumptions. These are discussed to the extent of their
contribution to the conduct of the research and the subsequent implica-
tions for the results obtained. With reference to the motivations raised
in Section 1.1 and the issues highlighted in Chapter 2, Chapter 3 intro-
duces a distributed relational approach to provisioning context informa-
tion. This approach is shown to be scalable with real-time qualities while
enabling the location of context entities over relational context informa-
tion. This however in turn requires the existence of approaches to model
the context entities over this relational context information on a global
distributed architecture. Such an approach is introduced in Chapter 4 as
a distributed object-oriented ontology. This is capable of annotating and
encapsulating the information required to construct, evaluate and main-
tain context relationships. This can be done while maintaining object
entities at remote end points associated with the corresponding real-
world artefacts. This is then complemented by a multi-criteria approach
to context relationships as shown in Chapter 5. This provides answers
to the requirements raised in Section 2.3.1. Here a new approach is in-
troduced which subsumes that of existing limited approaches and offers
an suitable alternative to deriving measures of proximity in over hetero-
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geneous context information. Chapter 6 shows how the requirements of
context proximity measures can be met from distributed context infor-
mation while minimizing reliance on both centralized repositories of data
the volume of data required for support. Chapter 7 adds further support
for relational context provisioning demonstrating that applications and
services benefit from relational context information. It shows that re-
lational proximity further provide support for applications and services
to construct relational context networks relative to relationships within
an application space and through this approach minimize the cost of
constructing and maintaining relationships in both a context aware and
context centric approach to a connected things society. Finally, Chapter
8 discusses the conclusions and points to future work moving forwards
from the contributions in this dissertation. An overview of the contri-
butions contained in this dissertation is shown in Figure 1.3.

1.7 Summary

Moving towards an immersive Internet of Things will bring about expe-
riences constructed over a dynamic collection of user contextual informa-
tion. This will in turn creates realities over a rich fusion of people, places
and things. As discussed in this chapter, this mandates a need to move
away from solutions that are focused on simply provisioning context in-
formation and enabling simple context awareness scenarios. Alternately
and more importantly research is mandated to move towards architec-
tures that can enable the same richness of experiences that is charac-
teristic of current web applications. This is, as discussed a migration
from content centric approach to context awareness, to context-centric
approaches. These approaches will enable us to construct context net-
works, provision context information and realise applications and ser-
vices over the dynamic and inherent relationships among the collections
of real-world entities.
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Figure 1.3: Dissertation Roadmap
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2. Related Work

Research into the area of pervasive computing has until now realised
contributions towards creating immersive participation driven solutions.
These contributions originate within context actuator networks progress-
ing into mobile computing and massive Internet supported realities. This
dissertation focuses on the approaches towards enabling distributed im-
mersive participation and consequently the related research that con-
tributes to its realisation. This chapter serves to provide an insight
and a critical examination of related research and how each contribute
towards realising the notion of distributed immersion participation. It
firstly addresses the issue of globally provisioning user context informa-
tion within real-time constraints. This is complemented by the use of
ontologies to organize user context information and providing the ba-
sis for annotating all information including the relationships that exist
among entities. This is followed by an examination of approaches to
provide the types of metrics required to complement ontologies and the
solutions required for such context relationships to be discovered and
supported over the vast collections of global context information origi-
nating within a connected things society.

2.1 Provisioning User Context Information

Fundamental to realising any shift in computing towards being context-
centric or context driven, is the provisioning of the supporting context in-
formation over vast and distributed service endpoints. This as suggested
by Hadim et. al in [26] underpins any move towards an everything, ev-
erywhere society where an increasingly global collection of information
and services is expected to respond to changes in the states of context
of attached entities. Hadim et. al further summarized in [26] that the
challenges facing sensor information middle-ware include issues around
scalability, security, privacy, openness and ease of use.

Early research in provisioning supporting context information saw
approaches such as Mate [27], Impala [28], Agilla [29] and Mires [30].
These earlier approaches were focused on connecting and aggregating
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sensor information across single homogeneous wireless sensor networks.
These were inflexible approaches requiring global collections of sensors
and actuators that are connected through a single protocol in order to
share the information required for an Internet of Things (IoT). These
do not sufficiently meet the challenges outlined by Hadim et. al in [26]
as it relates to questions around heterogeneity and integration within
the real world. Mires as described by Souto et. al in [30] provided for
publish-subscribe interfaces for improved provisioning of sensor informa-
tion to endpoints in a global wireless sensor network.The tight coupling
between the physical sensing devices and a globally accessible collection
remains central to this approach. This puts a limit on the heterogene-
ity of the context information that would arise in a global landscape
through an exclusion of non-compliant wireless sensor networks. This
tight coupling must be broken in order to provide the springboard for
a dynamic and context rich IoT which is subsequently built on a vast a
dynamic collection of context information.

The MobiLife Project [31] broke this tightly coupling between the
wireless sensor networks and the context information systems. Here,
the physical sensors could now be abstracted from the information they
expose. This provided applications and services with a common inter-
face and sets of protocols for accessing and digesting sensor information
from an otherwise heterogeneous collection of supporting sensors and
actuators. Multiple sensor networks could now be used to support a
single application and the sensor information describing an entity can
be fused from an array of underlying sources. This is similar to the
SenseWeb project [11] which provides a portal for aggregating and dis-
seminating sensor information on the Internet. These centralized web
service portals were supported by a GeoDB, used to create context aware
application mashups. Other contributions by Coutand in, [32], Zhou et.
al in [33], Song et. al in[34] and Senac et. al in [35] depend on centralized
repositories con context information being used to drive applications and
services.

Centralization as noted by Kansal et. al in [11] give rise to issues
surrounding the ability of such solutions to scale gracefully as demand
grows towards a global IoT. Furthermore centralized web service portals
are dependent on Domain Name System (DNS) for being located by both
the global collection of information sources as well as the applications
and services depending on this information. This suffers from issues
surrounding the availability of DNS which is susceptible to Denial of
Service (DoS) attacks and configuration errors as well as the centralized
portals which are themselves susceptible to DoS attacks amplified by
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the concentration of user sensitive information. Centralization further
raises issues with privacy and blanket collection of data from unsuspect-
ing users. As an alternative to DNS based solutions Pappas et. al in
[13] motivates distributed alternatives such as Distributed Hash Table
(DHT)-based overlays as possible replacements. Towards this, solutions
such as Chord [36], Pastry [37] and Tapestry [38] have been proposed
with different degrees of complexity and scalability.

DHTs have subsequently been explored as suitable alternatives for
IoT type infrastructures benefiting from their scalability and indepen-
dence from centralisation issues [39] [40] [41] . Baloch and Crespi in [15]
proposed exploiting the Bamboo DHT protocol for distributed support.
Seok et. al in [42] proposed a context provisioning platform over the
Scribe DHT protocol [43]. Approaches such as [91] using P2P SIP uti-
lize DHT overlays for resolving end point addresses. However as Aberer
noted in [44] DHTs such as Scribe and Bamboo which employ deter-
ministic hashing algorithms suffer from their inability to dynamically
self-organize around a global set of information. However more crucially,
these protocols do no inherently support the relational distribution of
information in order to support queries of ranges of values. Adding such
support, as shown by Schutt et. al in [45] requires additional modules
and extension not native to these protocols. Improving upon the solution
proposed in by Seok et. al in [42] requires using DHT type solutions that
inherently support the additional properties of range query and dynamic
self-organization.

Realising distributed immersive participation requires new approaches
to provisioning user context information supported by an infrastructure
that scales with demand and usage while remaining modular, allowing
for a heterogeneous platform on which to build and compose a dynamic,
self organizing and open Internet of Things. As such these types of
architectures must therefore be:

• modular and composable satisfying heterogeneous network config-
urations,

• supported by open protocols,

• abstract from the underlying wireless sensor networks and their
complementing heterogeneous configurations,

• enabled with a common interface for provisioning context informa-
tion in remote endpoints,
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• able to maximize real-time qualities in context information provi-
sioning,

• able to minimize dependence on DNS and its related issues,

• able to minimize centralization and dependence on defined service
portals,

• allowing for entity discovery over ranges of values defining rela-
tionships,

• providing for modular heterogeneous components that accommo-
date varying requirements.

This dissertation proposes MediaSense as a distributed opensource
Internet of Things platform supported by an open context exchange pro-
tocol. Unlike earlier solutions, MediaSense firstly abstracts away from
the underlying sensor networks providing for endpoints through which
entities provision or access global context information. MediaSense is
modular and easily adapted to support a variety of distributed proto-
cols allowing application scenarios to selected and use the protocols that
best provide the support required for delivering the required experience.
MediaSense therefore provides support for distribution, range querying,
data persistence, annotating relationships and accessing across hetero-
geneous endpoints. However while meeting these requirement addresses
the issues around provisioning context information, there still remains
open questions concerning the ability to model this information and
the implicitly or explicitly defined context-centric relationships among a
global collection of entities.

2.2 Modelling Context Relationships

While we are capable of provisioning context information with various
degrees of complexity and real-time qualities, we are further required to
create models for organizing and relating the underpinning collection of
entities and their associated information as suggested by Conti. et. al in
[46]. Strang and Linnhoff-Popien in [47] described the available context
modelling approaches which are summarized by Conti et. al in [46] as:

Key-Value

The simplest approach for modelling context information centred around
delivering a value associated with an identity to an application. These
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models are easy to manage, distribute and manipulate according ap-
plication requirements. Key-value pairs are used to model information
on DHT type architectures such as Chord[48] or Pastry[37]. Key-value
models however are simplistic and lack the ability to express complex
relations between context entities [47].

Mark-up

These models use mark-up languages such as the XML and RDF to tag
and organize entities into hierarchies and define relationships between
elements. Held in [49] and Wildschut et. al in [50] uses mark-up models
for a context awareness platform. Mark-up models however are of limited
use for a public IoT deployment due to incomplete public knowledge and
proprietary licensing of model specifications [47].

Graphical

Graphical models use UML techniques for modelling context-centric re-
lationships. Hendrickson et. al introduces one such approach in [51].
Graphical models however provide no real reasoning or computational
advantages when compared to other models.

Object Oriented

The GUIDE project described in [52] uses an object oriented approach
to build dynamic models using the existing principles of object oriented
programming. Object oriented models allow for encapsulation, poly-
morphism, inheritance, etc. We can therefore create context objects
that can be accessed through a simple interface while hiding functional
complexities.

Logical

Logic based modelling expresses context as a set of facts, expressions
and rules. Such a model is formalized permitting inference from the
facts contained within. Changes to the context information is applied
as a modification of the facts represented in order to comply with the
rigorous formalities of such a system. Examples include Little et. al in
[53].
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Ontology

Ontology based approaches model context information to reflect the real
world. Ontologies can be represented using languages such as RDF and
OWL or OO principles. They can flexibly define the complex inter-
actions among entities modelling degrees of relationships, hierarchies
and limitations. This encourages the creation of models facilitating rea-
soning, inference and knowledge discovery, critical possibilities for any
context-centric architecture. Chen at. al uses an ontology in the perva-
sive computing broker described in [54].

Earlier approaches to modelling context information can be seen in
the contributions of Salber et. al who described the who described The
Context Toolkit in [55]. The Context Toolkit uses context widgets to
create a layer of abstraction between users and the context architecture.
Key value pairs are used for representing the context information and
consequently suffer from being simplistic and lacking the level of expres-
siveness required to support a rich and interactive Internet of Things.
The SOFIA project, introduced in [56], offers some contribution towards
the realisation of smart spaces capable of being exploited for creating
context aware applications and services. These are realised using com-
plex RDF based ontologies and proposes to meet real-time demands with
respect to the timely delivery of user context information. Its depen-
dence however on centralized context brokers raises questions around its
ability to scale with demand while guaranteeing freshness of information.
With SOCAM [57] we can create context-aware mobile services based
on information organized into models. This again is centralized with a
dependency on web service portals on the Internet and therefore is sus-
ceptible to the issues with DNS and scalability raised previously. The
Hydrogen Project [58] is an object oriented middlware platform that
implements a multi-layered architecture abstracting between informa-
tion collection, management and usage. This is a distributed approach
permitting devices to exchange context information when within close
range. The distribution however is not globally shared and devices are
limited to locally contained or obtained sensor information. This is fur-
ther limited in usage by the computational resources available to mobiles
computing devices.

Complementing Baldauf et. al in [59], approaches to modelling user
context information are therefore required to be:

• simple, permitting easy creation and usage of context entities and
their associated ontologies
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• expressive, allowing for context relationships to be described in
terms of both semantics as well as their complementing measures
of proximity

• flexible, to allow for extensibility and defining a varying approach
to context awareness

• distributable to permit objects to reside close the end points where
the physical entities exists while allowing for entities residing at
remote end points to interact with, understand and create rela-
tionships over common context behaviours

• encapsulated in order to hide the complexities associated with es-
tablishing context relationships away from end points users and
non related applications and services.

This dissertation proposes the a distributed context information model
building on a distributed context exchange platform. This model builds
on an object oriented ontology and distributes this ontology across re-
mote endpoints in a context information platform. This results in schemas
of context objects residing and updated in end points local to the context
entities they describe. Schemas are complemented by publish-subscribe
interfaces to enable real-time updates of evolving context schemas to de-
pendent applications and services. However, Adomavicius et. al. in [18]
further requires an investigation into approaches to further characteriz-
ing context relationships through the addition of a set of complementing
metrics.

2.3 Characterizing Context Relationships

Early work sought to characterize context by identifying the constituent
components that define context relationships. According to Schilit, et.
al. in [16] context is composed of three key aspects that are used to
define an entity’s situation and the relevant services that may be provi-
sioned. Schilit, et. al asserted in [16] these three aspects as being: where
you are, who you are with [near], what resources are nearby. All these
aspects can be generalized as context entities [60]. A consequence of
this generalization is that the complex context networks that underpin
a pervasive computing society exists as collections of entity-relationship-
entity triples, where a entity’s affinity towards another entity is a factor
of the characterization of this relationship.
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As suggested by Dey in [5], such a generic classification encompasses
all entities within a context-centric network including the applications,
users and the resources. Schilit et. al in [16] postulates that the signif-
icance of nearness (proximity) is the underpinning factor in identifying
aspects that ought to be considered related with respects to context
awareness. Context relationships have largely remained in the domain
of semantic approaches to context modelling and reasoning. Semantic
approaches such as [61], exploit this to characterize these relationships
and enable organization in support of context-centric applications and
services. However, while semantic approaches to relational triples pro-
vide a means of characterizing the relationships between entities, they
are limited with regards to lifting a measurement of affinity [62]. Models
that derive a metric over these relationships are according to [63], com-
plementary in characterizing the types of relationship shown in Figure
2.1.

Figure 2.1: The Context Relational Triple

The ability to quantify the relationship between entities drives the
development of context aware applications and services and opens up
avenues for the further integration of context information into areas
such as recommender systems [64].

2.3.1 Quantifying Context Relationships

Quantifying context relationships originates outside of domain of perva-
sive computing in areas such as linguistics with research on the identifi-
cation of the similarity in the meaning of words or phrases with respects
to their their usage or location within statements [65]. Within pervasive
computing the focus has been on the ability to characterize the rela-
tionship between two entities over their supporting context information.
This in order to provide support for the subsequent provisioning of an
application or service. This is regarded by Hong, et. al. [19] as being
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critical in realizing applications and services that can discover nearby
sensors or points of information.

Figure 2.2: Illustrating Context Proximity

In Figure 2.2A: P1 while connected to S1, derives an implicit relation
to P2 via S1. The implication of this relation being that their connection
suggests that P1 and P2 share, to some extent, a similar context. Let’s
state that S1 is a temperature sensor, with the current reading being
25◦Celsius, and we wanted to adjust the environmental control based
on the temperature. Assuming that P1 and P2 required the same envi-
ronmental settings and heating a similar sized apartment, we could use
the same amount of energy to increase the temperature for both enti-
ties. The current context of both P1 and P2 in this scenario is therefore
assumed to be identical. With the alternate scenario in Figure 2.2B,
where P1 is connected to S1 and P2 is connected to S2. If both S1 and
S2 are temperature sensors, then P1 shares a context similar to that of
P2 by a function of the difference between the current values of S1 and
S2. If the same application were using these values to adjust the envi-
ronmental conditions of P1 and P2 then the difference in the amount of
energy required would be a factor of the difference between the values
of S1 and S2, their separation or proximity. This applies in both cases
where S1 and S2 are either scalar or vector values. Where the measure-
ment of proximity is is standardized to a value between 1 and 0, such as
is done in [66], the similarity between both presentities is derivable as
the co-efficient of their proximity, i.e.:

1−Proximity (2.1)

This is however a simple approach to considering context proximity
and only examines a single context attribute or dimension in support of a
single service. Other dimensions of context are not as readily comparable
such as current light colour or whether or not a person is sitting or
standing and thus may require more complex measures of proximity.
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2.3.2 Approaching Context Proximity

The deployment of applications and services over the underlying context
information presupposes the existence of models that support the defi-
nition, establishing and adjusting of context relations. One such model
was introduced by Zimmermann et al. in [67]. This was in response
to the generic nature of context as defined by Dey in [5]. This model
categorises context information into five groups: individual, time, loca-
tion, relation and activity as shown in Figure 2.3. Central to this model
are time and location. Zimmermann et al. in [67] postulates that es-
tablishing context relations is only possible when entities, within a time
window, possess a context proximity below a specified threshold.

Figure 2.3: Zimmermann’s Operational View of Context

The earliest approaches to context proximity provided direct sup-
port for such a model which could enable users to acquire a definition of
proximity over spatial information thus enabling the early applications
of the type implemented by Kanter et al. in [17]. Here approaches sought
to derive some knowledge of context similarity as a direct characteriza-
tion of the observable entity proximities in the real world. This early
class of proximity measures, spatial proximity, was therefore restricted
to measurable distances of separation between entities.

Spatial Proximity

The lack of a broad adoption of positioning systems resulted in ap-
proaches such as the AmbieSense Project[68], Smart-its Friends [69],
Meme Tags [70] and Activebadge [71]. These generally relied on the
incorporation of physical artefacts such as radio tags and RFID in the
real world. Consequently, these faced limited adoption and deployment
due to implementation and adoption costs as well as practicability. The
wider adoption of positioning systems such as the Global Positioning
Systems (GPS) permitted a shift in the derivation of spatial proximity.
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Standard mobile devices were used in approaches such as WhozThat
[72], PeopleTones [73] and Ulocate [71] to determine proximity with a
high degree of accuracy. Geographical coordinates are modelled as vec-
tor points in `pspaces and distances derived as the `pnorm of any two
entities (P,Q) given as:

δ(P,Q) =
n

∑
i=1

(|aP
i −aQ

i |
r)

1
r (2.2)

where r is usually 1 or 2.

An early approach to using context proximity in pervasive applica-
tions was the AmbieSense Project described by Lech et. al in [68]. The
AmbieSense Project was aimed towards the use of ambient information
in the delivery of personalized information to mobile users through the
use of context tags, mobile computers and web service portals. Artefacts
of interest in public and private spaces were equipped with embedded
tags to indicate their identity to passing mobile users. Tags disseminate
context information including the physical location of the artefact. This
was the realization of context proximity; the physical presence of some
artefact such as a computer, a room or by deduction another user. Prox-
imity however came at the cost of installing and finding physical tags.
This adds an extra layer of complexity between users and the services
they require. Furthermore there is the requirement for all mobile devices
to be equipped for reading tags.

Later approaches such as Smart-it Friends [69], [74] explored the no-
tion of proximity without the need for additionally embedded hardware.
This through the use of accelerometers. A group of two or more users
wishing to indicate a close context proximity are required to shake the
devices simultaneously and within close geographic distance. The enti-
ties attached to these devices are then grouped together subsequently
initiating an information exchange or service provisioning over the entire
group. Proximity is derived from the devices’ distances within the range
of a built-in radio transceiver and the shaking expressing the wish to be
linked. Consequently, devices which move out of range of the radio are
then deemed to be beyond relevant proximity.

This was an improvement over the AmbieSense Project by not requir-
ing additional hardware in the physical world. Users can make explicit
decisions on being associated, permitting the continual organization of
groups of people relative to their context. Like the AmbieSense Project,
it requires specific hardware to derive this representation of proximity
and restricts the notion of proximity to a spatial representation. This
in itself creates a barrier to large scale user adoption. An improved ap-
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proach is shown by Beach et. al in [72]; the WhozThat solution using
the inbuilt bluetooth radio for broadcasting the personal identities of
the users with which the devices are associated. The notion behind this
solution was to be able to identify users within the same space and initi-
ate common interaction and services based on this information. This is
similar to the approach taken by Namiot et. al in [75] which uses local
area network proximity. Other approaches towards organizing context
entities through a spatial proximity metric are described by Elettronica
et. al in [71]. However Schmidt et. al., in [21] questioned the suitability
of such singular approaches, reasoning that context aware applications
need to examine other dimension and expressions of context outside of
location in order to deliver context based experiences. This contrasts
spatial proximity approaches to more general relational approaches to
deriving measures of proximity with respects to context.

Spatial proximity therefore cannot be deemed to sufficiently provide
support for a wide base of context aware applications and services. Such
an approach is limited in its ability to express a notion of proximity or
nearness in application scenarios that are not dependent on location for
service delivery. The notion of proximity must therefore be more general;
subsuming such limited spatial approaches and be complemented by
an improved operational model of context that can be applied over a
broader subset of context aware applications and services.

Relational Proximity

Relational proximity constitutes a more encompassing definition of con-
text proximity as expected by Schmidt et al., in [76] while further sub-
suming spatial proximity with regards to expressiveness. This permits
the creation of applications with a notion of proximity beyond that of
spatiality. Additionally, relational proximity evolves the problem of es-
tablishing context relations by considering the inherent multidimensional
characteristic of context when deriving measures of proximity among
context entities. A model θD that derives the relational proximity of
two entities δ(P,Q) with respects to a given problem domain D would
consider a subset of relevant and available context information and de-
rive a proximity such that:
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P
a1
a2
a3
...
ai


Q
a1
a2
a3
...
ai




θD

→ δ(P,Q) (2.3)

Relational proximity lifts the problem of entity relationships to a
multi-dimensional, multi-criteria approach. This contrasts with the uni-
dimensional proximity approaches by considering context within its n-
dimensional hyperspace for deriving a metric for the affinity between
entities.

Deriving such an affinity or proximity value could, as suggested [20],
be realized as an extension of the existing two-dimensional approaches
by using an n-dimensional distance metric such as the Manhattan or Eu-
clidean distance. Liu et. al in [64] postulates that multi-criteria context
relationships are achievable with a simple adaptation of the Euclidean
metric. This would permit us to derive a representation of proximity as
a metric over multiple dimensions of context satisfying the requirements
of Schmidt et. al in [21].

Consider two entities (P,Q) and their corresponding context schema
shown in Equation 5.4 where aP

i is the ith context dimension attached

to entity P and aQ
i is the ith context dimension attached to entity Q.

There exists a proximity function f that would consider a subset of this
available context information in order to derive a context proximity (δ )
value such that the proximity between two entities (P,Q) is given by:

f



P
a1
a2
a3
...
ai


Q
a1
a2
a3
...
ai




θD

→ δ(P,Q) (2.4)

Padovitz introduced an approach to relational proximity in [77]. Here
it is proposed that context relationships are defined, supported and de-
stroyed within the multi-dimensional space of a problem, application or
service. Application spaces are the subset of all global context infor-
mation considered relevant for the delivery of an application or service.
All activity relevant to an application is therefore confined to this space.
Let us consider an application that controls an environment monitoring
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Attribute Domain

Temperature 0◦C - 100◦C
Humidity 0 - 100
Light 500 - 25000
Airflow Speed 0ms−1 - 15ms−1

Table 2.1: Application Space (Home Environment Monitoring)

system adjusting the environment accordingly. For such a solution, a
relevant application space could be expressed as shown in Table 2.1.

Application spaces are further partitioned into domain situations or
events; a definition of an event that may occur within an application’s
universe of discourse. The situation space is any such subspace that rep-
resents an acceptable subset of the applications space’s universe of dis-
course that is representative of a real world event. Each situation space
S, in an application space A can be simplified to be a an n-dimensional
hyperspace:

S j = {(aminS
A ,amaxS

A ),(bminS
A ,bmaxS

A ),(cminS
A ,cmaxS

A )...(zminS
A ,zmaxS

A )}

comprising of a collection of regions of attributes with each attribute
within the range (aminS

A ,amaxS
A ) , where each region is a collection of ele-

ments that satisfying some predicate Pr such that:

A j
i = {V |P(V )}

This predicate determines which values are acceptable for each region
within the situation space. A situation space within our example could
then be sauna event. Within such a situation space, the range of tem-
peratures could be expressed as:

(aminS
A ,amaxS

A ) = {50◦C,85◦C}

An application space may consist of several non-exclusive situation
spaces with respects to the subset of application space they occupy. Con-
sidering the environment application above, the suana situation space
might be described as:

Each space is further occupied by a collection of context states, re-
garded as the collection of single valued attributes at a time T within
a context space. Each state within a context space may be occupied
by one ore more entities each of which transits states within the context
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Attribute Value Range

Temperature 50◦C - 85◦C
Humidity 60% - 75%
Light 850 - 15000
Airflow Speed 0ms−1 - 1ms−1

Table 2.2: Situation Space (Normal Environmental Conditions)

space as time changes. An entity within an application space is classified
according to its current state dimensions in order to determine the most
likely state it occupies at any given time, t. Padovitz in regards the
relational context proximity (δ(P,Q)) within context spaces as being the
scalar difference. This is calculated as the Euclidean distance between
states:

δ(P,Q) =

√
n

∑
k=1

(aP
i −aQ

i )2

This determines the proximity between entities, P and Q over their
attributes P(aP

1 ,a
P
2 ,a

P
3 ...a

P
i ),Q(aQ

1 ,a
Q
2 ,a

Q
3 ...a

Q
i ) within the same context

space. This value is normalized to a range of between (0,1).
Schmohl in [78] later introduced the contextual map approach as a

means of modelling context spaces and reasoning about the affinities
between entities. It sought to elevate the spatial approaches to multi-
dimensional context spaces. Schmohl focused firstly on categorizing con-
text information through typification where origin of the context infor-
mation as well as their underlying characteristics provides a method for
grouping together information sources which are considered to be part
of the same contextual domain. These are grouped to form a contextual
type where, latitude, longitude, height and direction could be grouped
together as the type; geographical information. The resulting types are
ranges of similar context information. This is followed by attributed
identification and the quantification where the attributes are assigned a
value representative of the associated entity. Similar to Padovitz et. al
in [79], the unified attribute values constitute the state of an entity.

Finally these are mapped through a mapping function to dimensions
on an n-dimensional hyperspace, similar to coordinates on a map. Re-
lational proximity is then derived as

δ(P,Q) =

√
n

∑
i=1

(aP
i −aQ

i )2
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This is used to create an area of interest, an n-dimensional hyper-
space with the entity P at the centre. A threshold on each range is used
to monitor entities that have a similar context on a specific range which
can be grouped together.

Later work by Liu [64] also use of the Euclidean distance as a suf-
ficient approach for multi-criteria context proximity, however these are
not extended with any additional information as suggested earlier by
Adomavicius et. al [18]. These approaches therefore do not sufficiently
address the notion of proximity that is required to complement semantic
topologies. Shahid et al. further showed in [80] that proximity measures
based entirely on the l p−norm distance metrics are not sufficient even
for spatial proximity as they do not consider the domain nor the activity
of the supported entities. The approaches further suffer from the curse
of dimensionality [81] as the number of attributes describing a situation
grows. This is particularly important in context-centric scenarios where
a multitude of dimensions could be used to characterize an entity’s situa-
tion. Furthermore, the derivation of proximity across different situations
is treated in the same way as within the same situation, disregarding the
fact that some situations are more similar than others. Using this as the
basis for establishing context relations in a commuting scenario, a com-
muter sitting on the train could be given a closer proximity to a person
driving on a parallel road than to another person sitting on the same
train.

There are however avenues for exploring other, more abstract def-
initions of what constitutes context proximity through the exploration
of the multiple dimensions of context. That entities are within con-
text proximity, while not considering spatial distance is mandated by
Schmidt [21] which identifies with the general approach in this thesis.

With respects to the drawbacks of previous and existing contribu-
tions towards context proximity the following are identified as the desired
properties for a context proximity approach:

• measures of proximity must consider the enclosing domain space
thereby selecting and measuring attributes relevant to their contri-
bution to the determination of proximity given the current problem
space or domain,

• the activity of the user must be a central factor,

• models for establishing context relations must depart from spatial-
ity as the overarching indicator of context proximity, considering
location equally with other attributes,

62



• good models supporting context proximity must also consider the
accuracy of the supporting information,

• measures of context proximity must therefore consider the hetero-
geneity of context information and be able to incorporate diverse
types of context information that contribute to characterizing the
situation of an entity.

This dissertation introduces a multi-criteria complementing measure
for charactering context relationships. With this approach measures
of proximity origin with application domain spaces and considers ac-
tivity as a factor as well as the use of dimension specific comparator
functions permitting the deriving of a proximity value that more accu-
rately reflects the underlying observable behaviours. This multi-criteria
approach measures proximity over sets of observed context behaviours
thus moving the notion proximity from existing bin*bin `p measure to
more dynamic cross bin distance measures. This was enabled through
the non metric Earth Mover’s Distance function, subsuming existing
models and measure of proximity that are focused on spatiality as the
overarching indicator or context. This approach logically subsumes spa-
tiality as the overarching indicator of context and is complemented by
constraints around accuracy and heterogeneity of the underlying context
information.

2.4 Supporting Relational Proximity

Immersing users in massive participation scenarios varying from the-
atrical performances to online pervasive gaming is enriched through the
availability of the context information driving the interactions among
the underlying collection of connected things. Collecting these diverse
types of context information has been addressed though the extensive
use of wireless sensor networks supported by the increasing availability
of network connections such as mobile Internet and fibre. This creates
large volumes of user generated context information and raises issues
with provisioning this information to service endpoints within specific
real time constraints.

By aggregating centrally, approaches such as IMS reduce the cost
of provisioning information to remote endpoints through algorithms and
rules for selectively filtering mediating context information between user
endpoints. One such approach is the address book based filtering as
described by Petras et al. in [82]. Here, an entity watches or sub-
scribes to other entities contained within its address book. Petras et.
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al estimated the average address book estimated to be no greater than
[0.005∗global population] [82] therefore rendering this a feasible approach
to minimizing the communication costs associated with provisioning user
context information. While this method indeed reduces the amount of
information that must be mediated collections of context end points,
it subsequently places hard limits on the ability to discover entities of
interest with which to establish common context relationships. This, as
relationships are limited in the first instance to those that are defined by
the user’s address book. Examining relationships outside of these hard
limit hard limits would pose severe load constraints on such centralized
services. This would in turn render these approaches non-scalable and
simply and pruning the message queue as suggested by Petras et al. [82]
would offer little guarantee with regards to the quality and accuracy of
the disseminated context information.

Additionally, such centralized approaches continually raise issues cen-
tred on security and privacy that are more greatly emphasized where
vast amounts of information describing a user’s behaviour are available
through vast singular repositories. Centralization further raises issues of
bulk data corruption and information loss associated with server config-
uration errors and maintenance issues.

Solutions such as MediaSense [83] and SCOPE [15] approached the
problem of massive information provisioning through the use of DHTs
and peer-to-peer distributed algorithms. These approaches realised re-
sponse times on par with UDP and deemed adequate enough to support
real-time context dependent services. These approaches further showed
that distributed platforms were more capable of meeting real-time pro-
visioning constraints than corresponding centralized approaches. Dis-
tributed access to context information, however does not in itself ade-
quately address the issues of accessing and provisioning context infor-
mation while minimizing overheads costs. The distributed nature of the
context information itself places hard requirements on the ability of end
nodes to locate context information over vast heterogeneous networks.

Yoo et. al in [84] and Santa et. al in [85] suggested that publish-
subscribe approaches provided for the most suitable method to provi-
sioning multi-dimensional context information. It is further shown in
[86] that such approaches can realize communication performance on
par with UDP signally used in SIP implementations, while benefiting
from the scalability of being decentralized. Frey and Roman in [87] ex-
tended this approach to provide for event driven subscriptions in context
networks. However, such approaches are centred on events rather than
the underpinning context information itself. Thus context-centric ex-
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periences defined over such a solution would be definable over a set of
events.

These solutions however do not adequately address the issues as-
sociated with the distribution of the context information itself. Other
approaches such as Kiani et. al in [88] and Sridevi et. al. in [61] while
exploiting distributed approaches for provisioning user context infor-
mation rely on single end points for disseminating context information
to subscribers. Such single end points do not solve the issues associ-
ated with localized congestion and where the number of subscribers to
a piece of context information is large, would have to resort to pruning
subscriptions lists in order to scale with demand. Additionally, such end
points are subjected to questions of availability being tightly coupled to
the underlying network layers.

One approach to scaling the distribution of information across de-
centralized architectures is through the use of multi-cast trees [89]. Here,
nodes on a P2P network participate both as consumers and distributors
of information ensuring that the information is broadcasted to all in-
terested end points while minimizing overhead costs. The construction
of such multi-cast trees is achievable through multiple algorithmic ap-
proaches considering network location, round trip times, information
relevance, or user groups. These have shown to provide good results in
prioritizing the delivery of information while minimizing overall costs.

Seok et. al, in [42] implemented such a P2P multi-cast approach
on top of Scribe. Here, each entity creates a topic for each context di-
mension, which can then be subscribed to by the other entities across
the platform. Here, all entities subscribe to interested end points and
receive context information updates as changes occur. This is similar in
approach to most centralized solutions with the added benefit that the
dissemination costs are distributed by the overlay. Multicast solutions
optimized around the properties of the underlying network layer how-
ever undermine a move towards content centric networking and limits
the ability to extend software defined networks and content driven net-
works to realizing context-centric networks, where context information
is provisioned relative to the relationships between entities existing at
service end points.

Therefore, supporting dynamic context relationships defined over a
fusion of semantic relationships and measure of proximity require that
such underpinning architectures:

• distributed across global collections of heterogeneous information,

• provide common interfaces for provisioning information,
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• allow for the discovery of entities by virtue of application defined
multi-criteria relationships,

• support adaptive dissemination of information to minimize over-
head costs,

• scale well with the underpinning architectures.

This dissertation addresses issues with discovering discovering and
establishing context relationships over vast collections of context infor-
mation. This while minimizing overall costs. It introduces approaches
or discovering context relationships through the use of a proximity query
language and its associated support. The extension of existing publish-
subscribe approaches to enable subscription to areas on interest circum-
scribed by a measure of proximity. This allows for the ability to retrieve
related entities occupying a state circumscribed by a context proxim-
ity function. A context exchange protocol was additionally extended to
introduce the concept of subscriptions relative to an entity-application-
entity triple. Here subscriptions to entities are considered relative to
their common application space. This minimizes the volume of sub-
scriptions required and through application specific optimization subse-
quently minimize the overall cost of delivering user context information
to service endpoints.

2.5 Summary

Realizing context-centric networks is a fusion of architecture, methods
and algorithms for provisioning, annotating, deriving and supporting
the dynamic relationships inherent on an IoT. This chapter summa-
rized the background and related work into realising immersive partici-
pation realities on a future IoT. These were examined within the scope
of an Internet of Things building on the inherent context relationships
that are created and maintained amongst its underlying set of diverse
context bearing entities. The provisioning of context information was
discussed with respects to scalability and real-time as well as support
for relational discovery of context entities. The chapter then discussed
the models required to annotate context entities and their complex re-
lationships demanding requirements such as being lightweight, simple,
flexible and encapsulated. The complementing metric for such models
were also discussed showing the need to move towards relationships that
subsume spatiality considering the activity of the user, the accuracy to
the supporting context information as well as the heterogeneous nature
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of the the information itself. Finally, the chapter looked at the current
approaches to provisioning context information with respects to support-
ing a relational context awareness scenario and constructing context re-
lationships among entities. This raised requirements such as scalability,
common provisioning interfaces, and discovery over relationships. These
requirements are addressed in Chapter 3 through to Chapter 7.
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3. Distributed Context Awareness

The realisation of pervasive context-aware applications and services de-
mands the existence of platforms capable of providing the required sup-
port for mediating this context information between remote endpoints.
Section 2.1 discussed the shortcomings of previous and existing ap-
proaches to context information provisioning. Approaches dependent on
DNS for locating context information sources are susceptible to issues
such of DNS errors. Solutions relying on web services assume the avail-
ability of web portals on the Internet which are susceptible to attacks
and Denial of Service issues. Where distributed approaches have been
used, they enforce a single global overlay such as DHT’s used in P2P
SIP approaches. This enforces a limited support for creating relational
context networks on an Internet of Things. This chapter introduces a
modular distributed approach to provisioning context information en-
abling support for relational discovery of context entities. This includes
the architectural design of the platform, its integration with embedded
sensor information sources as well as the protocol introduced for commu-
nicating between remote service sources and sinks. This is implemented
and evaluated on the MediaSense reference platform. Finally, the plat-
form is evaluated against the requirements discussed in Section 2.1 and
compared to existing approaches.

Figure 3.1: The MediaSense Architecture

The MediaSense platform is a multilayer dissemination platform per-
mitting the provisioning of user-context information between heteroge-
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neous endpoints within a global Internet of Things (IoT) infrastructure.

3.1 The MediaSense Architecture

Its overall architecture is illustrated in in Figure 3.1. MediaSense con-
sists primarily of a networking layer which provides basic communication
behaviour between nodes, a dissemination layer which enables informa-
tion sharing using the Distributed Context eXchange Protocol (DCXP
protocol), and add-in layer for extensions, an interface layer for applica-
tion development and a sensor actuator layer for integrating real world
sensing information.

3.1.1 Networking Layer

At the core of MediaSense is the networking layer, designed to oper-
ate over heterogeneous communication infrastructures including wireless
and mobile. The purpose of the networking layer is to enable a reliable
and scalable connectivity between a large collection of remote end points
over current Internet Protocol (IP) based networking solutions. In gen-
eral the networking layer consists of two parts: an IP network and a
physical network medium.

Physical Network Medium

At the physical networking level, the platform is agnostic of the underly-
ing networking infrastructure. MediaSense therefore runs over a varying
collection of heterogeneous networks via combinations of heterogeneous
networks and via different types of physical infrastructures. This in-
cludes different technologies such as Ethernet, 802.11 wireless protocols,
and other variants of mobile broadband and fibre optic networks.

IP Networking

Each endpoint is associated with an IP addressable identifier which is
the IP endpoint for a particular entity The IP network component is
the, which is running an instance of the MediaSense platform. The IP
networking components thus provides the ability to communicate with
other entities on the Internet, regardless of type the type of connection.
In detail, this can include both IPv4 and IPv6 networks.
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3.1.2 Dissemination Layer

Residing immediately above the networking layer is the dissemination
layer enabling the provisioning of information between the remote end-
points that constitute the overall platform. This is achieved using DCXP.
DCXP involves the resolving of so called Universal Context Identifiers
(UCI), MediaSense URLs, and through the use of these identifiers sub-
sequently transferring context information directly between a resolved
information source and a sink. The dissemination layer consists of three
components, a dissemination core, a lookup service, and a communica-
tion component.

Dissemination Core

DCXP offers primitive functions for publishing, retrieving, and transfer-
ring information in a peer-to-peer manner, as well as joining and leaving
the peer-to-peer network. It is the dissemination core that exposes these
primitive functions to the above layers, thus making these services avail-
able to the MediaSense platform. The dissemination core is specific to
implementation of the networking layer and bridges the gap between
this and the upper layers of the platform. A new communication layer
such as peer to peer (P2P) is introduced through the implementation of
a specific dissemination core thus allowing different choices for lookup
service and communication technology without any changes to the other
layers.

Lookup Service

The lookup service provides the means of resolving UCIs to find the
location of a sought after piece of information or entity. The lookup
service can be implemented in a number of different ways, for example
as a distributed hash table, distributed graph, or cloud server [90].

3.1.3 Add-in Layer

The add-in layer exposes itself as the means through which develop-
ers add optional functionality and/or optimization algorithms directly
to the MediaSense platform. An add-in can be used in order to make
the MediaSense platform meet specific application requirements, sought
after quality of experience, or available capacity in regards to computa-
tional power and bandwidth. Add-ins are either optimization or exten-
sion components. Optimization refers to optimizing the behaviour and
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functionality of the overall system while extension components enables
additional functionality which applications might demand [90].

Extensions

The extension components provide add-ins for enabling extended func-
tionality. Extensions add-ins can for example include, logical context
objects, semantics, reasoning, ranking of context information, search
engines, query languages, and context agents.

Optimizations

The optimization components provides add-ins for optimizing the Me-
diaSense platform in many different forms. These optimizations add-ins
can for example include clustering of information, caching, persistence,
intelligent routing, and decision making to determine when to optimally
send data.

3.1.4 Interface Layer

The interface layer resides as the uppermost layer of the platform and
presents itself as the interface through which applications interact with
the MediaSense platform. This is exposed as a single interface compo-
nent, the MediaSense API which allows for application and services to
be developed for an IoT. This allows developers and user to access all the
functionalities of the platform as well as creating and adding add-in and
optimization modules into the platform. The interface layer includes
a single component, the MediaSense application interface, which is a
generic and standardized Application Programming Interface (API) for
developers to build their own IoT applications.

3.1.5 Sensor and Actuator Layer

The purpose of the sensor and actuator layer is to enable a generalized
method to produce information and provide it to the MediaSense plat-
form. The problem is that there exist a large number of different sensors
and actuators, which use many different technologies. This needs to be
addressed in order to provide the platform with the information and
functionality that applications require. The sensor and actuator layer
is therefore separated into four components: the actual sensors and ac-
tuators, different sensor and actuator networks, a sensor and actuator
gateway, and an abstraction component.
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Sensors & Actuators

The sensors and actuators pare the sources of information describing
the physical world. Through sensors we can sense the surroundings and
provide sources of context information that can be used to realise IoT ap-
plications and services. Such contextual information may include Global
Positioning System (GPS) location, temperature, pressure and humid-
ity. This is additionally complemented information that are is not sensed
but rather provided by complex computing modules and algorithms or
originating directly from user. This information could include: name,
favourite food, mood, preferences, etc. Actuators are themselves any
device that is capable of effecting a change on the real world. These can
include: devices such as light switches and heating temperature settings.
Like sensors, actuators can be conceptual and include any type of shared
resource made available to interact with via the MediaSense platform,
such as shared data storage.

Sensor and Actuator Networks

Sensors and actuators are usually connected through a sensor actuator
network such as a wireless sensor/actuator networks (WSAN). WSANs
allow for sensing and actuating over larger coverage areas, improving
accuracy and critically power consumption. These often minuscule de-
vices often bridge the gap to the external world and MediaSense through
gateways providing the additional resources needed to drive complex
TCP/IP stacks translating the internal WSAN communication to com-
mon communication protocols.

Gateways

The gateway mediates the communication with each specific sensor and
actuator type requiring a specific implementation each new sensor or
actuator network that wishes to be integrated into the MediaSense plat-
form. The gateway provides access to the collection of sensors and
actuators regardless of the underlying technology. A sensor or sensor
network that is capable of directly communicating with the abstraction
component requires no gateway and instead enjoys ”End to End” com-
munication as shown in sensor and actuator layer.
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Primitive Usage

RESOLVE Register a UCI with the platform
GET Find the endpoint containing a UCI
SUBSCRIBE Gets the current data from a UCI
NOTIFY Makes a subscription to a specified UCI, receiv-

ing updates when the associated value changes
SET Sends the VALUE associated with a UCI
DELETE Deletes a registered UCI

Table 3.1: The Primitives of the DCXP Protocol

3.2 The Distributed Context eXchange Protocol

DCXP is a SIMPLE [91] inspired protocol for enabling reliable appli-
cation level communication between end points in the MediaSense plat-
form. As an interoperable protocol, aligned with common Internet pro-
tocols. Any device connected the Internet is capable of registering with
the overlay for the purpose of provisioning or utilizing context informa-
tion. The protocol contains primitives for sharing context information
and interacting with actuators connected to the platform. Table 3.1,
provides an overview of each implemented or proposed messaging prim-
itive within the protocol.

3.2.1 Universal Context Identifier - UCI

The UCI naming schema provides a URI [92] inspired naming schema
enabling easy identification of context information sources. The schema
is represented as:

dcxp://user[:password]@domain[/path[?options]]

Domain is a fully qualified domain name (FQDN) representing the lo-
cation of some context information. Like URLs, the user and password
arguments are optionally used as a means of authorization. The path
adheres to the context information name space hierarchy, permitting
the organization and sorting of the items in a logical sense while options
facilitates further modifiers in the form of parameter=value pairs. An
example of a fully qualified UCI would therefore be:

dcxp://jamiew@dsv.su.se/weather/temp?unit=celsius
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UCIs are registered with the platform and can be updated by the re-
sponsible end point. They are further indexed to permit searching and
range queries by applications and services.

3.2.2 Context Storage - CS

MediaSense is supported by a context storage for resolving UCIs to phys-
ical end point addresses of the responsible nodes, behaving similarly to
a dynamic DNS service. Query mechanisms can be used to enable the
locating of resources without being aware of the fully qualified UCI.

3.3 Enabling Scalable Distribution

The platform enables scalable distribution of user context information
through the use of robust and scalable peer-to-peer (P2P) overlays. The
MediaSense platform is not constructed around a singular P2P platform
but through overlay specific implementations of the communication layer
be integrated into multiple simultaneous P2P communication layer. The
choice of overlay used determines the full capabilities of the platform
with respect to performance, scalability and features. P2P overlays such
as Chord [48], Pastry [37], TOMP2P [93] and PGrid [94] have all been
implemented as supporting overlays introducing a heterogeneous mix of
properties to drive a future IoT.

The Chord platform [48] is a simple protocol allowing for scalable
resolution of UCI sat remote end points but offers little advanced prop-
erties which can be used for more complex applications or services. It is
therefore limited by its simplicity in fully realising a context-centric IoT.
Pastr y[37] offers more customizable functionality and includes scalable
support for publish-subscribe functionality across a distributed architec-
ture.

P-Grid, while it shares behaviours to DHT based implementation
with respect to being able to index and locate information, uses a dis-
tributed binary tree supporting as opposed to deterministic value hash-
ing. This in contrast to DHTs which realise a key space that is parti-
tioned among all the nodes and organized into a binary tree structure
with each node’s location determined by the binary bit string represent-
ing the set of values for which the node is responsible. With this, it
preserves the ordering on data and natively enables the resolution of
both specific key, substring and range queries without any pre-existing
knowledge. This is achievable with at most the same message complex-
ity of most DHTs and has proven performance of 0.5logN versus logN
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for a Chord based implementation [94]

3.4 Resource-Constraint Devices

Endpoint nodes constraint on resources such as processing, battery and
unpredictable network performance are connected to a mobile DCXP
proxy (MDP) as a means of mediating between the more stable P2P
backbone, shielding it from the more unreliable mobile nodes suscepti-
ble to packet losses and unavailability inherent in radio networks. The
MDP is has two components: a remote CUA (rCUA), residing on a
more stable node and fulfilling the requirements of a CUA handling all
overlay functionality on behalf of the mobile device. On the resource con-
straint device, a Limited CUA (lCUA) is implemented providing CUA
like service to the mobile device without fully participating in the over-
lay. Requests for sensor information are forwarded to the rCUA which
returns results. The rCUA further handles all requests for information
from sensors co-located with the lCUA forwarding this information to
the lCUA when it is available. This presents a seamless service to both
the overlay and the resource constraint device.

3.5 Range Query

Complex searches over UCIs and context information is supported through
the use of range query mechanisms realise both from native properties of
the communication layer and the context storage or as additional com-
ponents in the add-in layer. For a simpler approach a separate indexing
overlay based on the Pastry [37] overlay was used. The overlay was mod-
ified to create a distributed long overlay, effectively replacing the native
SHA- 1 hashing function in the DHT and modifying the overlay con-
struction functions to build an ordered overlay which stores long values
in a 96-bit distributed space. The resulting being a space that is orga-
nized in an order-preserving manner. Context values are stored in this
overlay allowing for lookups on ranges of values of interest of a user or
application. For complex dimension, the Hilbert space filling curve [95]
was used to lift a single indexable value from the collection of context
attributes associated with an entity.

The locality preserving property of the Hilbert Curve ensures that
entities with similar context values are assigned similar Hilbert Indices
and their states subsequently are indexed within close proximity. Addi-
tionally, the distance a entity is stored from a another entity is a factor
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of the context similarity or distance they between them; entities with a
similar expression of context are stored close together on a DHT. A range
query is then constructed and sent to the nodes responsible for upper
bound, the lower bound and median value in the range. Each node, on
receiving the query forwards it in either a clockwise or an anti-clockwise
direction around the DHT depending on its position in the range. The
query is not forwarded beyond the nodes located at either ends of the
query range, with the results returned. Overlays such as PGrid [94] na-
tively supports range query functionality with no additional adaptation
required.

3.6 Evaluation

As a an approach towards realising a globally distributed collection of
user context information, MediaSense, through the user of a peer-to-peer
overlay demonstrates performance results on par with User Datagram
Protocol (UDP) for the provisioning of context information. Through
the use of scalable overlays such as Chord, MediaSense inherently obtains
resource identity resolution and context information retrieval within the
ranges of 0.5logN with a PGrid[94] overlay to logN in Chord[48]. This
performance is a property of the chosen supporting P2P overlay. The
ability to resolve and locate context resources with this performance al-
lows context information to reside in remote end points while meeting
real-time performance expectations. By relying on a context defined
approach to locating data, the approach can be readily use to support
newer flow sensors of the types described by Mahmud and Rahmani
in [96]. Here sensors can be incorporated that are identifiable by the
context being sensed at any given point in time. This will allow for
applications to asked question about sensed context as opposed to sim-
ply end point addresses. This points to a context centric-approach to
thinking about context networks. The MediaSense platform was evalu-
ated in order to verify its performance with regards to the obtainable
response times for initializing, storing, and retrieving of context infor-
mation. Within the domain of personal or traditional computers com-
parison was done with the a SIPexpress router. were measured and
compared. For personal computers the evaluation was made and com-
pared with a SIPexpress router. For mobile and portable devices, the
comparison was done against the IP Multimedia System (IMS) platform.
The evaluation was carried out with devices set and retrieve a value to
and from each platform and the times recorded. The results are shown
in Table 3.3 and Table 3.2.
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MediaSense IMS

Startup 7.0s 10.9s
GET 0.20s 3.9s
SET 0.10s 2.2s

Table 3.2: Mobile Phone Response Times (secs)

MediaSense SIP Express Router

Startup 0.35s n/a
GET 0.02s 0.52s
SET <0.001s 0.005s

Table 3.3: Computer Response Times (secs)

The start-up time is defined as the time for the system to reach a
state where it can be used. The GET time is measured as the time it
takes for a request to return a value and the SET time as the time it
taken to make a value available for retrieval. Start-up measurement was
not available for the SIPexpress router and the SET measurement on
DCXP in a mobile device is estimated based on the GET value. For
both GET and SET operations MediaSense under performs on a mobile
device when compared to a traditional computer, however outperforms
IMS on the same device. On traditional computers, it outperforms SIP-
express router. A SIPexpress device does not require an initial start-up
time when compared to MediaSense, however this start-up time is not
required for every operation and is done only at the initial usage of the
platform.

Presentity States Queries Accuracy

2000 250 0.98
2000 2000 0.99
100 250 1.00

Table 3.4: Range Query Verification

The evaluation further looked at the quality of range-querying with
multi-dimensional context information being indexed by the platform.
The lack of sufficient quantities of context information was addressed
by using the constituent values of the RGB and CMYK colour models
as multi-dimensional context information. Simulation was done using
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Pastry DHT [37] as the overlay and with the inbuilt discrete event simu-
lator in the free pastry variant of the Pastry DHT. A number of entities
were created, indexed and persisted. A random colour was chosen and
range query performed between an upper and lower colour. A range
query was executed and by querying for range of colours from the model,
the expected results were compared to those obtained. The results are
shown in Table 3.4. This demonstrated the advantages of organizing
context entities over their states as well as the ordered persistence of
these states advantages of context state by observing the number of mes-
sages required to resolve a query. As queries are not randomly flooded
but rather propagated around the peer-to-peer structure, the number of
messages required should increase as as a function of the range increase.
The observations reflected this expectation.

The range subscription removed the need to subscribe to entities
directly or issues relating to new entities arising after a search has
been completed. Context provisioning approaches such as the one de-
scribed by Kanter et. al. in [14] maintain information on all subscriber-
publisher relationships. Maintaining subscriptions for an area of interest
N, with entities P, each with S number of subscribers would maintain

∑P∈N (P ·SP) subscriptions. However, in this implementation, we are
only interested in the number of subscribers to the area resulting in the
number of subscriptions being equal to the number of subscribers, S.

3.7 Summary

This chapter summarized this dissertation’s contributions towards en-
abling an architectural solution comprising of a scalable responsive over-
lay, an interoperable exchange protocol and a flexible and open naming
scheme. These were identified in Chapter 2.1 as requirements towards
enabling the scalable provisioning of user context information. The use
of a UCI naming scheme enabled the preservation of the association be-
tween physical end-points and the logical end-point for sensing. DCXP
as a SIMPLE inspired protocol is capable of locating endpoints for user-
session initiation. Measurements showed that MediaSense obtains la-
tencies on par with UDP traffic, demonstrating its real-time capabilities
for the dissemination of user context information. Additionally, it was
shown that we are capable of finding relevant entities based on their con-
text higher level context relationships and with respects to the require-
ments of an application or service. This reduced the need to subscribe to
all entities within a context network or to perform continuous searches.
This solution however, is dependent on the Hilbert Curve as the means
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of realising a context relational model. While this permits us to moti-
vate research into this area, applications and services will require more
intuitive relational search and discovery as well as models for persisting
and annotating context information and relationships.
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4. Modelling Context Networks

Section 2 critically discussed previous and existing work towards mod-
elling user context information within a distributed real-time environ-
ment. Realising an immersive Internet of Things requires models that
lightweight, simple, expressive and flexible. Additionally such models
bust be distributable allowing logical objects to reside at end points
close to the real world entities they represent. This serves to reduce
latency and keep objects updated with the most recent context infor-
mation. Furthermore encapsulation permits objects to be designed with
complex logic and rules that define their interactions, relationships and
behaviours in a global collection of context entities. This encapsulation
is central to realising an immersive Internet of Things. It serves to ex-
pose simple interfaces for associating entities through relationships that
can be defined over complex rules. It also provides a means of com-
puting all the factors complementing and adding a notion of relation-
ship among entities. This chapter introduces a distributed and scalable
object-oriented approach to modelling context information interactions
on an IoT. This builds on and extends the distributed context provi-
sioning overlay introduced in Section 3; utilizing the described context
storage component for persisting, retrieving and managing collections of
entities and their associated context relations. This is supported by a
context schema as a means of organizing and maintaining collections of
related objects in end points over the distributed architecture.

4.1 The Context Information Integration Model

The modelling of context information within the MediaSense framework
is realized through the Context Information Integration Model (CII) as
detailed in [2]. This model describes an entity-predicate-entity triple im-
plemented in an object-oriented framework. Such a model, as illustrated
in Figure 4.1, is similar in concepts to semantic web approaches. The
main concepts of the CII model are summarized in Table 4.1. This model
provides a way to represent the relationships and interactions among the
connected things within an Internet of Things, where things can range
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Figure 4.1: Context Information Integration Model (CII) [2]

from sensors and actuators to virtual information sources such as social
networks, media, people and infrastructure.

The CII model is a collection of objects with defined relationships.
As an object-oriented approach, it inherently gains the properties of class
inheritance and as such can be extended with new sub-concepts of Entity
and Information-Source.This integration is made possible by adaptive
software techniques such as a combination of computational reflection,
automated compilation and dynamic class loading. Agents, applications
and services reside above and use the meta-model as a source of data
and deriving context information.

The model presented in this dissertation, extends the original model
previously implemented in [2]. The model, in order to support a more
applicable Wireless Sensor Actuator Network (WSAN) scenario, has the
concept of an Information Source superseded by Information Points.
Actuators now become Information Sinks with the following reverse
properties of Information Sources:

• Comparing Input Values : A Fahrenheit value could be passed
into the end point and compared with the threshold value of the
actuator.

• Representations and Translations : Exposing multiple repre-
sentations for accepting and translating input, an actuator imple-
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Concept Definition

Entity The things in the real world to which some
context may be associated.

Predicate The relationship between any two entities.
Context Value An instance of context information derived

from some information point.
Information Point A source or sink of context information as-

sociated with an entity.
Representation The provisioning of an aspect in a specific

form, e.g., location as GPS
Representation Transla-
tor

The translation of an aspect to another form
such as from ◦F to ◦C.

Aspect A dimension of context. e.g., location
Aspect Comparator Enables the comparison of aspect represen-

tations.
Dimension Component of an aspect, e.g.: latitude and

longitude in GPS.

Table 4.1: The Main Concepts of the CII Model

mented in ◦C could accept temperature settings in ◦F.

The CII model further permits the encapsulation of the rules of es-
tablishing context-centric relationships among entities. With encapsu-
lation, these rules can be as simple or complex as is required and each
relationship can be evaluated at any endpoint. This permits the creation
of context networks. This is in contrast to models that are incapable of
supporting the complex logic required to define the relationships among
context bearing entities.

4.2 The Distributed Context Information Integration
Model

Distributing this CII model, while achieving and sustaining real-time tar-
gets, mandates a need to be address three main problems. Firstly, the
need for a scalable distributed architecture for routing context informa-
tion among nodes in real-time; secondly a real-time querying and index-
ing infrastructure for locating entities and units of information across
such a distributed architecture; thirdly, a means of constructing and
manipulating complex object-oriented context models representing the
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Figure 4.2: Distributing the Meta Model

highly dynamic real world interaction of context entities. Support for
this is illustrated in Figure 4.2. The first two are resolved by the DCXP
and Resource Index layers respectively.

Implementing the CII elevates the Context User Agent (CUA) to
a more advanced context node with the ability to initialize, store and
manipulate context models required to support applications and ser-
vices being executed at an endpoint. Context models are persisted in an
object-oriented manner and are both co-located with the CUA at each
node and shared on the global Context Storage (CS). The application
or service responsible for the creating and maintaining the object fur-
ther adds relationships to its schema, define translation rules and access
permissions. When a sensor or actuator is added to the DCXP layer it
is given a UCI of the format:

dcxp://user[:password]@domain[/path[?options]]

The original DCXP interactions are preserved. The local CUA imple-
ments an object representation of the sensor as described by the CII
model and stores it locally. Each object is assigned a UCI of the format:

dcii://user[:password]@domain[/path[?options]]

The object UCI is persisted and indexed in order to facilitate real-time
resolution of UCI to object queries. The object is then serialized and
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indexed by the CS layer for supporting searching and browsing. An
application requiring a sensor implements a reference to a sensor object.
The local object layer is then responsible for resolving the UCI, fetching
the object description, initializing the object and translating this into the
resulting GET or SUBSCRIBE primitives of the underlying sensor. This
interaction is local to the application and its CUA. The CUA responsible
for the sensor object is not required to participate in this relationship.

Such object-application relations are straightforward, however when
an application requires the context-model for an entity in order to deliver
some service or user experience the context schema described in Section
4.3 is used.

4.3 Context Schema

The context schema is a descriptor of the collections of sensor informa-
tion that can be used to characterize the state of being of an entity.
This is attached to an entity and describes the current model of sensors
and actuators that provide context information supporting the entity
itself. In this way the subscribers to an entity [97] may obtain access
to a defined real-time picture of all the information points related to an
entity. It can then choose which sensors to use in order to deliver its
services. Schema entities expose a publish-subscribe interface. This ap-
proach avoids the need to synchronize large datasets on a distributed ar-
chitecture. Subscribers to an entity can therefore subscribe to a schema
and be notified as it changes.

The CUA local to an entity maintains its schema, adding or remov-
ing sensors or other information sources that contribute to its presence
profile. Where an application requires the Information Points relating
to an entity, a subscription is made to its schema and the schema is
initialized on the CUA local to the application. This liberates the CUA
local to the target entity from having to maintain all relationships. The
schema is then resolved to a DCXP - publish-subscribe with the concrete
sensor/actuator sources. The application’s local CUA is then responsi-
ble for maintaining and updating the local representation of the schema
relative to the application’s requirements. With this loose coupling,
applications can ignore schema changes that do no impact on their per-
formance, e.g.: an application that requires location information may
ignore schema changes that adds new temperature sensors but would
update the context-model if a new location sensor is added to the entity.
Such an approach is beneficial in resource-constrained devices where only
a subset of the schema may be implemented.
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The schema entity detailed in Section 4.1 introduces support for the
dynamic behaviour of context information. This schema evolution; the
continual adding or removing of information sources that are available
to an entity and subsequently updating its watchers. Schema evolu-
tion occurs progressively and continually; deriving new states from the
application level interaction.

The watchers subscribe to the schema object and receive notifica-
tions of any schema changes. The evolution of the schema provides for
personal preferences with regards to this problem. The schema is seen
as being infinitely composable and reusable such that a new schema
may be constructed over existing schemas. Such an example might be
the need to express the collaborative context of all the occupants in a
room in order to derive an accurate context-model for the room itself.
This however can be limited by the fact that the schemas are time con-
strained and encapsulate the composition of a subset sensors attached
to an entity P at a given time.

The process of evolving of a schema is triggered by the entity it-
self establishing a recursive dependency where, a schema expresses a
new context-model which is used by the applications. The applications
through defined dynamic interactions allow for resource discovery which
may in turn trigger the evolution of the schema. Applications dependent
on a entity’s context do not need to discover and negotiate with sensors
directly. Information sources will be seamlessly added or removed mod-
ifying the schema being used.

4.4 Evaluation

The Distributed Context Information Integration Model (DCII) is an
approach to enabling context models over a distributed architecture.
This is created as an object-oriented ontology abstracting from the un-
derlying sensor implementations while presenting an expressive collec-
tion of objects to applications and services. By realizing this model
on a distributed overlay, dependencies on single web service portals are
negated. This offers improvements over solutions such as IMS and Mo-
bilife, which are dependent on web service portals on the Internet in
order to deliver information models and schemata to applications and
services. This model allows for the encapsulation of the rules of context
relationships beyond semantic type models as suggested by Adomavicius
in [18]. It therefore presents an improved approach with regards to re-
alizing more encompassing definitions of what constitutes relationships
and satisfies the notion of nearness of relationships in context networks.

86



The attaches schema permits entities to consider context relationships
as being constructed over a dynamic and evolving set of semantic rules
as well as expressions of what constitutes context states at any given
time. Relationships can therefore be evaluated, constructed, maintained
and destroyed at remote end points with no requirement for centraliza-
tion or dependencies on the centralised collection and analysis of context
information. Entities are therefore able to discover and associate over
the rules defined and encapsulated. The derivation of context informa-
tion from heterogeneous sources over the Internet offer an improvement
to other distributed object approaches such as The Hydrogen Project
which is restricted to context information available locally in the end
devices. Other distributed models such as The Context Toolkit are at
a disadvantage with regards to expressiveness as it stores models as at-
tribute/value enabling little room for modelling the dynamic behaviours
and interactions on the Internet of Things. The introduction of object
schemata provides a means of identifying and creating information sub-
sets related to a user. By enabling continual evolution supported by a
publish/subscribe interface, dependent applications and services are not
required to make unnecessary calls to a server or endpoint incurring
additional overheads as would be the case with a centralized or broker
based architecture.

4.5 Summary

This chapter explored the dissertation’s contributions towards the cre-
ation of models capable of representing the complex interactions of en-
tities within a context-centric architecture. These contributions encom-
passed aspects such as enabling such a solution, and its ability to be
incorporated into the wider Internet of Things. A method was intro-
duced for distributing an object-oriented model for context awareness
over the architecture detailed in Chapter 3. This utilized the overlay
for locating and retrieving context objects identified by a UCI described
in Chapter 3 and persist these objects by utilizing the Context Storage
element of the architecture. It additionally introduced the notion of a
context schema as a means of organizing and maintaining collections of
related objects in end points over the distributed architecture.
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5. Multi-Criteria Context
Relations

Massive participatory activities on an Internet of Things (IoT) that en-
gages a combination of people, places and things is premised on the
existence of models for establishing and maintaining dynamic and multi-
criteria context relations. Section 2.3 showed that existing approaches
impose a limited interpretation of context relations in the presence of
the inherent heterogeneous and dynamic characteristics of the support-
ing information. An improved approach to characterizing context rela-
tionships will therefore add a more encompassing approach to deriving
context metrics. This will in turn more accurately complement the re-
lationships annotated in a context network model. Such an approach
should expect that the underpinning context information is derivable
over a heterogeneous collection of context information that resides local
to the associated context entities. In response to these and other short-
comings this chapter introduces a more dynamic heterogeneous approach
towards establishing context relations through the use of an improved
context relational model permitting a wider, more complete range of
application specific scenarios.

The dissertation introduces a new approach to deriving context prox-
imity that considers the situation, attributes, relations, accuracy and
heterogeneity of both the underlying information and the vast array of
requirements for metrics supporting application domains. This creates
a time invariant approach where the order of context observations do
not affect the notion of proximity used for establishing relations, this
is advantageous where general observations of entity behaviours over
time provide sufficient grounds for establishing context relations. This
approach further enables the partial matching of context behaviours per-
mitting complete context similarity where the behaviour of one entity
P subsumes that of another entity Q. Constraints are added for be-
haviour completeness, where sub-behaviour similarities are insufficient
for characterizing and to establishing a relationship. Additionally added
are time constraints where the order and time of observations are im-
portant. The accuracy of the supporting context information is also
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Figure 5.1: Operational View of Context - Zimmerman et al. in [67]

Figure 5.2: The Multi-Criteria Operational View of Context

considered, reducing the likelihood of establishing context relations be-
tween entities where the accuracy of the context information is a factor.
Finally it addresses the change in context proximity over time as an addi-
tional constraint for eliminating entities which are either highly dynamic
and therefore cannot establish relationships over a feasibly exploitable
duration or irrelevant static relationships that exists over an extended
period.

5.1 Context Interactions

Zimmerman et al. in [67] proposed an operational model for establishing
and managing context-centric relationships. This approach is shown in
Figure 5.1. Zimmerman et. al. in [67] postulated that context relation-
ships are established when to entities, at a given time share a close lo-
cation. However, citing the insufficiencies described in Section 2.3 with
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respect to location and spatiality, Figure 5.2 illustrates and improved
operational model which seeks to move away from the issues of general-
ization and provide the basis for new approaches towards multi-criteria
approaches. Zimmerman et al. in [67] models relationships as being
time constrained and established when a spatial proximity threshold is
met within a given window of time.

In this model the notion of proximity is subsumed with a more gen-
eral context relational measure where proximity is assumed to be deriv-
able over any given subset of an entity’s context information. These sets
of context information therefore describe context behaviours and rela-
tionships are therefore established when the pattern of context behaviour
lies within a specified threshold and subsequently, maintained providing
the patterns of behaviours continue to satisfy the given threshold. With
this change in the notion of proximity location, rather than being the
overarching indicator of proximity, is now incorporated as an attribute
context and subsequently influences an estimation of behaviour prox-
imity in so far as it is relevant to a given problem domain. Citing the
need to establish relationships over patterns of behaviour that are not
constrained by the time, time is further subsumed with a more general
approach to temporal displacement, creating a more encompassing ap-
proach. Here both movement in time and movement in state changes
can be used to derive a notion of proximity. This more realistically re-
flects the notion of context progression over any measurable temporal
displacement such as time or any other state change. We should be able
to establish a context relationship between two entities having a similar
behaviour regardless of the time in which they occur. With the interac-
tion model described, the general context model is defined for organising
and describing the behaviour of context bearing entities.

5.2 General Context Model

Having defined a model for identifying and establishing context relations,
we are further required to define a general model for organising context
entities and identify their current states and activities. The general
model of context spaces model as described by Padovitz in [79] and
shown in Figure 5.3 was adopted to create a general model for organizing
context entities, spaces and activities. Here the establishing of context
relationships is confined to a defined application or problem domain
space. This space, the universe of discourse of the application domain,
is the subset of all global context information considered relevant to a
problem domain the delivery of any application or service relative to this
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Figure 5.3: The Relational Context Model

domain. This is modelled as an n-dimensional hyperspace, where each
dimension corresponds to a context information type, value subset and
the value domain. This n-dimensional domain comprising of dimensions
d1,d2,d3...dn is modelled as:

{(dmin
1 ≤ d1 ≤ dmax

1 ),(dmin
2 ≤ d2 ≤ dmax

2 )...(dmin
i ≤ di ≤ dmax

i }) (5.1)

Such a domain could be a pervasive game, or interactive theatre pro-
duction. This domain is further partitioned into situations or activities.
Each sub-space represents an acceptable range of context information
defining a real world situation or activity such that :

Act1 = {amin
1 ≤ a1 ≤ amax

1 ,w1),(amin
2 ≤ a2 ≤ amax

2 ,w2)...(amin
i ≤ ai ≤ amax

i ,wi)}
(5.2)

given : amin
i ,ai,amax

i ∈ D) (5.3)

For a theatrical performance, activities could be Scene 1, Scene 2, Scene
3, etc. Activities definitions are not mutually exclusive and therefore
several activities could overlap in their sub-space definition. Finally,
each situation contains context states; a combination of unique attribute
values within a situation or activity space such that:

SA = {s1,s2,s3...si}|si ∈ Ai (5.4)

Each state corresponds to a context observation made on an entity.
For a theatrical performance, a state would be the context informa-
tion recorded from body sensors at Scene 1. A state may be occupied
by one or more entities, each of which continually transits states within
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stand walk sit lay

stand 1.00 0.70 0.50 0.25
walk 0.70 1.00 0.40 0.05
sit 0.50 0.40 1.00 0.70
lay 0.25 0.05 0.70 1.00

Table 5.1: Activity Similarity

the context space. An entity within an application space is classified ac-
cording to its current state information in order to determine the most
likely situational space being occupied at a given point.

5.2.1 Activity Classification

Having defined a problem domain, the activities if the context entities
within the application space must be defined with respects to their ob-
servable set of context information. Xu et al. in [98] , Parkka and
Ermes in [99] and Lee in [100] each provide a different approach for ac-
tivity recognition and classification over combined sensor information.
For this solution, the probabilistic approach described by Padovitz in
[79] is selected. Given an entity P bearing a known context state, the
activity can be determined using a probabilistic heuristics approach, as-
signing the activity with the highest confidence. This approach consid-
ers, the state value membership as well as information accuracy and the
importance of each context attribute to determining an activity. This
approach is discussed in detail by Padovitz in [79]. Here, states in an im-
mersive theatrical performance would be observed and used to identify
the current activity being experienced by the user. The resulting value
is the confidence of containment of each observed state in each known
activity, assigning the activity with the highest confidence level. This
approach satisfies primitive activity recognition. However higher-level
and more complex activities would require a combination of approaches
to correctly identify activities that are not readily discernible over raw
context information. With the activities identified, we are then required
to annotate similarities between pairs of activities within the context
domain.

Existing approaches to context proximity do not sufficiently consider
the context activity when recommending entities for establishing rela-
tionships. For clarity one must consider that an activity is not simply
confined to primitive movements and gestures such as walking, running,
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sitting laying but rather encompasses higher level notions of activities
such as going to work, going home, shopping, watching television, etc.
Such higher-level activities are not necessarily discernible over raw con-
text information but can be derived by applying learning methods, hu-
man annotation and assumptions. The underlying context information
could be very similar or even identical while the higher-level activities
not being so. Therefore in order to consider the effect of the activity
on the notion of proximity in context relationships, an activity similar-
ity matrix between the states within an application or domain space is
introduced. The similarity matrix, Asim

i j , shown in Table 5.1 defines a
MxN matrix of real values between 0.0 and 1.0 representing the similar-
ity between activities in a given domain space. This similarity can be
intuitively seen as the ease with which one activity can be transformed
into another; a measure of the work required for transformation.

5.2.2 Relational Proximity

The relational proximity δ(P,Q) between two entities is defined as the
similarity between both entities over their currently observable context
behaviour. Intuitively, this calculates the ease at which it is possible
to transform the behaviour of P to the behaviour of Q in a given con-
text domain D over a window of W of observation. This creates a point
of departure from deriving proximity between pairwise observations of
context information, and instead consider the behaviours of the entities.
Having context as a set of observable behaviours addresses issues with
the dynamic nature of context entities, where isolated pairwise observa-
tions skew relationships due to errors, inconsistencies or unpredictable
behaviours. This in turn reduces the churn rate in establishing context
relationships, which are otherwise lost at a higher rate with pairwise
observations and thus realize more stable relationships. For addressing
the issue of relational similarity the Earth Movers Distance (EMD) as
described by Rubner et al. in [101] was adopted.

The EMD evaluates the similarity between two multi-dimensional
distributions in a feature space, in this case the activity space. The
EMD, given a ”ground distance”, lifts the distance between the individ-
ual features into full distributions. It can be likened to moving mounds
of earth to filling empty holes in the ground, calculating the minimum
amount of work required to transpose the mounds into filled holes. Com-
putation of the EMD originates in the well-researched area of transporta-
tion problems where, given several suppliers and a corresponding set of
consumers each with a limited capacity, determine the most cost effi-
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Comparator Usage

Hamming Comparator Compare string distances
Great Circle Compare line of sight difference in dis-

tance
Urban Commuting Compare the difference between distances

in urban environments
Urban Public Commut-
ing

Compare Distances in urban environments
with public transportation

Simple Temperature Compare temperature
Energy Temperature Compare temperature as a function of the

monetary cost of the energy to meet equi-
librium

Table 5.2: Overview of Attribute Distance Functions

cient way to move goods from the supplier to the consumer such that
the demand is optimally met. For relational proximity, the points of the
distributions are represented as the observable context states for each
window W with the resulted weighted graph modelling the similarity
between any given pairs of entities (P,Q), with the weighted edges be-
ing the activity similarity between P and Q. With tis model, the EMD
algorithm is then applied to derive the largest possible transformation
between P and Q. As described by Rubner et al. in [101], the EMD
problem as a relational proximity problem is therefore modelled as:
Given two entities P and Q with context observations such that:

P =
[
(s1 ∈ AD

1 |c1),(s2 ∈ AD
2 |c2),(s3 ∈ AD

3 |c3)...(si ∈ AD
i |ci)

]
where P is the observed context behaviour of entity P and s is each
state observed for P under a window W, ci is the confidence that state
(si ∈ AD

i )

Q =
[
(s1 ∈ AD

1 |c1),(s2 ∈ AD
2 |c2),(s3 ∈ AD

3 |c3)...(si ∈ AD
i |ci)

]
and Q is correspondingly the observed context behaviour of entity Q and
s is each state observed for Q under a window W, ci is the confidence
that (si ∈ AD

i ) D = di j is the ground distance between states across each
observation. Here each context attribute ai, has a corresponding distance
function FD

a ; the function for deriving the distance or similarity between
two values of attribute a. A summary of possible attribute distance
functions is shown in Table 5.2 This measure is attribute specific or
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even attribute-domain specific and derives a value for similarity between
the attributes that most suitably reflect the requirements of the distance
given the domain. The ground distance di j is then derived as the distance
between pairs of (si,s j) calculated as:

di j(si,s j) =

(
∑

n
k=1
[
wa ∗ |FD

a (ai,a j)|r
]

k

) 1
r(

∑
n
k=1 [wa ∗ |FD

a (ai,a j)max|r]k
) 1

r
(5.5)

where ai ∈ AD
i ,a j ∈ AD

j and w is the weighting for each attribute. The
value of r can be adjusted to reflect the perceived distance between P
and Q as shown by Shahid et al. in [80]. The distance is normalized
with respects to the maximum distance between states in both activi-
ties. This measure of proximity therefore logically subsumes the existing
Lpnorm approaches. For ease of calculation di j = (1− di j). Having se-
lected P Q and D weighted graph G is constructed to model the flow of
context between P and Q positioning the context states of P and Q as
consumerâĂŞsupplier pairs with the ground distance being the distance
between each state. The goal is to determine the maximum possible
flow of context F = [ fi j] between (si,s j) of P and Q that minimizes the
overall context transformation cost, where:

WORK(P,Q,F) =
m

∑
i=1

n

∑
j=1

fi j fi j (5.6)

subjected to the following constraints:

1. fi j ≥ 0 1≤ i≤ m,1≤ j ≤ n

2. ∑
m
i=1 fi j ≤ P 1≤ i≤ m

3. ∑
n
i=1 fi j ≤ Q 1≤ j ≤ n

4. ∑
m
i=1 ∑

n
j=1 fi j = min

(
∑

m
i=1 P∑

n
j=1 Q

)
The first constraint permits the transformation and hence the proximity
from P→ Q and not the opposite. The second and third constraints
limit the transformation P → Q to the maximum number of context
observations made for P or Q. The final constraint forces the maximum
transformation possible between both entities. This is called the total
flow. For this algorithm, the flow is the activity similarity between pairs
of P and Q. This is solved as an instance of the transportation problem
using the EMD.
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5.2.3 The Context Proximity

Having solved the transformation problem and deriving the optimal con-
text flow F, the context proximity, δ (P,Q), is the EMD defined as the
work done between both entities normalized by their total flow.

δ(P,Q) =

(
m

∑
i=1

n

∑
j=1

fi jdi f

)
∗

(
m

∑
i=1

n

∑
j=1

fi j

)−1

(5.7)

The distance is normalized using the maximum possible flow between
P and Q. Since sampling of context entities is done over a window W,
the normalization factor avoids scenarios where more active entities with
larger sample sizes are less favoured to less active, more stable context
entities. It is important to note, that δ(P,Q) is indifferent to the size
of both sets of observations and permits partial similarity where the
behaviour of P is subsumed by the behaviour of Q. This means that
given to entities, a close proximity could still be derived if for a given
observation time either entity’s context states are very similar to only a
subset of another entity’s context states. Therefore δ(P,Q)|w = δ (P,Q)|w2 .
This is a distinct advantage of this approach and excess observations are
inherently discarded.

5.2.4 The Completeness Constraint

The algorithm is extended to acknowledge the existence of domains
where the indifference to partial matching is not desirable and the com-
pleteness of containment is important for relations such that P∩Q =
P∪Q. For these scenarios, earlier work such as I extend the proximity
measure to be normalized relative to the maximum potential transfor-
mation of either P or Q, such that:

δ(P,Q) =

(
m

∑
i=1

n

∑
j=1

fi jdi f

)
∗

(
m

∑
i=1

n

∑
j=1

fi j

)−1

given that :
m

∑
i=1

n

∑
j=1

fi j = max

(
m

∑
i=1

P,
n

∑
j=1

Q

)
(5.8)

5.2.5 The Confidence Constraint

A confidence constraint is further added to adjust the perceived proxim-
ity with respects to inaccuracies in observed context information. This
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allows us to consider scenarios over unreliable context information. To
accomplish this the distance di j is adjusted to reflect the potential errors
in the underlying context information such that:

di j = di j ∗ [ci j +((1− ci j)∗ (1− k))]

where ci =
n

∑
i=1

ŵ∗Pr
(
at

i ∈ Ai
)

(5.9)

This confidence measure is described by Padovitz et al. in [79] and
considers the accuracy of the sensors using multiple factors. However
for scenarios where the confidence is a trade off, the confidence factor k
allows for this trade-off to be adjusted.

5.2.6 The Temporal Constraint

Scenarios involving context-bearing entities may require the time dis-
placement between states as a factor for establishing context relation-
ships. For calculating proximity considering the temporal constraint,
the size of the observation window W is adjusted. It is noted that when
W is at its minimum, then Łp

(P,Q) = EMD(P,Q). Adjusting this permits
wider variations in the temporal differences between state observations
reducing the time constraints. Increasing W increases the constraint on
the nearness of observations with respects to their temporal attribute.

5.2.7 The Continuity Constraints

Finally a measure of proximity stability between two entities is derived
as a means of filtering entities with unstable relationships. Two par-
ticipants in an immersive theatrical performance that maintain a stable
proximity over time are considered to be better candidates for estab-
lishing a context relationship. Of equal interest are those participants
that occasionally have closer relationships, e.g., we might be interested
in filtering out friends. The first constraint finds the standard deviation
of δ(P,Q) as the window W progresses. This the co-relational constraint
defined as:
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R(P,Q) =

√√√√ 1
N−1

N

∑
i−1

(
δ(P,Q)−µ

)2

and µ =
1
N

N

∑
i

δ(P,Q)i
(5.10)

Where the greater the deviation, the unstable the relationship between
is. Secondly, we can derive the convergence factor between two entities;
the rate at which their context proximity is converging defined as:

C f(P,Q) =
∆δ(P,Q)

∆W
(5.11)

With this factor we can consider entities that are diverging or moving
apart or entities that are continually getting closer. In an immersive
theatrical play, one can consider people that are moving towards the
same scene or adopting the same pattern of visiting successive scenes.

5.3 Evaluation

The algorithm was implemented and compared to other simpler ap-
proaches described in Section 2. Evaluations was undertaken against
the Lp type metrics suggested by earlier research and highlight the ad-
vantages of this approach. However evaluating context-based similarity
measures lack the existence of both a standard data set for evaluation
as well as a standard evaluation methodology. For this simulation the
Opportunity Activity Recognition Challenge dataset [102] was chosen.
This contains sensor information from body-nets and associated activi-
ties tagged for each context observation made.

Firstly an application domain space is defined which is further di-
vided into the situational sub-spaces defining each activity within the
domain. This is complemented by an activity similarity matrix. Sec-
ondly, a context entity was created as the originator for the context
relationships and a set of competing entities created with corresponding
data points and random context observations. For each simulation, each
observed state is classified as an activity and the most relevant result;
entities that are most similar in context behaviours, are selected and an-
notated. The establishing algorithm is then applied across the collection
of entities and states returning the top 10 entities from the corpus. The
alternative solutions are applied to each simulation.
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The evaluation method chosen in the first instance was the preci-
sion method P@N more commonly associated with document and web
content similarity evaluations. The performance of the algorithm was
evaluated over the number of relevant results with the total results re-
turned such that:

P@N =
|relevant results in N|∩ results in N

|total results in N|
(5.12)

Comparison with Lp-pairwise Measures

Figure 5.4: Precision of δ(P,Q) vs. Lp−norm

Figure 5.4 shows the P@10 comparison. Here, the algorithm outper-
forms the Lp-metric as a measure of context similarity over time. This is
as a result of the cross-bin property of the EMD measure, selecting more
similar context observations over the chosen window as opposed to the
bin-bin matching behaviour of the Lp-norm approaches. This is more re-
flective of the natural dynamic behaviour of context and context bearing
entities, which are not fixed but are continually changing and evolving.
This more natural approach suggests the establishing of context rela-
tionships over dynamic context behaviour, observed and compared over
time and can more readily handle brief inaccuracies in context informa-
tion, sporadic context behaviours that are in comparison to the general
trend relatively insignificant. The Lp−norm under-performs as it is in-
fluenced by minor deviations through forced bin-bin comparisons. Here,
the proximity δ(P,Q) can be intuitively seen as the ease at which one set
of context observations P can be transformed into another set of context
observations Q, and subsequently the context similarity between P and
Q.
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Effect of Considering Behaviour and Activity

Figure 5.5: Effect of Considering Activity on δ(P,Q) and Lp−norm

The significance of considering the current activity on the precision
of the context proximity measure was evaluated. For each of the five
scenarios the precision of each of the following methods was compared:
Lp-based pairwise state observations, δ(P,Q) without considering activity
and δ(P,Q). This results are shown in in Figure 5.5. Measuring proximity
over behaviour generally performed better when compared to the Lp-
norm distance measures even where the activity is not considered as
a factor. This approach more naturally extends the notion of context
proximity to reflect similarities over patterns of behaviour.

The significance of considering the current activity on the precision of
our context proximity measure was additionally evaluated For each of the
five scenarios the precision of each of the following methods is compared:
Lp-based pairwise state observations, δ(P,Q) without considering activity
and δ(P,Q) . Measuring proximity over behaviour generally performed
better when compared to the Lp-norm distance measures even where
the activity is not considered as a factor. This approach more naturally
extends the notion of context proximity as is perceivable from a human
perspective as similarities over patterns of behaviour. The significance of
considering the current activity on the precision of the context proximity
measure was also evaluated

For each of the five scenarios the precision of each of the follow-
ing methods was compared: Lp-based pairwise state observations, δ(P,Q)

without considering activity and δ(P,Q). Measuring proximity over be-
haviour generally performed better when compared to the Lp-norm dis-
tance measures even where the activity is not considered as a factor. By
achieving higher precision with the activity being considered, it shows
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that the new approach more naturally extends the notion of context
proximity to reflect that which is human perceivable where similarities
are over patterns of behaviour. The difference between the Lp-based
measure and the δ(P,Q) without considering activity is relatively less sig-
nificant than the approach considering both factors. Observing the be-
haviour without giving consideration to the activities being undertaken
by each entity therefore reduces the precision.

Modifying the Observation Window W

Figure 5.6: Effect of Adjusting the Observation Window, W

The observation window W was adjusted, the observation window
and evaluated its effect on the derived proximity. Where W = 1, the
effect being the same as pairwise observations using the underlying dis-
tance function adjusted for activity similarity. As can be seen on Figure
5.6, this lifts a more generalized behaviour from the underlying context
behaviour, reducing the impact on localized changes such as informa-
tion errors or loss on establishing and maintaining context relationships.
The behaviour is less affected by localized changes in proximity, i.e. the
curve was smoother. The net effect being that we are able to maintain
context more stable relations over behaviours while still reflecting the
general underlying pairwise associations between entities.

The window size was adjusted independently for each entity and com-
pared the resulting proximity measures. The general behaviour lifted
from the underlying context information remained, however the real
proximity values are adjusted to reflect the incompleteness in context
information as would be experienced in highly dynamic scenarios. It is
however still possible to compute partial similarities over the missing
information reflecting the general context behaviour between the two
entities.
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Relationship Churn Rate

Figure 5.7: Entity Relationship Churn Rate

Establishing context relationships over highly dynamic data can re-
sult in a high churn rate with respects to the creation and destroying
of relationships as context continually changes and evolves. Context re-
lationships were established between the most similar entities and the
effect on the churn rate of context relationships when compared to ex-
isting pairwise relational approaches was evaluated. These results are
shown in Figure 5.7. The churn rate over pairwise relationships grows
exponentially as the number of context states observed grows. This is
as a result of the dynamic behaviour of context entities, along with in-
accuracies in the underpinning sensor information result in high rate of
removal of context relationships that are perceived to be no longer valid.
By establishing relationships over behaviour tolerance for these changes
is added therefore improving upon the previous approaches reducing the
need to remove and re-establish context relationships at a faster rate.
This is seen more clearly in Figure 5.6, where context relationships are
”lifted” though the use of the EMD measure into a behaviour creating a
smoother interaction between entities.

The Continuity Constraints

An example of the continuity constraints were derived and are are shown
in Figure 5.8. As can be seen, more stable relationships have a lower
value for R(P,Q) and can therefore be identified as better candidates for
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Figure 5.8: Continuity Constraints

establishing context relationships over time. However, equally an entity
might be interested in more sporadic entities in which a higher value for
R(P,Q) suggests a better candidate.

5.4 Summary

This chapter introduced a more dynamic heterogeneous approach to-
wards establishing context relations through the use of an improved
context relational model permitting a wider, more complete range of
application specific scenarios. This satisfies the initial requirement of
a context relational model capable of supporting the establishing, ad-
justing and exploiting of implicit context based relationships in massive
immersive environments. This approach provides support for identifying
candidate entities that can be fused to realise new user experiences and
deliver more expressive applications and services.

An improved context interaction model abstracts from location as
the overarching indicator of context to a context relational measure.
The measure considers the significance of each attribute in determin-
ing context proximity, thereby resulting in a distance measure that is
specific to each domain problem. The proposed interaction establishes
relationships over the dynamic behaviours of interacting entities engaged
in immersive environments. This is supported by an approach to cre-
ating context spaces and defining situational spaces, or activities. Each
entity is observed over a period of time and each context state classi-
fied as a valid activity. Each domain was associated with an activity
similarity matrix, for pairwise similarities among activities.

A more general EMD-based proximity was introduced where sets
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behaviours are modelled as consumer-supplier pairs in a transport prob-
lem. By using the VDM based distance function as the ground dis-
tance complemented with activity-activity similarities, the EMD based
approach lifts the difference between the constituting states into a dis-
tance between context behaviours. This consequently calculates the ease
at which one set of behaviours can be transformed into the other. Op-
tional constraints for confidence of the context information was added as
well as a completeness constraint for situations where a full behavioural
match is desired. Simulations and comparisons to existing approaches
were performed. Firstly the proximity measure was compared to previ-
ously proposed VDM or Lp-based measures.

The algorithm outperformed other approaches for deriving context
proximity when compared using Top@10 and MAP analysis methods.
Additionally, it demonstrated the significance of considering the context
activity: the EMD approach without context activity was, in some sce-
narios outperformed by the Lp-norm approaches. Finally, it was showed
that the algorithm outperformed previous approaches with respects to
the churn rate of context relationships or the rate at which relationships
are established and destroyed. By observing behaviour over longer pe-
riods and deriving proximity through behavioural interactions, we are
able to create relationships that are more stable and are destroyed at
a much slower rate providing a buffer to poor or unreliable supporting
sensor information.

105



106



6. Discovering Entity Relations

Establishing multi-criteria context relations requires approaches to dis-
covering relationships from a collection of heterogeneous context infor-
mation. This while maximizing the identification of candidate entities
while minimizing overall resource costs. Context relationships are es-
tablished over an inherently distributed collection of context informa-
tion that reside at heterogeneous end points on an Internet of Things.
Discovering these relationships require introducing methods for defining
the corresponding approaches for discovering the relationships between
any group of entities which satisfies the requirements of an application-
defined proximity measures. These methods for discovering context re-
lationships must achieve this while minimizing overhead costs across end
points. This chapter proposes an approach to discovering related con-
text entities through the use of a query language centred on the use of
context-proximity as the overarching query paradigm. This is extended
into the extended publish subscribe methods proposed in Chapter 3. The
context proximity query language (CPQL) defines a context proximity;
the bounds of the hypercube of interest of an application or service.
This query is then executed across a heterogeneous data store with the
candidate entities selected for establishing a relationship. The publish-
subscribe concept in context networks is further moved away from entity
focused subscriptions to context based subscriptions; subscriptions over
an area of interest circumscribed by a proximity function. Thus contin-
ually discovering new entities of interest with non-relevant entities being
consequently pruned.

6.1 The Context Proximity Query Language

Defining areas of interest requires more expressive means of defining
context based queries than the primitive constructs of the existing as-
sociated protocol defined in Section 3. In response to this dissertation
proposes a declarative query language, the Context Proximity Query
Language (CPQL), for defining an area of interest relative to an entity.
This is a natural extension of the interest based approach that was in-
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troduced in Papers VI and VII, however with the interest area defined
as a complex distance function over any underlying context information.

6.1.1 Language Constructs

The context proximity language (CPQL) is an SQL inspired declara-
tive query language adopting a similar language syntax and construct.
CQPL, unlike SQL is not an approach for finding context information
values. While this is achievable, CPQL is designed to retrieve context
entities defined by an area of interest; a proximity function that defines
the universe of discourse of an application or service relative to an en-
tity. CPQL circumscribes this area of interest as the active query and
executes this against a global collection of entities. The intuition being
that users in remote endpoints are be able to declare what constitutes
the definition of context proximity or degrees of nearness to any given
entity, without the need to consider the raw underpinning information
in its entirety. This is therefore the natural multi-criteria extension to
the interest based approach initially introduced in by Forsström et. al.
in [103]. The interest area is now defined as a multidimensional distance
function over a given subset of the supporting context information. Table
6.1 shows an overview of the language constructs of CPQL as compared
to SQL equivalents.

CPQL SQL

get, sub select
where where
f rom f rom
[table] [people][place][thing]
order order by

Table 6.1: CPQL - SQL Comparison

At the core of the query language are two main types of statements:
the get and the sub statements. Both a CPQL get and a sub are function-
ally similar in usage to an sql-select and serves the purpose of retrieving
all the current context entities possessing a state that within the hy-
persphere of interest defined by the proximity function. The difference
however being that a CPQL get does a single retrieve on the current
matching states and the query is then terminated. It’s purpose is to
locate only current entities matching the given proximity function. A
sub, is a continuous query function retrieving all entities with a state
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Figure 6.1: Query Architecture

that currently satisfies the defined proximity function. A Query can be
defined and executed singularly as:

GET|SUB PRESENTITY
WHERE DISTANCE [DISTNAME] < [VALUE]
[ORDER [ASC|DESC]]
DEFINING [DISTANCENAME]
ASsqrt(pow(Flat(Plat ,Qlat),2)+ pow(Flon(Plon,Qlon),2));

or the proximity function initially declared such as:

DEFINING [DISTANCENAME]
ASsqrt(pow(Flat(Plat ,Qlat),2)+ pow(Flon(Plon,Qlon),2));

and subsequently used as:

GET|SUB PRESENTITY
WHERE DISTANCE [DISTNAME] < [VALUE]
[ORDER [ASC|DESC]]

Additional keywords such as order allows an ordered set of entities to be
returned by the query interface. The supporting architecture consists of
three main components as shown in Figure 6.1; namely a query interface
for defining or declaring a query, an engine to decompose the relational
query into its the subsequent smaller queries and a component for issuing
the query to remote end points and retrieving the corresponding results
to the collated and returned via the user interface.
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6.1.2 Query API

The interactive user interface API lies at the top the solution and accepts
user input definitions or complex multi-criteria proximity relationships.
Implemented as an extension to the MediaSense platform, this compo-
nent provides several key functionalities. Firstly, It allows for the ability
to define and introduce query comparators into the distributed archi-
tecture. query comparators are further detailed section in Section 6.1.3.
Each query comparator is assigned a unique id with which it is identifi-
able over the collection of comparators and persisted through this API
on to the MediaSense overlay. The user interface further permits the
updating and deletion of query comparators as well as ability to deter-
mine if a current comparator exists with a known identifier. Secondly, it
allows for the declaration of queries for immediate execution which are
forwarded to the query engine at each node. The user interface further
permits the ability to create queries that can themselves be persisted
locally or shared globally among remote end points. This allows for the
creation and sharing of queries that define complex proximity centric re-
lationships as well as discovery and re-use queries defined by other users.
Finally, the user interface returns the subset of relevant context entities
that satisfy the current query parameters which have been collated and
filtered.

6.1.3 Query Comparators

Figure 6.2: Query Comparator Interface

Query comparators are encapsulated realizations of complex comput-
ing specifications for comparing context dimensions. Similar in nature
to a comparator class in Java, each implemented object is defined as
accepting a pair of context values from the corresponding entities P and
Q and returning a comparison value for the dimension specified. Query
objects return comparison results as a real number. Query comparators
allow for complex comparisons between context information that would
otherwise be difficult to specify in a query language at runtime. Com-
parators can therefore be created, tested and verified independent of the
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Comparator Usage

Hamming Comparator Compare string distances
Great Circle Compare line of sight difference in dis-

tance
Urban Commuting Compare the difference between distances

in urban environments
Urban Public Commut-
ing

Compare Distances in urban environments
with public transportation

Simple Temperature Compare temperature
Energy Temperature Compare temperature as a function of the

monetary cost of the energy to meet equi-
librium

Table 6.2: Overview of Comparators

query and added to the architecture for later usage. It is therefore pos-
sible to implement comparators that range from simple subtraction for
temperature comparisons to distance comparators that involve driving
distances, fuel consumption and traffic times. This elevates the no-
tion of distance between two pieces of context information from simply
arithmetic to more meaningful representations that reflect the perceived
distances that could be observed at higher more meaningful levels.

6.1.4 Parser

The parser resides locally on each node on the distributed platform. The
parser is implemented as a Java Compiler Compiler (JCC) parsing engine
accepting queries as statements written in Java. Each query is parsed
at the local parser for correctness and completeness and any subsequent
errors returned via the user interface to the calling application. The
resulting output of the parser is a Java based parse tree representation
of the query which can be used for execution and comparing results sets.
The resulting parse tree is routed to the executor, exploiting its inherent
distributed property. The parser may alternatively store the query for
later usage.

6.1.5 Executor

The executor consists of two components, a global executor which resides
local to the executing query and the query executor which is instantiated
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across all endpoints in response to a query being distributed on the
platform.

Global Executor

The global executor component resides at each node. However, the
global executor for a given query R resides locally at the query’s orig-
inating node. Each query received from the parser is sent to the the
global executor. The global executor decomposes the proximity func-
tion into its constituent dimensional queries. Each query finding a state
possessing a context dimension that satisfies the parameters of the uni-
fied relational proximity function. Each dimension has an upper and
lower limit, the range of the query. For simplicity, the upper and lower
bounds of an application space is used, i.e., the bounds of each dimen-
sion that constitutes the n-dimensional hypersphere circumscribing the
proximity function. The constituent queries are therefore range queries
which are then executed on the platform. The queries are then routed
using the platform’s native lookup implementation. The query:

get presentity
where distance commutingdistance < 0.5 order by asc
defining distance commutingdistance
AS sqrt (pow(Flat(Plat ,Qlat),2)+ pow(Flon(Plon,Qlon),2));

would produce the constituent sub-queries:

Flat(Plat ,Qlat)
Flon(Plon,Qlon)

6.1.6 Query Executor

The sub-queries arrive at the query executor at each remote node that
is capable of answering the query, i.e., nodes which are storing values
within the range of the sub-query. Firstly, the sub-query executor fetches
the comparator and compares the dimensions. If there are any match-
ing states, the node routes a response to an intermediate collator. This
is done by calling the route(key) function of the underlying distributed
platform, where key is generated through a triple derived from the ID of
the requesting entity, P, the matching entity Q and the executing query
R such that key = key(Pid ,Qid ,Qryid). The function used to generate
the key is specific to the implemented routing algorithm used by the
distributed platform. All states responding to the query (Pid ,Qid ,Qryid)
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would arrive and be collated at the same node. This exploits the distri-
bution platform for minimizing the volume of information sent to remote
end points originating context proximity queries.

6.1.7 Collator

The collator consists of two parts: the intermediate collator and the
global collator. The intermediate collator for each (Pid ,Qid ,Qryid) gets
a collection of entity-dimensions matching the originating query. The
intermediate node is responsible for filtering states that do not match
the complete query. Each entity arriving at an intermediate node is
compared and only returned to the global collator if all states satisfies
the context query. This is then returned to the global collator at the
query’s originating node.

While this allows us to discover entities within range of a distance
function, and thus within the hypersphere of interest, it is unable to
answer the questions around which entities will arise after time t. One
approach to this is the use of a publish-subscribe solution to express
interest in an entity over a given time tmin→ tmax.

6.2 Extended Publish-Subscribe

Previous publish subscribe solutions such as that detailed by Kanter et.
al in [86] supported primitives for getting or subscribing to the context
information of an entity. Unlike Petras et al. in [82] such a solution was
distributed reducing issues of scalability. However like Petras et al. a
watcher cannot subscribe to greater than the size of its address book.
This is estimated in [82] to be around 0.005N, the number of global
entities. In context-centric approaches, a watcher’s address book should
not determine the number of entity it watches. This should instead
be determined by the number of entities with which it can potentially
establish a relationship. The absolute maximum number of subscriptions
for each watcher would therefore be N, the size of which is not deemed
to be scalable.

To address this shortcoming and provide scalable support for context-
centric networks, The publish-subscribe approach in the platform is ex-
tended to enable subscriptions to relationships and areas of interest as
defined by a proximity function. A watcher issues a subscription for
a proximity function. The proximity function is handled similarly to
query with the difference being that the query and its constituent sub-
queries are sent as subscribe messages to the platform. These nodes are
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Figure 6.3: Range Query and Subscription Execution

range brokers and are responsible for brokering ranges of values between
watchers and their entities.

Range brokers are not identifiable by an ID or any physical end-
point identification, but rather are accessed by routing the subscribe
message to the subset of logical endpoints on the platform responsible
for this range of values. Each subscribe therefore can be handled by
multiple logical nodes. When an entity updates its current value, this
value is routed to the endpoint(s) responsible for this data. This range
broker in turn sends the current set of states to the watcher. Figure 6.3
illustrates an extended subscribe for an activity within an application
space. A subscription is sent to the range of values for each dimension
defining the activity. The novelty of this approach is that subscriptions
are created, maintained and deprecated relative to the underlying con-
text behaviour between the two entities. This in turn negates the need
to interrogate address books and query entities that are not capable of
offering a context relationship.

Context entities publish new context states as the supporting con-
text information changes; this can range from very frequently in highly
dynamic situations to seldom in lesser dynamic situations. Petras et al.
in [82] stated that the number of messages originating with each state
change of a entity is equal to the number of watchers for that entity.
In prescence systems without context information this can be taken as
the size of the entity’s address book. However, in context-centric ap-
proaches, the number of watchers for each entity would ideally have no
relation to the size of such an address book.
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Therefore given that the known context universe contains D dimen-
sions with N uniformly distributed entities. Each application A is en-
closed by an application space with M dimensions such that dm ∈ Dk
where 0 < k < D. With existing publish-subscribe approaches the cost
of subscribing to all entities is of the order (N−1) for each entity and a
global subscription cost of (N2−N) for all known entities.

The number of subscriptions, n, per entity can be reduced by defining
the number of potential candidate entities for each watcher. Given the
universe of discourse of an application A, where each dimension d occurs
with a probability distribution θ , n can be limited to:

∏
d∈M

P(d|θd) (6.1)

and the overall number of subscriptions for all entities contained in each
application is:

∑
n∈A

(
N ∏

d∈M
P(d|θd)

)
(6.2)

That is to say we do not allow subscriptions to entities without a proba-
bility of being a candidate entity i.e, entities without the required context
dimensions. Additionally, given that an application space is further lim-
ited by the dimensions having values between (amin,amax), we can further
limit this to:

N ∏
d∈M

P(d|θd)∗P(amin < dval < amax|θdval) (6.3)

for each entity within the application space and:

∑
n∈A

(
N ∏

d∈M
P(d|θd)∗P(amin < dval < amax|θdval)

)
(6.4)

for all entities contained within each application. This is achieved through
the use of the relational publish-subscribe approach. From this is derived
the following proposition:

Proposition 1

The number of presentities required for an application or service is lim-
ited by the universe of discourse of the application or service itself.

After selecting the candidate entities and establishing a relationship,
it is now required to maximize the quality of the context relationship
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while minimizing the message overheads required for support. The maxi-
mum quality achievable by a context relationship is calculated with every
change in the underlying context states. Current approaches to deriving
context proximity between two entities calculates a notion of proximity
either in response to continual changes in context information or on de-
mand by the utilizing application or service. Therefore, the current state
of the context relationship does not influence the flow of context infor-
mation between two entities with an established relationship. However,
it can be stated that:

Proposition 2

The cost of maintaining the context relationship between two given enti-
ties is determined by the state of the context relationship itself.

Given two entities P and Q, the cost of maintaining the relationship
between these two is related to the current state. When the two entities
are in close proximity the cost of maintaining their relationship is higher
and decreases as the proximity between both entities approaches 1.0.
Therefore with respects to proximity the interval between refreshes of
the underlying information is:

lim
δ→1

interval(P,Q) = interval(P,Q)
min (6.5)

lim
δ→0

interval(P,Q) = interval(P,Q)
max (6.6)

The publish-subscribe module is extended to additionally accept a
parameter for the interval delays between publishing messages to entities
with an existing relationship. Each change in the value of a context
attribute generates a new context state. Each relationship has three
values: imin, the native interval between states for the entity Q, imax

the maximum interval permitted by the application before the states
must be refreshed and icurr the current interval between context states
calculated as:

icurr =

{
imin + δC f(P,Q) ∗ (imax− imin) if f 6= 0
imin + δ ∗ (imax− imin) if f = 0

(6.7)

The interval value is therefore calculated for each publish instance
based on the last known proximity and the rate at which the proxim-
ity moves towards 0.0. This is an adaptive algorithm where the rate is
kept relative to the known relationship quality. The intuition being that
the closer two entities are the more resources that can be expended on
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maintaining their relationship, while distant entities require less updates
and can make resources available to more critical relationships. The rate
is adjusted based on the current rate of state generation, therefore up-
dates will not be requested faster than they are produced and not slower
than the minimum required for the application’s quality of experience.
The closer the value of imin is relative to imax, the smaller the penalty.
The intuition here being that, as imin→ imax, the back off potential gets
smaller.

With the frequency of refreshes derived, it is now required to adjust
the volume of context information used for maintaining the context re-
lationships. Existing publish-subscribe modules transmit each updated
element of context information to end points with no processing. Trans-
mitting context information, which, in some cases offers no significant
knowledge or variation in the perceived proximity between the entities.
To address this the cohesion of context states is estimated by randomly
selecting a sample of the relationships between all the observed states.
A sample set is taken in order to avoid computing all the relationships
which is of order of complexity O(n2). The size of the sample set is
determined by taking the normal approximation to the hypergeometric
distribution as:

n =
Nz2 pq

(E2(N−1)+ z2 pq)
(6.8)

where:
n = required sample size
N = I2

p, q = set to 0.5
z = confidence level, set to 1.96
E = accuracy, set to 0.03
0<n<I

This, as the hypergeometric approximation is more suitable for the rela-
tively small numbers of states observed. The n distances between states
are sampled using the distance function described in Chapter 5, setting
all the weights to 0.

With n selected distances, the cohesion is then computed as the standard
deviation of the distances between states in I

cohesion =

√
1

N−1

N

∑
i=1

((s1− s2)i−µ)2 (6.9)
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where

µ = mu =
1
N

N

∑
i

(s1− s2)i and N = I2 (6.10)

Here, the intuition is that a relatively stable entity expressing little
change in its state over time would share less context information while
an active entity would share almost all the context information gener-
ated. The result being that only enough information is shared as is
required for establishing and maintaining the context relationships over
time, deriving the following proposition:

Proposition 3

The number of context states needed to be shared by an entity with each
publish instance is a factor of the cohesion of the total set of observed
context states over the observation interval

6.3 Evaluation

Figure 6.4: Candidate Entities

For simulation purposes, a global population N, of between 1000 and
100000 entities was used. Each assigned a random context profile from a
context universe D with 20 dimensions. The application A was assigned
three random dimensions (da,db,dc) such that d ∈ D. The number of
entities with a dimension d was taken as a random value sampled from
a binomial distribution B(p/10,N) where the value of p is randomly
sampled from the Gaussian distribution N(5.0,1.6). The simulation was
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N Expected Pub-Sub Addressbook

1000 35 36 5
5000 177 168 25
10000 1485 1535 50
50000 2793 2700 250
1000000 7611 7691 500

Table 6.3: Retrieving Proximity Entities

run 20 times for each network size and the results shown in Figure 6.4
which shows the min., avg. and max. for each network size.

As can be seen from Table 6.3 the number of potential subscriptions
is reduced where subscriptions are made relative to the application’s uni-
verse of discourse. The number of candidate entities vary widely for each
simulation size demonstrating that a priori information such as address
books cannot be reliably used to determine the size of the number of sub-
scriptions required by an application and is best supported by real time
approaches such as publish-subscribe. As shown, the publish-subscribe
approach of locating entities based on their probability of being candi-
date maximizes the number of candidate entities while cost-wise remain-
ing significantly less than a full search or subscription to every entity and
avoids any expensive indexing approaches.

Figure 6.5: Subscription Increase With Applications

As shown in Figure 6.5, where entities are using applications and ser-
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Original Rate (msg/min) Adaptive Rate (msg/min)

1000184 29438
99799 29426
100159 29314
100052 29175

Table 6.4: Retrieving Proximity Entities with Adaptive Rates

vices with high duplication with respect to the attributes used for each
application space, the number of subscriptions relative to applications in-
creases at a lower rate. However, where there is little duplication among
entities, the number of subscriptions quickly approaches N(100000).

By applying the adaptive rate algorithm the number of messages
between entities was further reduced as their proximity approached 1.0
and increased as the proximity approached 0.0. For this simulation it
was assumed that the distance between an entity is a normal distribution
of proximity values between 0.0 and 1.0. Each entity updates its context
information using a rate sampled from a Poisson distribution Where λ

is sampled from a set of uniformly distributed values between 1 and 30.
This was simulated and the results shown in Table 6.4. The adaptive
rate reduced the frequency of updates for each period. This further
reduces the overall messaging overhead needed to maintain the types of
context relationships described in Chapter 5.

6.4 Summary

This chapter proposed approaches to supporting the discovery of context-
centric relationships between entities on an Internet of Things. This
satisfies the requirement of solutions capable of supporting the types
of dynamic relationships that exist over heterogeneous context informa-
tion. It showed that we are capable of identifying candidate entities that
can be fused to realize new user experiences and deliver more expressive
applications and services. Firstly a context proximity query language
for identifying candidate entities over a distributed data store support-
ing range queries was proposed. The queries are executed across a dis-
tributed heterogeneous data store with the candidate entities selected
for establishing a relationship. In order to address the shortcomings of
previous approaches to context proximity and provide scalable support
for context-centric networks, earlier publish-subscribe approach was ex-
tended to enable subscriptions to relationships and areas of interest as
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defined by the underlying proximity function. The resulting relation-
ships are continually evaluated relationships with each derived context
state, ranking each entity by its current proximity. As a result, new en-
tities are continually added while non-relevant entities are consequently
pruned. It additionally proposed an adaptive algorithm for adjusting
the publish rate between two entities over the current state of their con-
text relationship and adjust the volume of context information relative
to cohesion of the observed context states.

Simulations were performed to show that this approach allows us
to maximize the number of candidate entities while reducing overall re-
source costs. It further showed that a priori solutions such as address
book based subscriptions do not provide sufficient support by subscrib-
ing to significantly less than the relevant number of entities. By avoiding
high dimensional indexing and extending proven publish-subscribe ap-
proaches we benefit from its proven real time properties. The volume
of subscriptions scales well where applications are using common sets of
context information, however where this is not the case, the number of
subscriptions converges to N.
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7. Adaptive Context Networks

Massive Immersive Participation is enriched through the use of context
information describing the dynamic states and relations among people
places and things. This in turn mandates the creation of methods and
models for establishing and supporting these relationships. The chapter
proposes adaptive approaches to provisioning information on context-
centric architectures. To achieve this notion of publish-subscribe in con-
text based scenarios is extended to include a subscription triple between
two entities, executing this triple and its associated constraints on dis-
tributed end points. Additionally, new constraints are introduced that
can be applied to such triples responding to the changes in the con-
text behaviour between entities residing at remote end points. This was
simulated to show that it is possible to realise context-centric solutions
supported by adaptive approaches in order to minimizing overall provi-
sioning costs.

7.1 The Context Subscription Triple

Both Padovitz in [79] and Schmohl in [78] described approaches to lo-
cating context entities within an area of interest. The publish-subscribe
model in the existing MediaSense platform [90] is extended to offer sup-
port for subscriptions to entities relative to the domain of discourse of
the overarching applications and services. Firstly an entity P discov-
ers an entity Q through the range subscription extensions described
Chapter 6. On evaluating the context relationship using the approach
detailed in Chapter 5, entity P then subscribes to entity Q relative to
the application A and subject to a set of constraints C This defines a
subscription triple between entities and applications. The context sub-
scription triple is a further extension of the dxcp-subscribe primitive and
creates a subscription triple of the type:

SUBSCRIBE(Q,A,C)

This holds with Padovitz et. al in [77] by limiting interactions to defined
application spaces. This creates a subscription that can be evaluated
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over the relationship between (P,Q) subject to the constraints C of the
application A. Where A defines an application space bounded within an
n-dimensional hypercube. All interactions between interactions between
P and Q subsequently exist in and are confined to an application space.
Such an n-dimensional application space is described in Chapter 5.

7.2 The Context Subscription Constraints

In support of the adaptive provisioning of context information some
application proximity constraints are introduced that can be applied
to each subscription triple to adaptively mediate user context informa-
tion between entities residing at remote service endpoints. These in-
clude: proximity, convergence factor, dimension noise tolerance, proxim-
ity noise tolerance, state change tolerance, activity threshold and prox-
imity threshold.

7.3 Context Proximity

The context proximity is derived as the perceived multi-relational dis-
tance between the observed behaviours of the pairwise context informa-
tion of entities. This is detailed in Chapter 5 and derived as the Earth
Mover’s Distance between sets of context states. As a constraint, the
context proximity is used to adaptively provision context information
relative to the perceived similarity in behaviours. While the proximity
of two entities, (P , Q) are closer to 1 the context information is up-
dated at a lower rate, which then increases as their proximities merge
to 0. The maximum rate at which this can be done is the max rate of
context updates of both entities.

Given that entity P has a rate of Pr and entity Q has a rate of has
a rate of Qr, then the max application rate is shown as:

Ar
max = max(Pr,Qr)

Each application maintains a minimum rate Ar
max such that:

limδ(P,Q)→0
Ar = max(Pr,Qr)

and the application rate is determined as:

Ar = max(Pr,Qr)
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Entities that are further away are updated at a lower rate, which pro-
gressively increases as the entities merge. With this approach we can
adaptively update the context proximity with a frequency as a function
of the last known proximity.

7.3.1 Convergence Factor

The convergence factor Cf is defined as the rate at which the proximity
δ(P,Q) between two entities changes with respect to time. Entities that
show little or no convergence are deemed as stable entities with respect
to their proximities and the application rate (Ar) can subsequently be
adjusted to reflect this such that:

lim|C f(P,Q)|→1
Ar = max(Pr,Qr)

and:

lim|C f(P,Q)|→0
Ar = Ar

min

7.3.2 Dimension Noise Tolerance

Dimension noise ratio (DNT) refers to the degree to which a dimension
must change before it can be propagated to a state change and subse-
quently used to compute a new proximity and dispatched to the related
end points. Each application subscribes to the dimension by specifying
the DNT value. This is particularly important for context dimensions
such as location, where interference in GPS or course location techniques
can result in a varying in dimension values with no real change in the
underlying user’s behaviour.

7.3.3 Proximity Noise Tolerance

The proximity to noise ratio (PNT) between two entities defines the
accuracy of the currently observed proximity between two entities. Noise
from sensor information can serve to distort the derived proximity from
what is considered the true proximity. This permits applications to filter
updates that can be deemed as noise and as such offer no application
proximity updates to end points when the proximity changes within this
specified tolerance threshold.
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7.3.4 State Change Tolerance

State change tolerance determines the number of dimensions that must
be changed before an application space recognizes a state change valid
to relative to the application. This occurs in scenarios where altitude of
entity might change, however a state change is limited to a wider change
in location including latitude, longitude and altitude. This change could
therefore be excluded until all dimensions have changed above a DNT
level to propagate a state change and a new application proximity value.

7.3.5 Activity Threshold

Applications can use the higher-level activity as the basis for evaluat-
ing the relationships between two entities. Here, proximities are not
calculated and disseminated unless a change in activity relative to the
application space has occurred. This satisfies scenarios where the un-
derlying context information is less valuable to the realization of the
applications or service. Instead the more human approachable activities
are more meaningful. Given that:

• A defines an application activity enclosing hyperspace Av

• A is comprised of dimensions d1,d2,d3 . . .dx

• That a user P updates her context states at a rate λ

Then:

limAp→0(Ar) = λ

and

limAp→inf(Ar) = Ar
min

7.3.6 Proximity Threshold

A proximity threshold (PT) value provides for a minimum change in
proximity before endpoints are notified.

7.4 Realization

Each context entity P joins the MediaSense platform by associating with
and residing at an endpoint. When an entity joins, it firstly creates a
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rendezvous point for each of its context dimensions at an endpoint on
the distributed platform.

This is achieved by routing the Universal Context Identifier(UCI ) of
the context dimension on the underlying overlay network, assigning the
rendezvous point to the terminal node.

Each dimension is therefore addressable by its UCI such that tem-
perature would be:

dcxp://jamie@dsv.su.se/temp

When an entity Q wishes to subscribe to a UCI owned by entity P,
it routes a subscribe to the UCI. This subscription message in turn sent
to the rendezvous point which accepts the subscription and records it in
the subscription list for each UCI.

A change in the value associated with one or more context dimensions
results in new context state associated with the entity P as described
by Padovitz et. al in [77]. This new context state is sent to all the
dimensions that are changed between over a given time window. This
is achieved by routing the new context state to each rendezvous end-
point. The rendezvous point in turn publishes the context state to all
subscribing endpoints.

7.5 Subscription

Firstly entity P discovers entity Q using the range subscription ap-
proached detailed in Chapter 6. Upon evaluating the context relation-
ship using the approach detailed in Section 5, entity P then subscribes
to entity Q relative to the application A. This is achieved by routing the
subscription (P,Q,A) to the pseudo UCI determined as:

dcxp://P@dsv.su.se,dcxp://Q@dsv.su.se

Additionally, entity Q subscribing to entity P would route to the
same UCI. This reduces redundancies and the overhead communication
associated with multiple subscriptions.

Each subscription (Q,A,C) arrives at a rendezvous point R which ex-
amines the application space and then issues a standard dcxp subscribe
to all the composite dimensions of the application space. For each sub-
scription triple that arrives at R a subscription is therefore made to each
non-subscribed dimension in order to satisfy the dimensional constraints
of each application. It is added to a dispatch queue Q with a priority
of:
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δ(P→Q) ∗ (1−C f(P,Q))

Where δP→Q is the current context proximity and C f(P,Q) is the rate
of change of context proximity between both entities. Initially these
values are set to 0 and the node placed at a random position in the
queue. Using this approach the priority with which a node’s proximity is
calculated and dispatched is a function of the current proximity between
both nodes and the rate at which they are converging or diverging. Here,
stable nodes with larger proximities are evaluated and delivered last,
while closer, more dynamic nodes are evaluated and delivered with the
highest priority. More distant stable nodes are subsequently more readily
pruned in order to keep the queue at an optimal.

7.6 Publication

On observing a change in any of its underlying context dimensions, an
entity then issues a notify message to its rendezvous point associated
with the most recently changed dimension. Endpoints may add addi-
tional constraints such as error correction to determine what constitutes
a state change such that a change in context state may not directly
correlate with each change in context information.

Such an example would be an entity that enforces error thresholds on
sensor data or where the change of context information is not significant
enough to effect a change in the supported context relationships. Equally
so are cases where the entity periodically updates its context state at
regular intervals such as every 30 seconds. When the entity publishes a
context state change, it routes the new state p to the rendezvous point
associated with each dimension changed such that:

ROUTE(dcxp://jamie@dsv.su.se/temp ,p)

The rendezvous points each route p to each of the subscribing ap-
plication rendezvous points. At each rendezvous point, the queue Q is
processed in order where each triple is evaluated with respects to the ap-
plied constraints C ∈ A. The proximity is computed for each triple and
satisfying all constraints, the proximity is then dispatched to both P
and Q and the subscription updated in the queue with the new priority.

7.7 Results and Discussion

The approach was implemented on the distributed platform described
in Chapter 3 using a P2P overlay and the MediaSense publish subscribe
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Figure 7.1: Proximity Based Queuing

interface. The proximity based adaptive queuing of context information
dissemination in service end points was simulated by setting the average
transmission delay of 10ms per subscription delivery. The simulation
consisted of 1000 subscribers to each of 1000 context source points. This
created a total subscription base of 106 across the entire MediaSense
platform. Each node then published its context information. The results
are shown in Figure 7.1.

As shown in the results, with approaches such as Scribe where no
adaptive queuing applied, entities achieved the same delay in receiving
context information. This equates delivery times to critical end points
to non-critical end points and offered no guarantee of delivery where the
context information is deemed more relevant or critical to the execu-
tion of an application or service. By applying the adaptive provisioning
algorithm, the provisioning times were scaled to that of the proxim-
ity between the entities, thus offering better guarantees with respect to
information delivery times to entities that have a more similar context-
centric relationship.

Secondly, using this approach it was possible to measure the number
of subscribers maintained at each node, as the number of application
scales. The simulation was ran with 1000 nodes, and 1000 subscribers,
randomly subscribing to nodes across the platform. One application was
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Figure 7.2: Subscription Load with Increase in Dimensions

started per node, and gradually increased the load until each subscriber
had 20 applications. Each application had a random selection of context
attributes constituting its application space. As shown in Figure 7.2,
the number of subscriptions per node increased sharply as the number
of applications grew from 1 to 3.

This results as there is no existing dimension subscription at each
node, and the node is initializing or stabilizing with respect to the num-
ber of maintained subscriptions. As the number of applications residing
at each node increases, the number of subscriptions gradually increases,
remaining relatively constant where duplications in dimension subscrip-
tions occur. This is evident between 1st and 5th application as well as
between the 10th and 20th. Here, the context information required by
the applications were overlapping, reducing the need to fetch the same
context information multiple times. This reduces the load on each node
and is a result of our approach used to map application spaces between
entities. This removes unnecessary duplication on the platform as both
entities within the same application reside on the same node realizing
context derivation from a common set of subscriptions. This is in con-
trast to existing approaches where applications reside on end nodes and
therefore introduce overheads through duplication.

Additionally, the distribution of the number of subscribers was mea-
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Figure 7.3: Subscription Load with Increase in Subscribers

sured as the number of applications increased. As shown in Figure 7.3,
with a single application running across each subscriber, the number of
subscriptions is fairly evenly distributed across nodes, with a half of the
nodes having no active subscriptions. As the number of applications
increase across the nodes, the number of subscribers remain well dis-
tributed with the number of nodes registering 0 subscriptions showing a
notable decrease.

This distribution shows that the application rendezvous points are
well distributed as the number of applications grows and slowly move
towards being evenly distributed over the platform. These results are
highlighted in Figure 7.4. As the This effectively reduces the commu-
nication costs on nodes within the overlay and distributes the cost of
realizing application centric context provisioning across the overlay as
opposed to residing in the service end points only.

Further simulation was carried out on the volume of context infor-
mation communicated when the proximity of the entities are considered
to adaptively adjust the rate at which the context information is pro-
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visioned. Firstly the rate of context information between non-adaptive
updates and adaptive updates was compared for all known entities in an
address book. Each entity is assigned a GPS location at the beginning
of the simulation. The entities are evaluated and relationships created
between the host entity P and each of the other 100 entities Qi. Each en-
tity changed its location at small rate randomly drawn from the uniform
distribution: U(0.0,0.00250) degrees for both latitude and longitude,
moving with each simulation round. This to simulate small incremental
but random changes in location, where the population moved at a rate
that was normally distributed. With each movement, the proximity is
calculated and used to determine the average number of updates sent
to P. The number of updates is derived as from a Poisson distribution
where λ = U(0.0,0.00250).

As shown in Figure 7.5, where the adaptive approach is not used,
the number of updates remained constant and equal to the number of
event updates per minute. Where the adaptive algorithm is applied, the
number of updates per minute rapidly decreases. This as the first update
has no proximity value and therefore must be calculated. After the first
calculation, the rate is reduced over the next calculations as the entities
begin to move and the proximity values change. As more entities move
close to P the rate increases however as the entities gradually move away
over time, the rate at which updates are sent is reduce significantly.

The adaptive algorithms were further modified to remove entities
that had proximities outside of the interest area of the application triple
and therefore required no updates to entity P. This is shown in Figure
7.6. Filtering non-related entities rather than all subscribed entities
reduces the overall communication costs as entities remain dynamic and
continually changing location and context proximity.

The adaptive approaches were further implemented using the Op-
portunity Challenge [102] context information dataset, first issuing up-
dates to remote end points as the context information changes as event
based-updates. An update is sent to the rendezvous point with each
state update, the proximity is then calculated and sent to the endpoints.
Calculating at the rate of context dissemination, which occurred at an
average rate of 18000 updates per minute from all the sensor informa-
tion generated. This is shown in Figure 7.7. The volume of information
transmitted remained constant with the updates from each entity. There
was a sharp decrease noticed at 420secs, this was due to no information
being transmitted from the sensors.

The activity-based adaptive approach was applied; updating end-
points where the activity had changed and therefore merited a reval-
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Figure 7.4: Subscription Load with Increase in Applications

uation of the proximity or the degree of relationship between the two
points. This is applicable in scenarios that are largely activity based,
where the higher level meaning of the context states determines the un-
derlying relationships between the two entities. As shown in Figure 7.8,
the number of updates varied between 0 and 8 updates per minute for
more general activities such as standing or walking. This as the classifi-
cation of activity states within the application space minimizes the need
to send multiple updates to end points. Multiple changes in context
states, or multiple context changing events exist within the discourse of
an activity and where applications are realized over the higher level ac-
tivities and interactions, such states can be ignored until the higher level
activities evolve or change. More specific activities are on the other hand
defined such standing up and opening the door. The differentiate from
more general activities since they activity being monitored requires more
or a higher granularity of context information. Consequently, as the
bounded space defining the activity becomes better defined the number
of updates increased to cover this increased granularity realizing more
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Figure 7.5: Proximity Based Updates

Figure 7.6: Proximity-Based Updates From Related Entities

context updates per minute as shown. Applications can therefore find
optimal values for the granularity of the activity spaces relative to the
volume of context information needed to support this.
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Figure 7.7: Event Based Updates

Figure 7.8: Activity-Based Updates with Varying Granularity
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7.8 Summary

This chapter proposed an approach to adaptively provisioning user con-
text information on distributed context-centric architectures; realizing a
connected things infrastructure that considers the relationships as well as
the application domain within which entities interact. This is relevant
to the prioritization of information delivery and maximizing real-time
properties while reducing overall communication costs. The existing
publish-subscribe approach in MediaSense was extended to introduce a
context subscription triple comprising of an entity, an application space,
and a set of provisioning constraints. This was implemented relative to
the MediaSense platform. Each triple is mapped to a unique key and
routed to random endpoint. This in turn decomposes the triple and cre-
ates subscription messages to each dimension. These are in turn routed
to the rendezvous node for each entity’s dimension. This effectively re-
alized a multicast structure within which nodes progressively evaluated
subscriptions based on the context triple, the context-centric relation-
ship between the entities. It showed that is therefore possible to add
constraints to each application triple, in response to the relationships
between entities and adaptively provision updates on the relationships
between entities at remote end points. The approach was simulated and
showed that it is possible to realize significant reductions in the over-
all communication costs to end points while maintaining an application
that scales well.
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8. Conclusions

This chapter serves to summarize the main contributions of this disser-
tation from the wider context of addressing new challenges associated
with realising a global Internet-of-Things (IoT) as well as achievements
in specific areas beyond the related work. These contributions are po-
sitioned within the general research towards such an IoT and highlights
the advances presented in the preceding chapters. Finally, the chapter
discusses the future challenges research questions that remain both from
the perspective of the general research area as well as those arising from
the contributions advanced within the dissertation. The core of this dis-
sertation is centred on a collection of solutions and approaches towards
context-centric architectures for an Internet of Things. It addresses re-
search issues within immersive participation coupled with context aware-
ness applications and services pushing a merge towards a Distributed
Immersive Participation paradigm. This arising from the shortcomings
in the current and related work discussed in Chapter 2. The main contri-
bution exists as a novel method and associated support for enabling the
self-organization of information and subsequent information exchanges
among an immense number of objects connected in a future connected
things society.

Current and future advances in Internet-of-Things integrate sensors
and actuators into everyday items or even people thus transforming our
society at an accelerated pace. This occurs in areas such as agricul-
ture, logistics, transport, healthcare, and smart cities and has also cre-
ated new ways to interact with and experience entertainment, (serious)
games, education, etc. Common to these domains is the challenge to
realize and maintain complex relations with possibly any object or in-
dividual globally, with the requirement for immediacy in maintaining
relations of varying complexity. Existing architectures for maintaining
relations on the Internet, e.g., DNS and search engines are insufficient
in meeting these challenges. Their deficiencies mandate the research
presented in this dissertation enabling the maintenance of dynamic and
multi-criteria relationships between entities in the Internet-of-Things on
a global scale in real-time, while minimizing the overall cost for main-
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taining such context-centric relationships. A second challenge exists
in representing then notion of nearness in context-centric relationships.
This as immersive participation solutions require knowledge concerning
which entities are related and to what degree. The dissertation further
shows that maintaining this notion of nearness or proximity on relations
can also be used to realise scalable approaches to maintaining these
multi-criteria context relationships across a global and expanding IoT.

The dissertation demonstrates the concept and feasibility of a self-
organizing context-centric overlay network for maintaining scalable and
real-time relationships between endpoints collocated with the associated
physical entities. This is complemented by an object model for annotat-
ing objects and their relationships as derived and defined over the under-
pinning context interactions. The complementing measures of nearness
are added through a non-metric multi-criteria approach to evaluating the
notion of context proximity. A query language and an associated exten-
sion to the publish-subscribe approaches achieves distributed support
for discovering such relationships; locating entities relative to a defined
hyper-sphere of interest. Furthermore, it introduces adaptive algorithms
for maintaining such relationships while minimizing overall costs. These
results demonstrate the feasibility of moving towards context-centric ap-
proaches to immersion and that such approaches are realizable over vast
and distributed heterogeneous collections of user and their associated
context information. The main contributions are as follows:

• A set of challenges in moving towards the notion of Distributed
Immersive Participation. Previous work towards a distributed im-
mersion were limited by their ability to support the heterogeneous
collection of information, requirements and applications. At the
base, provisioning of information was limited by the types of ar-
chitectures used for support. This in turn placed a hard constraint
on the modelling of context information to reflect the inherent dis-
tributed and dynamic nature of the physical world. Additionally,
approaches lacked the support for defining context networks over
the relationships conveyed among a global collection of people,
places and things. This dissertation lists at a set of requirements
as shown in Chapter 2 towards an immersive IoT. These are de-
rived with respects to the challenges towards realizing applications
and services over a vast and global collection of context informa-
tion. These challenges were identified as a set of requirements to
be met as the basis for creating a relational Internet of Things.
These requirements are later addressed as a series of contributions
verified on MediaSense. MediaSense is an Internet of Things plat-

138



form and used in several research projects including: The Medi-
aSense Project, SALIG++ FP7 Project, InSIKT and MobiS FP7
Project. Identifying these requirements creates the initial build-
ing blocks towards an Immersive Internet of Things and providing
an understand of the direction of the research area into realising
dynamic context driven scenarios constructed over the inherent
relationships among people, places and things.

• A scalable and real-time approach towards the provisioning of user
context information in remote endpoints on a distributed hetero-
geneous platform as shown in Chapter 3. Earlier approaches to
provisioning context relationships assumed the availability of cen-
tralized web portals and context information repositories. These
suffer from issues of scalability and real time access to informa-
tion. Where such services could be scaled though cloud based
services, they relied on the existence of DNS for locating these
service portals on the Internet. These centralised approaches are
further limited by their exposure to denial of service attacks and
issues surrounding the privacy and security of vast amounts of
user context information at a single point of contact. This dis-
sertation contributed with a distributed approach to provisioning
user context information as a suitable alternative to the previ-
ous approaches. The resulting MediaSense framework as shown in
Paper I is supported by the Distributed Context eXchange Pro-
tocol for communicating context information between end points.
This demonstrated that distributed approaches are suitable alter-
natives to centralized context architectures such as IP Multimedia
Subsystem and could be feasibly expected to scale well. This is
summarised as a modular platform described in Paper II. It was
further proposed to extend these distributed platforms to add sup-
port for range functionality for multi-dimensional context informa-
tion as described in Paper V and Paper VI. This provides support
for building context-centric networks where entities are located
and relationships constructed as a function of associated context
behaviours. Context information can be observed, provisioned and
digested in a decentralized, scalable and real-time manner. Objects
wishing to participate in and be connected on a future Internet of
Things can expect to be provided with the relevant context in-
formation within a time not unduly exceeding the performance of
the network connectivity. Global collections of objects can expect
that information is made available without any dependencies on
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information being located on single centralised repositories. The
platform presented is not tied to single technologies but adapt to
respond to changes in approaches to distributed computing. Users
can in turn expect an anything anywhere experience.

• A context integration model was introduced in Paper III. This is
proposed as a suitable alternative to existing context modelling
approaches thus satisfying the requirements outlined in Chapter
2. Previous approaches to modelling context information assumed
the availability of centralised repositories of context models. Other
approaches were inherently complex relying on markup languages
such as RDF and OWL. This dissertation proposed a distributed
object oriented model as a light weight, expressive and encap-
sulated alternative. This model is distributed over the existing
context platform in Paper IV. This builds on the a distributed
provisioning solution providing for an object oriented encapsu-
lated ontology modelling the complex relationships among con-
text bearing entities. In contrast to existing centralized solutions,
this inherits the properties of scalability, real-time provisioning
and reliability from the underpinning distributed platform. This
was complemented by a context schema to model permitting con-
text entities to reside local to the real world entities they seek to
describe. This was attached to a publish-subscribe interface and
through the real-time properties of publish-subscribe propagate
schema changes to remote applications, services and entities. This
was shown in Chapter 4. This light-weight approach to context in-
formation modelling can be readily used by any device, anywhere
creating and sharing context information at the rate required to
support an Internet of Things. Relationships can be defined among
entities and can be as equally simple as complex. This will allow
us to define any set of rules for context relationships combining
both semantics and measures of nearness that complement each
other to express the underpinning interaction among entities.

• With a distributed collection of context entities supported by a
real-time provisioning platform, this dissertation added the com-
plementing metrics required to characterize context relationships
as shown in Chapter 5 and Paper VIII. Earlier approaches to char-
acterizing context relationships were limited with respects to ex-
pressiveness by imposing location as the overarching indicator of
context. Where approaches moved away from location, such ap-
proaches viewed the notion of proximity as being derivable over
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single instances of context observations, deriving proximity us-
ing approaches which assume a metric relationships among con-
text entities. This dissertation characterized context relationships
through the use of a new measure of nearness that permits a wider,
more complete range of application specific scenarios. This was
supported by a definition for context proximity as being definable
over a set of observed context behaviour. This moved proximity
from being derived from a single specific context observance to a
collection of observances or behaviours. This is more dynamic and
subsumes existing approaches to what constitutes context prox-
imity. The measure of proximity introduced considered activity
as a factor as well as the use of dimension specific comparator
functions permitting the deriving of a proximity value that more
accurately reflects the underlying observable behaviours. This was
done through the use of the non metric Earth Mover’s Distance
function, subsuming existing models and measures of proximity
that are focused on spatiality as the overarching indicator or con-
text. This allows us to create immersive applications and services
that are not bound to spatiality and enable a more context enriched
and more diverse set of applications on an Internet of Things.

• Establishing relationships over the complementing measures of prox-
imity requires support for discovering entities and maintaining sub-
sequent relationships while minimizing the overall costs in the ar-
chitecture endpoints. Earlier approaches relied on address book
solutions towards locating entities of interest enforcing a top down
approach, where entities must be known in advanced. Approaches
that utilized databases for relational discovery are dependent on
centralization or distributed databases that are expected to be syn-
chronized. Relationships constructed over context information are
therefore maintained in a content centric manner where data is col-
lected and evaluated with no reference to the state of the current
relationships among entities. This was seen in earlier approaches
which simply relied on basic publish-subscribe and information
routing among entities. In response to this, this dissertation pro-
posed a dynamic distributed support for context centric awareness
supporting a wide range of applications and services. Here rela-
tionships are discovered, created and maintained relative to the
current situation between any given set of entities. The provi-
sioning of context information is achieved relevant to the state
of each relationships relative to an application space or domain.
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This minimizes the cost of maintaining context relationships while
achieving a context-centric space occupied by people, places and
thing. This dissertation further contributes to addressing the fea-
sibility and the scalability associated with realising context-centric
networks and is critical where communication overhead costs are
burdensome to mobile and non-stationary end points. This was
described in Chapter 6 and Chapter 7. This is insufficiently sup-
ported by existing context provisioning approaches. A context
proximity query language for querying context related entities on
distributed architectures was introduced as shown in Paper VII
and IX. This allows for the ability to retrieve related entities oc-
cupying a state circumscribed by a context proximity function.
Unlike previous address book approaches entities are discovered
firstly as a function of their context relationships defined over their
underlying context behaviours. The DCXP protocol was addition-
ally extended to introduce the concept of subscriptions relative to
an entity-application-entity triple. Here subscriptions to entities
are considered relative to their common application space. This
minimizes the volume of subscriptions required and through appli-
cation specific optimization subsequently minimize the overall cost
of delivering user context information to service endpoints. This
was shown in Paper XI. The dissertation results showed that this
approach scales well as the cost of adding support is distributed
across the platform and constraints to information provisioning is
applied specific to an application-triple. Applications can there-
fore drive the relationships that will exist on an Internet of Things.
The demand for sharing context information is therefore connected
to the state of the relationship between entities. This is important
in mobile applications where resource constraints are an added fac-
tor. As entities in an Internet of Things move, interact, encounter
and establish relationships, the provisioning of the information to
support this will dynamically adapt and scale to reflect the current
state of interactions.

The resulting underpinning architecture embraces a new approach
to purveying the notion of presence and context in a dynamic multi-
dimensional approach which scales beyond the projected 20 billion de-
vices expected to constitute a future Internet-of-Things. The contri-
butions described in this dissertation enable new strategies that appli-
cations and services can apply in order to discover better answers to
existing areas of pervasive computing research. This is demonstrated in
results from projects within which the research was conducted. Alter-
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natively, the contributions enable new applications and services which
build on the novel possibilities by the abilities to include multi-criteria
and multi-dimensional context information from a global pool of devices
and other sources of information, such as sensor and actuators. The ap-
proach and results contained within this dissertation constitute a point
of departure for conducting new research and investigating the required
properties of aspects, which are outside the scope of the dissertation,
such as privacy, trust and security.

Future Work

As we progressively move towards a global connected things society,
there continually arises more room for further research into enabling
global immersive participation among a collection of people places and
things. While this dissertation addressed some of the issues towards
immersive participation over massive distributed collections of entities,
there is indeed room for improvement with regards to the methods,
models and architectures involved. As the networks that support the
Internet move towards software defined approaches, the use of multi-
criteria proximity should be central in defining the underpinning rules
for routing context information among related endpoints, further ab-
stracting from the reliance on IP-based routing and centralised repos-
itories. Further exploration is required with regards to incorporating
the vast amounts of devices across agriculture, gaming, healthcare, etc.,
defining the dynamic problem spaces that drive the relationships among
their constituting entities. Research projects that seek to unify the elas-
tic cloud and software defined networking will benefit from being able
to deliver services in a distributed elastic environment where services
are instantiated and provisioned relative to the relationships between
the collection of supporting entities. Services can be delivered relative
to application triples, residing local to the context information while
responding to the relationship that exist between pairs of entities. Mas-
sive immersive games benefit from context information being provided
on a lightweight platform where the rules that govern the dissemina-
tion of context information respond to the multi-criteria relationships
that exist among players. Theatrical performances can be experienced
through perspectives liberated from location being deemed the overar-
ching indicator of context giving rise to new immersive experiences that
transcend time and location. The core of the work demonstrated in this
dissertation provides a foundation for moving towards a context-centric
immersive reality, newer approaches such as to information distribution
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can be added to the open and modular underpinning platform giving
rise to new possibilities to exchanging data in the face of volumes and
congestion on an Internet of Things.
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