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Abstract

The Large Hadron Collider (LHC) at the CERN laboratory was de-
signed to study the elementary particles and forces and search for new
physics. Detectors at LHC were designed to observe proton–proton colli-
sions with center of mass energies up to 14 TeV, seven times higher than
previously possible. One of the largest of these is the general purpose
detector ATLAS. After almost 20 years of planning and construction,
LHC and its detectors were finished in 2008. Since then ATLAS has
produced valuable data, which contributed to the discovery of the 1964
postulated Higgs-particle and thus to the Nobel prize in physics in 2013.
To expand the searches, LHC and its detectors will undergo several up-
grades to the increase luminosity at least by a factor of 5 and to exploit
the full potential of the machine. In order to adapt the detector to
the resulting increasing event rates and radiation levels, new electronics
have to be developed.

This thesis describes the development process of a new upgraded
digital readout system for one of the sub-detectors in ATLAS, the scin-
tillating Tile Calorimeter (TileCal), and more specifically one of its key
components, the high-speed data link DaughterBoard. Starting from the
idea of transferring all recorded information of the detector using high
speed serial optical links and the concept of using re-programmable logic
for the readout electronics, completely new on-detector electronics were
designed to be used as a core component for communication, control
and monitoring. The electronics was tested, electrical characterized and
proven to work in a setup similar to the upgraded readout electronics.
The DaughterBoard is the Stockholm University contribution to the AT-
LAS upgrade in 2023.
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Sammanfattning

Large Hadron Collider (LHC) acceleratorn vid CERN-laboratoriet
är avsedd att studera elementarpartiklarna och dess krafter, och för att
söka efter ny fysik. LHCs detektorer är byggda för att studera proton
– protonkollisioner med kollisionsenergier upp till 14 TeV, sju g̊anger
högre än vad som tidigare var möjligt. Den största av dessa är AT-
LAS. Efter nästan 20 år av planering och byggande färdigställdes LHC
och dess detektorer 2008. Sedan dess ATLAS har producerat värdefulla
data, som bidrog till upptäckten av den 1964 postulerade Higgspartikeln
och därmed till Nobelpriset i fysik 2013. För att ytterligare förbättra
mätningarna, kommer LHC och dess detektorer att uppgraderas i flera
steg s̊a att luminositeten ökar med en faktor 5. Detta gör att man bättre
kan utnyttja maskinens fulla potential. För att anpassa detektorerna
till det ökande antalet händelser och de ökade str̊alningsniv̊aerna, m̊aste
emellertid ny elektronik utvecklas.

Avhandlingen beskriver utvecklingen av ett nytt uppgraderat digitalt
utläsningssystem för en av ATLAS subdetektorer, den scintillatorbaser-
ade Tile kalorimetern (TileCal), och mer specifikt av en av dess ny-
ckelkomponenter, länkdotterkortet för överföring av höghastighetsdata.
Med utg̊angspunkt fr̊an den nya strategin att överföra alla data fr̊an de-
tektorn med snabba optiska länkar och idén att använda återprogramm-
eringsbara kretsar för utläsningselektroniken, var det nya länkdotterko-
rtet utformat för att vara en kärnkomponent för kommunikation, kon-
troll och monitorering. Det har testats, karakteriserades elektriskt och
visat sig fungera i en konfiguration som liknar den framtida uppgrader-
ade utläsningselektroniken. Dotterkortet kommer bli Stockholms uni-
versitets bidrag till ATLAS uppgradering, 2023.
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About this work

This thesis describes the development of a readout system for the up-
graded ATLAS (A Toroidal LHC ApparatuS) hadronic Tile Calorimeter.
After giving a short introduction to particle physics and the standard
model (chapter 1) and an attempt to explain why large particle acceler-
ator experiments are needed, the thesis continues describing the Large
Hadron Collider and the ATLAS experiment (chapter 2). Since the
thesis deals with hardware development and closely related firmware de-
velopment a basic summary about Integrated Circuits is given (chapter
3) followed by a description of the upgrade activities tailored to the Tile
Calorimeter (chapter 4). The next two chapters summarize the devel-
opment work done in order to produce a fully functional on-detector
readout system. This is divided in an preliminary test and exploratory
study (chapter 5) followed by a description of the actual hardware de-
velopment (chapter 6). The work described in these two chapters is also
discussed in the seven publications that form the basis of this thesis.
Finally a summary of the work left is given (chapter 7) followed by a
conclusion (chapter 8) about the work done and its relevance to the AT-
LAS experiment.
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Chapter 1

Introduction

1.1 Instrumentation

To control experiments or measurements, acquire data, and evaluate the
results, physicists need to construct experimental instruments. Instru-
mentation deals with the design and development of these experimental
devices ranging from simple amplifiers up to complex data acquisition
systems. This work includes developing electronics tailored to the phys-
ical phenomena to be studied, which can themselves lead to new devel-
opments in electronics and can sometimes be used to improve general
measuring techniques.

1.2 Particle physics

For a long time it was believed that atoms were the smallest entities in
nature and that these could not be split in more basic entities. This
changed with the discovery of the first elementary particle, the electron,
by J.J Thompson in 1897. Since the atom was electrically neutral this
raised questions about its internal structure that could account for such
a negative charged particle. In the early years relatively small experi-
ments produced results that significantly improved the understanding of
the inner structure of an atom, for example the scattering experiment
performed by E. Rutherford [1] demonstrating that most of the atom’s
mass was confined to a small nucleus orbited by the electrons. As more
and more particles were discovered in cosmic ray experiments and later
at particle accelerators, theorists struggled to fit them all into a coherent
model. It was found that the observable particles could be organized ac-
cording to their properties into symmetric patterns, so called octets and
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Figure 1.1: The basic particles of the Standard Model of elementary particles.

decuplets, and that these symmetries could predict new particle discov-
eries. Understanding these symmetries led to the quark model in 1964
[2] and later the Standard Model of particle physics in the mid-1970s
[3], after the experimental confirmation of the quark model [4].

1.2.1 The Standard Model

The Standard Model (figure 1.1) describes all of the known particles and
the forces that act on them. Three generations of fermions comprise
all known forms of matter, with three types of charged leptons and
neutrinos, and six quarks. The Standard Model (SM) also includes four
force-carrying gauge bosons that mediate the electromagnetic, weak and
strong forces. Gravitation as the fourth fundamental force is not yet a
part of the Standard Model. The Higgs Boson (not included in the
figure) is a spin-0 particle associated with the Higgs field that mediates
the ”symmetry breaking” between the electromagnetic and the weak
nuclear force, and accounts for particle mass in the Standard Model.

1.2.2 Fermions

All fermions in the Standard Model have half integer spin and thus obey
the Pauli principle that forbids two identical fermions to occupy the same
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state simultaneously. Metaphorically speaking this can be interpreted
as that they are difficult to ”compress”, which is a good property for
building structures.

The charged leptons include the negatively charged electron and two
more electron-like particles with identical charge and spin but increas-
ingly higher masses. Each charged lepton has an associated neutrino
with zero charge and, contrary to what the Standard Model predicts,
small masses. The charged leptons interact via the electromagnetic force
and all leptons interact via weak force. However, no leptons undergo
strong interactions.

The quarks in the Standard Model are organized into three gener-
ations, each of which has a quark with charge +2/3 and and one with
charge −1/3. The quarks and their antimatter partners are the fun-
damental building blocks of all hadrons (particles that undergo strong
interactions). The first-generation quarks (u and d) have the smallest
masses, and are therefore able to build up stable particles, thus compris-
ing most of the hadronic matter in the universe. Quarks are subject to
quantum chromodynamic (QCD) confinement, meaning that the force
binding them increases with distance. This prevents individual quarks
from ”breaking free” from each other. If a quark is struck hard, the
QCD binding energy produces a chain of new hadrons to keep ”bare”
quarks from appearing (creating a ”jet” of hadrons).

1.2.3 Gauge bosons

To the right of the fermions in figure 1.1 are the force-carrying gauge
bosons. Within the SM they mediate the electromagnetic, strong and
weak interaction. In contrast to the fermions they have integer spins,
implying that they do not follow the Pauli principle. Photons have
zero charge, and mediate the electromagnetic force. Because they are
massless, the electromagnetic force can act up to an infinite range. The
weak force is mediated by three gauge bosons (Z, W+ and W−). The
W bosons have an electric charge of +1 or -1, while the Z boson has
zero charge. The W and Z bosons have large masses, corresponding to
80 and 90 times that of the proton respectively. These high masses are
responsible for the very short range of the weak force. The gluons (g)
have no mass or electrical charge, and carry the so-called color charge
of the strong interaction.
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1.2.4 Higgs boson

The Higgs boson (not included in figure 1.1) is associated with a scalar
(spin-0) field proposed in 1964 to explain the mechanism for generating
masses of the weak gauge bosons. Although it is a cornerstone of the
Standard Model, the mechanism was only experimentally confirmed in
2012 through the discovery of the Higgs Boson [5],[6] by the ATLAS [7]
and the Compact Muon Solenoid (CMS) [8] experiments at the Large
Hadron Collider (LHC). After experimental confirmation, P. Higgs and
F. Englert were rewarded with the Nobel Prize in physics in 2013 for
their work about the Higgs-mechanism. All massive particles couple to
the Higgs-field, with a coupling strength proportional to their masses.



Chapter 2

The Large Hadron Collider
and the ATLAS detector

The tools of High Energy Physics (HEP) to explore the structure and
properties of matter are particle accelerators and detectors. Particles
such as electrons, protons or nuclei are accelerated to high energies and
collided with other particles within detectors that measure and record
the collision products to allow reconstruction of the physics event. In a
fixed target experiment a single beam of the accelerated particles interact
with stationary nuclei, yielding a ”center-of-mass” (CM) energy propor-
tional to the square root of the energy of the moving particle. Large CM
energies are important for producing and discovering new particles, so
front-line particle research often uses collider experiments, which pro-
duce head-on collisions between two accelerated particle beams. If the
two beam energies are equal, the CM energy becomes simply the sum
of these.

The LHC is a circular collider sited on the French-Swiss border near
Geneva, Switzerland. It is the largest circular particle accelerator (syn-
chrotron) collider in the world, designed for a maximum proton-proton
collision energy of 14 TeV. The accelerator is placed 70 m - 140 m un-
derground with a circumference of 27 km and was build in the old Large
Electron-Positron (LEP) tunnel, combining two accelerators producing
particle beams in opposite directions. Detectors were build around areas
where these two accelerators intersect, i.e. where the particles collide.
The aim is to study rare events that can occur in proton collisions at
high energies. To catch these events high collision energies and luminos-
ity (i.e. many protons) are needed. Within the LHC particles circulate
grouped together in bunches. The bunch spacing frequency and thus the
bunch collision rate is exactly 40.08 MHz, which corresponds to roughly
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Figure 2.1: Overview of the LHC including the four largest experiments
ATLAS, LHCb, CMS and ALICE and all connected accelerators.

25 ns between every bunch.

The LHC provides particle collisions for four large experiments built
around interaction points around the ring (Figure 2.1). ATLAS and
CMS are general purpose detectors designed to study a wide range of
physics processes. LHCb (Large Hadron Collider beauty) uses the LHC
protons to produce and study b-quark particles and decays, and ALICE
(A Large Ion Collider Experiment) is designed for physics studies with
heavy ion collisions.

The LHC relies on CERNs particle accelerator complex (also shown
in figure 2.1) to supply it with high-energy protons and/or heavy nuclei.
Several accelerators previously designed for lower energy experiments
create, extract and pre-accelerate protons and heavy nuclei until they
can be injected into the LHC. Currently the source of all protons circu-
lating in the LHC is the linear accelerator 2 (LINAC2) which delivers
a particle energy of 50 MeV. From there the protons are injected into
the Proton Synchrotron Booster (BOOSTER) and then into the Proton
Synchrotron (PS) where they are accelerated to 28 GeV. The last stage
is the Super Proton Synchrotron (SPS) from which the protons are in-
jected into the LHC with an energy of 450 GeV. Once the LHC is filled,
the beam energy is increased to the final 7 TeV per beam. If the beam
is stable, particles can circulate in the LHC for hours.
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Figure 2.2: Sketch of the ATLAS detector including all detector parts.

Physics running at the LHC began in 2010, with CM energies of 7
and then later 8 TeV. After a long shutdown, 2013-2015, for upgrades
and repairs, LHC is starting to run again, now with CM energies that
will finally reach the design value of 14 TeV. After two additional, future
long shutdowns the LHC and its detectors will be upgraded for higher
luminosity – up to 5 times the design value (1034cm−2s−1) – in order to
maximize the potential for new physics.

The ATLAS experiment was approved in the mid-1990s and con-
struction was completed in 2007. As mentioned before, ATLAS is a
general purpose detector that should cover a wide range of physics pro-
cesses. It is also able to study heavy ion (Pb nuclei) collisions, with one
of the main objectives to produce quark-gluon plasma and to study its
evolution.

2.1 The ATLAS detector

The ATLAS detector is a 45 m long cylindrical detector with a diameter
of 22 m and a weight of about 7000 tons. It comprises three main sub-
detectors: the inner detector, the calorimeters and the muon detector
(figure 2.2). Additionally ATLAS integrates two superconducting mag-
nets for bending the particle trajectories, a central solenoidal magnet
for tracking and a large toroidal, magnet system for the muon detector.
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Figure 2.3: Overview of the different sub-detector units and their correspond-
ing particle interactions.

2.2 Particle detection in ATLAS

Every particle described by the standard model has its own properties
and ways of interaction. For this reason a multi-purpose detector like
ATLAS has to incorporate several different sub-detectors (the tracking
system, the electromagnetic calorimeter, the hadron calorimeter and the
muon system) each sensitive to certain particles, their decay time and
properties. Together, these detectors make it possible to identify the
primary particles and reconstruct the original collision as well as pos-
sible. Figure 2.3 shows the typical signatures of different particles in
the different sub-detectors. Not all particles interact with every sub-
detector unit and the kind of interactions can be different as well. The
aim is to stop the created particles inside the detector (except muons
and neutrinos) so that their energy can be calculated. Although muons
can not be stopped in the detector, their traces, bent by the magnetic
field, allows the reconstruction of the transverse momentum (i.e. the
momentum projected on a plane perpendicular to the beam direction).
The neutrino momentum will be calculated from the missing transverse
momentum of the collision (the sum of the transverse momentum of all
created particles in a collision should be zero).
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Figure 2.4: Level 1 trigger structure, which is implemented in custom hard-
ware situated close to the ATLAS detector.

2.3 Timing, Trigger and Control

2.3.1 Trigger

The ATLAS detector is extremely complex and generates large amounts
of data. Saving all of it would exceed any available storage capability.
To reduce the data volume to a manageable level, a three-stage trigger
system is implemented, Level-1 (L1), Level-2 (L2) and the Event Filter.
The aim is to select and store only those events that could contain inter-
esting physics. Data produced by noise, cosmic rays or less interesting
events should be discarded. To achieve this selection, data provided by
the electromagnetic calorimeter, the hadron calorimeter and the muon
system are processed by a pipelined processor in the L1 trigger. This
selection has to happen quickly while the data is still available in mem-
ories. This is closely connected with the readout system of the detector.
As a result both, trigger and readout, have to be developed together in
order to create a reliable data acquisition system (DAQ).

The first stage (L1) utilizes low resolution data from both calorime-
ters and the muon system (figure 2.4). Once provided with data the
calorimeter trigger can identify high transverse energy objects like elec-
trons and photons based on the particle interaction characteristics shown
in figure 2.3. Furthermore it can identify τ -leptons that decay into
hadrons and events with large missing and total transverse energy. The
muon trigger on the other hand searches for patterns consistent with
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high transverse momentum muons. All this information is provided to
the central trigger processor (CTP) for the computation of a global L1
decision and for its distribution to the front-end electronics. Upon recep-
tion of a L1-accept the front-end electronics will initiate a data readout
to the Read Out Driver (ROD). In terms of data reduction this means
that the frequency with which data is generated (40.08 MHz) could be
reduced to a readout rate of maximally 75 kHz after the first stage. This
computation has to deal with data arriving with 25 ns separation which
puts extreme demands on on processing capabilities and latency. Since
all events have to be stored on the detector until a possible L1-accept
arrives the maximal time available for processing is 2.5µs due to on-
detector pipeline memory limitations. For this reason, this first trigger
stage, is implemented in highly parallel processing Field Programmable
Gate Array (FPGA) Integrated Circuit (IC, see chapter 3) based elec-
tronics situated in an underground room close to the detector cavern,
the Underground Service Area 15 (USA-15).

The Level-2 trigger receives pointers to so called Regions of Interest
(ROI) from the L1. Together with the corresponding high resolution
data received from the Read Out Buffers a L2 decision is made, reduc-
ing the readout rate to the even lower 3.5 kHz. This trigger is not as
time critical as the L1 and can therefore be implemented in a farm of
commercial computers.

The final trigger stage is the Event Filter. Here all relevant data is
processed to make a high resolution decision. Together with L2 both
are also referred to as the High Level Trigger (HLT) since their compu-
tation and decision is made on a higher level, implemented in software
trigger algorithms. After passing through all the three stages the data
acceptance rate drops to about 200 Hz and is saved on hard drives for
further off-line analysis.

2.3.2 The TTC system

For distribution of timing and trigger information as well as control com-
mands throughout the four main experiments attached to the LHC, the
Timing, Trigger and Control (TTC) system was developed at CERN
[9]. This system is necessary because the sub-detectors of ATLAS are
required to operate synchronously using the same LHC master clock
signal. Data readout as well as the reception of commands or the L1-
accept have to happen at known bunch crossings. TTC encoder systems
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Figure 2.5: Structure of the TTC system in general, encoding data from the
L1 trigger and a custom control VME in a common data-stream down to the
front-end electronics.

in each sub-system distribute synchronization and test signals, configu-
ration commands as well as L1-accept signals along with the LHC clock
through a passive fiber tree network (figure 2.5). Each TTC encoder
is able to control up to several thousand front-end boards. Most com-
monly the TTC encoder is integrated within a central VME crate setup
using a custom made TTC-VME-bus interface module (TTCvi). It re-
ceives data, commands, addresses and L1 accept from either a detector
workstation or directly from the L1 trigger. TTC signals are received
by a custom made radiation tolerant receiver Application Specific Inte-
grated Circuit (ASIC, see chapter 3) which is called the TTCrx. This
ASIC is capable of decoding the TTC signal, providing two phase shifted
clocks, receiving broadcast commands and other information needed for
operating the front-end electronics.

2.4 The Inner detector

In the inner detector (figure 2.6) charged particle trajectories are bent
by a 2 T solenoid magnetic field and their trajectories detected with
an excellent position recognition and momentum resolution. This de-
tector part consists of three different sub parts: the Pixel Detector, the
Semiconductor Tracker and the Transition Radiation Tracker. The Pixel
Detector is the innermost part with three layers of silicon micro pixels
located about 5 cm from the beam pipe. It has the finest granularity
within ATLAS and is used to distinguish the tracks in a high occupancy
environment. This cylindrical detector is 1.3 m long and has a diameter
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Figure 2.6: Schematic overview showing where the inner detector (yellow) is
situated within the rest of the ATLAS experiment (gray).

of 34.4 cm which means that it covers an angle of 2.5, given in pseudo-
rapidity (η). The pseudo-rapidity is defined according to formula 2.1,
with Θ being the positive elevation angle from the beam axis.

η = −lntan(Θ/2) (2.1)

The second part of the inner detector is the Semiconductor Tracker
which consists of silicon strips and is used for track reconstruction and
to add information about the vertex as well as the position of possible
secondary vertices that are important when analyzing an event. The last
part of the inner detector is the Transition Radiation Tracker. This de-
tector uses gas instead of silicon as detecting material it has the lowest
precision of the tracker detectors but it is also used for particle iden-
tification. Overall the inner detector has approximately 108 readout
channels.

2.5 The Calorimeters

The purpose of the calorimeters is to stop electrons, photons and hadrons,
and produce signals proportional to the energy deposited. There are two
kinds of calorimeters, with different detection materials in ATLAS. The
innermost one is the electromagnetic Liquid Argon calorimeter (LAr)
and the outer one is the hadron scintillating tile calorimeter (TileCal).
Their position within ATLAS is shown in figure 2.7. As the name in-
dicates the electromagnetic calorimeter (LAr) detects and measures the
energy and direction of electrons and photons while the hadron calorime-
ter (TileCal) detects and measures the energies and directions of hadrons
and hadron jets (see 1.2.2). The number of readout channels are in the
order of 105 (electromagnetic calorimeter) and 104 (hadron calorimeter).
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Figure 2.7: Schematic overview showing where the calorimeters (yellow) are
situated within the rest of the ATLAS experiment (gray).

Figure 2.8: Schematic overview showing where the muon detectors (yellow)
are situated within the rest of the ATLAS experiment (gray).

By measuring the energy and direction of hadrons TileCal, as well as
LAr, are key components for the first level trigger.

2.6 The Muon Detector

The Muon detector is ATLAS outermost detector part (figure 2.8). It
cannot stop the muons, but it can detect them and record their path.
Using a 0.6 T toroidal magnetic field to bend the trajectory, the parti-
cle momenta and energies can be determined from the curvature. The
readout channels of this detector part are in the order of 105. As an
additional condition to distinguish between cosmic and collision muons,
only particles seen by other detector parts first will be considered.
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Figure 2.9: Rendering of a part of the ATLAS detector where TileCal is
outermost. The inner detector, as well as the LAr electromagnetic calorimeter
are shown as well.

2.7 The Hadronic Tile Calorimeter (TileCal)

In order to determine the energy of hadrons by a calorimeter, they must
be stopped inside of it. To do so, the density and depth of the calorime-
ter were designed with the expected particle energies and decay lengths
in mind. In TileCal, steel plates are interleaved with scintillator mate-
rial, creating a tile like structure (figure 2.10) [10]. Wavelength shifting
fibers are used to collect the scintillator light, connecting all tiles in a
cell (figure 2.11) to one Photo Multiplier Tube (PMT). The cells are also
organized into ”trigger towers” according to their polar angle with re-
spect to the interaction point, for use by the Level-1 trigger. The shape
of TileCal is that of a large barrel divided axially in four partitions, with
two central and two outer (extended) barrels. The barrels are divided in
64 wedges in azimuth each capable of housing up to 48 Photo Multiplier
Tubes (PMTs) with two adjacent PMTs reading the same scintillator
cell (from opposing sides).

The girders at the bases of the wedges (figure 2.10 and 2.12) contain
extractable drawers with up to 24 PMTs. Two drawers are connected
together to form a super-drawer, which fits exactly the length of a barrel.
Since the number of PMTs needed for readout of one drawer depends on
the number of cells, not all PMT positions in the drawers are occupied,
especially in the outer barrels. The readout electronics is placed in the
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Figure 2.10: Drawing of the internal structure of a slice showing the inter-
leaved scintillator and steel tiles [11].

drawers. Each super-drawer is equipped with one link board with two
fiber connections to send data to the off-detector electronics and two
fibers that receive TTC information. One power supply delivers all the
different voltages needed for operation. There are six different types of
boards mounted in the drawer, five of them are shown in figure 2.12:
the High Voltage Control, the 3-in-1 card, the 3-in-1 mother board, the
Digitizer board and the Interface board. One board not visible is the
Level 1 trigger summation board which is used to merge the data from
several cells into trigger-towers (figure 2.11). The functionality of these
boards will be described more in detail below to give an overview of
their tasks within the detector.

High Voltage Control: For operation, the PMTs need to be sup-
plied with high voltage which is provided to them by an external high
voltage power supply (HVPS) delivering 800 V from the counting room
(USA-15). The High Voltage Control in the drawer [13] is in charge of
regulating this supply voltage to a level between 490 V and 800 V to
power the PMTs. The whole process is steered by the so called Detector
Control System (DCS). Communication between DCS and High Voltage
Control is implemented using the CAN bus standard utilizing a separate
connection that does not interfere with the on-detector readout or TTC
lines.
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Figure 2.11: Drawing of the trigger tower structure and the corresponding
angular resolution in TileCal [12].

Figure 2.12: Drawer on-detector electronics mounting positions housed within
a girder steel frame.

3-in-1 card: After a light pulse has been detected and amplified by the
PMT it is passed through the pre-amplifier in the 3-in-1 card [14]. This
card is used for signal shaping, the production of charge injection pulses
to calibrate the readout and the integration of PMT currents for gain
calibration and luminosity monitoring. It provides three analog outputs,
where one of them is amplified with a gain of 64. This high-gain output,
together with a low-gain output is provided to the Digitizer board. The
third analog output is provided to the Level 1 trigger summation board.

3-in-1 mother board: The 3-in-1 mother board [15] is used for con-
trolling the 3-in-1 card. Via a programmable Complex Programmable
Logic Device (CPLD, see chapter 3) in the 3-in-1, the mother board
serves as an interface between the off-detector area and the 3-in-1.
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Digitizer board: After a PMT pulse is shaped in the 3-in-1 it is sam-
pled on the Digitizer Board [16] and temporarily stored in the TileDMU
ASIC. Upon reception of a level one accept signal from the first level
trigger, the corresponding data is transferred to the Interface board. The
Digitizer is controlled by commands from the TTC system. Reception
of commands and master clock was realized using the TTCrx mounted
on the Digitizer.

Interface board: The digitized data is transmitted from the Inter-
face board [17] to the ROD. One super-drawer (8 Digitizer boards) is
equipped with one Interface board. The connection between Interface
board and the various Digitizer boards is realized in a star configuration
but with board to board chained signal transmission lines, starting with
the Digitizer boards at the opposite ends of a super-drawer and ending
in the middle, where the Interface board is situated (figure 2.13).

Level 1 trigger Summation board: The Level 1 trigger Summation
board merges low gain signals from up to five 3-in-1 boards to form
analog trigger-tower sums, which are used by the L1 trigger.

Low Voltage Power Supply (LVPS): The LVPS is not a board, and
thus not shown in figure 2.12. It is supplied with 200 V and performs
the power regulation centralized for one whole super-drawer.

2.7.1 Data acquisition flow

The data flow on the detector is schematically shown in figure 2.14, start-
ing with the detection of light from the scintillating tiles. This light is
transferred to two opposite pointing PMTs controlled by the High Volt-
age Control. By using the photoelectric effect these PMTs generate an
electrical pulse corresponding to the energy deposited in the tile. Since
this pulse is too short to sample with 40 MHz the analog shaper is used
to extends the pulse length. For this purpose the 3-in-1 card contains an

Figure 2.13: Schematic description of the data transmission line interconnec-
tion between the Digitizer boards up to the Interface board (Link).
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Figure 2.14: Data flow from the detection of light in the scintillator tile to
the Read Out Driver.

analog 7-pole shaper with 50 ns shaping time and two differential out-
puts, high and low gain, that are sent to the Digitizer. A low gain output
is provided to the trigger via a direct analog connection, separate from
the rest of the readout chain. Together with the 10-bit Analog to Digital
Converters (ADC) situated on the Digitizer the two-gain readout cov-
ers a dynamic range of about 16-bit. This precision is sufficiently good
not to influence the total detector resolution. After the two pulse gains
are sampled by the ADCs, they are latched into the TileDMU, which
stores the data in pipeline memories, waiting for a L1-accept. When
a L1-accept arrives, the data is transferred to derandomizing memories
(also in the TileDMU), temporarily storing the data of several pulses
before they are formatted and readout using a two lane interface and
a Cyclic Redundancy Check (CRC) checksum. From the Digitizer the
data is transferred to the interface board which gathers all Digitizer data
and formats them once more for transmission off the detector. For data
transmission a serial gigabit link (G-Link) is used, working at a effective
user-data bandwidth of 640 Mbps. On the off-detector side the data is
received by the Read Out Driver (ROD) and from there sent forward to
the higher level triggers, until it is rejected or finally stored.

2.7.2 Test and calibration

The TileCal construction is highly optimized for good energy resolution,
but to achieve high accuracy, calibration is very important. There are
three main procedures for readout test and calibration: ”charge injec-
tion”, ”laser calibration” and ”Cesium scan”. The position at which
each of them is applied to the system is shown in figure 2.14. It allows
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tests of the complete readout system in three different stages, including
more components with each step. This functionality is mandatory in
order to monitor and calibrate the entire readout system.

Charge injection: To verify that the digitization and data transmis-
sion chain is working properly, pulses with user determined amplitude
can be injected into the readout chain. This is realized using dedicated
calibration capacitors situated on the 3-in-1 board. This test allows the
verification of the connected electronics for every 3-in-1 and thus every
channel, separately giving the possibility to identify errors in the readout
chain and calibrate single ADC outputs.

Laser calibration: To increase calibration accuracy and include a
larger part of the system all PMTs can be illuminated by a laser pulsed
source, with the possibility to test half the super-drawer at a time.

Cesium test: To test the full readout chain, including PMT and
scintillating tiles, a Cs source is pushed through a water filled tube
traversing all scintillators. Since this source will create a strong signal
that saturates the shaper, a separate readout path on the 3-in-1 is used
with an integrator circuit and a slow ADC readout (via CAN bus).

2.7.3 Pile-up

Both the electromagnetic and the hadron calorimeter suffer from ”pile-
up”, which means that pulses from different events superimpose, either
belonging to the same bunch crossing (in time pile-up) or to different
ones (out of time pile-up). When this happens, the pulse shape will be
distorted and it will be difficult to measure the energy and which which
bunch-crossing it belongs to. As mentioned earlier the signals to the
first level trigger are low resolution trigger tower sums from up to five
PMTs per tower. These are especially prone to pile-up. Since energy
reconstruction is based on the pulse shape this could lead to incorrectly
reconstructed energies for the particular bunch and thus degrade the
trigger performance. Incorrect bunch-crossing determination will de-
stroy the missing energy determination. Pile-up in general depends on
how many particles deposit energy in the same cell, how fast the scintil-
lator material dissipates the deposited energy and the time constant of
the pulse detecting readout electronics. Unfortunately there are no ways
to avoid pile-up which means that one only can try to minimize its effect.
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2.7.4 Hardware failures

While TileCal was working as expected most of the time, there were
several reliability issues that had an impact on the system and caused
considerable efforts to fix or mitigate. Due to several single point of
failure modes in the system, the number of PMT channels affected by
a hardware error ranged from 46 in a whole super-drawer down to one
PMT. Table 2.1 summarizes the problem and the number of PMTs af-
fected.

Issue Nr. of channels affected

Loss of power from the LVPS (one or
several voltages)

32-46, full super-drawer

Loss of the interface board due to prob-
lems with power supply or optical in-
terface

32-46, full super-drawer

Loss of power due to connector issues
between Digitizer boards

≤24, 1-4 Digitizer

Excessive voltage drop in power supply
lines to Digitizer

≤24, 1-4 Digitizer

Failure of the TTCrx on the Digitizer
board

6, one Digitizer

Failure of a TileDMU 3

Problems with the the High Voltage
control

32-46, full super-drawer

Table 2.1: Reliability issues discovered during the operation of TileCal and
the number of PMT channels affected by it.



Chapter 3

Digital Electronics

3.1 Integrated Circuits (IC)

Integrated Circuits (IC) are sets of electronic circuits printed, using
photo-lithographic processes, on monolithic wafers of semiconductor ma-
terial, usually silicon. The basic building blocks of large digital ICs
are usually Field-Effect Transistors (FET), most commonly Metal Ox-
ide FETs (MOSFET), which can be realized using negative or positive
doped material as source/drain (n-type or p-type MOSFET), along with
a metal gate and oxide dielectric layer. Different technologies for build-
ing logic gates include the use of only n-type MOSFETs (NMOS) or
combining both n- and p-type transistors in a complementary circuit
(CMOS). As an example, figure 16 shows a CMOS implementation of
an inverter.

Modern production processes have reduced the feature size of these
components down to a few tens of nm, allowing to fit several billion

Figure 3.1: Schematic illustration of a inverter in CMOS architecture.



22 Digital Electronics

transistors in one chip. Within the development and construction of
ATLAS, specially developed ICs were used extensively. There are three
types of ICs of special interest for the readout electronics upgrades for
ATLAS.

3.2 Application-Specific Integrated Circuit (ASIC)

ASICs are ICs built for a single, dedicated application, and their func-
tionality cannot be changed after they are manufactured. There are
different levels of ASIC design, from semi-custom designs where stan-
dard cell libraries are connected, to full custom designs where the circuit
is designed down to the transistor level. Each step in the lithographic
process requires the production of high precision masks, so the non-
recurrent costs involved are considerable - especially if the ASIC is a full
custom one, with deep sub-micron design, requiring up to 50 mask steps.
The production cost per unit is comparatively small, however, making
ASICs more economical for large volumes. The processes currently avail-
able for CERN projects have feature sizes down to 130 nm, and future
projects aim at 65 nm, still a large step from the 20 nm feature sizes
available to FPGA manufacturers like XILINX. The more conservative
feature sizes, however, reduce design costs. Another way to reduce costs
is by designing semi-custom circuits based on prefabricated wafers with
standard cells, which are customized by only a few metal connection
layers.

Many front-end ASICs have been developed for ATLAS, especially
for the inner detector. The present TileCal electronics uses two different
ASICs, the TileDMU and the TTCrx. The TileDMU is a semi-custom
ASIC based on standard cell design, while the TTCrx is a full-custom
design made by the CERN microelectronics group.

3.3 Complex Programmable Logic Device (CPLD)

A CPLD is a re-programmable logic device that allows implementation
of digital logic functions using arrays of logic gates. A CPLD is divided
in macro-cells, with each cell containing Boolean logic resources, such as
”OR” and ”AND” gates. Interconnections between the macro-cells are
realized in a bus structure, and described in special hardware code that
must be compiled separately for each device, to produce a binary file
that is then loaded into the CPLD. Historically, CPLDs were configured
using integrated non-volatile, one-time-programmable Read Only Mem-
ories (ROM), memories where fuses or anti-fuses were used to set bit
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states permanently. Today, programmable ROMs (PROMs), or more
commonly, FLASH memories are typically used. Non-volatile configu-
ration memory allows the IC to function immediately after power-up.
Some recent CPLDs also use Static Random-Access Memory (SRAM)
technology for configuration, which need to be reprogrammed after every
power-up.

The 3-in-1 cards in the present TileCal electronics include non-volatile
CPLDs for configuration logic.

3.4 Field-Programmable Gate Array (FPGA)

FPGAs and modern CPLDs are both re-programmable logic devices,
but there are some important differences when it comes to their struc-
ture and capabilities. Both are dependent on binary configuration data
(firmware), usually derived from a functional description programmed in
a so-called hardware description language, much like the machine code
derived from a compilation of a high level program code. One noticeable
difference between FPGAs and CPLDs is that most FPGAs do not use
non-volatile memories for storing configuration data. This is because
their internal structures are significantly more complex than the one of
CPLDs, and thus require much larger configuration files.

General structure

Figure 3.2 gives an overview of the most basic structure of an FPGA.
The internal partitioning is divided in an array of logic blocks and inter-
connection switches with a regular grouping. The smallest fabric block
unit, called a slice, includes a Look-Up Table (LUT) and a Flip-Flop
(FF) with some cross-connections. Within more modern FPGAs differ-
ent Boolean arithmetic resources may be implemented as well. Figure
3.3 shows the building blocks of a slice of a modern Kintex-7 FPGA
from XILINX, including LUTs, FFs, boolean arithmetic and several
multiplexer (MUX) units.

Embedded in this array of logic resources several other components
can be included as well, depending on vendor and device family. These
so called ”Intellectual Property cores” (IP cores) can be divided in two
groups: hardware implemented blocks (hard-IP cores) and blocks im-
plemented in hardware describing code (soft-IP cores), to be compared
with subroutines in programming. Both groups can be used to extend
the functionality and field of application. For example, high-speed se-
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Figure 3.2: Schematic internal structure of a FPGA illustrating the block by
block architecture containing logic blocks, interconnection switches and traces
with advanced routing capabilities.

rial communication IP cores can be used to implement PCIe or Ethernet
communication, enabling the transfer of large amounts of data between
FPGA and a PC. Together with available block memory resources the
FPGA may be used to store and process data in parallel before transmit-
ting them back to a PC. Depending on the FPGA there are also hard-IP
cores available that implement clock synthesis, digital signal processing
(DSP), video encoding and much more. Soft-IP cores are not always de-
vice dependent. Some require costly single user licenses, while others are
public domain or are partially available under a public license agreement.

Because the interconnection possibilities between different slices are
extremely versatile, timing between signals is a major concern. To
achieve the best-possible timing performance, modern FPGAs include
dedicated timing signal nets. These nets, which are not shown in figure
3.2, carry the clock signals necessary to switch the Flip-Flops. Signals
from one component to another experience a delay, but a clock signals
need to switch all Flip-Flops connected to the same clock net simultane-
ously to ensure proper timing. For this reason a crucial part of designing
the firmware for FPGAs consists of achieving timing closure, meaning
that the periods of the different clocks implemented in the FPGA should
not exceed the delays in the data-path and logic resources between Flip-
Flops.
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Figure 3.3: Overview of the components of a XILINX Kintex-7 slice contain-
ing look-up tables, boolean arithmetic components flip-flops and multiplexer.

3.4.1 Firmware generation

Programming languages suitable to describe hardware circuitry are called
Hardware Description Languages (or HDLs). Although there are sev-
eral different HDLs in common use (e.g. Verilog, VHDL, SystemC, etc.),
common to them is that they are able to describe parallel operating pro-
cesses that can be implemented in hardware. In order to implement the
HDL design in an FPGA, a process called synthesis is initially required
to translate the programming code to a description appropriate to the
available hardware resources (similar to the compilation process in soft-
ware programming). Synthesized code is not yet suitable to program a
specific FPGA, but at this stage the first simulations can be performed
providing insight in the operation of the compiled code and the associ-
ated signals, including timing and default values.

To finally create a binary file the synthesized design has to be mapped
to the specific device. This is done by assigning constraints to the de-
sign, locking the positions of signals to dedicated pins of the FPGA,
defining the speed of different timing signals, and so forth. If all the
information is complete and correct, the software can finally generate a
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binary configuration file that could be used to program the device.

The different software tools used during this whole process are vendor
and device dependent. The firmware development work in this thesis was
tailored to XILINX devices, and will be described in chapter 3.4.9.

3.4.2 Vendors

Commercially available FPGAs range from very inexpensive, simple cir-
cuits up to devices with more than four million logic cells and a large
number of additional hard-IP cores. Vendors such as XILINX, AL-
TERA and Atmel offer different devices suitable for almost every pur-
pose. Within the Instrumentation physics group at Stockholm Univer-
sity, FPGA programming and board layout is quite common. The most
common FPGA vendor used in the group has been XILINX, and there-
fore all necessary development tools and expertise for XILINX FPGAs
were readily available. As one of the largest FPGA vendors XILINX
offers a broad spectrum of different devices divided in device families
with each family having several devices with different logic and IO ca-
pabilities. The four large device families were Virtex, Kintex, Artix and
Spartan, with Virtex being the high-end and Spartan being the low-end
model. One additional device family XILINX offers is the Zynq, which
is a System on Chip (SoC) solution, integrating an ARM processor and
the FPGA fabric on the same die.

3.4.3 IO resources

The FPGA interacts with external components through IO-blocks. Ev-
ery IO-block belongs to an IO-bank grouped in terms of driver and
receiver properties. The regions that belong to a dedicated IO-bank
also share supply voltages, termination resistors and much more. The
signal standards available in an IO-bank are determined by the supply
voltage to it. For this reason it is important to determine the basic use
of a dedicated bank and thus the IO standards in advance. This is es-
pecially true if one needs to allow additional hardware to be connected
afterwards.

Apart from the general purpose IO (GPIO) pins available in every
IO-bank, there are pins which can implement additional functionality
or are advised to use for special signals. The reason is that these pins
have the capability to connect to dedicated hardware inside the FPGA.
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Figure 3.4: Schematic overview about the internal clock partition of a XIL-
INX Virtex-7 FPGA containing parts belonging to the Clock Management Tile,
the Gigabit Transceiver (GT) and the IO ports.

Signals that require such a pre-defined placement include clock lines and
memory module buses.

3.4.4 Gigabit transmission

Some XILINX devices offer hard IP-core high speed serial transmission
capabilities. Depending on device family and speed classification of the
FPGA these gigabit transceivers were either called GTP, GTX or GTH.
The clock resources of these IP-cores are bound to dedicated pins of the
FPGA. Due to stringent jitter requirements, only dedicated pins should
be used to inject the reference signals to the Phase Locked Loop (PLL)
circuitry of the corresponding gigabit transceiver. If this is disregarded,
the jitter requirements for the PLL circuitry could be violated due to ad-
ditional jitter from the FPGA fabric, leading to faulty data transmission.

3.4.5 Clock circuitry

The internal structure of every FPGA is divided into an array of logic
blocks, as discussed in chapter 3.4. How these logic blocks are grouped
together depends on the FPGA model. In XILINX FPGAs, logic blocks
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Figure 3.5: Flow chart of a PLL setup.

are grouped together in regions, each region belonging to a dedicated
underlying clock net and depending on their position within the die as
well the position in relationship to relevant IO-blocks.

Figure 3.4 shows an overview of how the clock tree within a FPGA
is structured. There are three basic types of clock buffers for use in
connection with the FPGA logic: the regional buffer (BUFR), the hori-
zontal buffer (BUFH) and the global buffer (BUFG). BUFR is restricted
to one clock region only, while BUFH can span from the most left to the
most right region shown in figure 3.4. BUFG can span the whole FPGA
fabric and allows the simultaneous clocking of logic that is distributed
all over the chip. In addition, there are buffers used only for dedicated
hardware. Some are used to latch high speed data in the FPGA fabric
(BUFIO) using dedicated clock paths, while others are used to buffer the
high performance clock used for gigabit serial transmission. Common
to them is the interconnection to the Clock Management Tile (CMT) of
the FPGA, which provide advanced clocking resources like PLLs, or the
more advanced Mixed Mode Clock Manager (MMCM) units.

3.4.6 Phase-Locked Loop (PLL)

A PLL is a control circuit that generates a periodic output signal whose
phase and frequency is related to the input signal (figure 3.5). The
first logical block of a PLL is a phase detector that compares the phase
of a reference to the phase of the feedback signal. Afterwards a loop
filter is applied to clean the generated output voltage which in turn
controls the frequency of a Voltage Controlled Oscillator (VCO). If the
output frequency of the VCO is meant to be a multiple of the reference it
must pass through a frequency divider before entering the phase detector
circuitry.
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Figure 3.6: Schematic overview of the Kintex-7 built-in ADCs (XADC) and
their interconnection to the FPGA.

PLLs are widely used to synthesize different clock frequencies in
reference to the input frequency and phase. They can also be used for
clock cleaning if the power source to the PLL is sufficiently clean and the
loop filter settings were properly chosen. These components can also be
found as hard IP-cores in the latest FPGAs, either as general clocking
resources or integrated in other hard IP-core circuitry.

3.4.7 XADC

Some XILINX devices (Kintex-7, Virtex-7, ...) provide the possibility to
monitor voltages and temperatures internally using two 12-bit, 1 Msps
ADCs. XILINX provides several external connections to these devices
as well as dedicated IO pins and two multiplexers (figure 3.6). Several
external analog voltages can be monitored in this way by providing a
scaled copy in the range (0 - 1) V to the dedicated IO pins. If not needed,
these pins can be used for general-purpose digital signals instead.

3.4.8 Programming

A drawback, but also an advantage, of FPGAs is that their configuration
memory is SRAM based. This means that they need to be configured
at start-up, and reconfigured afterwards whenever needed. Depending
on the programming technique the configuration speed can vary widely.
Most commonly, programming is done automatically using a micropro-
cessor or FLASH based memories connected to dedicated pins of the
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Figure 3.7: Illustration of the JTAG state Diagram. Transitions from one
state to another were performed depending on the TMS value at every rising
edge of TCK.

FPGA. Unfortunately, the broad range of commercially available micro-
processors and FLASH memories are seldom radiation hard. For this
reason additional options for configuration needed to be evaluated. The
programming techniques most relevant for the work described in this
thesis were JTAG and SPI.

JTAG programming: All XILINX devices are equipped with a ded-
icated interface intended for debugging, monitoring and programming.
This interface is defined in the IEEE 1149.1 Standard, Test Access Port
and Boundary-Scan Architecture, which is also known under the name
of Joint Test Action Group (JTAG). It includes four signals: TCK,
TDI, TMS and TDO which are used to access dedicated instruction and
data registers (IR and DR) using a Finite State Machine (FSM). This
is shown in figure 3.7. Transition from one state to another is done at
every clock cycle depending on the value of the TMS signal displayed in
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red. Accessing the JTAG chain always starts with TMS in high state
for at least five TCK clock cycles. This is done to ensure that the state
machine is in ”Test Reset State”. In the following steps the user can
perform various read and write operations by going through the various
states and configuring the IR and DR registers.

Apart from performing advanced on-chip debugging, this interface
allows direct access to the configuration memory of the FPGA. This
means that using JTAG, the FPGA can be programmed at any time
regardless default programming sequence setting. Furthermore it is pos-
sible to read back the configuration memory during FPGA operation to
check for possible errors in the configuration data and initiate a global
reset.

SPI programming: After power up the, the FPGA can load the de-
sired firmware from a connected FLASH memory using a Serial Periph-
eral Interface (SPI). In the basic setup this interface consists of four
signals, a serial clock (SCK), a Master In Slave Out (MISO), a Master
Out Slave In (MOSI) and a Chip Select (CS) signal. SPI is a widely
spread standard in electronics and can be used in a bus structure or in
a star structure, with one master and several slaves. Figure 3.8 shows
how an SPI FLASH memory should be connected to the FPGA if it is
meant to be used for programming at startup time. It also shows that
the JTAG interface is completely independent from SPI and thus does
not interfere with it.

3.4.9 Firmware programming

HDL programming: To write HDL code, a modern text editor is
sufficient. The main programming language for firmware discussed in
chapter 5 and 6 was VHDL written with the EMACS text editor, which
provides a dedicated VHDL-mode with extended functionality to speed
the development process.

Bit-file generation: To support the design process and generate bi-
nary files suitable for programming XILINX FPGAs (bit-files) two dif-
ferent software solutions are available, ISE and VIVADO. Within the
scope of this project, only ISE was used to generate the binary files.
This software integrates the different steps of synthesizing the hdl-code,
translating it to XILINX compatible hardware and mapping it to the
appropriate XILINX device. At the end of the whole process a bit-file is
generated, that apart from the logic design contains information about
the power-up, configuration and reset sequence of the design.
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Figure 3.8: Schematic overview of the JTAG interface and a SPI FLASH
memory connected to a Kintex-7 FPGA in SPI start-up mode. For correct
start-up different FPGA regions have to be utilized: (1) user IO, (2) configu-
ration, (3) JTAG interface.

Programming: To transfer the bit-file to the FPGA a program called
IMPACT was used. It provided access to the JTAG interface of the
FPGA through a XILINX Platform Cable USB II programmer. Using
impact it is also possible to read the configuration registers of the XIL-
INX FPGA, as well as program connected memory modules which can
be used for programming at power-up.

Debugging: Since it can be very hard to debug FPGA designs in
situ, XILINX provides the possibility to instantiate an internal logic
analyzer (ILA) and Virtual IO (VIO) ports within the FPGA fabric.
Thus, the FPGA can be controlled and previously defined signals can
be monitored without disrupting the operation. This functionality is
implemented through the JTAG interface of the FPGA using Chipscope
software. To simplify remote debugging, Chipscope is divided into server
and client applications.
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Figure 3.9: Illustration of an elementary particle crossing through silicon
substrate and causing ionization and a SEE within a CMOS inverter circuitry.

3.5 Radiation damages

Radiation effects in integrated circuits are mostly caused by highly en-
ergetic particles interacting with the semiconductor substrate, either
via ionization or displacement damages to the semiconductor lattice.
The sensitivity can depend on the architecture, for example CMOS or
NMOS, and on the characteristics of the particles. There are two differ-
ent aspects when it comes to radiation damages in ICs. One is how the
device handles a single event, this is the Single Event Effect (SEE) and
the other is how the device handles long term accumulation of radiation
damage. In case of cumulative events the Total Ionizing Dose (TID) and
effects caused by Non-Ionizing Energy Loss (NIEL) are parameters that
characterize the performance of the IC.

3.5.1 Single Event Effects (SEE)

Single Event Effects (SEE) are events that occur when a particle hits
the silicon substrate and causes ionization (figure 3.9) which results in
an operation fault in the IC. There are basically two different types
of events that can occur, the Single Event Upset (SEU) and the Single
Event Latch-up (SEL). Both types of events have to be dealt with during
run-time, either to protect data or the device itself.

Single Event Upset (SEU): The ionizing particle creates several
electron-hole pairs within the semiconductor substrate, which can result
in a current flow between source and drain of the affected MOSFET
similar to the MOSFET being in an ”on” state. This can cause the
connected circuits to change their current state, causing a transient error
either in a memory cell or some Boolean logic. Fortunately these kinds
of error vanish once they are overwritten by new, correct data. Due
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Figure 3.10: Illustration of the SEL parasitic structure within a CMOS in-
verter circuitry.

to their architecture, CMOS devices are less susceptible to SEUs than
NMOS.

Single Event Latch-up (SEL): If the ionizing particle induces a
voltage peak in the semiconductor material, a parasitic structure, con-
sisting of two tightly coupled transistors can be created (figure 3.10).
This structure behaves like a thyristor which, once opened by a small
current across its gate, remains conducting as long as the supply voltage
to the circuitry is present. Since the internal resistance of this structure
is very low, the heat generated by it could destroy the affected logic gate,
leading to a Single Event Burnout (SEB). There are different ways to
include architectural counter measures to mitigate SELs. SELs can also
be caused by incorrect power-up sequencing in components with sev-
eral supply voltages. Due to their geometry, CMOS devices are mostly
susceptible to SELs while NMOS devices are not.

3.5.2 Cumulative events

Long term damage can occur via accumulated radiation damage that
degrades the electrical properties of the MOSFET itself. These effects
can be separated in ionizing (TID) and non-ionizing (NIEL) and thus
investigated either with proton or neutron irradiation. To some degree
the IC cures itself through annealing, which is more pronounced at el-
evated temperatures. Although, this process is rather slow at room
temperature, it still illustrates that the experimental verification of TID
and NIEL effects also depends on the duration of the irradiation. Ad-
ditionally, cumulative effects reduce with reduced feature size of the
component, making modern components less susceptible to them, but
more susceptible to SEE.



3.5 Radiation damages 35

Figure 3.11: Flowchart of a Triple Mode Redundant (TMR) unit. Functional
blocks 1 to 3 are identical, and the voter relies on majority vote.

Total Ionizing Dose (TID): A SEU could be caused by an ionizing
particle that creates several electron-hole pairs in the semiconductor
substrate, and thus a current flow through a turned-off MOSFET. If the
ionizing effect is restricted to the oxide layer of the transistor gate, single
electron-hole pairs are created. Since the electrons created are much
more mobile and pulled away from their point of origin very quickly,
these defects accumulate over time and create space charges. This rising
excess of positive charges in the oxide layer increases the leakage current,
especially for NMOS devices [18]. Finally, if the leakage current gets to
high the IC is most likely to fail.

Non-Ionizing Energy Loss (NIEL): In case that silicon substrate
atoms were not ionized but displaced within the crystal lattice, potential
wells are created which can trap conducting electrons. This causes the
resistance to increase and thus affects the performance of the IC.

3.5.3 Radiation mitigation of SEU

Standard commercially available FPGAs are usually not radiation hard.
Therefore, the most obvious solution is to switch to FPGAs classified
as radiation hard. Unfortunately, these devices are very expensive and
using them in large quantities within an experiment is not feasible, if
cheaper solutions can be proven to work by utilizing radiation mitigation
techniques. If SEUs are not acceptable, radiation mitigation techniques
can also be used to compensate for transient errors. For FPGAs two
techniques are of special interest, Triple Mode Redundancy (TMR) and
scrubbing the configuration memory.

TMR: One way to improve the reliability of a functional block im-
plemented in a FPGA is to triplicate the block and check whether all
results are the same. When there is a difference the majority vote will
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carry and will be distributed further (figure 3.11). Since these errors
vanish once the affected state has been forgotten there is no need to
disrupt the operation of the FPGA. However, during the time of discord
among voters the TMR will not provide protection, and any new error
will cause failure. It is therefore important to minimize this interval.

Configuration memory scrubbing: The configuration memory of
a FPGA is also susceptible to radiation damages. Because this memory
holds information that directly impacts the operation of the FPGA,
dealing with this issue is of very high priority. As long as the device
is not classified as radiation hard, such faults will occur. The way to
deal with it is to detect if the configuration memory has been corrupted
and to correct it. To do so the most general solution is called ”external
scrubbing”. Here the JTAG interface of the FPGA is used to constantly
read back the content of the configuration memory.

When an error is detected the same interface can be used to rewrite
the memory to the correct, previous value. External scrubbing can be
performed on the Kintex-7 and Virtex-7, even the early Virtex-2 sup-
ported this functionality. Unfortunately documentation about this ca-
pability in modern FPGAs is scarce. However, since for most devices
the JTAG chain provides direct access to the configuration memory, this
technique may be implemented in many more devices than anticipated.

The second solution to correct errors in the configuration memory is
called ”internal scrubbing”. Here a hard-IP core embedded in the FPGA
fabric checks the Error Correcting Code of the configuration memory and
corrects errors when possible. This feature has to be added by the FPGA
vendor and is supported in Kintex-7 and Virtex-7 devices. While exter-
nal scrubbing can correct every corruption of the configuration memory,
internal scrubbing, in XILINX devices, is restricted to one single bit
error per frame, which is a substructure of this relatively large memory
unit. If for some reason a multi bit error occurs, the internal scrubber
reports an error and stops working. In this case external scrubbing is
the only way to correct this issue. Additionally, the internal scrubber
IP-core is susceptible to radiation damages as well. However, internal
scrubbing can be performed much faster than external scrubbing. To
design a reliable system both techniques have to be used together.

3.5.4 Radiation mitigation of SEL

The only way to recover from a SEL is to perform a power cycle as
quickly as possible, so that the heat generated by the Latch-up will
not damage the circuitry. Since the sensitivity to SELs depends on
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the architecture there is very little that can be done apart from using
devices that are not sensitive to SELs. The only possibility is to integrate
current monitoring capabilities and cut the power as soon as the current
increases significantly. For the Kintex-7 SELs, is not an issue. It seems
that the Kintex-7 already implements current restricting tools since it
does not need strict power sequencing, which can be a trigger of SELs
in CMOS devices.

3.5.5 Radiation tests

To verify that a certain IC can work sufficiently well in a given radi-
ation environment, radiation tests have to be performed according to
the methods outlined by the ATLAS policy on Radiation Tolerant Elec-
tronics [19]. During these tests, the IC is exposed to TID and NIEL
radiation levels that correspond to those estimated by simulations, mul-
tiplied with the appropriate safety factors. The results obtained allow
to calculate the expected error rate under final conditions. This way
also not radiation tolerant classified Commercially available devices Off
The Shelf (COTS) can be tested. Radiation mitigation techniques can
be implemented and tested, if necessary. All electronics used in ATLAS
has to comply with the ATLAS policy on Radiation Tolerant Electronics.

Radiation tests have been performed on Kintex-7 FPGAs with very
promising results [20]. Unfortunately, these tests were not tailored either
to ATLAS or the TileCal radiation levels, necessitating new radiation
tests targeted to the specific application.

3.6 Electrical characterization

3.6.1 Jitter

Clock or data signals are transmitted at a specific base frequency. Any
deviation of the physical signal from their base frequency is referred to as
jitter. Since these deviations could impact data integrity, characterizing
jitter is an essential part in digital communications. In general there are
two basic kinds of jitter: random jitter and deterministic jitter. Together
they give the total jitter of the system.

Random jitter: As the name suggests, random jitter is not connected
to any periodic or systematic process that may interfere with the signal
under test. It is also referred to as Gaussian jitter since the unpredictable
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clock deviations, e.g. caused by thermal noise, has a characteristic Gaus-
sian distribution.

Deterministic jitter: A periodic distortion of a signal under test
would result in deterministic jitter because it is bound to one specific
frequency. In general there are two different types of deterministic jitter,
the correlated and uncorrelated jitter. As an example, deterministic
correlated jitter could be observed if the high and low times of a clock
signal under test are not equal. This means that for correlated jitter
the distortion of the signal is always connected to the signal itself. If for
some reason external digital components cause a periodical distortion of
the signal under test, this will result in the increase of the deterministic
uncorrelated jitter. Deterministic jitter is never Gaussian.

3.6.2 Clock quality

For high performance designs the fact that not every kind of clock dis-
tribution net has the same quality is very important. Generally one can
say that the smaller the net, the better the jitter performance of the
clock signal. This means that regional clock nets have the best jitter
performance while global clock nets perform worst. Disregarding the
quality every clock net increases the jitter of the signal utilizing it.

Although it is not recommended, one can use a logic net for distribut-
ing a clock signal. The major drawback of this method is an unknown
delay between source and destination points, which could result in un-
achievable timing closure.



Chapter 4

Upgrade of the ATLAS Tile
Calorimeter

The LHC was designed to reach the highest energy and luminosity con-
sidered possible at the time of construction, within the size constraints
imposed by the LEP tunnel. The performance was more than sufficient
to discover the Standard Model Higgs boson, if it existed, and would
have quickly yielded evidence of new particles, predicted by the mini-
mal form of super-symmetry. The first physics run of the LHC indicated
the discovery of a new particle consistent with the Standard Model Higgs
boson, but provided no evidence for super-symmetry or other beyond-
the-standard-model physics. For future physics runs, high statistics are
essential to search for subtle deviations from the Standard Model that
could indicate the presence of new physics. The luminosity of the LHC
is therefore being upgraded to maximize its physics potential.

4.1 LHC upgrade

The current schedule for the LHC upgrade was confirmed in October
2014 and may be modified somewhat in the future. Starting with an
almost two year long shutdown, from 2013 to 2015 (Phase 0), the LHC
and all its detectors and sub-components underwent a major mainte-
nance and commissioning phase. This included the completed repair of
the splices between the LHC magnets and additional pressure-release
valves in the cryogenic system. These modifications will allow the LHC
to increase the center off mass energy from 8 TeV to the design energy
of 14 TeV as well as increase the peak luminosity from 3 · 1033cm−2s−1

to the nominal value of 1034cm−2s−1 (measured in particles per square
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centimeter second).

The next long shutdown will take place in 2018, allowing for fur-
ther upgrades of the detectors and the LHC itself within a time span of
another 1.5 years. During this upgrade (Phase 1) a new linear accelera-
tor (Linac4) will be integrated to increase the energy of the PS Booster.
This time the peak luminosity will be raised to about 2−3·1034cm−2s−1.

The last planned two year upgrade (Phase 2) will take place starting
in 2023. The aim of this shutdown is to increase the luminosity once
more to 5−7 ·1034cm−2s−1. At this point, new upgraded readout hard-
ware for TileCal will have to be installed, because the old electronics will
be, well past its design lifetime and partly no longer be able to cope with
this luminosity, due to highly increased event rates. After this shutdown
the LHC will become the High Luminosity LHC (HL-LHC) [21].

4.2 ATLAS upgrade

The problem with successively increasing the luminosity is that this will
exceed the capabilities of the original ATLAS trigger and data acquisi-
tion system. This raises the question how to adapt ATLAS to these new
conditions. The current trigger implementation will not be able to cope
well with these luminosity values. Since it was considered difficult to
increase the input rates to the second level trigger, the first level trigger
would have to be made more selective. Under nominal conditions about
20-40 proton-proton collisions will occur for each bunch crossing, but
after Phase 2 this may increase to 400. To unravel these collisions more
effort will be required. A simple way to reduce trigger rates is simply to
increase the thresholds, however this would severely impact the physics
performance. The better way is to implement new more sophisticated
algorithms, but this requires providing more and better information to
the trigger.

During the upgrades, the triggers, especially the first level trigger,
will be considerably modified. Already after Phase 0, real-time topolog-
ical algorithms will produce more selective trigger decisions to improve
physics performance without increasing rates. After Phase 1, new fea-
ture extraction processors will replace the existing isolated-lepton, jet
and energy-summation triggers. These will use finer-granularity trig-
ger data from the upgraded LAr calorimeter front end electronics for
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improved isolated lepton identification, and help reduce the effects of
pileup on jet and sum-ET triggers. During Phase 2, the present first
level trigger analog trigger inputs will be decommissioned and the first
level trigger split into a level 0 and level 1 trigger with higher input rates
and longer latencies to allow for more processing. The muon detector
will also be upgraded so that its trigger can be made more efficient, mini-
mizing the problems with fake muons by making sure that reconstructed
tracks actually originate from the interaction region. Additionally, one
part of the muon detector system, the so-called small wheels, will be
replaced in Phase 1.

4.3 TileCal upgrade

In addition to the requirement to provide more information to the trig-
ger, electronics also have to deal with higher radiation levels due to the
increased luminosity. To overcome these problems a complete redesign
of the current on-detector electronics is necessary. The aim is to send
out all the data sampled by the front end electronics and process them
in the off detector area in USA-15. This upgrade is planned for Phase
2.

The redesign should profit from the experience gained in years of op-
eration with the current system and create a more reliable and redundant
system with up-to-date hardware. A new aspect to the maintenance is
that after running at the higher luminosity everything in the detector
will be activated and the radiation level will force the maintenance to
be expedited quickly. This will make repair on site impossible, failing
modules will have to be replaced, brought to the surface and fixed when
the activation has dissipated. Tests of this new readout system should
be integrated in the upgrade scheme for ATLAS / LHC.

Figure 4.1 shows the schematic setup of the present readout system
including the off-detector electronics and the control system. After the
upgrade this will look much simpler (figure 4.2), with fewer boards and
fewer interconnections. Instead of two dependent drawers with many sin-
gle point failure modes, there will be 4 largely independent mini-drawers.
All communication will be merged into high speed optical links, includ-
ing the trigger data that will be completely digital, eliminating three
different boards and thus several interconnections. The full data read-
out eliminates the necessity to create analog trigger tower sums on the
detector. The 3-in-1 mother board and the Digitizer functionality will
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Figure 4.1: Simplified schematic overview of the present electronics regarding
the readout and control system. Copper connections are displayed in black and
fiber connections in red.

now be merged into the MainBoard, which will have its own Interface
board, the DaughterBoard. Control of the high voltage part (HV) will
be implemented in the DaughterBoard as well, not via CAN–BUS. The
Low Voltage Power Supply (LVPS) will still need an independent con-
trol, which may still be CAN-BUS or some another successor. Much of
the Digitizer functionality, pipeline and de-randomizer memories will be
moved into the off-detector sROD [22], also called the trigger preproces-
sor.

Within the current system the Tile DMU is the main processing
unit for ADC data from the PMTs. As mentioned earlier, this ASIC
was developed in Stockholm with a predetermined fixed configuration.
Even a small modification would mean a complete redesign and huge
costs. Although the TileDMU has worked well, it is preferred to have
the flexibility to modify and add functionalities after the initial design,
if needed. The class of devices suitable for that task are the FPGAs,
which also provide high speed serial communication capabilities. CPLDs
and FPGAs were used within the current TileCal system for static con-
figuration of the 3-in-1 board and in the Interface board, which suggests
that using a FPGA as main control unit for an upgraded system should
work as well, especially since modern components are less sensitive to
cumulative radiation effects.

The production of ASICS or special radiation hard components for
use within TileCal would be very costly and time consuming. Therefore,
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Figure 4.2: Simplified schematic overview of the final upgraded electronics
in connection with the readout and control system. Copper connections are
displayed in black and fiber connections in red.

thoroughly radiation tested COTS will be used. Newer manufacturing
technologies and the reasonable radiation level at the outer edge of Tile-
Cal most likely mean that expensive rad hard FPGAs are unnecessary.
Needless to say, radiation testing must be performed according to strict
CERN rules.

Three different types of digitizing technology (and thus front-end
boards) are under discussion: an upgraded version of the 3-in-1 board
[23], a charge integrating solution built around the QIE chip [24] and
the ASIC solution FATALIC [25]). All of them have a dynamic range
between 17- and 18-bit. The 3-in-1 uses two range 12-bit ADCs, the
QIE 4 ranges with 7-bit ADCs and the FATALIC three 12-bit ADCs.
The decision about which should be used in the final application will
be made based on performance, after extensive studies with calibration
system pulses and the test beam.

There are also two alternatives for the High Voltage Power Supplies:
one with local HVPS in the mini-drawer (figure 4.2), the other with the
HVPS in USA-15 and about 10000 100 m HV-cables down to the PMTs.
Here, performance and cost will steer the decisions.

4.3.1 Upgrade constraints

As mentioned earlier, the readout architecture of the demonstrator is
completely different from that of the currently running system. New
electronic components will be used, along with different transmission
protocols, interfaces and supply voltages. To ensure that both systems
are compatible with each other, several constraints for the demonstrator
had to be defined in advance and more added as the project progressed.
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Figure 4.3: Rendering of a mini-drawer block, capable of housing up to 12
PMTs.

Dimensions and structure: The size of the smallest mechanical
unit, the drawer, has been reduced by a factor of two, resulting in the
development of mini-drawers (figure 4.3) that can each house up to 12
PMTs. As a result, extraction and repair will become significantly easier
due to the minimized dimensions. Since a mini-drawer will be about 70
cm long, at least one readout board has to match this length in order to
reduce the cable length to the PMTs and house the necessary connec-
tivity. The cost for such an over-sized board would rise strongly with
increased complexity and decreased feature size, not only for the circuit
board manufacturing, but also for mounting of fine-pitch board compo-
nents without impacting reliability. For this reason it was decided to
pursue a two board solution. One large large board (MainBoard) would
be responsible for digitization and the fan-out of control signals. This
board would be simpler with larger feature sizes and a smaller number
of internal layers. The second board (DaughterBoard), in charge of com-
munication, control and monitoring, would be much smaller and more
complex, with a larger number of layers and much smaller feature sizes.
Three different MainBoard designs are being developed to evaluate the
different types of digitizing technology, with a single Daughter-Board
designed to be compatible with all of them.

Connectivity: Experience with the present system revealed problems
with long-term use of fine-pitch surface-mount connectors for board in-
terconnections. It was observed that due to small amounts of permanent
stress, caused by flex foil board to board interconnections, solder pads
could be damaged. To avoid such a scenario it was decided that only
one connector should be used to connect the MainBoard and Daughter-
Board, in a way that avoids transverse forces to the connector. Connec-
tions between mini-drawers should also be avoided which means that all
connectivity should stay within a mini-drawer unit.



4.3 TileCal upgrade 45

Configuration: Since there is no possibility to access the detector
under operation, all configuration of the on-detector electronics must be
done remotely. This includes the FPGAs on the detector as well. One
main challenge will be to choose the most suited configuration interface,
since the TTC system will not be available anymore in its current form.
The successor will most likely be the GBT system which will be discussed
in chapter 5.2.

Readout: To transfer the data of one super-drawer off the detector, a
single pair of S-link interface outputs at 640 Mbps was used in the cur-
rent system, potentially introducing a large single point of failure to the
system. In the upgraded design, every mini-drawer should be equipped
with its own high speed communication interface (the DaughterBoard),
yielding higher bandwidth and the ability to continuously read out all
digitized data. This solution increases the segmentation of the system,
and removes interconnections between the mini-drawers.

Power distribution network: One main concern when designing a
completely new system was the power supply network. It was decided
to avoid daisy-chaining the power supply connections between boards,
as is currently done in the present system, since this caused reliability
problems. Every on-detector board should have local power regulation
capabilities and be supplied with a single voltage. This simplifies the
power distribution, and reduces the number of potential failure points
from multiple voltage source malfunctions. It also eliminates problems
with voltage drops in the power supply lines.

Redundancy: As explained in chapter 2.7, every TileCal cell is read
out by two PMTs. The upgraded readout electronics should include
this in their redundancy strategy. Preferably it should consist of two
independently-functioning sides, implemented in such a way that the
data from each side of the mini-drawer should be sent independently to
the off-detector electronics. If one side fails, all TileCal cells are still
read out by the other side. Whether such an approach is feasible will
depend on the choice of components and their implementation.

Summary: The basic constraints regarding the dimension, structure,
supply voltage and preferred types of components for the upgraded read-
out electronics for TileCal were determined. The particular boundary
conditions were the down-scale from drawer to mini-drawer, a two board
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Figure 4.4: Simplified schematic overview of the demonstrator electronics as
a hybrid between the current (gray) and upgraded readout (orange) systems as
well as adapter electronics (green). Copper connections are displayed in black
and fiber connections in red.

solution for the readout electronics, the use of FPGAs, a single 10 V sup-
ply voltage and the usage of mainly commercially available components.

4.4 The demonstrator project

To evaluate the new electronics designs, a demonstrator project has
been initiated that aims at installing a small number of upgrade mini-
drawers into ATLAS. These mini-drawers would a hybrid design that is
completely backward-compatible, allowing to operate the demonstrator
electronics in parallel to the current system without disrupting data-
taking. The final goal is to gain valuable operational experience with the
upgraded electronics before finalizing the design and insert four demon-
strator mini-drawers at the Christmas shutdown 2015 or 2016.

By comparing figure 4.1 and 4.2 it is obvious that both systems
are quite different and are not easily made compatible with each other.
Many of the adaptions can be realized in firmware or software within
the sROD. This means that the sROD for example will provide data to
the presently used ROD in exactly the same format that the TileDMU
and the Interface board did by emulating their functionalities. Not all
compatibility issues can be solved in firmware or software. Additional
hardware is needed to adapt the demonstrator to the present system.
Figure 4.4 illustrates the hybrid system to be used in the demonstrator.
On the detector the analog trigger output and the trigger tower sum
functionality will be retained. Off-detector a converter to connect to the
DCS CAN-BUS will be used. This extra hardware will not impact the
performance of the future readout system since it is easily removed. The
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Figure 4.5: Preliminary TileCal upgrade schedule.

fact that the demonstrator must keep the analog trigger outputs limits
the front-end alternatives to the modified 3-in-1 board, which easily pro-
vides an analog output.

4.4.1 Demonstrator schedule

The main milestones regarding the demonstrator electronics and me-
chanics development are shown in figure 4.5. It includes an almost two
year long operational test phase which started in 2014. Here the task
is to verify that all implemented functions are working and all issues
discovered were resolved.

If this is performed successfully one TileCal super-drawer will be re-
placed by four hybrid mini-drawers at the end of 2015. If the first demon-
strator operates as expected three additional drawers will be equipped
and inserted in TileCal. Around the same time a test beam campaign
will be initiated in order to evaluate the final choice for the digitizing
part of the front-end electronics. Since this takes place in parallel with
the operational test phase, it will be possible to gain experience of op-
erating the readout electronics in a radiation environment. This means
that radiation mitigation techniques developed earlier could be tested
and refined and if necessary revised.

In order to approve the upgraded electronics for insertion in the
whole TileCal during Phase 2, there have to be an internal design review
(IDR), at the end of 2016, and a technical design review (TDR), at the
end of 2017. Finally if the upgraded design passes all stages successfully
the production phase will be initiated, with the start of procurement,
at the end of 2019. Based on experience with the construction of the
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current system the planned production time is estimated to be at least
two years.



Chapter 5

Pre-DaughterBoard
development

Based on the requirements defined in chapter 4.3.1, some early design
studies were performed to investigate possible solutions to some of the
critical issues. The aim was to build a simple readout chain using com-
mercial components. To accomplish this, the main task was to estab-
lish communication between a remote evaluation board and a computer,
emulating the on- and off-detector communication with sufficient band-
width. It was natural to re-use proven parts from existing projects, or
merge efforts with already ongoing projects. The results of this develop-
ment phase formed the basis of the later design of the DaughterBoard
and the test firmware discussed in chapter 6.

Figure 5.1: Image of the Digitizer replacement board utilized with two
Spartan-6 FPGAs.
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5.1 Digitizer board replacement

After several years of TileCal operation, demand increased for spare
parts for the Digitizer board. Since the board was designed more than
15 years earlier, individual components became obsolete, including the
10-bit ADCs. The significantly decreased number of spare TileDMUs
was the main concern. For this reason a backup version of the current
Digitizer boards was developed (figure 5.1). The main changes in the
backup version were:

• Use of a XILINX Spartan-6 FPGA as TileDMU replacement.

• Mounting an additional CPLD to enable FPGA programming.

• Replacement of the current ADCs with new 10-bit ones to ensure
long term component availability.

The idea was to use an inexpensive, state-of-the-art FPGA that could
implement the functionality of the currently used TileDMU. Aside from
this, the FPGA-based Digitizer was designed to be as similar to the
current Digitizer as possible. This approach was chosen in order to min-
imize the design effort, as well as reduce the impact of the necessary
modifications to the readout system when migrating to the replacement
Digitizer. Additionally, the extent of mandatory radiation tests could be
reduced because most of the components had already been tested and
used within TileCal.

The development was divided into two, initially independent, tasks.
One was the layout and design of the board itself and the other was
the development of FPGA firmware that implemented the functional-
ity of the TileDMU. Since the TileDMU was developed at Stockholm
University there was already hardware-description code available. To
adapt this code to an FPGA, several logic blocks had to be redesigned
or migrated to FPGA compatible IP-cores. The platform used to adapt
the TileDMU code was the ML605 evaluation platform from XILINX
shown in figure 5.2.

Replacing the TileDMU with a Spartan-6 FPGA induced many more
hardware changes than anticipated. The power distribution network and
plane partition had to be revised completely. This included an almost
completely revised internal signal routing. One of the major drawbacks
of a FPGA over an ASIC is the volatile configuration memory, especially
in an area with very limited access and restricted on-board connectiv-
ity. To overcome this issue a CPLD was added to the board, providing
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Figure 5.2: Image of the ML605 evaluation platform equipped with a Virtex-6
FPGA (1), two FPGA mezzanine card (2) and several coaxial high speed serial
connectors (3).

Figure 5.3: Parts of the GBT-protocol.

the possibility to program the FPGA through the TTC data stream.
Addressing and programming could be integrated into the TTC-system
using specific TTC commands.

Summary: Since re-programmable logic was already used within the
TileCal on-detector electronics, the deployment of FPGAs as TileDMU
replacement was a natural choice. As a result of this decision a Dig-
itizer board replacement was designed introducing the idea of FPGA
remote programming through the TTC system and exploring the ra-
diation mitigation techniques necessary to operate modern FPGAs in
radiation environments. Further results can be found in publication I.

5.2 Data transmission protocol

The GigaBit Transceiver (GBT) transmission protocol was developed
at CERN with the aim of providing a LHC wide transmission standard
that should be used to send and receive TTC information. With time
the GBT-protocol and the additional developed compatible hardware
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components are intended to replace the currently used TTC electron-
ics. The protocol transmits a frame of 120-bit, schematically shown in
figure 5.3, at every LHC clock cycle resulting in an overall line rate
of 4.8 Gbps. Each frame consists of a header, slow control, user data,
and forward error correction (FEC) field. The protocol itself is divided
in several firmware blocks, each dedicated to a specific task (figure 5.4).
The protocol was designed for use in a radiation environment, either im-
plemented in a FPGA [26], or a radiation hard ASIC developed at CERN
[27]. Since transmission errors can occur when the fiber is hit by a par-
ticle, a Reed-Solomon code FEC [28] was implemented, strengthened by
an interleaver stage. This made the GBT-protocol capable of correct-
ing 16 consecutive erroneous bit. The cost is an effective band-width of
3.2 Gbps transmitting only 80-bit of user data every LHC bunch.

Figure 5.4: Structure of the GBT-protocol firmware implementation including
transmitter and receiver.

Contrary to the classical TTC system described in chapter 2.3.2
the clock information will not be encoded in the transmitted data-
stream. The circuitry used for high speed serial communication is ca-
pable to recover the clock signal with which the data was serialized.
This clock could be multiplied or divided and used to switch the FPGA
fabric. Since the origin of the transmission frequency is the LHC clock,
the recovered signal would be a multiple of the same frequency. To
achieve constant latency between transmitter and receiver, phase align-
ment could be made using additional latency information included in
the de-serialized data-stream.

There were two considerable drawbacks of the protocol implemen-
tation analyzed in the scope of this work. The first was that despite
the fact that the code offered a very strong FEC, there was no signal
available to the user showing when an error was detected. The second
was that the latency caused by the protocol was more than 15 clock
cycles. Both issues were addressed and patched into the GBT-firmware
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Figure 5.5: Test setup for the GBT-protocol consisting of a XILINX Virtex-6
evaluation platform (1) and Virtex-5 evaluation platform (2).

that was adapted for use within the TileCal upgrade development.

An external available error-detect signal was added by combining all
of the eight internal error signals that go high whenever part of the data
frame was corrupted. The resulting error-detect signal did not provide
complete information about the source of the error. Nevertheless, this
still seemed to be sufficient for the ongoing initial communication test
phase.

The latency of the GBT-protocol was optimized and tested with the
setup shown in figure 5.5. The test hardware consisted of a ML605
equipped with a Virtex-6 and a ML507 evaluation board equipped with
a Virtex-5 FPGA. Both boards did communicate with a speed of 5 Gbps,
using coaxial cables and Low-Voltage Differential Signaling (LVDS) as
signal standard. The ML605 acted as master and sent the data to the
ML507, where it was recovered and sent back to the ML605. The latency
optimization was determined to be six clock cycles, including the GTX.

Summary: Since the optimization decreased the latency of the GBT-
protocol to a suitable level for the use in TileCAL it was decided to
continue using it for further communication and readout studies. Its
automatic alignment, strong forward error correction and sufficient DC-
balancing make it suitable for command and data transmission. The
latency optimization was also adapted by the GBT-team and merged
into their Virtex-6 firmware release. A detailed description of the GBT-
protocol data flow, latency optimization, measurements and utilization
studies can be found in publication II.
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5.3 PCIe endpoint for data readout

Commercially available evaluation platforms equipped with FPGAs of-
fer flexibility in the development of readout systems. They provide a
large number of IO resources capable of implementing state of the art
communication standards, like for example USB, PCIe or Ethernet. For
a possible upgraded TileCal readout system, PCIe was chosen because
of its band-width and compatibility with the Advanced Telecommunica-
tions Computing Architecture (ATCA) standard. Parallel development
work at the institute on a PCIe implementation for the ICECUBE track
engine project [29] was an additional attraction.

Although PCIe was a widely used standard in connection with eval-
uation boards and FPGAs almost all non-commercial implementations
were based on embedded systems, instantiating a processor in the FPGA
fabric. This impacts the footprint of the design significantly. For this
reason the development of a stand-alone PCIe suite was initialized, which
implemented PCIe completely in firmware without the need of a soft-
core microprocessor. Communication between a host PC and a periph-
eral board connected via the PCIe bus could be achieved in various ways,
deploying different driver subroutines on the host PC or hardware con-
figurations on the peripheral board.

5.3.1 Hardware

A HTG-V6-PCIE board manufactured by HITech Global and equipped
with a Virtex-6 FPGA was chosen as the base hardware. This choice
was mainly determined by the needs of the ICECUBE track engine
project, which had much stricter requirements regarding logic resources
and throughput than expected for TileCal. In the track engine project
this board also needed to fit in a commercial server machine, which re-
stricted the board dimensions. Apart from the restrictions made by the
track engine this board could also be easily installed in a standard PCIe
port of almost any stationary host PC.

5.3.2 Firmware

From the firmware point of view the PCIe Programmed input/output
Bus Master Design (BMD) provided by XILINX was used as starting
point for further development. Figure 5.6 illustrates the structure of
this design, with the memory that interacts with the endpoint-tx and
-rx deeply encapsulated within the design. This was the starting point
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Figure 5.6: Schematic layout of the Bus Master Design (BMD) endpoint
firmware design structure available from XILINX.

for firmware development. Although it was possible to transfer a limited
set of data to the XILINX BMD design and back, it was not possible to
make this data available to the rest of the FPGA fabric. Since the data
itself was stored in registers which emulated memories, the endpoint-tx
and -rx were not intended to stream data out of the firmware design.
This meant that the already existing endpoint logic had to be modified
in order to create an interconnection with the user logic. Additionally
three completely new interfaces had to be written in order to implement
the desired readout solution. These Tx and Rx engines were controlled
by a custom DMA controller that supervises the data transfer between
the XILINX BMD design and the user logic (figure 5.7). To ensure data
integrity between the clock domain of the endpoint and user logic, two
FIFOs were implemented in a First-In-Fall-Through scheme.

5.3.3 Software

The design provided by XILINX contained a simple Linux device driver
implementing the PCIe endpoint as block device. Since the driver and
its capabilities were made for the provided design, it was necessary to
almost completely rewrite the code. The newly developed driver used
the latest subroutines available in the kernel. It initialized the PCIe
device in such a way that enabled the endpoint to act as master on the
PCIe bus initiating the transfer of data from the user logic to the system
memory or the other way around. In this implementation the endpoint
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Figure 5.7: Data-flow of the PCIe readout design displaying the custom de-
veloped firmware parts in white.

was in charge of the data transfer with a minimal utilization of CPU
resources. The data transferred by the PCIe device was accessible from
the user space using ordinary read and write functions.

5.3.4 Performance

The PCIe endpoint firmware was tested on four platforms with two dif-
ferent FPGAs with roughly the same data transmission performance.
Transfer speeds up to 748 MB/s (read) and 784 MB/s (write) were
achieved using a VC707 evaluation platform from XILINX. At the same
time the impact on the CPU load of the host system was minimal due
to the bus master functionality of the system.

Summary: Within the framework of developments done for a future
TileCal upgrade the PCIe endpoint development was integrated at a
very early stage. For this reason full functionality was not available when
the first readout chain was set-up (chapter 5.4). However, performance
and functionality improved with time, and the completed development,
including firmware and software, was later used for the track engine
project within the ICECUBE experiment. Further details can be found
in publication III.

5.4 Early data readout slice

The developments discussed in chapter 5.1, 5.2 and 5.3 were merged in
order to build up a simple digitizing and readout system. The basic
requirements for such a system were already discussed in chapter 4.3.1.
Since this was the first attempt to implement a very simplified TileCal
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data readout, the resources used were restricted to only one readout
channel and one 3-in-1 board with only basic readout capabilities.

5.4.1 System setup

All components used in this setup were commercially available, except
for the 3-in-1 board. The digitizing ADC was a LTC2264-12 12-bit
ADC which was used in a single lane 12-bit configuration, transmit-
ting data with a line rate of 480 Mbps. This ADC was mounted on a
DC1532A-K demo board from Linear Technology which was connected
to a ML605 through one of the two available FPGA Mezzanine Card
(FMC) connectors. The second available connector was soldered to a
flat cable connected to the 3-in-1 board, emulating the 3-in-1 mother
board communication. In this setup the Virtex-6 FPGA was in charge
of implementing the functionality of the 3-in-1 mother board, the Dig-
itizer board, and the interface board, which meant that it emulated a
large part of the on-detector electronics. A HTG-V6-PCIE board, man-
ufactured by HITech Global, emulated the off-detector electronics. This
board implemented a PCIe endpoint to transfer the selected data off
the evaluation board. Connection between both evaluation boards was
established using a 100 m fiber and two Small Form-factor Pluggable
modules (SFP). The GBT-protocol was chosen as the data transmission
protocol, and implemented at a line rate of 5 Gbps. Many of the issues
in the later systems could be studied with this simple set-up.

5.4.2 Clock distribution network

The clock distribution used in this early data readout slice was similar
to the one used for evaluating the GBT-protocol, discussed in chapter
5.2. At the same time it was very close to the possible final readout
clock implementation since it implemented a system wide synchronous
operation. Figure 5.9 shows the different clocks and their respective
origin in more detail. The different clock sources and derived frequencies
are indicated using different colors and dashed or solid lines. There are
three physical clock sources used within the design, visualized by blocks
encircled with a solid line.

The HTG-V6-PCIE clock source, emulating the off-detector elec-
tronics, was a local 125 MHz oscillator connected to one of the GTX
dedicated clock pins and fed in the Tx-PLL. This resulted in frequen-
cies slightly higher than those used at the LHC, namely 41.33 MHz for
the main logic, 125 MHz for the GBT-protocol, as well as 250 MHz for
the GTX. Clock distribution from the off-detector board was realized
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Figure 5.8: Early data readout slice setup consisting of a 3-in-1 (1), an ADC
readout board (2), an on-detector emulator (3) and an off-detector emulator
board (4).

using the 5 Gbps data-stream down to the emulated on-detector elec-
tronics, where the clock was recovered and after synthesis used within
the whole ML605 fabric.

In the ML605 on-detector emulator, a local 125 MHz oscillator con-
nected to the Rx-PLL was used to start-up the data reception. Once
the Clock Data Recovery (CDR) circuitry was able to lock on the in-
coming data-stream it provided a recovered clock with the exact same
frequency as on the off-detector board. This recovered clock was then
used to derive all other clock frequencies necessary to operate the sys-
tem. The 41.33 MHz off-detector clock was used to control most of
the ML605 fabric and the connected circuitry. This corresponded to a
real world off-detector to on-detector communication where both sides
operate synchronously, only depending on one master clock.

The third independent clock source showed in figure 5.9 was the
250 MHz PCIe clock that was used to drive the PCIe endpoint in the
off-detector board. Since the 125 MHz oscillator on the ML605 was
only used to start up the CDR, there were only two independent clock
domains within the whole system, the 250 MHz PCIe clock and the
125 MHz oscillator. Crossing between these two clock domains was re-
alized using two FIFOs, whose size was determined by the internal buffer
of the PCIe endpoint. Using this setup, data loss or any corruption of
the data stream due to read or write operations could be prevented.
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Figure 5.9: Clock distribution and data flow scheme for the early data readout
slice.

Figure 5.10: Functional blocks used for control, monitoring and data readout
of the readout slice.

5.4.3 Data acquisition

The data acquisition chain (figure 5.10) was kept as simple as possible,
implementing an automated streaming readout to the off-detector em-
ulator FIFOs. This means that the continuously sampled ADC data
was de-serialized and directly transferred to the off-detector emulator
using the GBT-protocol. On the off-detector emulator the GBT data-
stream was decoded and stored in a FIFO. To automatically generate a
periodical set of pulses, the charge injection functionality of the 3-in-1
board was used. A simple FSM configured the 3-in-1 board and ADC
at start-up time and cycled the signals necessary for continuous charge
injection. Control over both readout boards was realized utilizing Chip-
scope in connection with a FSM.
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Figure 5.11: Jitter measurements of the recovered clock signal extracted at
the on-detector emulator board (ML605) showing the spectrum (upper left
plot) and the track (lower left plot) of the bounded uncorrelated jitter, as well
as a histogram of the jitter distribution (upper right plot) and the clock signal
itself (lower right plot) in a persistent mode.

5.4.4 Measurements

One of the most important tasks in building this readout system was
to evaluate the hardware requirements for different clocking strategies.
According to the FPGA vendor, users that want to implement serial
gigabit data-transmission have to follow certain rules in order to main-
tain the signal integrity. For example only dedicated input pins should
be used to supply the GTX circuitry with a sufficient clean clock signal
(30 ps deterministic jitter at 5 Gbsps data rate).

Since the upgraded readout electronics should operate in a radiation
environment, adding new components is crucial and could introduce
sources of single point failure. Following the vendor recommendations
would mean introducing additional clock circuitry for clock cleaning pur-
poses only. For this reason it was evaluated whether gigabit transmission
is possible without using the recommended additional circuitry, as well
as the drawbacks of such an implementation.

The clock jitter measurements shown in figure 5.11 were performed
by extracting the recovered clock signal which was used to drive the
GTX. Clocking the GTX and FPGA fabric was realized completely
within the IC itself, without additional clock circuitry. The values mea-
sured were a 17.7 ps random jitter and a 23.9 ps deterministic jitter.
These values vary strongly with the way the clocking is implemented,
but give a very good estimation of what is important when designing
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Figure 5.12: Charge injection pulse that was transferred to a host PC using
100 m fiber communication and a PCIe stand-alone endpoint.

gigabit transmission capable firmware without additional clock circuitry.
According to the XILINX specification this clock should be capable of
driving a 5 Gbps signal. The required deterministic jitter should not
exceed 30 ps. To supporting these measurements a stable communica-
tion between both boards was established, enabling the data transfer of
charge injected pulses to a host PC (figure 5.12).

5.4.5 Conclusion

Although the readout slice implemented a very simplified version of a fu-
ture on-detector to off-detector communication, the measurements made
and experience gained were very valuable. The 3-in-1 board was suc-
cessfully used to produce charge injection pulses, digitize them and store
them on a host PC using 100 m fiber optics communication and a PCIe
interface. The modified GBT-protocol discussed in chapter 5.2 and the
standalone PCIe endpoint discussed in chapter 5.3 worked without any
issues, although the PCIe endpoint was not completely used to capac-
ity. Finally, measurements indicated that gigabit transmission could be
achieved without additional clock circuitry for jitter cleaning. The ex-
tent to which the recommended hardware design should be modified in
order to ensure stable communication had to be investigated further.

Summary: During the successful implementation of a simple data
readout chain no show-stoppers were observed that would impede the
firmware and hardware development. Based on these results the next
step was to develop custom hardware for an upgraded digitizing and
readout system exploring the possibility of using internal clocking even



62 Pre-DaughterBoard development

further. The already developed firmware would be migrated and ex-
tended to fit the requirements of the new hardware. The results ob-
tained during this development were also presented as a poster at ACES
2011 - Common ATLAS CMS Electronics Workshop for SLHC.



Chapter 6

DaughterBoard
development

Figure 6.1: Graphical overview about the different DaughterBoard, and thus
demonstrator, development phases and the used components.

After the conceptual readout with commercially available evaluation
boards was proven, the next step was to begin the development of custom
hardware that would fit the requirements of an upgraded readout sys-
tem and implement additional functionality not yet tested. This chapter
describes the different stages of the DaughterBoard development, which
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Figure 6.2: Image of a MainBoard (1) and DaughterBoard (2) setup con-
nected to two 3-in-1 boards (3).

incorporated three different board versions and one very early Main-
Board prototype. Figure 6.1 summarizes all the different stages and
provides an overview about the main hardware and firmware compo-
nents used. Every stage added more complexity to the system, either
by increasing the number of used ADCs, the increase of bandwidth, or
the mounting of all components on a mini-drawer. Additionally, every
hardware development stage included associated firmware development,
with the purpose to test the different hardware features implemented in
the various versions. The full functionality for operating a mini-drawer
was to be developed at a later stage.

To verify the electrical functionality during development several mea-
surements were performed, using a high end LeCroy Wavemaster 813Zi
oscilloscope, which could sample up to 40 Gbps and included advanced
serial data analysis functionality. Together with the oscilloscope, two
different types of probes were delivered, one standard passive probe
supporting frequencies up to 500 MHz and one high speed differential
probe (D13000PS) supporting the full frequency range the oscilloscope
can handle (13 GHz).

6.1 First hardware development stage

Based on the results obtained in chapter 5.4, it was decided to pro-
ceed and develop a custom two board solution, that could mimic an
on-detector readout system (figure 6.2). The aim was to implement a
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Figure 6.3: Image of the MainBoard prototype.

small scale readout system and test important characteristics, e.g. pow-
ering, noise and high speed data transmission. Additionally, the newly
developed prototype system should be partly compatible with the evalu-
ation board described in chapter 5.4, in order to speed up debugging and
firmware migration. Since this was in a preliminary stage in the upgrade
development, it was not yet clear how to divide the overall functionality
between the two boards.

6.1.1 Stockholm MainBoard prototype

Dimensions and structure: Figure 6.3 shows the first prototype
MainBoard. The size was intended to be a sub-unit of a full MainBoard.
With a dimension of 216 mm x 102 mm, this board was only one third of
the length of a mini-drawer, which was compatible with the number of
PMT readout channels implemented. A full mini-drawer should handle
the readout of up to 12 PMTs. To get experience with the readout
electronics, the prototype was equipped with readout electronics for four
channels, two on each side of the board (upper half and lower half). The
board should be powered using the header pins on the left side. For noise
measurements, several SubMiniature version A (SMA) connectors were
placed on the board after a LC network that filtered the supply voltages
(blue dashed area). A 400 pin mezzanine connector was placed in the
center of the board, divided between the ADC and Digital to Analog
Converter (DAC) units of each side. A clock fan-out was placed on
the rightmost side of the board, including SMA connectors for clock
insertion and monitoring.
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Figure 6.4: Schematic of the SPI communication setup used for programming
the MainBoard ICs.

Connectivity: The 400 pin mezzanine connector is a standard SEAR-
RAY connector, manufactured by Molex. It is compatible with the
ANSI/Vita 57.1 pin definition and thus also compatible with commer-
cially available FPGA evaluation boards utilizing the same standard. In
particular the ML605, used in chapter 5.4, could also be used to control
and readout the MainBoard prototype. However, due to the required
number of signals a full scale MainBoard would exceed the FMC pin con-
figuration, which meant that either a new connector or a new pin layout
had to be developed, in order to proceed to a full size MainBoard.

Readout: All digitization on the board was done using one and the
same kind of ADC, the LTC2264-12, both, for pulse digitization and for
the slow integrator functionality. For fast pulse digitization, the ADC
was connected to the analog 3-in-1 outputs using AC-coupling. To ad-
just the pedestal voltage level on the ADC input a 12-bit DAC was
used, the LTC2634-12. The digitized data was directly transferred off
the MainBoard, in a serial Double Data Rate (DDR) data-stream gen-
erated by the ADC, alongside two corresponding clock signals. Further
data processing was performed entirely by the connected FPGA readout
board.

Configuration: All programmable devices on the MainBoard could
be programmed using SPI communication. All devices were connected
to the same bus (figure 6.4), sharing the same clock (SCK) and data line
(MOSI). In case a data out (MISO) line was provided by the IC it was
connected directly to the FPGA. Furthermore, every IC had a separate
chip-select (CS) line to activate it individually if necessary. Figure 6.4
shows a schematic overview about this SPI implementation that enables
the simultaneous programming of several identical devices.
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Figure 6.5: Gerber printout of the ground plane solder mask information of
the first prototype MainBoard, showing a separated analog ground island on
the top half of the board.

Power distribution network: On the Digitizer board the design was
divided in a digital and an analog part, with separated ground and power
supply areas. Since digital noise can affect analog circuitry, this design
was implemented to minimize the noise pick up through digitization. Re-
cent developments in electronics noise performance, for instance, using
internal decoupling capacitors, mean that such a stringent separation
between the digital and analog parts of a digitizing board may not be
necessary.

To explore this issue, the two sides of the MainBoard were used to
implement a split ground-plane and a continuous ground-plane solution
in one board. Figure 6.5 shows the details of this setup, in which the
upper half included an analog island with supply voltages and ground
planes. All required voltages were provided to the left side of the board
and filtered with passive LC-filters. An exception was 1.8 V, which was
generated using a linear voltage regulator, sourced by the 3.3 V power
plane. The voltages supplying the separated area were filtered with a
passive LC-filter, to obtain very clean supply voltages for the ADCs.
The fact that signal return currents may go through devices, like the
LTC2264-12 ADC or the LTC2634-12 DAC, which cross the split-ground
plane, could be problematic for this design. The return current could
introduce a large inductive loop back to the separated split-ground plane.
To avoid such problems, resistor solder pads were placed close to these
components, to allow return currents below the transmission lines.

The LC-filter consisted of a 2.2µH coil and two 100µF ceramic ca-
pacitors with a cut-off frequency of 11.7 kHz. Such a low frequency
was needed, since the MainBaord was powered by Advanced Technol-
ogy eXtended version 1.0 PC power supply (ATX12V 1.0). It provided
all voltages necessary (3.3 V, +5 V and −5 V) to the MainBoard, but
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with a switching noise frequency of about 70 kHz. To verify the LC-
filter cut-off frequency, as well as the attenuation, the whole circuitry
was analyzed, including parasitic values. It was found that the filter also
showed a resonance at 7.5 kHz, which could cause issues during opera-
tion. But since such a low cut-off frequency was needed, it was decided
to continue with this filter implementation, with the possibility to add
damping resistors if problems with this filter were observed.

Redundancy: Since this board was a very early prototype, redun-
dancy was not implemented. Power planes were shared through the
whole board and configuration was done using one single bus connec-
tion.

ADC noise measurements: Noise measurements were performed, in
order to determine if there were significant differences between the power
distribution network layouts of each side. These would reveal if there
is a need to separate the analog and digital parts completely (including
ground), or if a less complex solution would work sufficiently well. Figure
6.6 shows the results for one ADC of the lower half of the board (without
split ground plane). During measurements a powered 3-in-1 board was
connected. The RMS noise of the low-gain channel was 0.5 LSBRMS,
0.2 LSBRMS above the value stated by the manufacturer’s data-sheet.
As expected, the noise for the 3-in-1 high-gain channel was stronger than
for the low gain. Based on the data plotted in figure 6.6, the RMS noise
was 0.25 mV for the low-gain channel and 0.51 mV for the high-gain
channel. Further measurements showed no significant difference with
the upper half of the board, indicating that complete analog separation
did not give an advantage or disadvantage. Since a split ground plane
solution could be very complex and introduce other errors, it was decided
not to follow up on this issue. In future revisions the power supply will
still be separated and filtered to an analog level, but with only one
common ground.

Summary: The performance of the first version MainBoard was very
satisfactory, and gave much experience in designing a low noise ADC
readout board. SPI communication seemed to work reliably, also when
connecting several different components to the same bus. The idea of
split ground planes was discarded, since no real improvement in perfor-
mance could be observed. To reduce noise, strong LC-filtering was used
at the power supply. All components used were possible candidates for a
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Figure 6.6: Plots showing the noise performance of one ADC situated on
the lower half of the MainBoard. Plots (a) and (c) show the sampled 3-in-1
low-gain output and plots (b) and (d) show the sampled hi-gain output.

full size implementation, with exception of the 400 pin FMC connector,
which either had to be replaced or redefined.

6.1.2 DaughterBoard version 1

The first DaughterBoard version (figure 6.7) was built, not only to
gain experience with the data readout and control, but to evaluate the
high-speed serial communication and various redundancy strategies, that
could be used in a future readout system.

Dimensions and structure: It was designed to fit the MainBoard
prototype requirements and thus to read out 4 PMT channels, resulting
in board dimensions of 104 mm x 201 mm and 11 layers. Figure 6.7 shows
that the DaughterBoard could be divided in four different functional
regions, starting with the power supplies on the left side and followed
by the user IO area. Within this area several push buttons as well as
LEDs were provided to the user, together with a 400 pin FMC connector,
situated along the center on the bottom side of the board. All IOs ran
together in the two Virtex-6 FPGAs, used for data processing. Two SFP
slots and one 100 pin MEG-ARRAY connector on the right most side of
the board provided the possibility to connect high speed interfaces for
communication to off-detector electronics.
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Figure 6.7: Image of the DaughterBoard version 1 equipped with two Virtex-6
FPGAs (1), two SFP slots (2) and one PPOD high speed laser array transmitter
(3).

Connectivity: Equipped with a suitable module, the two SFP slots
could be used for bi-directional communication, with a line rate up to
6.6 Gbps. Using these interfaces, data and commands could be received
from the off-detector electronics, where each SFP slot was connected to
one of the FPGAs. The connector between those two slots was intended
only for data transmission off the detector. It merged 12 high speed
serial lines, six from each FPGA, and was compatible with the AFBR-
775xxxZ PPOD transmitter modules, manufactured by AVAGO, with
an integrated bandwidth of up to 60 Gbps.

The 400 pin connector for communication with the underlying Main-
Board was only partly utilized, due to the required ANSI/VITA 57.1
FMC compatibility. Altogether 57 differential IO lines and 17 single
ended IO lines were connected to the FMC. For redundancy reasons a
multi-point topology was chosen to connect the FPGAs to the Main-
Board ICs. Figure 6.8 gives a schematic example of how the routing was
performed from the FMC to both FPGAs. An external 100 Ohm termi-
nation resistor was placed at the end of the differential line. This con-
figuration provided the freedom to read back all ADCs concurrently by
both FPGAs. Furthermore, both chips could drive configuration signals
alternately if needed. Unfortunately, due to the multi-point topology the
routing became very complex, which could cause additional problems if
more FMC pins would be used.

For possible interaction with functions or modules not considered
during the design, two 14 pin headers were included, along with four
push-buttons and five LEDs.
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Figure 6.8: Schematic of the multi-pointtopology used to connect the 400 pin
FMC with both FPGAs on DaughterBoard version 1.

Readout: The readout can be considered as having two parts: one is
the readout of MainBoard ADC data and the other is the high speed
data readout to the off-detector electronics. Each part has its own par-
ticular challenges.

The ADC data readout demanded good timing precision between
the incoming 480 Mbps data-stream and the 240 MHz data-clock pro-
vided by the 12-bit ADC. At first this may seem trivial, since both have
a known phase when entering the FPGA pads. However, this was no
longer true since the data signals enter the FPGA fabric and the clock
enters a FPGA clock net. The delay experienced from pad to fabric was
different from the one from pad to clock net. This effect could require
compensation methods implemented in firmware, in order to ensure cor-
rect data de-serialization for every channel.

The high speed readout was implemented using the GTX transceivers
available in the FPGA. They were routed directly to the SFP and PPOD
connectors. Due to a design flaw on the board, the GTX could either be
sourced by an on board oscillator or through external SMA connectors
utilizing the FPGA clock net but not by the dedicated clock pin pair rec-
ommended. In contrast to the clocking scheme demonstrated in chapter
5.4 the GTX was not sourced by the dedicated clock pin pair, which
significantly increased the jitter these clocks experienced and made it
impossible to achieve stable communication, at the desired transmission
rate of 4.8 Gbps. However, analyzing the GTX under these poor clock
conditions gave valuable information about how jitter spreads within the
FPGA.

Configuration: Since the DaughterBoard should be mounted within
the detector with at best very restricted access, remote programming was
an important issue. In chapter 5.1 it was shown that FPGA program-
ming could be achieved using dedicated hard- and firmware. However,
this version of the DaughterBoard did not implement this functional-
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ity. By the time the board was designed, CERN was about to develop
a radiation hard ASIC, the GBTx. This chip should implement the
GBT-protocol together with serializer and de-serializer hardware. The
GBTx will be capable of receiving and decoding a 4.8 Gbps GBT data-
stream, providing the data on a parallel bus on the device itself. Since
neither the GBTx nor its specifications were available, at the time the
DaughterBoard prototype was developed, it was decided to include this
functionality at a later stage.

Power distribution network: Although it was decided that every
mini-drawer unit should have local voltage regulation capabilities, it was
yet not decided which level the main supply voltage to the mini-drawer
should have. For this reason it was decided to supply the DaughterBoard
with 3.3 V, through the FMC connector. To provide the required volt-
ages to the DaughterBoard electronics, switching Point Of Load (POL)
regulators (PTH04T230W), manufactured by Texas Instruments, were
used. Since no oscillator was used to synchronize the regulator switch-
ing, frequency variations between single regulators were observed. The
observed frequencies were between around 200 kHz and 290 kHz. The
variations were used to identify jitter contributions from various sources.
All regulator outputs were designed similarly, without incorporating ad-
ditional passive filtering. Unfortunately, the decoupling capacitors at the
input and output of the regulators were incorrect dimensioned. With no
additional filtering, the electronics experienced excessive rest-ripple from
the regulator output, which worked for the FPGA fabric itself but not for
the GTX. It was tried to fix these issues, but due to board restrictions it
was not completely successful. However, the ripple induced by the reg-
ulators could be reduced slightly, to an average of about 8 mVPK-PK.
The measurements performed to determine the noise level, before and
after the regulators were patched, are shown in figure 6.9. The power
plane supplying the GTX logic was chosen as reference (MGTVCC). The
measurement was performed with a LeCroy high speed oscilloscope, to-
gether with a custom made probe, at a board with not programmed
FPGAs. The pads on the DaughterBoard were connected to a short
twisted pair cable and a coaxial adapter. The obtained signal was sam-
pled with a speed of 250 Msps for about 500000 samples. Additionally,
the signal was low-pass filtered by the oscilloscope with a cut-off fre-
quency of 20 MHz, to avoid aliasing. Analysis of the raw data was
performed using GNU Octave. The results showed a significant 284 kHz
contribution, as well significant contributions from higher frequencies,
which were not affected by the applied patch. Later it was found that
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Figure 6.9: Noise measurements and Fourier analysis of the GTX power plane
showing the performance of the POL regulator before (left side) and after (right
side) the device was patched.

part of these contributions came from the oscilloscope itself with typi-
cal frequencies of 31.25 MHz and 62.5 MHz. Unfortunately, the exact
source within the oscilloscope could not be determined. After experi-
mentation a workaround could be found. By changing the termination
within the oscilloscope these specific frequencies could be diminished
significantly. Since it was hard to distinguish between higher frequency
noise from the DaughterBoard and the Oscilloscope, a Butterworth low-
pass filter was applied mathematically to the recorded data. This filter
had a cut-off frequency of 10 MHz. The resulted filtered signal is shown
in red in figure 6.9. Such a voltage should be sufficient to drive the GTX
at 4.8 Gbps, which has a requirement of 10 mVPK-PK noise. However,
both the POL regulator without patch and with patch applied showed
additional disturbances occurring occasionally with quite high amplitude
and large enough to impact the operation of the GTX. Unfortunately,
the origin of these disturbances could not be determined at that time.

Redundancy: The redundancy strategy implemented in this board
was the attempt to separate both DaughterBoard sides. Each side had
its own power distribution network, FPGA, SFP and the same number
of header connectors. The transmission lines of the MEG-ARRAY con-
nector were shared between both sides, while the power was connected
to one side of the board, creating a single point of failure. Both FPGAs
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Figure 6.10: Measurement of the final achieved recovered clock jitter perfor-
mance.

were able to configure and read back the whole MainBoard because of
the implemented LVDS multi-point topology.

Clock measurements: Based on the issues discovered earlier, the on-
board clock jitter performance was not sufficient to source the GTX, at a
line rate of 4.8 Gbps. However, it was decided to evaluate the jitter char-
acteristics in order to prevent the same issues on next revisions. During
this process, jitter measurements were performed with the LeCroy os-
cilloscope and a passive probe, after patching one POL regulator at a
time. Figure 6.10 shows an example of the final recovered clock signal
of the GTX, still showing some significant frequency contribution from
the PTH04T230W, which resulted in a rather large deterministic jitter
of approximately 86 ps and random jitter of 15.8 ps. The top left plot
in figure 6.10 shows the frequency spectrum of the recovered clock sig-
nal zoomed in the frequency area contributing most to the overall jitter.
Based on these results it could be stated that the jitter of the recovered
clock signal was mainly determined by the clock used to drive the Clock
Data Recovery (CDR) circuitry, which was 282 kHz. Additionally, con-
tributions from the GTX termination circuitry were visible at 197 kHz.
These observations, together with earlier observed clock characteristics,
suggested that the GTX recovered clock characteristics were mainly in-
fluenced by the PLL start-up clock source. Thus a relatively high jitter
serial data-stream will not impact the recovered clock jitter performance
at the receiving board. It was also observed that excessive jitter on the
FPGA clock net itself could pass into the GTX area and slightly degrade
the performance.
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Figure 6.11: MainBoard (1) test and firmware development setup utilizing a
ML605 (2) and 3-in-1 board (3).

Summary: The DaughterBoard performed well when it came to com-
munication and readout of the underneath connected MainBoard. ADC
readout and MainBoard control could be implemented successfully. How-
ever, the power distribution network showed some essential flaws that
significantly impacted the operation of the GTX, which will be explained
more in detail in the next section, that deals with the development of the
test setup and firmware. Further details about the prototype hardware
were also addressed in publication IV.

6.1.3 Test setup

Since the first firmware for LTC2264-12 ADC readout was developed
based on a ML605 evaluation platform, it was the most obvious decision
to continue with this platform in order to get the readout up and run-
ning. The FPGAs placed on the DaughterBoard were the same model
that was available on the ML605, which would make it easy to migrate
the readout firmware system once it was proven to work satisfactorily.
In the meantime, the DaughterBoard could be debugged and prepared
for migration. In order to fit a MainBoard on top of the ML605 it had
to be mounted with the SMA connectors on the backside of the board.
Figure 6.11 shows exactly how the MainBoard was mounted in order to
establish communication through one out of the two FMC connectors
available on the ML605. The data readout slice setup discussed in chap-
ter 5.4 was used as basis for the firmware development.
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Figure 6.12: Functional blocks used to test the MainBoard functionality,
based on the readout slice discussed in chapter 5.4

Since this test setup was an evolution of the previous system, several
of the main functional blocks were identical or contained improved func-
tionality. For this reason the resulting block diagram, shown in figure
6.12, was very similar to the one shown in figure 5.10. The main change
was that the whole system could be controlled by running a simple con-
sole program on the off-detector electronics host PC. For this reason the
Chipscope functionality was not needed anymore but kept for debugging
purposes, indicated by the dashed line surrounding the Chipscope block
in figure 6.12.

On-detector emulator using ML605: In general the readout firm-
ware was kept very close to the previous version. Newly introduced in
this implementation was that instructions, controlling the on-detector
emulator, were received through the GBT data-stream from the off-
detector emulator. This demanded a redesign of the controlling FSM.
At the same time, monitoring data was sent off the board along with
ADC data. This was realized by deploying a dedicated FSM that re-
ordered the ADC and monitoring data within the GBT data-stream. An
additional feature implemented was the capability to shift the 40 MHz
sampling clock, with respect to the master clock which controlled the
rest of the logic. This feature allowed sampling of an injected pulse at
different phases, with respect to the pulse maximum.

On-detector emulator using DaughterBoard version 1: Migrat-
ing the firmware from the ML605 to the DaughterBoard version 1 was
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straight forward. All MainBoard peripherals could be configured and
ADC data could be de-serialized without any issues, showing that the
multi-point topology worked fine. However, the GTX was not able to
transmit a stable data-stream over a longer period of time. Tests showed
that after a reset the GBT-protocol aligned to the data-stream and re-
covered the data without the FEC indicating evenly distributed bit er-
rors, suggesting bad signal integrity. Suddenly, after some µs of stable
communication alignment was lost and the protocol re-aligned. This
happened periodically and the position of the re-aligned data-stream
indicated that the CDR missed one bit, due to the degraded reference
clock. Additionally clock measurements showed a step in the recovered
clock signal that exactly corresponded to the width of one 4.8 Gbps data
bit, confirming the assumption.

Off-detector emulator: The firmware running on the HTG-V6-PCIE
underwent a major update. This included upgrading to the latest PCIe
endpoint firmware, implementing full read and write functionality, and
different additional logic blocks that reside in the user logic part of
the firmware design. Similar to the on-detector emulator, the control
FSM was updated to the PCIe interface. In order to implement the
current functionality of the readout electronics, pipeline and derandom-
izing memories were included in the design, implementing the migrated
TileDMU code discussed in chapter 5.1. Since the TileDMU relied on
data and commands from the TTC system, a small TTC emulator was
implemented generating the appropriate commands needed to operate
the TileDMU. This block was supplied with data from the PCIe inter-
face, with the plan to develop a complete stand-alone TTC module that
could handle data from a different external interface. Finally a data for-
mat FSM was included to provide all the acquired ADC data alongside
with the monitoring results to the user program on the host PC.

Measurements: With all firmware in place, the readout system was
completely controlled by user software, running on the host PC. All
connected peripherals could be configured, pulses could be injected, dig-
itized and stored on the host PC. Figure 5.12 in chapter 5.4 showed how
such a pulse sampled with 40MSps looked like. To explore the capabili-
ties of the prototype hardware, the same measurements were performed
four times, each time shifting the 40 MHz sample clock phase 90 degree.
Afterwards, the resulting four data-streams were interleaved creating a
much finer pulse shape that is shown in figure 6.13.
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Figure 6.13: Plot of a charge injected pulse consisting of four interleaved
single pulse measurements, each 90 degree phase shifted. High-gain data is
shown in the left plot and low-gain data in the right one.

Summary: The firmware development implemented the main func-
tionality needed to operate a data-acquisition system. Control of the
system could be realized using either Chipscope or user software running
on a host PC. However, it was confirmed that the high speed communi-
cation of the DaughterBoard version 1 was not working correctly, leaving
most of the readout functionality untested for this board. Further details
about the work done can also be found in publication V.

6.2 Second hardware development stage

After the first prototypes were manufactured and evaluated, it was de-
cided to only continue the DaughterBoard development in Stockholm.
As the first generation hardware was tested it was also decided to start
evaluating the three different alternatives for on-detector pulse digiti-
zation front-end solution. Naturally the MainBoard development had
to be adapted to the applied front-end solution, which meant that this
was best done by the institute proposing the respective front-end. The
DaughterBoard development was continued in Stockholm with the aim of
providing a readout board, that ensures stable high performance readout
capabilities with a minimal number of additional components, in order
to reduce single points of failure. To take advantage of the latest tech-
nology, the XILINX 7 series of FPGAs was chosen. The selected device
family was the Kintex-7, since they provide high speed serial transceivers
(GTX) and are much less expensive than the high end Virtex-7 mod-
els. Virtex FPGAs should still be used in the readout chain, but only
in the upgraded off-detector electronics (super ROD, Virtex-7), whose
development started around the same time the DaughterBoard design
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Figure 6.14: Chicago MainBoard prototype with the power supply area (1),
the 400 pin FMC connector (2) and several twelve 40 pin connectors to the
3-in-1 distributed all over the board (blue).

was initiated.

6.2.1 Chicago MainBoard prototype

The DaughterBoard should be compatible with three different versions
of MainBoards. Since, by the time DaughterBoard version 2 was devel-
oped only one MainBoard alternative was available (developed by the
University of Chicago [30], figure 6.14), this was the one used for testing.

Dimensions and structure: The MainBoard matches the length of
one mini-drawer, which is also apparent when looking at the dimensions
of
690 mm x 100 mm. It is composed of 14 layers with the power entering
the board at the left side (similar to the DaughterBoard). The board
is also divided into four functionally identical blocks, placed on two
electrically separated sides with the upper side called ”Side A” and the
lower ”Side B”.

Connectivity: The MainBoard is an interface between the 3-in-1 board
and the DaughterBoard, as well as a digitizing unit for analog data pro-
vided by the 3-in-1 board. It can be connected to twelve 3-in-1 boards,
using 40 pin connectors and it also provides analog inputs to the ADC for
digitizing the shaped PMT pulses. The connection with the Daughter-
Board is realized with a large 400 pin FMC connector, whose custom pin
configuration will be discussed in detail later. This connector also dis-
tributes power to the DaughterBoard, once both boards are connected.

Readout: The ADCs situated on the MainBoard could be used in sev-
eral readout modes. The mode used during readout of the MainBoard
prototype was 12-bit single lane, which meant that all sampled twelve
bits were transmitted using one single lane. In the MainBoard version
one the readout mode was set to 14-bit single lane, because this mode
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Figure 6.15: Image of the DaughterBoard version 2 equipped with two
Kintex-7 FPGAs (1), one QSFP+ connector (2) and one PPOD laser array
module (3).

did not require external ADC programming. However, this increased
the line rate from 480 Mbps to 560 Mbps. In addition to the ADCs, the
MainBoard version 1 is equipped with four Cyclone IV FPGAs manufac-
tured by ALTERA, which communicate with the DaughterBoard with
a three wire interface and a custom communication protocol.

Configuration: Each MainBoard FPGA has a FLASH memory con-
nected to it to initiate programming immediately after power-up. Addi-
tionally, the configuration of the MainBoard FPGAs can be done from
the DaughterBoard by accessing the respective JTAG chain remotely.

Power distribution network: The MainBoard version 1 is provided
with a single supply voltage that is regulated locally. For the majority
of the voltages a LTM4619 POL regulator was used. One exception was
the −5 V voltage, which was generated using a LT3759 POL regulator.

6.2.2 DaughterBoard version 2

With a deeper understanding about the requirements and partitioning
of the readout system the second DaughterBoard was designed (figure
6.15), not tailored to a specific MainBoard but rather as generic as pos-
sible. The aim was to develop a versatile and reliable readout platform
with only the circuitry absolutely necessary to ensure operation. To
realize this, design guidelines were put up to the test to use the full
potential of the DaughterBoard.
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The starting point was to analyze the power supply network in more
detail with the intent to merge identical supply nets from different ICs
in one regulator, to reduce the number of POL regulators. Net separa-
tion was achieved using passive LC-filtering between the different nets.
Strong supply voltage LC-filtering provided the FPGA with a very clean
core voltage, minimizing the overall jitter within the FPGA and thus re-
moving the necessity for external clock conditioning circuitry. However,
as a fall-back solution, a clock conditioner was placed on the board. Fur-
thermore the connectivity should be redesigned completely providing as
much user IO as possible and supporting a full MainBoard with up to 12
readout channels. Summarizing these changes it is safe to say that this
step required a completely new design for the DaughterBoard version 2.

Dimensions and structure: Compared to DaughterBoard version
1, the board dimensions were increased to 250 mm x 102 mm and two
more layers were added, resulting in a 12 layer board. The new board is
shown in figure 6.15 and, superficially, the main structure of the Daugh-
terBoard version 2 is very similar to version 1 with respect to the four
main blocks: power supply, user IO, data processing and high-speed se-
rial data. The board was logically divided into three parts, visible in
figure 6.16. The upper and lower partitions implemented exactly the
same functionality with exactly the same number of components. They
include the slow data transmission parts from the FMC and the FPGAs.
The middle partition, which could be accessed by both FPGAs, is es-
sentially only for clocking and high speed communication, though also
contained one MEG-ARRAY and one enhanced Quad-SFP (QSFP+)
connector. Each partition has its own power supply network. Not in-
cluded in the partitioning scheme, shown in figure 6.16, is the FMC
connector which is directly connected to the FPGAs and thus to the up-
per and lower partition. Due to this structural change it was necessary
to remove all multi-point topology connections resulting in each FPGA
only receiving data from its dedicated partition.

Connectivity: The board connectivity had to be completely revised
which resulted in a new, custom FMC definition, high-speed interfaces
and user IO. This was done in order to simplify debugging and to provide
connectivity for future hardware expansion.

To fit all of the required channels needed for the readout of 12 PMTs,
the FMC definition was completely revised. The new MainBoard devel-
oped at Chicago University and tailored to the previously mentioned
3-in-1 board front-end solution gave a basic outline of the IO capabil-
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Figure 6.16: Gerber printout of the DaughterBoard version 2 power planes
showing the upper (1), middle (2) and lower (3) logical partitions each separated
by red dashed lines.

ities required. Unfortunately the pin evaluation revealed that without
any additional control circuitry on the MainBoard, the IO count of the
FMC would be exceeded. Since it was desirable to keep the FMC con-
nector as is, it was decided to add additional re-configurable logic to the
MainBoard, to reduce the IO count. The resulting FMC pin definition
is shown in figure 6.18, which is symmetric to the center vertical axis.
Both halves combine six types of IO signals, starting with bi-directional
LVDS or LVCMOS communication based on a 1.8 V supply voltage and
ending with dedicated pins directly connected to the JTAG chain of the
respective half. To adapt the layout to the fact that most of the com-
ponents on the MainBoard will be rotated by 180 degrees, when placed
on opposite sides, the LVDS polarity was inverted from FPGA-A to
FPGA-B.

Due to the partition structure of the board, combined with the po-
sition of the FPGAs and the FMC, the area for routing signals to the
connector was restricted to the left side of the FPGA which resulted in
a high trace density on the board (figure 6.17). All of the 43 differential
signals visible in figure 6.17 were routed on two adjacent layers, sepa-
rated by a solid ground plane. Crosstalk measurements were performed
to confirm that this dense routing did not degrade signal integrity.

As mentioned above, the interfaces for fiber-optical modules were
changed by removing the two SFP connectors and replacing them with
a single QSFP+ connector. As a result, more space was available to
move some of the POL modules closer to the FPGA and additionally
the available bandwidth was increased. The module used in connection
with the QSFP+ was a Active Optical Cable (AOC) interconnect solu-
tion developed by Luxtera and commercialized by Molex. With these
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Figure 6.17: Gerber printout of the DaughterBoard layer 9 and 11 which were
used for LVDS signal routing from the Kintex-7 to the 400 pin FMC connector.
Both layers were separated using a solid ground plane.

two high speed interfaces (AFBR-775xxZ and QSFP+ AOC) on the
board and each capable of transmitting all readout data, pros and cons
were evaluated in order to determine the optimal communication solu-
tion. From a performance point of view, both devices met the require-
ments of TileCal. Apart from this, table 6.1 lists the main advantages
and disadvantages for the PPOD connector based AFBR-775xxZ from
a system redundancy and hardware design perspective.

To summarize table 6.1, the PPOD based module would be the bet-
ter choice in terms of bandwidth. However, in order to implement bi-
directional communication, one needs to add additional transmitters,
which would increase the space requirements. The other issue is the
single point failure of the power distribution network. If one of these
components is placed on the board it needs two dedicated power supply
nets. If for some reason one of these nets fails, the whole device will
be lost and thus communication with a whole mini-drawer. To compare
both options the above short evaluation also had to be done for the
QSFP+ AOC, shown in table 6.2.

While the QSFP+ AOC provides transmitter and receiver in one
package it also exceeds the dimensions of the PPOD solution. In addition
the total bandwidth available is lower, but still large enough to transmit
all data off the detector. A further advantage is the requirement of only
one supply voltage. The final decision about which optical solution will
be used in the next revision DaughterBoard will be taken after both are
evaluated thoroughly.

To simplify the debugging of high speed communication several SMA
connectors were added. They provided access to the gigabit signal itself
as well as the possibility to inject an external clock to the dedicated
GTX pins if necessary. In such a scenario potential challenges related
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AFBR-775xxZ advantages AFBR-775xxZ disadvantages

• Small footprint on board

• Large number of channels
available (12)

• 60 Gbps accumulated
bandwidth

• No receiving channels
(additional transmitter
needed)

• Needs needs two supply
voltages

• 2.4 W maximal power
consumption

Table 6.1: Advantages and disadvantages of the AFBR-775xxZ optical inter-
face.

to clock quality and signal integrity would be easier to debug and could
possibly be avoided in further revisions.

Readout: With the power distribution network working according to
XILINX requirements, high speed communication exceeded the speeds
anticipated with the DaughterBoard version 1. However, with the deci-
sion to migrate to Kintex-7 a further restriction was introduced to the
high speed communication. XILINX equipped the Kintex-7 GTX with
two different PLL circuits, to be used depending on the transceiver line
speed and divider settings for the PLL. As a result the GTX has a band-
gap that prohibits data transmission at twice the GBT-protocol line rate
(9.6 Gbps), which would be desirable for easy and synchronous data
transmission between off- and on-detector. For this reason the Daughter-
Board data transmission speeds had to be increased to at least 10 Gbps.
To verify the electrical performance absent of distortions caused by other
components, the MEG-ARRAY connector was removed as well as the
high precision differential probe D13000PS soldered to the LVDS output
pins of one GTX. Termination was ensured by soldering a 100 Ohm re-
sistor across both transmission lines. The GTX clocking was performed
completely within the FPGA without additional circuitry for clock con-
ditioning. An internally synthesized 250 MHz clock signal was used as
a clock source to the transmitting GTX-PLL. In a final application, the
same PLL would receive an internally synthesized clock in order to adapt
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QSFP+ AOC advantages QSFP+ AOC disadvantages

• Integrates receiver and
transmitter

• Only one supply voltage

• Larger footprint

• Lower accumulated band-
width (40 Gbps per direc-
tion)

Table 6.2: Advantages and disadvantages of the QSFP+ AOC interface.

the transmission speeds to the previously discussed frequency band-gap
of the Kintex-7. The resulting eye measurements were performed at a
sample rate of 40 Gsps and a sample time of 100 µs, and the results
shown in figure 6.19. The deterministic jitter is below 1 ps and the ran-
dom jitter is 2.59 ps. The electrically estimated bit-error rate was much
better than the desired 1 · 10−18. DC-balancing was achieved using the
GBT-protocol to send out the measured data-stream.

Configuration: The new MainBoard version used re-programmable
logic, which the DaughterBoard needed to provide access to. For this
reason the MainBoard was included in the JTAG chain that already
existed on the DaughterBoard. However, tests revealed that this setup
contained a very strong single point of failure. If one of the Main-
Board FPGAs stopped working the whole JTAG chain was no longer
accessible. For this reason it was decided to separate the MainBoard
JTAG and DaughterBoard JTAG from each other in future versions.
Unfortunately, by the time the board was designed no GBTx or detailed
implementation descriptions were available. For this reason there was
no remote configuration capability available in this version. This had to
be implemented in a later revision.

Power distribution network: One of the main design flaws of Daugh-
terBoard version 1 was the power distribution network. This part was
redesigned completely as well. Similar to the prerequisites of Daughter-
Board version 1 it was not yet decided which main supply voltage to
use. Two voltage levels were under discussion, either 10 V or 20 V. The
main idea was to use a two step voltage conversion scheme, in order to
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Figure 6.18: Custom pin definition of the 400 pin FMC connector with sym-
metric partitioning and inverted polarity along the center vertical axis.

keep the POL regulators used in DaughterBoard version 1. In the first
step the voltage should be regulated to 3.3 V using a CERN developed
radiation hard POL converter (AMIS 5 [31]). In the second step this
voltage should be regulated down to the various values needed to oper-
ate the FPGA and all the other ICs on the DaughterBoard.

To ensure clean input voltages to the FPGA, all voltages were fil-
tered by the same LC-filter setup deployed on the MainBoard prototype.
Now the necessary cut-off was not as low as needed for the MainBoard
version 1. However, since no problems were discovered with this filter,
it was decided to deploy it also on the DaughterBoard version 2. Af-
ter manufacturing the board it was tested stand-alone at first, powered
by the header connectors on the left side. When the first full Main-
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Figure 6.19: Eye measurement of a 10 Gbps LVDS signal measured with a
differential probe soldered to the dedicated output pins.

Board prototype was manufactured in Chicago, powering through the
FMC could be tested. Unfortunately, at that time no delivery date for
the AMIS 5 was known. As a patch, a small plug-in board mounted
with a LTM4619 switching POL regulator was designed. This regulator
integrates inductance and switching components in the same capsule, re-
sulting in a low profile form factor. At the same time the LTM4619 was
also used on the Chicago MainBoard prototype for voltage conversion.

For better comparison, the measurements were performed on a sim-
ilar power net with the same probe, oscilloscope and sample rates as
in the evaluation of the DaughterBoard version 1 power distribution
network. These noise measurements confirmed the performance of the
LC-filter and are shown in figure 6.20. The left side shows the Daugh-
terBoard version 1 measurements and the right side measurements per-
formed on DaughterBoard version 2. In general the supply voltage was
significantly improved. One of the largest contributions was low fre-
quency noise in the range of 1 kHz that could not be tracked to a
particular source. However this occurs below the expected resonance
frequency and is thus not caused by the LC-filter.

Redundancy: In contrast with version 1, the redundancy strategy
was to further separate both board sides from each other. For this
reason the LVDS multi-point topology was removed. Similarly to the
previous DaughterBoard version, both sides were equipped with exactly
the same hardware (Power, FPGA, header connectors, ...). However
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Figure 6.20: Noise measurements and Fourier analysis of the GTX power
plane showing the performance of DaughterBoard version 1 (left side) and
version 2 (right side). Observe different scales!

the high speed communication section was provided with its own power
distribution network, and thus does not affect one side if the other fails.
Nevertheless, this introduced a single point of failure, again.

Clock measurements: The concept of internal GTX clocking has
one drawback that must be considered when designing and testing the
hardware layout. The clock net of the FPGA is not made for providing
a low jitter signal, since in digital electronics the effect of the jitter is
negligible. Unfortunately, in a large FPGA design, the clock net is one
of the largest sources of power consumption, drawing large currents and
causing voltage drops that in turn increase the jitter. For this reason
measurements were performed in order to monitor the clock quality in
the large FPGA designs. It was found that the degree of utilization has
an impact on the clock quality. Since the clock degradation depends
on the frequencies used within the design and the utilization it is hard
to predict an exact value as well as its impact on operation. Studies
performed with a 80% utilization of shift registers switching at 40 MHz
showed a slight degradation of the GTX signal. The deterministic jitter
increased to 3.7 ps, which was not as significant as one might suspect
and did not affect the signal integrity of the measured eye diagram.
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Figure 6.21: Test setup of the DaughterBoard version 2 consisting of a Daugh-
terBoard (1), a KC705 (2), a MainBoard (3) and a ML507 (4) as master clock
reference.

Summary: The DaughterBoard version 2 was tested very conscien-
tiously, and was found to perform without any issues that would prevent
it from being used for on-detector readout. Its performance was very sat-
isfactory under high utilization conditions, eliminating all flaws found
in the first version DaughterBoard. Unfortunately, no radiation hard
remote programming could be added, making at least one more board
iteration necessary before this DaughterBoard could be made ready for
on-detector use. However, this version represented a major step towards
a final TileCal readout demonstrator implementation. Further informa-
tion can also be found in publications VI and VII.

6.2.3 Test setup

While in Stockholm, the DaughterBoard version 2 development was
progressing, the university of Chicago manufactured a full size Main-
Board capable of simultaneously handling 12 PMTs, which was used for
readout tests. By upgrading the DaughterBoard from a Virtex-6 to a
Kintex-7, the high speed data transmission capabilities were increased
significantly. As a result the old test system was unable to handle the
expected transmission rates. The test setup had to be upgraded and
moved to a Kintex-7 based KC705 evaluation platform from XILINX,
shown in figure 6.21. Although all firmware had to be migrated, in-
corporating high speed capabilities was straightforward since both the
DaughterBoard and the KC705 could use the same base code with only
minor modifications. One of the most important decisions was not to
migrate the PCIe based readout, but instead use the fall-back Chipscope
solution for monitoring, controlling and readout due to limited resources
during the test phase.
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Figure 6.22: Functional blocks used to test the DaughterBoard version 2 and
the full MainBoard prototype manufactured by the University of Chicago with
a KC705 evaluation platform.

On-detector electronics: The decision to move from Virtex-6 to
Kintex-7 did impact the firmware development, since migrating now
included changing the firmware interfaces of some hard IP-core compo-
nents. A schematic layout of the on-detector firmware blocks is shown in
figure 6.22, and appears almost identical to the functionality of Daugh-
terBoard version 1 firmware. However, due to the fact that there was
a full sized MainBoard available, the control state machine had to be
completely redesigned. Direct communication with the 3-in-1 board was
not completely possible anymore because the MainBoard was equipped
all together with four FPGAs used to program the 3-in-1 board. This
meant that all communication had to go through the MainBoard FPGAs
and that the DaughterBoard control state machine had to be adapted
in order to fit the custom three wire serial communication protocol used
between them. With these changes a much more strict separation be-
tween user logic (dashed lines in figure 6.22) and system logic (containing
correct pin and buffer instantiation as well as communication protocols)
was introduced. The phase adjust block was removed and the high speed
serial communication was migrated and adapted to the new board lay-
out.

Off-detector emulator using KC705: While the on-detector firm-
ware stayed roughly the same, the functionality of the off-detector firm-
ware was significantly reduced. TTC and TileDMU blocks were no
longer needed because their functionalities were proven and will either
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Figure 6.23: GLIBv3 (1) with two FMC connectors (2) together with a SFP
to QSFP+ passive splitter (3).

be moved to another block within the readout (in case of the TileDMU)
or replaced by some similar system (in case of the TTC). Instead of the
PCIe interface, the JTAG interface was used for communicating with the
board since migrating the PCIe endpoint would add a significant addi-
tional effort to the firmware development. For this reason only a fraction
of the functional blocks available in version 1 firmware are shown on the
KC705 side in figure 6.22.

Off-detector emulator using GLIB: Aside from the KC705, the
DaughterBoard was tested with a custom readout board developed at
CERN in a µTCA form factor, the GLIB [32], shown in figure 6.23.
This board was particularly interesting because on one hand the sROD
will be the same form factor but mounted on a ATCA carrier board
and on the other hand the GLIB provided clocking capabilities much
better adapted to ATLAS on-detector requirements than the evaluation
boards used so far. However, a restriction of the GLIB was that it used a
Virtex-6 FPGA, with the maximum line speed of 6.6 Gbps. The GLIB
was delivered with a pre-defined firmware framework providing basic
communication and readout using gigabit Ethernet and a custom UDP
based communication protocol called IPbus [33]. Within this frame-
work users could instantiate their own logic and thus rapidly build up
test and readout systems. The delivered GLIB firmware was only min-
imally modified, implementing rudimentary command and monitoring
capabilities.
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Figure 6.24: Image of the DaughterBoard version 3 equipped with two
Kintex-7 FPGAs (1), two QSFP+ connector (2), two GBTx (3) and two large
header connectors to interface with the HV-opto board (4).

Summary: Due to migration to Kintex-7 FPGAs, the DaughterBoard
test system had to be massively modified, changing the hardware com-
ponents and firmware implementation. Altogether two different boards
were used for testing the KC705 and GLIB. Apart from gaining more
experience with the new hardware, a new protocol for controlling and
readout (IPbus) was one of the most interesting points.

6.3 Third hardware development stage

As the demonstrator development progressed so did the detector elec-
tronics development, leading to precise definitions of different hardware
interfaces which had to be incorporated in this design iteration. At this
stage of hardware development it was possible to equip and completely
control a mini-drawer using the DaughterBoard. As discussed in the pre-
vious chapter at least one additional design iteration stage was required
since so far no remote programming capabilities had been added. Since
the GBTx was now available it was included together with several other
changes coming from other on-detector hardware items that needed in-
terfacing via the DaughterBoard. The MainBoard used for testing was
the same version as the one used in the second hardware development
stage.

6.3.1 DaughterBoard version 3

This version of the DaughterBoard was constructed to implement re-
mote program capabilities, adapting the power distribution network to
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Figure 6.25: Gerber printout of the DaughterBoard version 3 power planes
showing the upper (1) and lower (2) logical partition separated by a red dashed
line.

the finally chosen mini-drawer supply voltage of 10 V and refining the
redundancy implementation, including high speed serial communication.

Dimensions and structure: To incorporate all changes mentioned
above the layer count had to be increased to 14 layers. The geometry
was adapted to 280 mm x 100 mm to fit all the components as well
as match the width of MainBoard manufactured at the University of
Chicago.The structure of DaughterBoard version 3 along the horizon-
tal axis (figure 6.24) is basically the same as in version 2. For reasons
discussed later in ”Connectivity:” it was decided to remove the PPOD
compatible MEG-ARRAY connector and replace it with a QSFP+ com-
patible interconnection. Internally, this change made a large impact in
terms of partitioning because now it was possible to create two func-
tionally identical partitions in one board (figure 6.25), each capable of
operating completely independent from the other and separated along
the horizontal center axis. With this effort the single point of failure
source created by a single high speed communication block for both
sides was removed. Each partition has its own independent power dis-
tribution network, and additionally each side was equipped with a GBTx
for Kintex-7 remote configuration memory access.

Connectivity: For the FMC, the connectivity was physically not mod-
ified since firmware development did not reveal any issues so far, which
made the pin layout shown in figure 6.18 also valid for this version.
However, there was one minor change which is the restriction of column
F and E to single ended LVCMOS 3.3 V based communication. Most
modifications were done on the high speed communication part of the
DaughterBoard based on the integration of the GBTx in the design and
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Figure 6.26: Schematic overview about the DaughterBoard version 3 high
speed readout and configuration setup, including cross connections between
the two identical board partitions.

the decision to use two QSFP+ AOC. After evaluating advantages and
disadvantages the QSFP+ seemed to be the better choice. In order
to create two completely independent partitions every partition had to
integrate transmitter and receiver, preferably on the same power dis-
tribution network as the partition. Realizing this with the usage of
the AFBR-775xxxZ PPOD transmitter module would introduce mas-
sive overhead in space and voltages since two transmitters had to be
placed on the board alongside with at least one receiving channel per
side (either SFP based or two AFBR-785xxxZ PPOD receiver modules).
This, together with the radiation and bit error test results obtained at
Argonne National Laboratory [34], led to the final decision to use only
the QSFP+ AOC for communication.

To reduce power consumption and resource usage both QSFP+ mod-
ules were connected to both FPGAs. This enabled the complete data
transmission through only one fiber connection. In case that damage
occurs to the QSFP+ AOC the data-transmission could be switched to
the other side and the drawer would stay operational. Figure 6.26 illus-
trates this redundant non-symmetric high speed communication setup.
The FPGA on the same side as the QSFP+ AOC has one direct re-
ceiving link from it whereas the opposite side has two links. This was
done because one receiving link had to be reserved for the GBTx, which
operates completely separately from the FPGA GTX.
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The SMA connectors distributed over the DaughterBoard version 2
were removed in version 3. With two 30 pin headers, two 10 pin headers
and two direct inputs to every Kintex-7 XADC there were plenty of
debugging possibilities. If for some reason dedicated signals on the board
should be evaluated then this could be done directly on the VIAs of these
signals because they were equipped with a solder-mask and thus open
for probing.

Readout: With the same FMC pin layout and one of the high speed
components the same compared to version 1, the task was to refine the
readout and perform long term reliability measurements. For the FMC
this meant implementing and verifying the ADC readout for all chan-
nels simultaneously, which revealed an issue with the FMC layout. It
was found that in order to use hard-IP cores for timing correction, ADC
data and clock signals had to enter the FPGA at the same IO-bank. Un-
fortunately this was not taken into account and thus caused significant
overhead during firmware development. From the high speed readout
point of view there were no major changes because one QSFP+ AOC
was already used in the same configuration in DaughterBoard version 1
which made the integration of the second QSFP+ AOC module straight
forward. For this reason it was decided not to evaluate the signal in-
tegrity electrically if no severe issues with the high speed communication
were discovered.

Configuration: Contrary to the JTAG implementation in Daughter-
Board version 2, the configuration interfaces of MainBoard and Daugh-
terBoard no longer resided on the same chain. Apart from the removal
of a large single point of failure, this had the benefit that only one
component was on the JTAG interface accessed by the GBTx. This re-
moved the requirement for device identification prior to programming.
However, the major change in configuration was the introduction of the
GBTx. Figure 6.26 shows the JTAG configuration of the chain in blue
illustrating that one GBTx is capable of programming both FPGAs.
For this reason there were two LVDS to LVCMOS buffers connected to
every Kintex-7 JTAG bus. If one GBTx is activated, the corresponding
buffers leave the high impedance state and start driving the bus. Since
only one GBTx will be activated at a time, there will not be any conflict
between both GBTx chips accessing the same JTAG bus. If activated,
the GBTx is capable of programming both FPGAs in parallel because
their configuration interface is physically separated.
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Figure 6.27: Noise measurements and Fourier analysis of the GTX power
plane showing the performance of DaughterBoard version 2 (left side) and
version 3 (right side). Observe different scales!

The advanced configuration scheme enables access to the Kintex-7
JTAG chain as long as the GBTx and QSFP+ AOC of the same side were
active. In a radiation environment, this could be used to read or rewrite
the configuration memory during runtime. Upsets could be discovered
and corrected without the necessity to restart the DaughterBoard. Of
course this would only be valid for radiation damages caused in the
configuration memory. Errors occurring in the logic and the state of
single flip flops have to be corrected using other techniques, e.g. TMR.

Power distribution network: With agreement on a common 10 V
supply voltage to the on-detector electronics, the power distribution net-
work could be finalized. The DaughterBoard version 2 filter setup was
used to clean all voltages to the desired level. For better comparison
the same measurement performed with DaughterBoard version 1 and
version 2 was repeated, targeting the same power plane (MGTVCC).
The setup and sample rates were the same as used for DaughterBoard
version 2 and the results are displayed in figure 6.27.

The noise could be reduced again, to a level slightly lower than on
version 2 revealing the source of low frequency noise observed in Daugh-
terBoard version 2. It was found that a previously connected cooling
fan caused a low frequency distortion that vanished as soon as the fan
was removed from the system. It seems that low frequency noise can



6.3 Third hardware development stage 97

pass the POL regulator, which suggests that additional filtering needs
to be implemented before the POL regulator input in order to prevent
voltage distortions from the LVPS passing through the POL regulator.
However there is still an increased level of high frequency noise visi-
ble. In order to analyze the source of this high frequency noise, further
measurements were performed with the DaughterBoard turned off. Sur-
prisingly the high frequency noise distribution observed between 10 MHz
and 30 MHz was still visible as long as the custom probe was connected.
Since large parts of the probe were shielded, it was assumed that whole
setup the DaughterBoard was mounted on for some reason contributed
to the noise. Regardless of the source, this contribution to the noise
could not be attenuated by the applied filter network. For this reason
the high frequency part was disregarded from the noise evaluation by ap-
plying a 10 MHz cut-off Butterworth filter to the measurements, which
is also shown in red in figure 6.27.

Redundancy: Compared to the previous versions, DaughterBoard
version 3 implemented a true duplication of all components, eliminating
single points of failure as well as possible with an increased readout re-
dundancy factor. The physically separated readout of both PMT sides
gives a redundancy factor of two. Every QSFP+ AOC provides two
links to the off-detector electronics. Since it is possible to send all the
data over one single 10 Gbps link the redundancy factor of the system
increases to four. Taking into account that, if necessary, a second link
is available to transmit the data off the detector, this doubles the re-
dundancy factor to eight. If one analyzes the system in terms of single
point failures, there were only two components left that could disrupt
system operation, the GBTx and the LVDS to LVCMOS buffer. If the
GBTx drives the enable signal to the buffer high or the buffer enters the
active state for some other reason both Kintex- JTAG chains would be
blocked and remote configuration would have to be completed through
direct access of the configuration FLASH memory.

Summary: DaughterBoard version 3 implements all electronically func-
tionality needed to be used as an on-detector readout link and control
board for the ATLAS Tile Calorimeter upgrade. The board contains two
completely independent and functionally identical sides with a final re-
dundancy factor of eight. It offers remote programming capabilities and
thus the option to perform advanced radiation mitigation remotely from
the off-detector area. Local voltage conversion was adapted to the final
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Figure 6.28: JTAG test setup of the DaughterBoard version 3 consisting of
a DaughterBoard (1), a MainBoard (2), a GLIB (3), a HW-FMC-105-DEBUG
board (4) used as remote partial JTAG interface and XILINX Platform Cable
USB II programmer (5).

mini-drawer supply voltage of 10 V and connectivity for all additionally
needed on-detector components is also present.

6.3.2 Test system

The initial tests of the DaughterBoard version 3 were performed in
Stockholm in order to verify the full electrical functionality of the board.
At this stage the DaughterBoard version 3 firmware was kept very ba-
sic, and concentrated on communication and remote programming. Two
different boards were used to test the version 3 board. The first test
setup was basically the same used for version 2, as shown in figure 6.21
where the KC705 was used to test the communication and readout with
a connected PC. To test remote programming capabilities a test setup
utilizing the GLIB was used (Figure 6.28).

On-detector electronics: Migrating the test firmware from version
2 to version 3 was straightforward since the FPGAs used were the same
as on version 2. Changes had to be applied to the pin assignments of
the code in order to make the firmware compatible. The transmission
speeds were 5 Gbps down to the on-detector electronics and 10 Gbps up.
Figure 6.29 illustrates the functional blocks in the initial communication
test system using the KC705 as an off-detector emulator. Preliminary
testing was done using version 2 firmware, and gradually additions to
the DaughterBoard firmware were made to improve functionality and
add support for all the other boards that need to be connected to the
demonstrator. To get an estimation for the radiation level in TileCal,
radiation tests were carried out using the proton beam at Massachusetts
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Figure 6.29: Functional blocks used to test the DaughterBoard version 3 and
the full MainBoard prototype manufactured by the University of Chicago with
a KC705 evaluation platform.

General Hospital [35]. During these tests only the internal scrubber
of the Kintex-7 was used to correct the configuration memory and no
TMR was implemented. The results suggested that with all the tools
available for radiation mitigation, data-loss induced by radiation could
be neglected in the upgraded system.

Off-detector emulator using KC705: Since the KC705 was already
used to test and debug DaughterBoard version 2, the firmware was more
or less already in place and ready for testing by the time version 3 was
manufactured. However, in order to be able to control and readout the
DaughterBoard remotely, the IPbus protocol was added, as indicated in
figure 6.29. This lightweight Ethernet based communication was first in-
troduced in connection with the GLIB as the test platform for Daughter-
Board version 2. It was easy to use and provided a very good framework
for control and readout. Additionally, the footprint within the FPGA
was significantly smaller than the PCIe endpoint. Unfortunately, for a
final, full system implementation, the bandwidth capabilities may not
be sufficient.

Off-detector emulator using GLIB: The GLIB was only used to
test the remote program capabilities introduced with version 3. The
KC705 was not suited because its clock capabilities were restricted to
125 MHz or 250 MHz which in turn would result in a transmission rate
of 5 Gbps. Since the GBTx only supports 4.8 Gbps this was not an op-
tion. The GLIB is designed to support 4.8 Gbps and the GBT-protocol,
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Figure 6.30: Schematic overview about how remote programming could be
implemented using a Virtex-7 based sROD and a debugging FMC as remote
JTAG header. Observe that link speeds between GTX-GTX communication
and GTX-GBTx communication are independent from each other.

which made the setup quite convenient. To test remote programming
there was no need to modify the DaughterBoard version 3 firmware
because the GBTx has a dedicated line for data reception. To finally
implement remote programming, a XILINX Platform Cable USB II pro-
grammer was connected to a debugging FMC from XILINX (HW-FMC-
105-DEBUG) which was placed on the GLIB. The JTAG signals were
latched into the GLIB firmware with a 40 MHz clock and integrated in
the GBT data-stream to the DaughterBoard. The returning JTAG data
out signal from the DaughterBoard was connected directly to the XIL-
INX programmer to complete the chain. With this setup both FPGAs
could be programmed successfully. To enable remote read back of the
JTAG chain, the opposite FPGA had to be used in order to complete
the communication.

Figure 6.30 gives a schematic overview how remote programming
could be realized from the off-detector side A QSFP+ AOC point of
view. For side B this scheme is mirrored. To simplify the flowchart,
electrical components, e.g. the physical QSFP+ AOC and the LVDS to
LVCMOS buffers, are not shown. Furthermore, this example is adapted
to the scenario in which a commercially available programmer is used
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Figure 6.31: Image of the demonstrator test setup at Stockholm University
including a DaughterBoard version 3 (1), a MainBoard (2) and twelve 3-in-1
boards (3), all mounted on a mini-drawer. For off-detector emulation a Virtex-7
evaluation board was used (4).

which needs a physical JTAG interface. In a final application, the FPGA
configuration data could be transferred through the backplane of the
sROD, and programming could be realized using a simple state machine.

Summary: Two different test systems were used for an initial eval-
uation to verify high speed communication and remote programming
capabilities. For control, monitoring and readout the IPbus was intro-
duced and later used as fixed component in the demonstrator firmware.
Altogether, the developed test firmware was used as framework for fur-
ther firmware development in the demonstrator project.

6.3.3 The demonstrator setup

The DaughterBoard version 3 not only marked a milestone in the hard-
ware development process, it also initiated testing with a complete set
of on-detector electronics (the actual demonstrator), since all connec-
tivity necessary to operate the whole on-detector system was now avail-
able. A partially equipped mini-drawer demonstrator is shown in figure
6.31. This setup was used at Stockholm University to develop and test
firmware for the final demonstrator setup assembled at CERN (figure
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Figure 6.32: Image of the demonstrator test setup at CERN containing all
necessary boards mounted on a mini-drawer.

6.32). The demonstrator is almost identical with the readout electron-
ics required for the TileCal phase 2 upgrade, where the only difference
is an additional adder-summation board which is necessary in order to
produce analog trigger tower sums for the L1-trigger. Following the
firmware of both, the DaughterBoard version 3 and the sROD will be
described more in detail to give an overview of the capabilities of the
upgraded readout system.

DaughterBoard: After initial testing was finished, firmware develop-
ment work was divided between several institutes based on the specific
on-detector boards. Afterwards the single firmware blocks were merged
again in Stockholm to provide a unified version to all the institutes using
the DaughterBoard version 3. Figure 6.33 shows an overview of the most
important functional blocks included in the DaughterBoard firmware so
far. Basically the firmware was divided in three main blocks. The first
handled direct peripheral access by instantiating buffers and the FPGA
internal monitoring. The second was dedicated for user firmware. Insti-
tutes that were provided with a DaughterBoard for testing and firmware
development put their code in this area in order to not disrupt the
DaughterBoard communication in case the firmware did not work cor-



6.3 Third hardware development stage 103

Figure 6.33: Overview of the functional blocks implemented in the Daugh-
terBoard firmware which is used for the Demonstrator.

rectly. The third block was the system block used for high speed serial
communication and to provide basic clocking capabilities. Not shown is
the TMR implementation which will be applied to every block shown
in figure 6.33. Depending on the implementation of each block some of
them are not possible to triplicate, e.g. the XADC or IO buffer. These
blocks are based on hard-IP cores which are not available three times at
all or are located in the dedicated area.

sROD: The sROD is the counterpart of the DaughterBoard in the off-
detector area. Its three main functional blocks are shown in figure 6.34.
In the communication chain the sROD is situated between a computer
that controls the system and the DaughterBoard. The off-detector block
handles data from the computer and the TTC system, and provides
this data to the processor block where the data is formatted correctly
and sent to the DaughterBoard using the GBT-protocol. This scheme
works in a similar way in the opposite direction. Although, from the
functional overview, it may seem, that the sROD implementation is
much smaller than the firmware in the DaughterBoard it is actually
much larger. The reason is that one sROD has to handle the data from
up to four DaughterBoards in parallel with an incoming bandwidth of
up to 160 Gbps.
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Figure 6.34: Overview of the functional blocks implemented in the sROD
firmware which is used for the Demonstrator.



Chapter 7

Outlook - Fourth hardware
development stage

7.1 Fourth hardware development stage

The DaughterBoard version 3 is fully functional and could be used as-is.
However it is felt that at least one more iteration needs to be designed
and manufactured for several reasons, including higher demands on user
IO of the FMC, and a new iteration of the Chicago MainBoard. For
an overview of the issues discovered with DaughterBoard version 3 an
outlook on the remaining work, the new iteration is discussed here in a
similar way to how the previous boards were analyzed.

Dimensions and structure: While the outer dimensions will stay
the same, the layer count will be increased to 16 in order to fit all the
additional transmission lines required for version 4. Additional mounting
holes will be added close to the FMC on the center horizontal axis.
Standoffs will be mounted from below, both to supporting the FMC
connector as well as to relieve pressure on the board during mounting.
Other than these small changes, the structure of the board will stay the
same integrating two independent sides in one board.

Connectivity: Studies performed within the collaboration revealed
that the pin count of the 400 pin FMC to the FPGA must be increased in
order to make the DaughterBoard fully compatible with all three front-
end digitizing solutions. The resulting FMC pin definition is shown in
figure 7.1. Power was removed from the FMC to accommodate the ad-
ditional signals required. Instead, power will be supplied separately to
the left side of the board, where the power distribution network is situ-
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Figure 7.1: Custom pin definition of the 400 pin FMC connector for the
DaughterBoard version 4 with symmetric partitioning and inverted polarity
along the center vertical axis.

ated. The new pin definition will also address the issue with sub-optimal
placed data and clock lines in correspondence to the FPGA IO-block.
The clock conditioner circuitry will be removed because in Daughter-
Board version 4 the GBTx will deliver a high quality constant phase
clock signal to both Kintex-7. To increase the monitoring capabilities
additional circuitry for current measurements will be implemented. All
these changes demand that the IO bank partition used in version 3 must
be revised which means that most of the transmission lines will need to
be rerouted.

Readout: Since the FMC pin definition will change, modifications in
the readout itself will be inevitable. The firmware has to be adapted
in order to cope with the new data and clock partitioning. However
the high speed communication part will not be modified. It is not clear
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at the moment the extent to which readout of the status of the several
supply voltages will be integrated.

Configuration: The configuration interfaces implemented on the board
and enabling remote programming capabilities will in general be the
same. Only minor issues were found that will be solved in the next
version and thus will improve reliability. Additionally the next gener-
ation GBTx will be mounted on the DaughterBoard. This chip is pin
compatible with the currently used GBTx but implements additional
functionality that enables repeated data alignment in the event that the
incoming signal disappears.

Power distribution network: Although working flawlessly, some
minor modifications to the power distribution network should be im-
plemented. The LC-filter will be equipped with additional damping
resistors in series with the decoupling capacitors. Additionally, a LC-
filter will be introduced after the 10 V supply voltage enters the board
and before the POL regulators. This should make the delivered volt-
age much more independent from external noise, and thus much more
reliable.

Redundancy: The board redundancy appears to work and, if no ad-
ditional issues arise during further testing, the board redundancy imple-
mentation will not be modified in the next version.

Summary: The largest change that will be implemented with Daugh-
terBoard version 4 is the FMC pin layout redefinition, thus providing full
compatibility with all three front-end digitizing solutions. In addition,
minor bug fixes will be applied that will increase the board reliability.





Chapter 8

Conclusion

When the design and manufacture of DaughterBoard version 4 is fin-
ished it will be installed in the ATLAS detector as the contribution of
Stockholm University to the demonstrator project and to the upgrade
of TileCal. Within ATLAS it will run in parallel to the current sys-
tem, and provide valuable experience leading up to the major upgrade
in 2023. If the system operates flawlessly the DaughterBoard version 4
design will be migrated to a pre-production version and most probably
be used in the upgraded readout system for TileCal. For this reason the
development described in this work is an important and necessary step
to a fully working upgraded readout system.
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