
T o w a r d s  A u t o m a t i o n  i n  D i g i t a l  I n v e s t i g a t i o n s   

Irvin Homem 

SU/DSV Report Series No. 16-004 



 

Page intentionally left blank 



 

 

 

Towards Automation in Digital 
Investigations  

Seeking Efficiency in Digital Forensics in Mobile and Cloud Environments 

Irvin Homem 



©Irvin Homem, Stockholm University 2016 

ISSN 1101-8526 

Printed in Sweden by E-Print AB 2016, Stockholm 2016 

Distributor: Stockholm University (Department of Computer and Systems Sciences) 



 

 

To my wife, my parents and family: 

Thank you for believing in me thus far. 

The journey is not over yet  



Page intentionally left blank 



i 

 

Abstract 

Cybercrime and related malicious activity in our increasingly digital world 

has become more prevalent and sophisticated, evading traditional security 

mechanisms. Digital forensics has been proposed to help investigate, 

understand and eventually mitigate such attacks. The practice of digital 

forensics, however, is still fraught with various challenges. Some of the most 

prominent of these challenges include the increasing amounts of data and the 

diversity of digital evidence sources appearing in digital investigations.  

Mobile devices and cloud infrastructures are an interesting specimen, as they 

inherently exhibit these challenging circumstances and are becoming more 

prevalent in digital investigations today. Additionally they embody further 

characteristics such as large volumes of data from multiple sources, dynamic 

sharing of resources, limited individual device capabilities and the presence 

of sensitive data. These combined set of circumstances make digital 

investigations in mobile and cloud environments particularly challenging.  

This is not aided by the fact that digital forensics today still involves manual, 

time consuming tasks within the processes of identifying evidence, 

performing evidence acquisition and correlating multiple diverse sources of 

evidence in the analysis phase. Furthermore, industry standard tools 

developed are largely evidence-oriented, have limited support for evidence 

integration and only automate certain precursory tasks, such as indexing and 

text searching. 

In this study, efficiency, in the form of reducing the time and human labour 

effort expended, is sought after in digital investigations in highly networked 

environments through the automation of certain activities in the digital 

forensic process. To this end requirements are outlined and an architecture 

designed for an automated system that performs digital forensics in highly 

networked mobile and cloud environments. Part of the remote evidence 

acquisition activity of this architecture is built and tested on several mobile 

devices in terms of speed and reliability. A method for integrating multiple 

diverse evidence sources in an automated manner, supporting correlation and 

automated reasoning is developed and tested. Finally the proposed 

architecture is reviewed and enhancements proposed in order to further 
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automate the architecture by introducing decentralization particularly within 

the storage and processing functionality. This decentralization also improves 

machine to machine communication supporting several digital investigation 

processes enabled by the architecture through harnessing the properties of 

various peer-to-peer overlays. 

Remote evidence acquisition helps to improve the efficiency (time and effort 

involved) in digital investigations by removing the need for proximity to the 

evidence. Experiments show that a single TCP connection client-server 

paradigm does not offer the required scalability and reliability for remote 

evidence acquisition and that a multi-TCP connection paradigm is required. 

The automated integration, correlation and reasoning on multiple diverse 

evidence sources demonstrated in the experiments improves speed and 

reduces the human effort needed in the analysis phase by removing the need 

for time-consuming manual correlation. Finally, informed by published 

scientific literature, the proposed enhancements for further decentralizing the 

Live Evidence Information Aggregator (LEIA) architecture offer a platform 

for increased machine-to-machine communication thereby enabling 

automation and reducing the need for manual human intervention. 
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Sammanfattning (Abstract in Swedish) 

Cyberbrottslighet och liknande illvilliga aktiviteter i vår alltmer 

digitaliserade värld har i ökande utsträckning blivit mer sofistikerade och 

utbredda vilket har lett till att traditionella säkerhetsmekanismer inte längre 

är tillräckliga. Digital kriminalteknik har föreslagits som ett sätt att 

undersöka, förstå och i förlängningen förhindra sådana attacker. I praktiken 

finns det dock flera svårigheter och utmaningar vilka inkluderar ständigt 

växande datamängder och ett ständigt ökande antal källor för digitala bevis. 

Mobila enheter och molninfrastrukturer är intressanta i sammanhanget då de 

uppvisar dessa försvårande omständigheter och i en snabbt ökande 

utsträckning återfinns i digitala undersökningar. Vidare påvisar det 

ytterligare kännetäcken såsom stora datavolymer från heterogena källor, 

dynamisk delning av resurser, där klienter har begränsad beräkningskapacitet 

samt känsliga data. Sammantaget gör detta digitala undersökningar i mobila 

enheter och molninfrastrukturer särskilt utmanande.   

Idag kräver digital kriminalteknik dessutom manuellt, och i många fall, 

tidskrävande arbete i analysfasen, vilken innefattar processer såsom 

identifiering, inhämtning och korrelering av flera heterogena beviskällor. 

Vidare är de standardverktyg som används i stor utsträckning 

bevisorienterade, har begränsat stöd för bevisintegration och automatiserar 

endast mindre uppgifter såsom indexering och textsökning. 

I den här studien undersöks huruvida automatisering av särskilda aktiviteter i 

den digitala kriminaltekniska processen påverkar effektivitet, mätt i termer 

av reducerad arbetsinsats och tidsåtgång, hos en digital utredning i 

synnerligen mycket sammankopplade miljöer. För detta ändamål beskrivs en 

kravspecifikation och en arkitektur utformas för ett automatiserat digitalt 

kriminaltekniskt system i mycket sammankopplade mobila miljöer. Delar av 

en fjärransluten bevisinhämtningsaktivitet i arkitekturen är implementerad 

och flera mobila enheter har testats utifrån reliabilitet och prestanda. En 

metod för att automatiskt integrera flera heterogena beviskällor, som stödjer 

korrelering och automatiserad slutledning, utvecklas och utvärderas. 

Slutligen utvärderas föreslagna arkitekturen och förbättringar för ytterligare 

automatisering genom decentralisering, speciellt inom lagring och 
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bearbetning, introduceras och föreslås. Genom att nyttja egenskaper hos 

diverse peer-to-peer-lager förbättrar decentraliseringen även maskin-till-

maskinkommunikation vilket stödjer flera digitala utredningsprocesser inom 

arkitekturen. 

Fjärrinhämtning av bevis ökar effektiviteten (tid och arbetsinsats som krävs) 

i digitala utredningar genom att begränsa behovet av närhet till beviskällor. 

Experiment visar att en enda TCP-anslutnings klient/server-paradigm inte 

tillåter tillräcklig skalbarhet och reliabilitet för fjärransluten bevisinhämtning 

utan att en fler-TCP-anslutnings paradigm krävs. Den automatiserade 

integreringen, korreleringen och slutledningen i flera heterogena beviskällor 

uppvisar i experimenten att den manuella arbetsinsatsen minskar och att 

hastigheten ökar genom att minska tidsödande manuell korrelering. 

Slutligen, genom studier av publicerad vetenskaplig litteratur och den 

föreslagna utökningen av decentralisering, erbjuder den Live Evidence 

Information Aggregator (LEIA) arkitekturen, en plattform för ökad maskin-

till-maskinkommunikation vilket tillåter och reducerar behovet av mänskligt 

ingripande. 
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1. Introduction 

Computing devices and networks have gradually infiltrated almost every 

form of human activity. Day-to-day human activities such as shopping, 

banking, socializing, transportation, seeking government services, and even 

healthcare services have all adopted some aspect of computing systems. 

(Casey et al., 2010) Examples of implementations of these include: e-

commerce platforms, e-banking portals, mobile payment solutions, social 

media platforms, GPS tracking systems, e-government portals and electronic 

healthcare systems. The connected and computerized forms of these 

automated or computer aided human activities have afforded the participants 

several benefits mainly in terms of ease of use, convenience and reduction of 

paperwork. 

Consequently, this has resulted in a lot of digitized data being created and 

stored among computing devices, as well as being transferred across data 

networks to various end-points. Often, these devices and networks 

participate in transactions that involve rather sensitive personal or company 

data that require security of the data in storage, processing or in transit 

through these devices and networks. This is usually assured through the 

implementation of security mechanisms that ensure confidentiality, integrity, 

availability, authentication, access control and accountability. (Bishop, 2005) 

Cryptographic schemes, replication and redundancy, identity management, 

event logging, policy documentation, anti-malware scanning and intrusion 

detection are common forms of implementing these security mechanisms. 

(Bishop, 2005) 

However, it is a commonly accepted fact in the security community that 

security mechanisms are never entirely foolproof, and that they do 

eventually fail. Bejtlich in his book notes that “any networked organization 

is likely to suffer either sporadic or constant compromise”. (Bejtlich, 2013) 

It is for this reason that more reactive forms of security mechanisms such as 

digital forensics and network security monitoring are needed in order to 

complement already existing pre-emption, prevention, detection, mitigation 

or recovery oriented security mechanisms. (Pfleeger et al., 2015) Such 

reactive mechanisms augment an entity’s overall security posture through 

supplementing security mechanisms when failures do arise, allowing them to 
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eventually detect and learn from security breaches, even though it may be 

after the fact. 

Moreover, there have been great advances in the tools and techniques used to 

perpetrate malicious activities. The use of cryptography, peer to peer 

technologies, domain generation algorithms (Damballa Inc., 2012) (Yadav et 

al., 2010), fast flux techniques (Holz et al., 2008), custom packers (Guo et 

al., 2008), covert channels and other malware analysis evasion techniques 

(Petsas et al., 2014) have aided malicious activities in becoming more 

sophisticated and thus making them more difficult to detect, deter or prevent. 

This has rendered standard prevention and detection mechanisms such as 

firewalls, intrusion detection systems, spam filters and anti-malware 

applications rather ineffective in assuring security. 

The Mandiant M-Trends 2014 report (Mandiant, 2014) indicates that it took 

an average of 229 days in 2013 for organizations to discover a security 

breach. The Mandiant APT1 report of 2013 (Mandiant® Intelligence 

CenterTM, 2013) shows that it was reactive analysis in the form of digital 

forensics (involving malware analysis and reverse engineering) over several 

months that enabled the eventual detection of such sophisticated 

surreptitious forms of attacks. Without digital forensics these sophisticated 

attacks could possibly have persisted undetected for even longer periods. 

Digital Forensics is defined in (Palmer, 2001) as “The use of scientifically 

derived and proven methods toward the preservation, collection, validation, 

identification, analysis, interpretation, documentation and presentation of 

digital evidence derived from digital sources for the purpose of facilitating or 

furthering the reconstruction of events found to be criminal, or helping to 

anticipate unauthorized actions shown to be disruptive to planned 

operations.” The procedure of the actual steps undertaken in performing 

Digital Forensics have been broken down into a variety of different digital 

forensics process models. There have been slight variations among these due 

to naming and abstraction of process such as those seen in (National Institute 

of Justice, 2001), (Reith et al., 2002), (Carrier and Spafford, 2004), (Beebe 

and Clark, 2005) and (Pilli et al., 2010). As explained in Chapter 3, we 

generalize these digital investigation process models into the following 4-

phases in this study: 

 Preparation and evidence identification,  

 Collection (Acquisition)and preservation of evidence 

 Analysis of evidence and documentation of findings 

 Presentation of findings, Remediation or Recovery 
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Though these process models seem sequential, in practice it is quite common 

for an iterative approach to be adopted wherever necessary along the process 

flow. That is, along the generally sequential process, it may be deemed 

necessary to perform the precursory steps again in order to fortify and 

further the understanding of the case at hand. Documentation of the entire 

procedure as a whole is performed along the entire process, however it is 

more intensely needed in the analysis phase  

Digital Evidence is a critical part of a digital investigation and is prominent 

throughout the entire digital forensics process. Digital evidence artifacts, as 

opposed to traditional evidence artifacts (such as fingerprints, physical 

objects, hair or blood samples), have their origins in digital sources. That is, 

they are to be found among computing devices in storage, processing or 

transmission between devices. In essence this means that common evidence 

sources include storage devices (such as disk drives, USB drives, memory 

cards), working memory (usually RAM memory and caches) and network 

traffic captures. Typically digital evidence among these sources could 

consist of particular instances of files, processes, identifiers, numerical 

addresses, protocols, messages, packet payloads or timestamps, among 

others. These are the common sources and forms of evidence, however, this 

brief listing is not exhaustive as advances in technology continue to create 

new sources and forms of evidence. 

As Digital Forensics has traditionally focused on the typical components of a 

computing system, disk storage, working memory and network traffic, have 

been the primary sources of digital evidence. Thus, evidence identification, 

acquisition, preservation and analysis of digital evidence from these 

individual sources have been studied to varying extents as seen in (Turner, 

2005), (Garfinkel et al., 2006), (Nikkel, 2006a), (Ring and Cole, 2004) and 

(van Baar et al., 2008). However, these sub-parts of the digital forensics 

process have largely remained manual or at the very best quasi-automated as 

is seen in (Garfinkel, 2009), (Cohen, 2008), (Bhoedjang et al., 2012), (Cohen 

et al., 2011) and (Moser and Cohen, 2013). To a large extent they still 

necessarily require human intervention in the form of highly skilled and 

trained expertise that is rarely available and frequently overwhelmed with 

the large amounts of backlogs of cases. (Casey et al., 2009) (Mislan et al., 

2010) This poses a problem of the lengthy periods taken to deal with digital 

investigation cases causing delays in the justice system. Thus, further human 

independent automation is still required in order to assist the overburdened 

practitioners and to alleviate the problem of incessant backlogs. 

Also adding to this problem of largely manual or quasi-automated tasks, is 

that the typical number of devices that are involved in a digital investigation 
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is increasing. (Mislan et al., 2010) Furthermore, these individual devices 

have also increased in their storage capacities. (Quick and Choo, 2014) The 

combined effect of this implies that the amount of data that needs to be sifted 

through and analyzed for a digital investigation is also increasing thus 

burdening digital investigators and slowing the overall digital investigation 

process down. (Quick and Choo, 2014) 

In recent times the use of non-standard computing devices (Beebe, 2009), in 

the form of cloud computing infrastructures and mobile devices, have 

increased in their popularity of use, and are now beginning to feature 

prominently in digital forensics cases as predicted in (Beebe, 2009) and seen 

in (Mislan et al., 2010) and (Ruan et al., 2012).  Due to this, they have thus 

recently captured the attention of current digital forensics research as is seen 

in (Beebe, 2009), (Dykstra and Sherman, 2011), (Dykstra and Sherman, 

2012) and (Grover, 2013). 

Furthermore, cloud computing and mobile device environments exhibit some 

interesting parameters for a digital investigation, as identified below: 

 They have gained mainstream usage among both corporate and 

personal users for a variety of applications thereby generating, 

transmitting and storing vast amounts of data 

 Due to the popularity of these technologies a lot of applications have 

been developed that make use of widely varying data types and 

communication protocols making it difficult to perform forensic 

analysis 

 A lot of the data traversing through cloud environments and mobile 

devices is considered rather confidential, e.g. emails, calendars, 

pictures, videos, SMS’s, social media conversations, location data, 

biometric data, keys, passwords, financial data, company plans, 

customer data, or employee information. This makes them prime targets 

for unwarranted malicious activities. 

 Users’ privately owned appliances make use of publicly shared 

resources (storage computing or network infrastructure) that they do not 

have full unequivocal control over, and thus cannot place full trust in 

 Individual appliances are generally limited in resources and are 

specialized in terms of their functionality and capabilities. Thus 

performing security monitoring or digital forensics activities may be 

constrained and considered beyond their normal scope of activity 
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 As a consequence of their ubiquity they are dynamically allocated 

resources (storage, computing or network resources) that could be 

revoked, redistributed or lost unintentionally. Thus availability of the 

devices and thus their inherent evidence sources could be lost. 

Summarily, these characteristics provide an interesting set of parameters for 

performing digital investigations in that they embody several of the 

challenges previously encountered in individual instances in traditional 

digital forensics, however now they are all wrapped up and combined in a 

single highly networked environment that has begun to feature prominently 

in current digital investigations. 

The diagram below shows a depiction of the highly networked environment 

of mobile and cloud computing that we consider a typical crime scene today 

that could require a digital investigation. 

 

1.1. The Problem Space 

From the definition of digital forensics described earlier (Palmer, 2001) the 

aim is to enable the reconstruction of events in a sound manner from digital 

evidence so as to bring malicious actors to book, or to anticipate possible 

future malicious attacks. In order to be of benefit to the justice system, or an 

incident response entity, digital investigations require forensic soundness 

(Casey, 2007) and speed in the overall process. (Casey et al., 2009) 

Figure 1: Typical highly networked, mobile and cloud computing environment 
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Forensic soundness of digital investigations is mainly based on 2 factors, 

that is, trustworthiness and completeness, where the former is a major 

concern, while the latter has increasingly become difficult to achieve and has 

thus gradually been playing less of a role. (Casey et al., 2010) (Pollitt, 2013) 

Both these factors are required of the digital evidence as well as the activities 

performed within the digital forensics process model, that is: the preparation 

and identification of evidence, the acquisition of the evidence sources, the 

analysis, and the reporting of findings. (Casey, 2007) (Dykstra and Sherman, 

2012) 

 Trustworthiness is gauged through the level of integrity of the acquired 

digital evidence (Hosmer, 2002), as well as the reliability of the activities 

performed throughout the digital investigation.  

o Reliability, regulated by the Daubert Standard (United States Supreme 

Court, 1993) (Marsico, 2005) requires that the evidence, and the 

procedures carried out on it, be subject to scientific rigour in terms of 

being falsifiable, being peer reviewed, having been tested previously 

and having their error rates available. Furthermore there is also a 

requirement for the procedures to be acceptable among the community 

of domain experts. These requirements as a whole contribute towards 

the trust of the procedures.  

o The integrity of evidence is usually ascertained through the 

maintenance of hash values of the evidence data. (Scientific Working 

Group on Digital Evidence (SWGDE), 2006) (Malinowski and Noble, 

2007) This is supplemented with documentation of the actual digital 

forensics process activities in terms of who has had access to the 

evidence, where it has been and what procedures have been applied to 

it.(Casey, 2007) 

 Completeness is often considered a challenging (if not almost impossible) 

requirement to achieve. (Pollitt, 2013) This is mainly due to the typically 

large amounts of data that are of potential evidentiary use. Typical cases 

today may involve terabytes of data from a variety of sources and there 

are no widely accepted solutions yet.(Quick and Choo, 2014) The state of 

the art is currently in a debate on whether completeness is required, or 

whether triage is the way forward. (Pollitt, 2013)(Casey, 2013) (Where 

triage is an intelligent or well informed judgement on selecting only 

some parts of the entire possible digital evidence corpora available, that 

could be the most beneficial sources of evidence for a particular case) 
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Like every other digital investigation, those conducted on mobile and cloud 

environments also require forensic soundness and speed in their execution. 

However there are certain factors in these environments that make it 

challenging to achieve these requirements in their entirety. These factors are 

outlined below. 

 Presence of large amounts of data: Typical digital investigations today 

involve several devices and large amounts of data. With mobile devices 

gradually becoming better equipped with resources, more data is being 

Figure 2: Factors considered in performing digital investigations in highly networked 
environments e.g. mobile and cloud environments 
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created and stored. Cloud infrastructures are typically have many users 

and large amounts of data within them. Digital forensics mechanisms 

dealing with such an environment must have the capacity to deal with 

massive amounts of data. 

 Availability: Intermittent network connectivity, or the changing of 

physical networking resources on-the-fly is typically experienced on the 

shared infrastructure of mobile and cloud computing environments. This 

means that device availability may be affected as they switch between 

network resources. Furthermore they may be terminated and restarted 

elsewhere, thus any activities occurring on them need to be able to 

seamlessly restart or proceed despite the interruptions that may occur. 

The deficiencies in availability have ramifications on the availability of 

evidence sources that are the key starting point of every digital 

investigation. 

 Scarcity of resources: Mobile devices, embedded devices and cloud 

appliances are usually directed towards very specific tasks and thus are 

provided with limited computing resources (that is storage capacity, 

RAM and processor speed) to perform these tasks. This limits their 

ability to perform computationally intensive processes that are typical of 

digital forensics and security mechanisms in general. Furthermore, 

mobile and embedded devices usually have limited battery power as they 

are often intended to be portable. This may affect their availability as well 

as their ability to perform security or digital forensics related tasks. 

 Heterogeneity: Computing devices in general, but particularly mobile and 

cloud appliances are abundantly endowed with options in terms of 

operating systems, software applications and communication protocols 

that are available. Furthermore with the advancement of technology new 

versions are constantly released as they are always changing. This poses a 

problem for digital forensics as it has to be able to manage such high 

levels of variety of data sources and data types. Additionally reverse 

engineering, parsing and analyzing proprietary data formats may be a 

complicated and daunting process especially if documentation of such 

formats is scarce. 

 Manual or quasi-automated digital forensics processes: Most of the 

phases in the digital forensics process model are largely manual and 

require the intervention of a human operator. For example, in the 

evidence acquisition phase, to a large extent a human operator must 

determine the relevant sources of evidence to acquire as well as initiate 

the actual acquisition process. Often physical proximity to the device is 

also needed in order to connect specialized write-blocking equipment to 
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perform the acquisition process. (Mislan et al., 2010) The evidence 

analysis phase is also dependent on a human operator in order to 

understand and correlate the evidence, especially if it comes from 

multiple sources. Some tasks, such as indexing of data for searching 

purposes as well as filtering out known files (Mead, 2006) form part of 

the computer assisted tasks aimed at speeding up the process. In mobile 

and cloud environments it is challenging to acquire and analyze evidence 

due to the volatile, transient and evanescent nature of the devices. Thus 

digital forensics mechanisms in such environments need to be able to 

quickly collect evidence without necessarily needing physical proximity 

as well as enabling some quick analysis through automation. This would 

help speed up the forensic process as well as enable further acquisition, 

response, or recovery mechanisms as early as possible. 

 Inherent lack of Trust/Control: Due to the shared resources and 

infrastructure that mobile and cloud appliances rely on there is an 

inherent lack of trust and control. This is because the service provider, or 

other users making use of the shared resources may have different, 

conflicting or even malicious intentions. This poses the challenge of how 

to ensure trust and control in such an environment, particularly when 

performing a digital investigation such that integrity of the evidence and 

the trustworthiness of the digital forensics process activities is 

maintained. 

 Privacy: Mobile devices commonly hold a lot of sensitive data (such as 

geolocation data, messages, banking information and biometric data) as 

they are highly intertwined with their users due to the rich functionality 

that they provide. Cloud storage and processing facilities similarly are 

popularly used to store sensitive data of individuals (e.g. photos, videos 

and documents) as well as companies (e.g. employee information, 

healthcare data and customer information). Digital investigations aim to 

access, collect and analyze as much data as possible. In such 

environments, this may entail exposing private information. This may 

pose legal hurdles, as well as aversion to the use of such forensic 

capabilities, as sensitive information may be revealed in the process. 

From the above concerns, it can be seen that it is a particularly challenging 

task to perform digital forensics activities efficiently in a mobile and cloud 

environment. Several of these issues individually affect different stages of 

the digital forensics process model, and in combination, effectively slow 

down the entire process contributing to the already known and felt backlogs 

of digital investigations in digital forensics labs.(Mislan et al., 2010). In 

particular the issues that directly cause the digital investigation process to be 
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slow are the volume of data, the intermittent availability of devices, the 

scarcity of resources, the heterogeneity of devices and data and the 

predominantly manual pre-exiting processes. 

1.2. Research Question 

As described earlier, there are several factors that make digital investigations 

in mobile and cloud environments difficult to perform, and thus slow in their 

execution. In order to increase the speed of digital investigations in general, 

varying solutions have been proposed along the lines of legal reforms 

(Goodison et al., 2015), training of personnel (James and Gladyshev, 2013) 

(Casey et al., 2009), distribution of work among teams (Davis et al., 2005), 

reduction of data sets through triage (Casey, 2013) (Mead, 2006) (Moser and 

Cohen, 2013) and harnessing of large scale distributed computing 

infrastructures (Roussev and Richard III, 2004). As can be seen all these 

proposals lie within a triad of solutions, that is: Legal solutions, Human 

Resource solutions and Technological solutions.  

In this study we focus only on the technological realm of solutions and pose 

the research question (RQ): 

RQ:  

 

Given the requirements of digital investigations and the challenges 

experienced in mobile and cloud environments, how can automation 

be infused into the digital forensics process in order to make these 

digital investigations faster and less human-labour intensive?  

In seeking suitable answers to the aforementioned research question, we 

pose the following sub-questions (SQ) which direct us towards achieving 

some of the solutions sought after: 

SQ1:  

 

What are the requirements and what architectural design could 

enable the achievement of faster and less human-labour intensive 

digital investigations in mobile and cloud environments? 

SQ2: Is the automation of the acquisition phase through remote evidence 

acquisition possible in mobile and cloud environments, and if so 

what network paradigm would be best to achieve this in terms of 

speed and reliability? 

SQ3: How can multiple heterogeneous evidence sources with varying 

ontological vocabularies be integrated in order to enable automated 

correlation and searching so as to enable faster and less human-

labour intensive analysis in digital investigations? 
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SQ4: How can P2P overlays support automation among the various phases 

of a digital investigation on mobile and cloud environments? 

To these questions we explore the technical solutions that could help speed 

up individual phases of the digital forensics process and reduce the amount 

of human investigator intervention needed. From the outset, all the phases 

are touched upon to varying extents in different parts of this study, however 

in essence most of the focus is directed towards the evidence acquisition 

phase and the evidence analysis phase. This is because we deem these two 

phases to be the most in need of computer aided automation that could help 

make digital investigations in the environments in question faster and less 

human-labour intensive, thus being more efficient on these grounds. 

1.3. Contributions 

The sub-questions described in the previous section and subsumed by the 

main research question serve as the impetus for this study. These sub-

questions are individually answered through the set of publications included 

in this thesis. 

The diagram below shows the flow of this thesis guided by an adaptation of 

the digital forensics process model. It also depicts how the publications 

contained in this thesis come together to answer the main research question. 

The description that follows the diagram briefly explains the main 

contributions made through the collection of papers adjoined to this thesis 

and the sub-questions that are addressed through each paper. 

 

 

 

 

 

 

 

 

 

Figure 3: The flow of this thesis together with the respective publications guided by 
an adaptation of the digital forensics process model 
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The Requirements for an Automated System for Digital Investigations 

Highly Networked Environments 

The first contribution of this thesis is the elicitation of the requirements for a 

system to perform automated digital investigations for a large scale, publicly 

shared, networked scenario, such as that seen in mobile and cloud 

environments. This is mainly seen in Paper I and Paper II. The requirements 

are sourced from a literature review as well as from the author’s experience 

in the field. Some of the notable literature sources include (Palmer, 2001) 

(Roussev and Richard III, 2004) (Ayers, 2009). The individual requirements 

are identified as “distribution, scalability, availability, universality, 

responsiveness, resource sharing, integrity, privacy and security”. These are 

described further in Section 4 and in Paper I and II in the Appendices. The 

novelty is found in the aggregation of the multiple requirements from 

different authors. Additionally, the identification of resource sharing as an 

aid to parallel processing, and the need for universal integration of 

heterogeneous evidence sources are seen as new and vital paths to speeding 

up the digital investigation process as well as alleviating the burden of large 

volumes of data and multiple sources of evidence. These characteristics have 

not been prioritized by the aforementioned authors. The concern for privacy 

(confidentiality) of sensitive data from target devices or users is also another 

novel requirement that is not considered among aforementioned authors, 

however its effect on speed and the overall labour intensity is not considered 

to contribute in making the process faster. The main effect of considering 

privacy concerns would be on the uptake of the overall digital investigation 

system among potential users. 

An Architecture for Automating Digital Investigations System in Highly 

Networked Environments 

The second contribution is an architecture that embodies several of the 

aforementioned requirements in varying capacities. The architecture is 

addressed initially in Paper I, extended with more details in Paper II and 

revisited in Paper IV to propose further enhancements. A simplified 

depiction of the architecture is seen in Figure 4. The architecture is generally 

made up of 4-tiers: The Host-based Hypervisor (HbH), the Peer-to-Peer 

Distribution Architecture (P2P-da), the Cloud-based backend (CBB) and the 

Law Enforcement Controller (LEC). The use of a hypervisor within the 

Host-based Hypervisor (HbH) component of the architecture addresses the 

heterogeneity of the variety of software platforms allowing for a uniform 

evidence acquisition point. Furthermore the hypervisor contributes towards 

having trust in the evidence acquisition process and integrity of the data 

origins as it provides a more privileged platform from which digital evidence 
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can be acquired than using a hosted software agent as is indicated in 

(Dykstra and Sherman, 2012). The essence of the P2P-da is to enable remote 

evidence acquisition as well as sharing of incident information among 

participating peers. This addresses the distribution requirements through 

facilitating connectivity among participants. It also addresses scalability 

through the use of epidemic P2P protocols that are highly resistant to churn. 

Availability is addressed through redundancy in the distribution of evidence. 

Responsiveness is facilitated through the sharing of incident information as 

well as through the use of a gradient overlay that focusses on organizing the 

network such that resource constrained devices always have communication 

paths with nodes that are better endowed. The gradient overlay also helps in 

achieving better resource sharing by enabling this linkage between resource 

constrained devices and their better endowed and more stable counterparts.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The overall effect of the interplay between the overlays is to enable remote 

evidence acquisition which would speed up digital investigations through 

eliminating the time consuming process of seeking out the physical target 

Figure 4: The proposed architecture for automating digital investigations in highly 
networked environments 
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device, seizing it through court warrants or brute force and having to 

transport it back to a digital forensic lab for acquisition where human 

interaction is needed to facilitate cabled USB connectivity between the target 

suspect device and the evidence storage container. The suggested use of an 

adaptation of the BitTorrent protocol as described in Paper II would help 

facilitate integrity as the BitTorrent protocol maintains hashes of individual 

pieces of data. BitTorrent is also known for enabling high throughput due to 

its maximization of bandwidth utilization through multiple connections, and 

thus it could enable faster data transfer of evidence pieces. BitTorrent also 

promotes availability through its prioritization in sharing the least available 

pieces of data. The add-on functionality of encryption of the pieces (shards) 

of digital evidence contribute towards further to the integrity as well as the 

security of the data. Confidentiality is also achieved over the network 

transfer channel, however not necessarily privacy as the data may be subject 

to further privacy concerns while in storage or undergoing analysis. 

The use of P2P overlays involving Distributed Hash Tables (DHT’s) and 

“Publish-Subscribe” mechanisms, as described in Paper IV, help in enabling 

faster searching of resources, facilitating independence from centralized 

control and promoting relevance-based dissemination of information. As 

DHT’s are known to improve search performances among multiple 

distributed sources of data, they can be used to speed up digital 

investigations, that usually involve a lot of indexing and searching 

procedures, and thus be of benefit in an automated and distributed 

architecture as is proposed. Publish-Subscribe mechanisms enable relevance-

based dissemination of information which can help speed up digital 

investigations by reducing unnecessary spread of information to 

disinterested parties. They may also assist in achieving privacy by limiting 

the audience of topical information to only those that are intended receivers. 

The cloud-based backend is fundamentally based on a distributed filesystem. 

This facilitates the achievement of scalability through the ability to scale 

outwards with the addition of nodes with physical storage to the cluster. It 

contributes to availability through the maintenance of redundant copies of 

data in distributed filesystems. 

The requirements and the architecture, as described above aid in answering 

the first sub-question (SQ1). The use of various P2P overlays seen in the 

architecture are essentially used to support distribution, availability, 

scalability, information sharing, resource sharing and faster evidence 

acquisition, thus promoting the automation of the various phases in digital 

investigations in highly networked environments. This contributes towards 

answering the fourth sub-question (SQ4) and is seen in Paper I, II and IV. 
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Automating the Evidence Acquisition phase through Remote Evidence 

Acquisition in Mobile Devices 

The third contribution of this thesis is the small-scale proof of concept 

implementation of remote evidence acquisition of mobile devices. As the full 

architecture is a rather large endeavour to achieve, the remote evidence 

acquisition capability of the P2P-da component was chosen as the starting 

point towards understanding the viability of the architecture. A prototype 

tool was built in Java to enable remote evidence acquisition (and the 

consequent storage on a distributed file system) using a single TCP client-

server connection paradigm for Android mobile devices. The time taken to 

perform disk based evidence remote acquisition over the university’s Gigabit 

Ethernet network with this prototype was analyzed for increasing data (disk 

partition) sizes for both older resource constrained mobile devices (Paper I) 

and modern state of the art powerful mobile devices (Paper II). The 

reliability of the network transfer of remote evidence acquisition for 

increasingly larger evidence data (disk partition) sizes for state of the art 

mobile devices was also analyzed in Paper II. The results show that for older 

resource constrained devices (≤ 2GB RAM, ≤ 1.5GHz Dual Core CPU ) a 

single TCP client-server connection does not scale well as evidence data 

sizes (disk partitions) increase up to 4GB. However for more powerful 

current state-of-the art devices (≥ 2GB RAM, ≥ 1.5GHz Dual Core CPU ), it 

is observed that they scale somewhat linearly for larger evidence data 

specimen sizes up to 16GB.  

The reliability (availability) of a single TCP client-server connection for 

remote evidence acquisition was also evaluated and the results showed that 

for all tested mobile devices, the reliability of the remote evidence 

acquisition process dropped for larger evidence data sizes. This led to two 

propositions for the architecture, that is, the use of multiple connections as 

well the use of the BitTorrent protocol. The use of multiple connections 

helps maximize the utilization of available bandwidth usually helping to 

counter the effect of the Bandwidth Delay Product (BDP) (Borman et al., 

2014) and small default TCP buffer sizes, thus helping to increase the overall 

speed of data transfer. The use of the BitTorrent protocol enables not only 

the use of multiple connections to maximize bandwidth usage, but also 

enhances availability (reliability) through splitting large data entities into 

smaller pieces. Each smaller piece can be replicated at multiple locations 

using separate TCP connections which due to the smaller data sizes are less 

likely to undergo corruption or require a lot of retransmission. This increases 

the overall likelihood that more of the larger data chunk will be transferred 

successfully. Furthermore the entire transfer does not depend on the success 

of an individual TCP connection, but rather multiple individual TCP 
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connections transferring smaller pieces of data. BitTorrent is also commonly 

used for the transfer of large files and thus is a suitable proposition for the 

current problem area. 

This third contribution goes towards answering the second sub-question 

(SQ2). 

A Method for Automating Digital Evidence Analysis involving Multiple 

Heterogeneous Evidence Sources 

The fourth contribution of this thesis focuses on the automation of the 

evidence analysis phase of the digital investigation process. The contribution 

in itself is a method for representing and integrating digital evidence artifacts 

from multiple sources and varying ontologies. This further enables the 

unification of heterogeneous data sources and enables automated correlation, 

searching and simple reasoning over the data. This method is an application 

of semantic web ontologies to the digital investigation realm. Traditionally, 

the analysis phase involves parsing multiple digital evidence sources into 

their particular evidence-centric / tool-centric representations, indexing 

these, performing manual text-based searches and manually interpreting the 

data in order to find relevant information, make correlations and to make 

sense of the evidence in general. The method contributed in this thesis makes 

digital investigations faster in that it allows for raw digital evidence from 

multiple different sources to be ingested, represented in a uniform machine 

representation (RDF) that allows for integration, automated correlation and 

searching among multiple sources of digital evidence. The analysis process 

is made faster in that the unification and correlation process is all automated 

through a combination of parsers, ontologies, OWL engines, rules and 

SPARQL engine query endpoints. This ultimately enables an otherwise 

manually performed task, to be done much faster by machines. It also 

reduces the burden of the human labour that would be required to perform 

the complex process of correlation across multiple different digital evidence 

sources. This method also aids in achieving the requirement of dealing with 

heterogeneity as specified among the requirements of the overall architecture 

proposed in this thesis. 

This fourth contribution goes towards answering the third sub-question 

(SQ3) by providing a method for automating the analysis phase of digital 

investigations thus making them faster and reducing the human-labour 

intensity required. 
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1.3.1. Summary of Contributions 

In summary this thesis has four main contributions, as described above, that 

are spread out across the four publications adjoined to this thesis. These four 

main contributions also answer the four sub-questions subsumed by the 

overall research question underlining this work. 

The main research question sought after a means to achieve automation so as 

to enable faster and less human-labour intensive digital investigations in 

highly networked mobile and cloud environments characterized essentially 

by the challenges of large volumes of data, multiple sources of digital 

evidence, heterogeneous data formats and resource constrained devices. To 

this end four sub questions were posed: 

(SQ1) relates to the requirements and architecture of a system to enable 

automation of the digital investigation process. Paper I introduces the 

requirements and the architecture. Paper II extends the description of the 

functionality of the architecture and Paper IV revisits the architecture to 

propose further use of P2P overlays to improve the overall architecture. In 

Paper IV, through improvements in the form of decentralization, scalability 

and availability enabled through DHT-based overlays and Publish-Subscribe 

overlays, automation is further enhanced in various phases of the digital 

investigation process. This contributes to answering (SQ4) relating to the 

benefits that P2P overlays can provide to the architecture, and generally 

improves the architectural contribution of this thesis 

(SQ2) relates to the automation of the evidence acquisition phase of the 

digital investigation process. Remote evidence acquisition on mobile devices 

is the focus here in order to avoid the delay of physical device geolocation, 

seizure and transportation. The functionality of the P2P-disitribution 

architecture that facilitates remote evidence acquisition is described in 

greater depth in Paper II. A proof of concept of remote evidence acquisition 

of mobile devices using a single TCP connection is demonstrated and 

evaluated in Paper II on the time taken to perform the acquisition and the 

reliability of the process. Remote evidence acquisition of mobile devices is 

seen as possible, however single client-server TCP connections are deemed 

not to be scalable. Multiple TCP connections and splitting the data into 

smaller pieces as is seen in the BitTorrent protocol is suggested. 

(SQ3) relates to the automation of the evidence analysis phase which 

traditionally has involved slow, manual and complex processes requiring a 

lot of human effort. This is increasingly problematic with large volumes of 

data and multiple sources of digital evidence as already described. Inspired 

by semantic web technologies, Paper III proposes a method of uniformly 
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representing and integrating multiple digital evidence sources using the 

Resource Description Framework (RDF) and ontologies described through 

the Web Ontology Language (OWL). Further to this, automated ontological 

reasoning and rule-based reasoning is facilitated through reasoning engines 

(e.g. Pellet). Finally intelligent querying is done through the Simple Protocol 

and RDF Query Language (SPARQL). Overall this enables faster and less 

human-labour intensive evidence analysis despite large volumes of 

heterogeneous digital evidence from multiple sources. It leaves the complex 

tasks of parsing and integration of large amounts of data to machines while 

also provising simple reasoning, and allowing for more complex reasoning 

to be fed to machines through the rule-based reasoning capabilities. 

Overall these contributions summarized in “requirements”, “an architecture”, 

“a demonstration and evaluation of remote evidence acquisition on mobile 

devices”, as well as “a method for integration of digital evidence from 

multiple varying sources” provide a way forward towards solving the 

challenge of automating the digital investigation process to make it faster 

and less human-labour intensive in highly networked environments that have 

large volumes of varying forms of digital evidence from multiple sources. 

1.4. Research Ethics 

Ethical considerations, particularly in terms of privacy and intellectual 

property, are important while undertaking research in order to ensure that the 

rights of parties involved in the overall research process are not unjustly or 

inappropriately infringed in the furtherance of the goals of any research 

study. 

This thesis focuses on the design and implementation of technology inspired 

methods and architectures aimed towards solving the problem of the lack of 

efficiency in digital investigations in highly networked publicly shared 

network environments such as those seen in mobile and cloud environments. 

The architectural designs and implementations are based on previously well 

studied and developed technologies that are used in other areas (E.g. 

Hypervisors, P2P networks, Distributed File Systems and Semantic Web 

Technologies) in order to solve the problem at hand in digital investigations.  

The data collected and analyzed in testing the various implemented 

prototypes was created in a test environment by the authors of the respective 

publications for the purposes of the individual studies. Mobile devices that 

were tested were populated with fake user accounts containing fabricated 

data created by the authors as well as publicly available data from the 
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Internet. No personally identifiable information from outside the circle of the 

authors was used for the purposes of this study. 

1.5. Thesis Organization 

This thesis is organized in five chapters as described below: 

Chapter 1, presents a brief preamble to the general area considered in this 

thesis as well as defining the problem space and the contributions brought in 

by the included papers. Research ethics is also discussed here. Chapter 2, 

describes the research method used and how it is applied in this study. 

Chapter 3, provides an extended review of the background knowledge that 

this thesis makes use of. It also addresses the specific areas of literature that 

are related to this study. Chapter 4, presents a summary of the publications 

included in this thesis including their main results. Chapter 5, discusses the 

main findings of the publications and assesses their contributions towards 

answering the research question and its sub-questions. This chapter 

concludes with a brief exploration into possible directions of future work. 
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2. Research Method 

According to Hevner (Hevner et al., 2004) there are generally two main 

research paradigms that characterize research in the field of Information 

Systems, that is, Behavioural Science and Design Science. Hevner et al. state 

that the Behavioural Science paradigm “seeks to develop and verify theories 

that explain or predict human or organizational behavior” (Hevner et al., 

2004). The Design Science paradigm, on the other hand, they state, “seeks to 

extend the boundaries of human and organizational capabilities by creating 

new and innovative artifacts”. (Hevner et al., 2004)  

As this study does not intend to “explain or predict human or organizational 

behavior”, the Behavioural Science paradigm is deemed not suitable for this 

study. The Design Science paradigm seems to be more appropriate, as this 

study aims to address the real-world problem of inefficiency in digital 

investigations through designing an artifact that fosters greater automation of 

investigations in mobile and cloud environments. It aims to extend the 

boundaries of current digital investigation practices in a technological 

manner through designing an architecture and implementing parts of this 

architecture in order to enable automation and thus facilitate more efficient 

digital investigations. As Design Science, “supports a pragmatic research 

paradigm that calls for the creation of innovative artifacts to solve real-world 

problems” (Hevner and Chatterjee, 2010) this approach seems to be ideal for 

the study at hand. 

The Design Science method as described in (Johannesson and Perjons, 2012) 

is what is used to guide the research performed in this study. Here, they 

define Design Science as “the scientific study and creation of artifacts as 

they are developed and used by people with the goal of solving practical 

problems of general interest.” Johannesson and Perjons define an artifact as 

“an object made by humans with the intention to be used for addressing a 

practical problem”, where a practical problem is described as “an 

undesirable state, or more precisely, a gap between the current state and a 

desirable state, as perceived by the participants in a practice.” (Johannesson 

and Perjons, 2012) They also identify four types of artifacts, that is: 

Constructs, Models, Methods and Instantiations. Constructs consist of the 

foundational terms, notations, definitions and concepts that are needed to 
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describe the problem domain or the possible solution. Models represent 

objects put together in order to depict a particular problem or a solution. 

They help analyze problems, or show why they may be challenging. They 

also help describe potential solutions that may aid in the building of other 

artifacts that solve a practical problem, as well as help forecast future 

behaviour of objects or systems. Examples of models include system 

architectures and domain ontologies. Methods describe guidelines or 

processes for how to solve a problem. Examples could include algorithms, 

‘rules of thumb’ or best practices. Instantiations are actual implementations 

in the form of working systems that can solve a given problem in practice 

(Johannesson and Perjons, 2012) 

In this thesis we develop several artifacts mainly in the form of models, 

methods and instantiations. A model of a system architecture for performing 

digital investigations in mobile and cloud environments is developed, and 

later refined. Models are also created in the form of domain ontologies used 

to describe evidence artifacts from different sources. A method for 

integrating multiple heterogeneous evidence sources is proposed towards 

helping achieve correlation and eventually simple reasoning on the evidence 

sources. Instantiations of part of the system architecture focusing on digital 

evidence acquisition is developed, as well as an instantiation of the method 

for integrating, correlating and performing simple reasoning on multiple 

heterogeneous evidence data sets. 

(Johannesson and Perjons, 2012) also describe a generic 5-step method for 

performing design science research. This framework is depicted in the 

following figure, and forms the basis of how this study is performed.  

 

 

 

 

 

 

 

 

 

 

Figure 5: Phases of the Design Science Method as described by (Johannesson and Perjons, 2012) 
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Based on the activities of the method for performing design science research 

as depicted above, we explain the processes that were followed in this study. 

i. Explicating the Problem 

The goal of this phase is to understand the particular area of concern, to 

identify the problem that is experienced, to motivate why it is important 

and to investigate the underlying causes. This has been done through an 

extensive literature review of publications from well-known peer-

reviewed, scientific journal and conference publications in the fields of 

digital forensics and incident response. Several recent notable 

publications such as (Beebe, 2009), (Garfinkel, 2010), (Mislan et al., 

2010), (Zawoad and Hasan, 2013) and (Quick and Choo, 2014), among 

several others have contributed towards this. The general area of concern 

has been identified as the current state of digital investigations in highly 

networked environments such as those seen in mobile and cloud 

computing. The particular problem is seen to be the relatively slow and 

long process brought upon by multiple heterogeneous evidence sources, 

large amounts of data and the relatively manual processes with the 

current tools of the trade available. The impending presence of 

investigations involving large amounts of data, several non-standard 

devices, lengthy investigation times and the backlogs experienced 

motivate the need for a solution. Automation from a technological point 

of view within the different phases of the digital forensics process model 

is suggested as a solution. Individual activities towards achieving this 

automation in the different phases is what this study aims to achieve. The 

first chapter of this thesis, as well as within the individual publications 

adjoined in this study, explain these ideas in greater detail. 

ii. Definition of Requirements and Outlining the Artifact 

Here the aim is to propose a possible solution in the form of an artifact 

and to outline the requirements of this artifact. Similarly, the ideas for the 

artifact and its requirements are sourced from the literature review of peer 

reviewed scientific journal and conference publications. In addition to 

publications from the field of digital forensics, solutions from other fields 

such as peer-to-peer networks, semantic web technologies and distributed 

filesystems are also sought after in order to design a possible solution. 

Theoretical analysis from the cross-section of different fields as well as 

observation from practical experience with digital investigations also 

helped mould the artifact as well as its requirements. Similar solutions 

with partial results towards some of the problems identified are explained 
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in each of the adjoining publications (PAPER I-IV). Additionally some of 

these proposed ideas are revisited in Chapter 2 of this thesis.  

The artifact outlined in this phase is a 4-tiered system architecture, 

proposed as a possible solution to facilitate automation. This is initially 

described in PAPER I and II, together with the requirements of such a 

system architecture. The requirements originally inspired from (Palmer, 

2001), feature also in PAPER I and II, however they are extended for the 

environment at hand and the current state of digital investigations. 

PAPER III identifies a 5-step method that requires the development of 

ontologies to facilitate semantic representation of multiple evidence 

sources in order to eventually achieve reasoning for automated analysis 

of digital evidence. PAPER IV adds further requirements to the overall 

system architecture, presenting a new architecture in preparation for 

future research directions, and new design science research cycle 

extending the artifacts developed in this thesis.  Action research in the 

form of practical experience, having worked with digital investigation 

cases, peer to peer technologies and distributed file systems also helped 

inform the design of the system architecture as well as to describe the 

requirements that would propel this architecture towards solving the 

identified problem. 

iii. Artifact Design and Development 

The aim of this step is to design and develop the actual artifact according 

to the prescribed requirements. Several different artifacts are designed 

and developed as a summation of the different publications included in 

this thesis. Firstly, a detailed system architecture is designed and 

developed with intricate details of the capabilities and functionality of 

each of the components of this architecture. An instantiation in the form 

of a prototype of part of the described system architecture is designed and 

developed to show the capability of remote evidence acquisition of 

mobile devices. This is seen in PAPER I. In PAPER III the initial artifact 

designed is the models of ontologies of evidence from different sources, 

that is, disk evidence, network evidence and log-based evidence. 

Additionally, the method for achieving representation, integration, 

correlation and searching over evidence from multiple heterogeneous 

sources, is another artifact developed. The processes required to achieve 

this are explained in details making use of the Resource Description 

Framework (RDF), the Web Ontology Language (OWL) to develop a 

uniform ontology that can be reasoned upon and eventually the Simple 

Protocol and RDF Query Language (SPARQL) to perform automated 
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queries. This is then moulded into the final artifact of PAPER III that is 

an instantiation of the aforementioned method. 

iv. Demonstrating of the Artifact 

Demonstrating the artifact involves making use of the developed artifact 

in an illustrative case to show the feasibility of the artifact in solving an 

instance of the problem identified. As described in the previous phase, a 

component of the designed system architecture was designed to automate 

the capture of evidence from remote mobile devices. This is seen in 

PAPER I and was done through programming a software application that 

would remotely capture the disk data from a given mobile device and 

transmit the resulting disk image over the network onto a Hadoop-based 

distributed file system. This was initially developed and tested on an 

embedded Linux device before being ported to Android based mobile 

phones.  

The demonstration of the artifact developed in PAPER II was done 

through performing an experiment where a security breach was 

performed in an isolated test environment and the relevant evidence was 

captured in the form of disk data, network traffic and firewall logs. 

Parsers were developed to parse the data into its semantic representation 

following the previously designed ontologies. The individual evidence 

ontological representations were then merged and fed into an OWL 

engine where inbuilt and investigator designed rules were applied to 

enable reasoning over the data. Finally linked-data was subjected to 

specific queries in order to elicit specific answers that an investigator 

would want to get information about regarding the said security breach. 

v. Evaluating the Artifact 

Here the goal is to determine how well the artifact achieves its intended 

aim. The evaluation of the remote evidence acquisition of mobile devices 

over public networks is evaluated partially in PAPER I and more in 

PAPER II. The evaluation takes the form of the measurement of the 

length of time taken to perform remote evidence acquisition of varying 

mobile devices with varying disk sizes. Initially the evaluation is done on 

mobile devices with limited resource capabilities which is seen in PAPER 

I. The evaluation is extended in PAPER II to test more mobile devices, 

but now with greatly improved resource capabilities (Google Nexus 5 and 

Samsung Galaxy S4), which were the state of the art while the study was 

performed. The evaluation is also extended to determine the reliability of 

the remote evidence acquisition process with increasing disk sizes and 

consequently longer acquisition times. This is done through determining 
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the success rate of the acquisition process, out of every 10 attempts, of a 

particular disk evidence size of a mobile device as the disk sizes increase. 

In PAPER IV an ex ante evaluation is performed whereby informed 

judgements are made on the updated system architecture in order to 

support the new functionality that is introduced. With the artifacts 

developed in PAPER III, the evaluation is yet to be performed and may 

be performed as part of future research. 
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3. Background and Related Work 

“In the past, organizations had a good overview of their infrastructure and IT 

asset inventories, but this is becoming more difficult. BYOD (Bring Your 

Own Device) is becoming more popular, staff are increasingly using mobile 

devices, more infrastructure is becoming outsourced and/or operated in 

external cloud environments. Even the notion of a physical ‘system’ or 

‘device’ is changing as both servers and client desktops become virtualized. 

This has an impact on digital forensics as traditional forensic methods in 

some cases can no longer be conducted in the same way.” (Nikkel, 2014) 

“The pervasiveness of network technology is causing a shift in the location 

of digital evidence. What was once largely found on individual disks tied to 

single individuals is now becoming distributed across remote networked 

machines, under the control of multiple organizations, and scattered over 

multiple jurisdictions.” (Nikkel, 2006a) 

The above quotations from Nikkel’s journal articles, capture the essence of 

the current landscape of digital investigations. They have gradually become 

more difficult to deal with due to the increasing use of non-standard devices 

in the form of mobile devices and virtualized cloud infrastructures that are 

operated from multiple different locations. (Mislan et al., 2010) (Beebe, 

2009) and (Ruan et al., 2012) have also identified this trend. The highly 

internetworked nature of these devices has enhanced their ubiquity and 

further enabled the increased uptake of these technologies. Multiple 

applications for these technologies (Chung et al., 2012) (Walnycky et al., 

2015) have arisen and consequently also increased the amounts of data being 

generated and the variety of their formats. (Quick and Choo, 2014). 

Furthermore, as stated by Clemens, “digital forensics remains largely a 

manual process requiring detailed and time consuming analysis by experts 

within the field.”(Clemens, 2015) Thus, digital investigations require a 

solution to help deal with cases involving such environments. 

Automation of the various phases of the digital forensics process is proposed 

in this thesis through the form of a 4-tiered system architecture. Focus is 

mostly directed towards the evidence acquisition phase and the evidence 
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analysis phase of the digital forensics process model, however the other 

phases are also briefly touched upon also. 

In order to achieve the architecture and the automation aspects that are 

involved, some background knowledge must be briefly mentioned and 

explained. This is done in order to provide a better understanding of the 

architecture, motivation for the spread of technologies used, as well as for 

completeness. Previous work that is related to the proposed ideas are also 

outlined within the “Related Literature” sub-section towards the end of this 

chapter. 

The areas that are to be briefly described are: 

 Digital investigations, including the concept of the digital crime scene, 

the idea of digital evidence and the state of digital forensics tools. 

 The concept of Peer-to-Peer (P2P) networks, including the categories of 

P2P network overlays and the benefits and drawbacks that they bring to 

network communication 

 The concept of Semantic Web Technologies, including the “Semantic 

web layer cake” model, the Resource Description Framework (RDF), the 

Web Ontology Language (OWL) and the Simple Protocol and RDF 

Query Language (SPARQL). 

 Mobile and Cloud environments including the concepts, technologies and 

protocols enabling communication around mobile devices; cloud 

computing concepts and technologies including virtualization 

These areas are described in the following sub-sections. 

 

3.1. Digital Investigations 

A digital investigation may be called for during or after some form of illegal 

activity involving digital devices or technologies has occurred. The aim of 

this is to examine and reconstruct events from digital sources in order to 

understand the illicit activity so as to curb it (and its perpetrator), or to 

prevent future occurrence of the unwanted activity. The terms digital 

forensics and digital investigations are commonly used interchangeably. 

From the definition of digital forensics given by Palmer (Palmer, 2001), 

there are several important concepts that should be noted: The first idea is 
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the use of “scientifically derived and proven methods” this is dealt with in 

the concept of “forensic soundness” that was briefly touched upon in 

Chapter 1. The next concept is the idea of a process that is followed to 

facilitate digital investigations as is roughly laid out as “preservation, 

collection, validation, identification, analysis, interpretation, documentation 

and preservation”. Another concept is the concept of “digital evidence”. This 

is perhaps the most important part of the definition in that digital evidence is 

what the entire process is applied on. 

Digital evidence, which is sourced from digital sources within a crime scene, 

and the ensuing digital forensics process are hence important aspects of a 

digital investigation. 

3.1.1. The Digital Crime Scene and Digital Evidence 

Carrier and Spafford define a digital crime scene as “the virtual environment 

created by the hardware and software where digital evidence about a crime 

or incident exists.”(Carrier and Spafford, 2004) This virtual environment 

essentially refers to any form of computer system or groups of computer 

systems working together. This could include any combination of desktop 

computers, laptops, servers, mobile phones, GPS devices, fitness monitoring 

devices, televisions, gaming consoles together with their individual hardware 

and software components being used in a malevolent manner to subvert a 

given predefined policy or procedure. Literally any form of computing 

system that can be thought of today can potentially be part of some 

malicious activity that constitutes a crime or a security incident, this is 

because computing systems have been infused into almost every human 

activity – both beneficial and malevolent. 

Digital Evidence that is a core part of a digital crime scene has been defined 

in varying ways by different authors, however they all attempt to capture 

some of the key aspects of such an artifact. Some of these definitions are 

offered below: 

 “Any data stored or transmitted using a computer that support or refute a 

theory of how an offense occurred or that address critical elements of the 

offense such as intent or alibi”(Casey, 2011) 

 “Information of probative value stored or transmitted in binary form” 

(Pollitt, 2008) 

 “Information stored or transmitted in binary form that may be relied on in 

court.”(Daniels and Hart, 2004) 



30 

 

 “Any digital data that contain reliable information that supports or refutes 

a hypothesis about the incident” (Carrier and Spafford, 2004) 

From these definitions we can summarize that digital evidence involves any 

form of data that is present on a computer or transmitted between computers 

in a digital format that can help support or refute a theory about some 

malicious activity that is under scrutiny. Generally malicious activity may be 

under scrutiny as part of legal proceedings in a court of law, or as part of an 

incident response procedure.  

The data that comprises what is termed as digital evidence, originates in the 

components of a computing system. More specifically common sources of 

evidence includes data found on the storage, computation or communication 

components of a computing system which includes disk storage, flash 

storage, RAM memory, caches and network interfaces. Typically these come 

in the form of disk images, memory captures, network traffic captures and 

system or network logs. Hosmer states that “digital evidence originates from 

a multitude of sources including seized computer hard-drives and backup 

media, real-time e-mail messages, chat-room logs, ISP records, web-pages, 

digital network traffic, local and virtual databases, digital directories, 

wireless devices, memory cards, and digital cameras.” (Hosmer, 2002) The 

variety and forms of digital evidence and their sources are continuously in a 

state of flux as technological advancements change the digital landscape. 

Beebe (Beebe, 2009) identified the increasing occurrence of non-standard 

computing environments as an upcoming challenge in digital forensics 

research. 

(Schatz, 2007) identified 3 key properties of digital evidence that affect the 

way digital investigations are performed. These 3 properties are: 

 Latency: This refers to the latent nature of digitally encoded data in that a 

set of binary data in the form of 1’s and 0’s convey no information in 

themselves, however when parsed, different interpretations may arise 

depending on the aim of the parsing tool. 

 Fidelity: This refers to the fact that digital data found at a digital crime 

scene may be freely copied and treated as though it was the original, 

provided that the copying process can be proven to be accurate. 

 Volatility: This arises out of the fidelity property in that digital data may 

be easily modified intentionally or inadvertently distorting the perception 

of the digital crime scene. 
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Due to these properties the traditional method of acquiring digital evidence 

from a digital crime scene has involved attempting to acquire in as much as 

possible a complete and pristine copy of the digital data from the digital 

crime scene.(Casey et al., 2010) Furthermore there has been a need to 

authenticate the trustworthiness of the digital evidence in order to ascertain 

that no unauthorized modifications have been made from the time it was 

acquired from the digital crime scene.(Hosmer, 2002) This has led to the 

maintenance of the “chain of custody” documentation that requires recording 

information about who was involved, where, when and how digital evidence 

was collected or changed hands. (Casey, 2011) It also requires the 

verification of the integrity of the evidence through the use of hashing 

functions.(Hosmer, 2002). In the practice of digital forensics, these are the 

methods that have traditionally been used to ensure the forensic soundness of 

digital evidence, however they are currently struggling to cope with the 

incessant advances in technology that are making it difficult to achieve 

complete and unmodified copies of digital evidence in the digital crime 

scenes of today including mobile and cloud environments. (Casey, 2007) 

The evanescence of digital evidence has also resulted in the concept of the 

“Order of Volatility” (Brezinski and Killalea, 2002)(Casey, 2011). This is 

the idea that due to the transient nature of digital data priority should be 

given to the collection of certain evidence sources before others due to their 

higher perishability. The diagram below from (Casey, 2011) depicts the 

order of volatility and the evidence sources it considers. 

 

 

 

 

 

 

 

3.1.2. The Digital Forensics Process 

From Palmer’s definition of Digital Forensics, it is seen that the investigative 

procedure from the crime scene all the way to the conclusion of the 

investigation requires the adherence to a step-by-step process. This process 

is intended to be similar irrespective of whether the investigation is directed 

Figure 6: Evidence Acquisition priority based on the Order of Volatility 
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towards a legal law enforcement process, a corporate investigation, or any 

other security incident. There has been debate on standardizing the steps of 

this process termed as the digital investigation (or digital forensics) process 

model as is seen in (Palmer, 2001) and (Carrier and Spafford, 2003). Several 

other variants have been mentioned in literature including those seen in 

(National Institute of Justice, 2001), (Reith et al., 2002), (Carrier and 

Spafford, 2004), (Beebe and Clark, 2005) and (Pilli et al., 2010), among 

others. We briefly highlight the key points from these proposed digital 

investigation process models and finally generalize the individual phases to 

create a 4-phase process model that we use as the basis for our study. 

The U.S Department of Justice (National Institute of Justice, 2001) proposes 

four phases, that is, collection, examination, analysis and reporting. The 

collection phase is said to involve searching, recognizing, seizing and 

documenting digital evidence. Examination is a form of initial survey of the 

evidence aimed to make visible what is hidden and to document the content 

and extent of the evidence in its totality. It allows also for the reduction of 

evidence sizes through removal of that which may be considered extraneous 

to the investigation at hand. The analysis phase involves deeper examination 

to evaluate the probative value of the evidence with respect to the aims of 

the investigation. The reporting phase details the overall procedures 

undertaken in the investigation and outlines the outcomes. 

(Reith et al., 2002) present nine phases to their digital forensics process 

model: Identification, Preparation, Approach Strategy, Preservation, 

Collection. Examination, Analysis, Presentation and Returning of Evidence. 

Identification involves recognizing the indicators that show that an incident 

has occurred. Preparation involves getting the required tools ready, acquiring 

search warrants and the necessary authorizations or management support. 

The Approach Strategy is a planning phase aiming at making the maximum 

impact in attaining evidence with the least disturbance to the crime scene. 

Preservation involves isolating or securing evidence sources so that they 

may not be modified in unwarranted ways. Collection involves recording or 

duplicating sources of evidence using appropriate standardized and accepted 

procedures. Examination requires a detailed and systematic search for 

evidence related to the crime as well as the documentation of this. Analysis 

entails determining the significance of the evidence, reconstructing 

fragments, correlating different sources and drawing objective conclusions. 

Presentation involves summarizing and explaining the evidence found and 

the basis for the conclusions found to the stakeholders. Returning of 

evidence is the final step of this model where it is determined how and what 

portions of digital property or evidence is returned back to its rightful owner, 

removed if necessary or stored safely for archival purposes. 
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(Carrier and Spafford, 2003) and (Carrier and Spafford, 2004) propose a 17-

phase process model where these 17 phases are classified into 5 categories, 

however in both articles they analyze the process model that they describe 

from different angles. They base the 5 categories of phases on the physical 

crime investigation process model. The individual categories are: the 

Readiness phase, the Deployment phase, the Physical Crime Scene 

Investigation phase, the Digital Crime Scene Investigation phase and the 

Review phase. The Readiness phase ensures that the appropriate procedures 

and relevant infrastructure are in readily available to support an 

investigation. It involves two activities: operational readiness and 

infrastructural readiness. The Deployment phase is where a mechanism is 

provided for detecting an illicit event and notifying the relevant stakeholders. 

Relevant authorization to perform the investigation is also procured at this 

phase. This phase involves 2 activities: the detection and notification 

activities, and the confirmation and authorization activities. The Physical 

Crime Scene Investigation phase and the Digital Crime Scene Investigation 

phase involve the same activities, however the former is aimed more at 

physical objects and the latter is aimed at more virtual objects. They are 

argued to be both relevant because the physical objects can affect the 

presence of the virtual evidence artifacts. They both involve the following 6 

activities: Preservation, Survey, Documentation, Search and Collection, 

Reconstruction and Presentation. Preservation entails preventing artifacts 

from being changed inadvertently at the crime scene. Survey involves 

identifying the obvious features and the extent of the possible evidence 

artifacts, which necessitates the next activity of documenting these findings. 

The Search and Collection phase entails using the results from the previous 2 

activities to launch a deeper examination in order to unearth non-obvious 

and hidden aspects of the corpus of potential evidence. The Reconstruction 

phase entails putting the pieces of evidence found together in order to 

recreate the order of events. It also involves classification and assessing the 

trust that can be put in the pieces of evidence as well as identifying credible 

theories that fit the evidence patterns. The presentation phase involves 

demonstrating the findings of the previous phases to other investigators, 

investigative teams, legal entities or other stakeholders. The final category 

according to this digital investigation process model is the Review phase, 

where the entire process is analyzed to discover where improvements can be 

made to made to the overall investigation process undertaken. 

(Beebe and Clark, 2005) present a hierarchical, objectives-based digital 

forensics process model with 6 top-tier phases forming the foundations as 

well as sub-phases that are guided by principles and motivated by objectives. 

The model attempts to merge all the previously mentioned digital 

investigation models into the 6-phases, which are the Preparation phase, the 
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Incident Response Phase, the Data Collection phase, the Data Analysis 

phase, the Presentation of Findings phase and the Incident Closure phase. 

Within the individual top-tier phases, the Preparation phase involves steps 

performed in advance in order to maximize the availability and quality of 

digital evidence while minimizing organizational cost and burden. Such 

activities include risk assessments, preparing incident response plans, 

developing technical capabilities, preparing host and network devices, and 

training personnel. The Incident Response Phase involves the initial 

detection, validation and assessment of the extent of a suspected incident in 

order to develop an investigation strategy to tackle the incident. The Data 

Collection Phase involves the acquisition of all evidence sources (live data, 

network based-evidence, host-based evidence, removable media, etc.) 

according to the determined investigation strategy while ensuring integrity 

and authenticity of the evidence. The Data Analysis phase entails activities 

that aid towards confirming or refuting certain allegations. This is done 

through reconstructing events to answer questions relating to “who”, “what”, 

“where”, “when”, “why” and “how” type of questions. It involves 

transforming voluminous amounts of data into more manageable sizes; 

conducting and initial survey of the obvious available artifacts; using data 

extraction techniques to unearth hidden pieces of evidence, correlating and 

reconstructing events. The Presentation of Findings phase involves 

communicating the relevant findings from the previous phases to various 

audiences including management, technical personnel, legal practitioners or 

other law enforcement or investigative entities. The final phase is the 

Incident Closure phase that involves reviewing the entire process, acting 

upon decisions and findings, disposing off evidence appropriately and 

collecting all relevant information from the investigation for preservation. 

 

 

 

 

 

 

 

 

 

Figure 7: Top tier of the Hierarchical objectives-based digital 
forensics process model (Beebe and Clark, 2005) 
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(Pilli et al., 2010) developed a digital investigation process model for 

network forensics related cases based on prior computer forensics process 

models. They present a 9-phase process model that involves Preparation, 

Detection phase, Incident Response, Collection, Preservation, Examination, 

Analysis, Investigation and Presentation. The Preparation phase involves the 

deployment of various network security tools (including intrusion detection 

systems (sensors), packet analyzers, firewalls and traffic flow measurement 

tools) to various parts of a network. It also involves acquiring the necessary 

authorizations and warrants. The Detection phase involves the observation of 

alerts from the deployed security tools and the consequent validation done to 

assess the extent and confirm the occurrence of a security incident. The 

Incident Response Phase entails using the information gathered from the 

detection phase to determine whether to defend and recover from the 

consequences of the incident, or to collect further information before 

proceeding. (The Incident Response phase may also be revisited at the as the 

last phase of this process model). The Collection phase involves acquiring 

the data from the various security tools and sensors. It is considered a 

significant phase as the data collected is transient and if missed it may be 

lost forever. The Preservation phase entails making a copy of the captured 

transient data and ensuring its integrity and authenticity usually through the 

use of cryptographic hashes. The Examination phase involves fusing of the 

collected digital data in order to have a single data set where the analysis can 

be performed. In this phase the large data set is carefully searched, 

redundancies are removed, and obvious indicators are the suspected incident 

are carefully documented. The next step is the Analysis phase where further 

indicators are identified, classified and correlated in order to deduce more 

information about the incident as well as the motives and the methods of the 

perpetrator. Statistical and data mining approaches may be used to discover 

these inferences. The information from the Analysis phase is iteratively used 

in the Investigative phase in order to confirm or refute theories that link the 

purported perpetrator to the victims of the incident. The final phase is the 

Presentation phase where the findings of the overall process are presented in 

an understandable manner to a variety of audiences including legal 

personnel, technical teams or other investigators. As mentioned earlier, this 

phase may result in an iteration (as seen in the following diagram) back into 

the Incident Response phase depending on the outcomes and circumstances. 
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Generalizing from all these models, the digital forensics process involves 

preparation, identification of evidence, preservation, collection (acquisition), 

analysis, documentation, presentation of findings and remediation. Mainly 

based on the hierarchical and agglomerative approach taken by Beebe and 

Clark, a further generalization of the several phases is presented as 4 stages 

as listed below: 

 Preparation and evidence identification (Triage) 

 Collection (Acquisition) and preservation of evidence 

 Analysis of evidence and documentation of findings 

 Presentation of findings, Remediation or Recovery 

As is indicated in (Palmer, 2001) and (Beebe and Clark, 2005), there seems 

to be agreement within the “Collection” and “Analysis” phases among the 

various digital forensics process models. (Beebe and Clark, 2005) and (Pilli 

et al., 2010) also suggest that both the “Collection” and “Analysis” phases 

benefit most through the use of technological assistance through tools. 

Figure 8: Network Forensic Investigation Process Model (Pilli et al., 2010) 
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In addition to being an abstraction of the models that covers most of the 

phases that seem to appear across the selected sample of models, as inspired 

by (Beebe and Clark, 2005), the simplification of this generalization also 

allows us to view the digital investigation process from a modular 

perspective. This aids in focusing on how technological advances from other 

fields can help improve the individual phases and thus collectively improve 

the digital investigation process, which, thus, guides this goals of this study.  

Aside from the forensic soundness of the digital evidence itself, the 

soundness of the processes performed on this evidence is also important in 

digital investigations. This is guided by the “Daubert Standard” (United 

States Supreme Court, 1993) (Marsico, 2005) which identifies the standards 

for the handling of digital evidence. The Daubert Standard identifies 5 

criteria for evidence and the procedures applied on it, in order to be 

considered admissible in a court of law. The theory, method or technique 

applied:  

 Must have been reliably tested 

 Must have been subjected to peer-review and publication 

 Must have its known or potential error rates available 

 Must have standards and controls concerning its operation in existence 

and maintained  

 Must have general acceptance in the community that uses it 

In essence the Daubert Standard requires that the activities within the digital 

forensics process model that handle digital evidence to have been thoroughly 

tested, reviewed and accepted by peers and the specific scientific community 

in question. It also requires that the error rates be made known as well as the 

presence of standards around the procedures being controlled and maintained 

as an assurance of the quality of the method. 

3.1.3. Digital Forensics Tools 

“Digital forensics remains largely a manual process requiring detailed and 

time consuming analysis by experts within the field.”(Clemens, 2015) 

Though there have been several advances in improving the set of tools that 

are used in digital investigations to aid the process, there is still a large 

amount of activity that still relies on human expertise and well informed 

judgement. As indicated  in (Beebe, 2009) digital investigation tools have 

generally followed the digital forensics process model in their development. 
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They have aimed at solving individual problems identified at the different 

process phases in order to improve the otherwise manual and time 

consuming processes. In many cases they provided tools to perform 

activities where there were no tools before. 

Some of the notable advances over time include: The development of 

hardware write blockers to aid in the acquisition of disk based evidence 

(Bress and Menz, 2004) (Lyle, 2006); the acquisition and parsing of volatile 

memory from standard computers (Petroni et al., 2006) and mobile devices 

(Thing et al., 2010) (Sylve et al., 2012); the acquisition and parsing of 

network traffic for forensic analysis (Nikkel, 2006a) (Nikkel, 2006b);  and 

the acquisition of disk-based data from infrastructure as a service cloud 

infrastructures. (Dykstra and Sherman, 2013). In the analysis phase there 

have been efforts to standardize the format in which evidence is stored and 

distributed, such as (Garfinkel et al., 2006) and (Cohen and Schatz, 2010), 

the improvement of digital evidence data parsing tools such as (Cohen, 

2007). There have also been efforts to merge different digital evidence data 

sets in particular disk data with network traffic, such as that seen in PyFlag 

(Cohen, 2008). (Scanlon and Kechadi, 2010) proposed a client-server remote 

evidence acquisition tool for acquiring disk-based evidence using a live-CD. 

Ayers identified that current industry standard digital forensics tools such as 

FTK and EnCase are not able to effectively deal with “the complexity and 

data volumes of modern cases.” (Ayers, 2009) “The typical incident 

landscape has changed over the past few years, becoming more complex, 

more global, and typically involves multiple organizations.” (Nikkel, 2014) 

Typical digital forensics cases today have increased in recent years and are 

more commonly involving several different devices and large amounts of 

data, thus there have been efforts to try and ensure that the tools can cope 

with large amounts of data from multiple sources. (Quick and Choo, 2014) 

The harnessing of distributed processing of digital evidence was proposed by 

(Roussev and Richard III, 2004). (Cohen et al., 2011) proposed a distributed 

forensics framework for corporate environments that enabled the capture of 

live memory and disk data. (Pringle and Burgess, 2014) proposed a 

distributed system for storage of digital evidence that ensures integrity of the 

data throughout its lifetime. (Alink et al., 2006) and (Bhoedjang et al., 2012) 

propose a system that extracts evidence features from large digital evidence 

data sets and stores them in a large-scale XML database allowing for a single 

source of analysis where multiple different investigators from different 

locations can use different analysis tools to perform specific tasks.  

Additionally there have been efforts to cope with the large amounts of data 

through ensuring that a triage phase is done to reduce the amount of data 
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that is eventually collected in the acquisition phase. (Mead, 2006) (Mislan et 

al., 2010) (Moser and Cohen, 2013). 

Corresponding with the large amounts of data, there have also been a large 

amount of applications and proprietary data formats that have required 

analysis as is seen in (Quick and Choo, 2013) and (Walnycky et al., 2015). 

This has resulted in tools to parse certain forms of digital evidence thus 

enabling forensic analysis. Examples of these include: Cloud Data Imager 

(Federici, 2014) that enables collection of data from Dropbox, Google Drive 

and Microsoft SkyDrive cloud storage platforms; BrowStEx that enables the 

analysis of HTML5 web storage artifacts (Mendoza et al., 2015); Hviz that 

enables the aggregation, correlation and visualization of HTTP and HTTPS 

events on a network. (Gugelmann et al., 2015); and DFBotKiller that enables 

the finding of hosts that are infected with domain-flux-based botnets through 

analysis of DNS queries (Sharifnya and Abadi, 2015) 

(Garfinkel, 2010) identified that current digital forensics tools are largely 

“evidence-oriented”, that is they are developed to deal with particular forms 

of evidence. He also identified that most tools are the result of an 

unstructured, but tactical process of reverse engineering - whereby a tool 

results from a stand-alone endeavour to understand a specific proprietary 

data structure or evidence artifact. This results in a variation of results that 

cannot be integrated with other tools. Furthermore he highlights that there is 

little motivation for large industry players to promote interoperability among 

tools, thus many tools default to proprietary data formats that cannot easily 

be integrated with other tools making the digital forensics process a more 

laborious task.  

As can be seen there have been several tools that have been developed to aid 

the digital forensics process at various points. However there is still room for 

further automation of tasks in varying environments. In particular, as at the 

time this study begun, an architecture for automating digital investigations in 

mobile and cloud environments had not been developed. Additionally, 

remote evidence acquisition of digital evidence from mobile devices and 

cloud environments also had not yet been dealt with. Furthermore the fusion 

of heterogeneous ontological representations of digital evidence as well as 

the subsequent correlation, rule-based reasoning and graph-based searching 

was also not dealt with.  

It is these facets of automation within the digital forensics process model 

that we study in this thesis. Further details on studies that are closely related 

to what is proposed in this thesis are discussed later in “Section 3.5: Related 

Work”. 
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3.2. Distributed Systems 

A distributed system is described as a system in which software and 

hardware components communicate and coordinate all their actions solely 

through the passing of messages over computer networks. (Coulouris et al., 

2012). The primary goal for constructing and using distributed systems is to 

share resources (Coulouris et al., 2012), usually towards the aim of 

improving performance through parallel processing and to improve 

availability in case of failures among components. (Attiya and Welch, 2004) 

In the architectural design of a distributed system (Coulouris et al., 2012) 

identifies four key elements that need to be taken into consideration. These 

four elements are outlined below 

i. What are the communicating entities? 

This is usually seen for different levels of abstraction depending on the 

actual environment and the capabilities of the computational devices 

being used. In most cases it is seen that processes within devices perform 

the communication. In severely resource limited devices where the 

abstraction of processes may not exist within the operating system, it 

could be the actual device termed as a node that is communicating. With 

more powerful devices and more elaborate operating systems, processes 

may be supplemented through the use of threads. Thus threads would be 

the communicating end-point. From a programming-oriented abstraction 

Coulouris identifies objects, components or web services as potential 

end-points of communications. 

ii. What communication paradigm will the entities use? 

The communications paradigms identified communication identified by 

(Coulouris et al., 2012) include interprocess communication, remote 

invocation and indirect communication. Interprocess communication 

involves the relatively low level message passing performed between 

processes directly through message passing primitives and API calls. 

Remote invocation takes the form of “Request-Reply protocols” (making 

use of underlying messaging primitives), Remote Procedure Calls (Birrell 

and Nelson, 1983) and Remote Message Invocation. Both interprocess 

communication and remote invocation involve direct communication 

between senders and receivers of the messages, the 2 parties generally 

know of the existence of the others and they both must exist at the same 

time. With indirect communication, on the other hand, communication 

may be assisted through a third party and thus the originator and the final 

destination of the message do not necessarily need to exist at the same 
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time, or know of each other’s existence. The techniques for enabling this 

indirect communication include: Group communication, Publish-

Subscribe systems (Mühl et al., 2006), Message Queues, Tuple Spaces 

(Gelernter, 1985) and Distributed Shared Memory (Keleher et al., 1994). 

iii. What are the roles and responsibilities that these entities have in the 

overall architecture? 

“Distributed system components (processes) interact with each other to 

achieve some useful goal E.g. a chat session (Coulouris et al., 2012) This 

aim of a particular distributed system is achieved through this process 

communication. In performing this communication, the communicating 

entities take on particular roles which are fundamental to achieving the 

overall function of the distributed system. There are two main paradigms 

for the assignment of roles, that is: the Client-Server paradigm and the 

Peer-to-Peer paradigm. With the Client-Server paradigm an entity is 

designated as the client and another as the server and each has their 

specific roles where the client requests some resource or service and the 

server receives and processes the request consequently responding in 

some manner. However, in the Peer-to-Peer paradigm, communicating 

entities share the same roles, however they swap roles depending on the 

needs of the particular task that is to be accomplished by the distributed 

system. 

iv. How are these communicating entities physically placed in the overall 

architecture? 

This involves the mapping of the communicating objects or services on to 

the actual physical hardware that composes the distributed system. The 

physical hardware is typically heterogeneous in nature and thus careful 

placement is required as it affects the performance, reliability and 

security of the overall distributed system. (Coulouris et al., 2012) 

Placement needs to take into account the overall end-goal functionality of 

the system and thus also several factors such as communication patterns 

between entities, reliability of machines given their current load and the 

quality of the communication interface between devices, among others. 

Common strategies for placement include: Mapping of services to 

multiple servers as partitions, or as replicas; Caching, which is the storage 

of recently used data at certain locations; Mobile code, where code is 

downloaded or pushed from a server and run on a client, such as that seen 

in applets; and Mobile agents, which are software applications and data 

that traverse over a network from one device to the next, carrying out a 

given task and eventually returning results to the designated delegating 

entity. 
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For the purposes of this study, within the larger area of distributed systems, 

we take a closer look into the paradigms that govern the design and 

deployment of Peer-to-Peer Systems and Distributed Storage systems. 

3.2.1. Peer-to-Peer Systems  

“Peer-to-peer systems represent a paradigm for the construction of 

distributed systems and applications in which data and computational 

resources are contributed by many hosts on the Internet, all of which 

participate in the provision of a uniform service.” (Coulouris et al., 2012) “In 

contrast to the client–server model, any node in a P2P network can act as a 

server to others and, at the same time, act as a client. Communication and 

exchange of information is performed directly between the participating 

peers and the relationships between the nodes in the network are equal.” 

(Kshemkalyani and Singhal, 2008) 

The essence of peer-to-peer (P2P) systems is that they do not necessarily 

rely on a centralized server to provide a particular service. Participating 

nodes within the system share roles and thus any node within the P2P system 

can assume the server role depending on the circumstances, the state of the 

system or a particular activity that needs to be performed. In this way in the 

event that the participating entities within a system increase dramatically, 

they do not need to rely on a single overloaded resource to provide the 

required service. All participating nodes/devices can act also as servers to 

service the needs of other nodes. Thus P2P systems scale better than client-

server paradigms. Additionally, since multiple participating devices can 

provide a service, rather than a single server, the reliability of the overall 

system could improve in comparison to that of a service provided by a single 

server. P2P systems thus help remove single-points of failure, improving 

service availability and thus reliability.  

Coulouris also notes that since P2P systems are composed of potentially 

numerous devices they have the capability of contributing a comparatively 

large combined resource pool. This is because they have the ability to share 

resources (storage, computing, or communication) from the large multitude 

of devices at the edge of the network. 

Though P2P systems can provide scalability, availability and a potentially 

large resource pool, they also have certain challenges that they must 

overcome. The end-point devices that contribute their resources are 

commonly controlled by end users (rather than a centralized authority) and 
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are thus subject to the preferences of the user. This means that they can vary 

widely in terms of physical resource availability (CPU power, RAM, 

storage, network bandwidth and battery power), operating system platform, 

software applications and even usage. This heterogeneity of nodes poses a 

problem to where resources should be placed for the benefit of the overall 

purpose of the system. 

Another issue that P2P systems need to grapple with is the possibility of 

nodes joining and leaving the system at random. This concept is usually 

termed as churn. Churn is linked to system load as well as to network 

connectivity. The computational loading of a device can result in 

unresponsiveness which can lead to a node dropping off the network. The 

use of varying network connectivity options available to user-end devices 

can also affect connectivity. Furthermore, the use of private IP addresses, 

Network Address Translation behind firewalls and firewall rules also can 

affect connectivity. 

Thus, P2P systems must be able to deal with churn transparently such that 

the users of the system do not notice the entry of new nodes or the 

unannounced disappearance of nodes. This could potentially affect the 

availability of the system on either ends of the scale: If there are too many 

nodes in the P2P network, or if certain nodes disappear intermittently from 

the network, the quality of the service provided should not diminish 

significantly. 

P2P systems commonly make use of the underlying existing network 

infrastructure and protocols that provide routing (IP), naming (DNS), data 

replication (UDP), reliability (TCP) and security (HTTP/S). (Coulouris et al., 

2012) However, these already existing mechanisms may not be enough and 

thus they make use of their own overlay network infrastructure using 

application layer protocols in order to supplement the pre-existing one and 

provide more specific functionality geared towards the particular service 

required. Typically an overlay network is charged with managing the 

placement and retrieval of resources within participating peers in the face of 

impending churn, ensuring that the overall goals of the P2P system are 

achieved. 

There are generally 3 types of overlays: Structured overlays, unstructured 

overlays (Lua et al., 2004) (Kshemkalyani and Singhal, 2008) and hybrid 

overlays (Yang and Garcia-Molina, 2001). 

Structured overlays: This type of overlay makes use of an organized and 

deterministic forms of placement of resources (including the ordering of 

nodes) and searching algorithms. This organization is determined by the 
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structural needs of the system for the particular application area. Due to this 

organized structure, such overlays can achieve relatively faster search times, 

however they may suffer availability deficiencies when faced with high 

levels of churn. 

Unstructured overlays: These consist of overlays that use more loosely 

formed algorithms that are deterministic yet still open to allow for non-

deterministic placement of resources, management of nodes and searching. 

In general, there is no known particular peer or subset of peers has complete 

knowledge of the network and its resources. The mechanisms used here 

embody some form of random interaction or flooding in order to facilitate 

the locating of peers or resources. Searching times may be unbounded, 

however the reliability of the overall system is better when faced with high 

levels of churn. They are also said to support more complex forms of queries 

such as exact keyword queries, range queries and attribute-based queries. 

(Kshemkalyani and Singhal, 2008) 

Hybrid overlays: These overlays are characterized by a combination of 

structured overlay techniques, unstructured overlay techniques or centralized 

client-server mechanisms. They aim to merge the benefits of the different 

forms of overlays as well as those seen in client-server paradigms. 

Scalability, reliability and speed of lookups are usually the main factors that 

determine which services are dedicated to structured, unstructured or 

centralized client server architectures. 

3.2.1.1. Resource Placement Strategies and Interaction Frameworks 

Within P2P overlays, as with every other distributed system, the placement 

of resources and the peer interaction (communication) strategies play a big 

part in achieving the goals of the system itself. Structured and unstructured 

P2P overlays in themselves make use of various resource placement 

strategies and interaction frameworks as discussed below 

I. Resource Placement (Indexing) Strategies: 

Among the strategies of where to place indexing information about where to 

find nodes or resources there are generally 3 major approaches, that is 

centralized indexing, distributed indexing and local indexing. The indexing 

serves as an addressing system through which a searching party may find the 

resource or node sought after. They may affect the speed of searches as well 

as the reliability of searches. 

a) Centralized strategies usually involve placing the indexing information at 

a single central server or a small group of servers. The Napster protocol 

made use of this strategy. 
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b) Distributed strategies involve the dispersion of the indexes among the 

peers participating in the P2P system. This could involve partitioning and 

replication. One of the commonly used techniques to enable distributed 

indexing is Distributed Hash Tables (DHTs), and is commonly seen in 

structured overlays. Here, key-value pairs make up the entries of a hash 

table and parts of this table are distributed among peers. Some identifier 

of the node or the resource is hashed to form a key and some form of 

addressing information is allocated to the key. DHT algorithms vary in 

their implementation schemes in terms of their hash mapping techniques, 

the search algorithms used, the diameter for look-ups, the search 

diameter, fault-tolerance and the resistance to churn. 

c) Local indexing strategies involve registration and placement by individual 

peers only of local resources or data objects. Replication may be done 

locally depending on the parameters of the algorithm. Knowledge of 

remote resources or data objects generally has to be searched for within 

the P2P network. This strategy is commonly used in unstructured 

overlays in conjunction with flooding and “random walk” algorithms to 

facilitate searching. The structure of such overlays is not pre-determined, 

however some natural structures such as Power Law Random Graphs 

where node degrees follow the power law; or Normal Random Graphs 

where nodes typically have uniform degrees. (Kshemkalyani and Singhal, 

2008) 

II. Interaction Frameworks: 

The interaction framework determines the choice that a peer makes in 

determining which peer it should communicate with in order to achieve a 

specific search result, or to attain a service. There are 2 main categories of 

interaction frameworks: Random interaction frameworks (Kshemkalyani and 

Singhal, 2008)  and Deterministic interaction frameworks. 

a) Random Interaction frameworks involve randomly choosing a peer or a 

set of peers to communicate with. This usually takes the form of flooding, 

the use of “k-random walkers”. Flooding involves blindly broadcasting 

messages, while using “k-random walkers” involves randomly selecting 

an initial group to start-off the message passing to perform a search, in 

turn each random walker also selects a random peer or set of peers to 

communicate with. K-random walkers are synonymous with epidemic/ 

gossiping protocols. In order to avoid the problem of messages being 

unbounded and over-flooding the system, these strategies may use a 

checking mechanism where at every hop the peer checks back with the 

originator of the message. Time-to-Live (TTL) messages may also be 

used to ensure that messages don’t get into infinite loops. The final 
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strategy they could use is to use an “expanding ring” strategy where only 

a small group is flooded or consulted initially, then if unsuccessful, a 

progressively larger group is used until the search result is attained. 

(Kshemkalyani and Singhal, 2008) Random interaction frameworks are 

more commonly used in unstructured overlays. 

b) Deterministic Interaction frameworks entail the use of an algorithmic 

decision to predictably decide which peer to interact with. This decision 

may be influenced by the hash of some resource identifier (in the case of 

DHT’s), the location of a node, or some properties of the node (including 

bandwidth, disk capacity, battery power, uptime, or current loading 

among others). There are 3 strategies among the distributed interaction 

frameworks, that is: Uniform distribution, hierarchical interaction and 

publish-subscribe mechanisms. With uniform distribution, the aim is to 

achieve load-balancing among the peers thus the addressing space and the 

resources are distributed evenly among the participating peers. 

Consequently the search diameter is tend towards being consistent across 

the P2P network for all interactions. With hierarchical interaction, a 

certain set of nodes within the network are designated to play a special 

role as super-peers. In this way interactions are aimed more towards the 

super peers. Such a strategy would necessitate the need to intelligently 

choose the super peers based on a set of criteria and also to replace super-

peers should they leave the network. Finally, publish-subscribe forms of 

interaction are characterized by a separation of duties based on the need 

for information. Certain peers play information provision (source), or 

dissemination roles, while others play a consumer (sink) role. The 

consumers seek to subscribe to certain sources, and the sources send out 

information only to the consumers who have signed up to receive the 

information. Thus this interaction framework is commonly associated 

with event notification systems or message dissemination systems. 

3.2.2. Large-Scale Distributed Storage Systems 

In the information age, the creation of large amounts of digital data has led 

to the need of increased capacity for storage devices. In order to keep up 

with the need to store large amounts of data two major strategies have been 

employed: The first is a vertical expansion strategy where the physical 

capacity of storage devices has increased over time following Moore’s law. 

Storage devices such as magnetic disks, tapes, optical media and flash 

memory have generally followed this trend of increasing in size however 

they are still not able to keep up with the current data glut. The second 

strategy that has been employed is a horizontal expansion strategy. This is 
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where the storage capacity from multiple devices has been brought together 

to act as a single pooled resource through the use of distributed systems 

techniques. Two of the major outcomes of this horizontal expansion strategy 

are Distributed Filesystems and Distributed Databases. While filesystems 

function well with unstructured data, databases perform better with 

structured data. This is a fundamental difference between filesystems and 

databases. 

3.2.2.1. Distributed Filesystems 

Filesystems were originally built for individual computing systems as a 

capability of the operating system to facilitate access to a programming 

interface to disk storage. Initially they only had to maintain persistence of 

the data, ensure access capabilities, reliability and performance for a few 

applications on a single device. Due to the need of sharing data over 

networks further resulting requirements arose including access control, 

availability, consistency and load-balancing among others. (Coulouris et al., 

2012) Some of the important requirements of distributed filesystems as 

outlined by Coulouris are highlighted below: 

 Transparency involves the concealment of the underlying activity within 

the core of the distributed system, such that the user does not notice the 

changes occurring under the hood. Transparency is viewed from several 

facets including: Access transparency where the user or their applications 

have a uniform method of accessing the filesystems functionality; 

Location/Migration transparency where a uniform addressing mechanism 

is provided irrespective of the movement of files among nodes; 

Performance transparency which requires that the user’s quality of 

service should not be affected by changes of the number of nodes or their 

respective loading; 

 Concurrency requires that a file being modified by one user should not 

affect the same file being modified by another user. 

 Replication involves the presence of copies of a single file at multiple 

locations. This helps with performance in that multiple nodes can supply 

services to that file and it also could enable fault-tolerance should a 

particular node with a copy of the file become unavailable. 

 Hardware and OS heterogeneity must be dealt with such that the software 

supporting the distributed filesystem can be deployed on a variety of 

hardware and operating system platforms. This helps increase the reach 

of a filesystem in different environments. 
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 Fault-tolerance is the ability of the service to withstand failures, thereby 

maintaining normal or close to normal operations. 

 Consistency is especially important in systems that enable multiple-access 

to the same file, or replicas of the file. It dictates that the independent 

modifications should result in a single uniform version without deviations 

resulting from the parallel modifications. 

 Security is important as the distribution of files enables greater 

accessibility. Thus this accessibility needs to be restricted to only 

authorized parties. Thus, authentication mechanisms, access control 

policies, integrity checking mechanisms and encryption is certain cases 

may be needed. 

 Efficiency is an important factor because distributed filesystems should 

perform at least at the same levels of conventional filesystems in order to 

be useful. 

 Scalability is the ability of the system to change in size depending on the 

load or the number of nodes. Given the larger numbers of nodes or an 

increase in the need for storage space the system should facilitate the easy 

expansion and be able to cater for these growing needs without 

diminishing service levels. 

Several different distributed filesystems have been developed with different 

characteristics depending on their specific user or organizational needs. 

Some of the notable ones include Google FileSystem (GFS) (Ghemawat et 

al., 2003), GlusterFS (Gluster, 2011), Ceph (Maltzahn and Molina-Estolano, 

2010), Hadoop Distributed Filesystem (HDFS) (Shvachko et al., 2010) and 

XtreemFS (Hupfeld et al., 2007). Several others will no doubt be developed 

to fulfil other more specific users’ needs. P2P file distribution architectures 

have in some cases been classified as a form of distributed filesystems, 

however they are not filesystems per se as many do not offer the 

conventional filesystem API and furthermore their end goal is largely the 

high availability of files within large networks. 

3.2.2.2. Distributed Databases 

A distributed database is “a collection of multiple, logically interrelated 

databases distributed over a computer network” (Özsu and Valduriez, 2011) 

The important factors here are that the partitions of the larger database are 

logically interrelated and that the only means of communication between 

these partitions is through a computer network. Logical interrelation means 

that there is a relational link between data items that are related across the 

physical separation. Furthermore the only physical link bringing the 
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separated partitions together is a computer network. In this way, databases 

that share memory, disk storage or processors only are not considered 

distributed databases even though they may be partitioned. 

Distributed databases generally follow the same requirements as distributed 

filesystems as described earlier. However, they direct these requirements 

more towards the need for processing database transactions and queries. 

(Elmasri and Navathe, 2011) highlight the following functionality required 

of distributed databases: 

 Distributed Directory/Catalog Management: This involves keeping track 

of the data distribution, fragmentation, replication and the associated 

metadata of the distributed database. 

 Distributed Query Processing: This allows for the access of data through 

the transmission of queries to multiple remote locations and to aggregate 

the expected response. 

 Distributed Transaction Management: This entails transmitting requests to 

manipulate data at multiple remote partitions of the distributed database, 

to synchronize these changes across the data in the entire system, and to 

ensure the integrity of the transaction and the affected data as a whole. 

 Replicated data management: This involves making the choice of which 

copy of the replicated data to access as well as to maintain the 

consistency of the other copies 

 Distributed Database Recovery: Critical for databases is to recover from 

various types of failures including transaction failures, network failures, 

and catastrophic site failures. 

(Elmasri and Navathe, 2011) further classify distributed databases according 

to 3 criteria:  the degree of distribution, the degree of autonomy and the 

degree of homogeneity. The degree of distribution dictates whether the 

database is fully distributed or partially distributed. The degree of autonomy 

determines whether an individual local site can work as an independent 

entity in certain circumstances. The degree of homogeneity is determined by 

whether all local sites use the same DBMS software, or whether some are 

different for varying reasons. From this criteria, they describe 3 types of 

distributed databases: 

 Pure Distributed Database systems whereby the database is presented 

through a single endpoint and there is a single database schema. The 

database seems like a centralized database to the user as it has no 

autonomy due to the single endpoint. 
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 Federated Database systems have a single database schema however each 

individual node/local site can function autonomously interacting with 

clients and processing transactions independently. 

 Multi-database/Peer-to-peer Database systems function autonomously 

interacting with clients and processing transactions independently. 

Furthermore, they have no predefined globally uniform database schema 

shared with other peers. They create a schema on demand depending on 

the application querying data or performing a transaction. 

3.2.2.3. The NoSQL initiative 

Both of Distributed Filesystems and Distributed Databases have resulted 

from the need to store greater amounts of data. However motivated by 

differing forms of the data (structured vs. unstructured) as well as their 

specific individual requirements this has driven separate development of the 

technologies. Over time the criteria separating the two has blurred and they 

have in some cases merged resulting in the “NoSQL” form of data stores. 

NoSQL data stores aim to improve on the major problem of scalability that 

relational databases have when faced with dealing with massive amounts of 

data.(Nayak et al., 2013) These kind of data stores do not adhere strictly to 

the ACID properties of relational databases (Atomicity, Consistency, 

Isolation, Durability) (Elmasri and Navathe, 2011), rather they conform to a 

more loose set constraints termed as BASE (Basically Available, Soft State, 

Eventual Consistency) (Pritchett, 2008) In essence, using the CAP theorem 

(Consistency, Availability, Partition resilience) (Fox and Brewer, 1999),  

relational databases adhering to the ACID properties focus more on 

achieving consistency and availability trying to maintain as little partitioning 

of the data. NoSQL data stores in attempting to achieve distribution, focus 

more attaining Partition Resilience and Availability with looser requirements 

on Consistency. In this way NoSQL databases achieve better scaling through 

distribution however they either do not have a globally uniform schema, or 

they generate a schema on demand. 

There are 5 main types of NoSQL data stores (Nayak et al., 2013)(Han et al., 

2011) that are determined by the main characteristics of the datastores 

themselves: 

 Key-Value (Tuple) data stores whereby data is indexed and addressed 

using a hash of the data in such a way that the hash and the actual data 

form a pairing (a key-value pair). Such data stores often follow not 

particular database schema. They offer high scalability and fast lookups. 
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Examples of such data stores include Dynamo (DeCandia et al., 2007), 

Riak (Basho Technologies, 2009) and Redis (Sanfilippo, 2009) 

 Column-oriented (Wide-Column) data stores loosely emulate the concept 

of rows and columns as seen in traditional relational databases. Each key 

is associated to a set of attributes that resemble individual columns. 

Varying data structures are used to maintain columnar data in disparate 

locations. Examples of such data stores include Bigtable (Chang et al., 

2006), HBase (Cafarella and Cutting, 2007) and Cassandra (Lakshman 

and Malik, 2010) 

 Document stores make use of the concept of a document that contains 

some form of encoding within it, where each document loosely represents 

a record of a database containing attributes. Each document can have its 

own encoding schema. Common encodings used include XML, YAML, 

JSON and Binary JSON. Examples of this type of data store include 

MongoDB (MongoDB Inc., 2009) and CouchDB (Katz et al., 2005) 

 Graph databases store data in the form of nodes and edges. Nodes 

represent data objects and links represent the relationships between the 

data nodes.. Edges may be directed or undirected. Nodes may contain 

attributes as leaf nodes, or may contain attributes as properties of the 

node itself depending on the implementation of the database. They work 

well with semi-structured data that inherently has links between data 

items such as social networks, traffic networks or geographic maps. They 

offer scalability, fast searching, are ACID compliant and offer roll-back 

support. (Nayak et al., 2013) Examples of graph databases include Neo4j 

and Orient DB (Garulli, 2010) and Ontotext Graph DB (Ontotext, n.d.). 

3.3. Mobile and Cloud Environments 

(Coulouris et al., 2012) identified 4 trends currently influencing distributed 

systems and computing technology as a whole. These four trends include: 

 The emergence of pervasive networking technology through the presence 

of highly interconnected devices allowing for connectivity at any place 

and time facilitated through the Internet. 

 The emergence of ubiquitous computing supported through mobility 

within distributed systems as well as miniaturization and portability of 

computing devices. This has led to computing devices being present 

almost everywhere. 
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 An increasing demand for distributed multimedia systems, that is the 

ability of a distributed system to support the storage, transmission or 

presentation of a variety of media types (E.g. Text, pictures, video and 

audio) in an integrated manner. Wide presence of applications of this are 

seen in the access of live, or recorded broadcast streams, access to film 

libraries offering video-on-demand services, access to music libraries and 

video conferencing facilities. 

 The view of distributed computing as a utility or a commodity (similar to 

electricity and water) where resources provided by an appropriate 

supplier can be bought or rented in portions as required. This has given 

rise to concept of cloud computing. 

The Ericsson Mobility Report 2014 (Ericsson, 2014), the GSMA Mobile 

Economy Report (GSMA, 2014) and the Cisco Cloud Index Forecast (Cisco 

Systems Inc., 2015) from the industry corroborate these facts. (Ericsson, 

2014) forecasts that there will be approximately 5.6 billion smartphone 

subscriptions by the end of 2019 gradually increasing from 1.9 billion in 

2013. Ericsson also predicts that mobile video traffic will increase by around 

13 times between 2013 and 2019. (Cisco Systems Inc., 2015) forecasts that 

annual global cloud traffic will reach 8.6ZB (Zettabytes) by the end of 2019, 

up from 2.1ZB annually in 2014. These clearly show that mobile and cloud 

environments are currently experiencing rapid growth in the current 

technological space. 

Both mobile and cloud environments involve computing devices that aid 

users to perform a variety of activities that could include socializing, 

banking, business and accessing healthcare as well as government services. 

In the following subsections we consider the core aspects of mobile devices 

and cloud computing environments. 

3.3.1. Mobile and Embedded Devices 

Mobile and embedded devices are often akin to the client-side of the 

spectrum, where they offer a relatively smaller amount of computing power 

in a portable form at the edges of the network, directly to the user. For 

example, a typical high end smartphone today offers a dual-core or quad-

core (1.2-2.2 Ghz) processor, 2-4GB RAM and around 16-64GB disk space. 

Examples of smartphone models that sport similar specifications include the 

Samsung Galaxy S6+, the iPhone 6S, LG G Vista2 and the Google Nexus 6, 

which are the latest brands as of the time this document was written. Sensors 

and other smaller embedded devices often have even less computational 
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capabilities in order to make them highly portable, discreet and pluggable to 

other devices. 

Due to their relatively limited computational capabilities, mobile and 

embedded devices often tend to be the end-point devices that consume 

services provided by others. They can also serve as collection or feedback 

points that acquire information from the network edges in order to be sent 

back to the back end for further processing. In this study we mostly consider 

mobile phones and in particular smartphones due to their easier accessibility 

for the study. Other forms of mobile and embedded devices such as GPS 

devices, fitness monitoring devices, smart-watches and other small scale 

devices (E.g. Raspberry Pi, Beagleboard) could also be applied to this study, 

however they were not easily accessible while this study was study was 

undertaken.  

3.3.1.1. The Mobile Smartphone 

Smartphones have evolved from traditional cellular/mobile feature phones. 

The legacy devices initially were only meant to provide a portable and 

mobile means for enabling voice communication and later text-based 

communication through SMS (Short Message Service). Some feature phones 

also had simple add-on applications such as calculators, phonebooks and 

flashlights. Later multimedia capabilities began appearing on mobile phones 

with additional hardware capabilities. These enabled listening to music from 

radio channels, taking photos and even browsing the Internet through GPRS 

communication. 

It is around this time that traditional legacy mobile phones evolved into 

smartphones with relatively more computing capabilities. This allowed also 

for further software development where from older versions of the then 

popular Symbian OS, new highly capable mobile operating systems 

appeared. PalmOS, WebOS, early versions of Windows (Mobile) Phone OS 

and BlackBerry OS dominated the market initially. However in recent times 

they have been eventually overpowered by the currently popular Google 

Android and Apple iOS mobile operating systems. As the Google Android 

OS has been largely open-sourced, this has also spawned other distributions 

such as the CyanogenMod OS and Fire OS among others. The mobile 

software application front has also exploded with both Android and Apple 

iOS allowing for user built applications being sold or freely downloaded 

from designated online marketplaces. This has resulted in millions of 

software applications being available for these mobile operating systems 

providing widely varying uses for mobile smartphones.  
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In terms of hardware, mobile phones are typically embedded with the same 

components as a traditional computer, that is, a processor, volatile memory, 

persistent memory and simple I/O devices such as a screen, speakers a 

microphone and, a keypad. Additionally as they need to communicate over 

radio signals they are also equipped with a baseband radio transceiver. In 

addition to these basic requirements, over time, innovative additions have 

been embedded into smartphones in order to increase functionality. Such 

additions include Bluetooth transceivers, WiFi receivers and transmitters, 

multiple cameras, touch screens, flash memory expansion slots, NFC 

transceivers, headphone jacks video output jacks and several sensors 

(including light sensors, proximity sensors, accelerometers, gyroscopes, and 

magnetic field sensors among others). (Armstrong et al., 2014) Smartphones 

may have many of these additional hardware capabilities, but not necessarily 

all of them. The components vary from one device to another even among 

models of specific brands of phones. This is mainly due to the use of 

proprietary technology, patents and the related legal and cost implications 

(Armstrong et al., 2014) 

Due to the great variety in smartphones (Li et al., 2010) identify 2 types of 

heterogeneity: Hardware heterogeneity and Software heterogeneity. They 

show that even within the same brand (Apple or HTC) there are great 

variations in CPU processing power, volatile memory, disk storage, battery 

power, connectivity options, user interface and sensors available. To 

demonstrate Software heterogeneity they show that even within a specific 

operating system there exist versions and patches that change the security, 

performance and feature set available. They demonstrate that just between 

Android 1.5 and 2.1, as well as between iOS 3 and 4, there are several 

version in between the 2 that offer different performance, security and 

feature sets. One just needs to look at the documentation of the individual 

versions available to be made aware that there are significant changes that 

affect how the overall smartphone works in every major version release. At 

the time of writing, Android is now at version 6.0 (Marshmallow) and iOS is 

at version 9. Both these releases have undergone significant changes since 

the versions mentioned in (Li et al., 2010). In addition to this since official 

and unofficial 3rd-party applications are available for the popular mobile 

operating systems, the variety of applications that can be present on one 

smartphone to another varies greatly. Furthermore users can decide whether 

or not they would like to update the versions of the available applications. 

This significantly adds to the software application heterogeneity among 

smartphones. 

As smartphones are carried along with their owners almost everywhere, as 

well as helping users perform day to day tasks using innovative applications, 
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they inherently are exposed to a lot of highly sensitive personal information. 

For example personal conversations from social media and messaging apps 

(such as Facebook, WhatsApp, Telegram), photos and videos from camera 

related apps (E.g. Snapchat, Photo gallery apps, native camera apps), 

personal organization apps (E.g. Google Calendar, Evernote, OneNote) 

banking information from banking apps and even healthcare information 

from health and fitness monitoring apps. Location based information and 

other personally identifiable information that can be collected by the various 

sensors available on s smart phone could also be considered sensitive 

information. Applications and the operating systems that run smartphones 

are privy to this sensitive information and thus there are many privacy 

statements, opt-in or opt-out arrangements that are made available in many 

cases, however this is not always the case. Users should always be wary of 

the possibility of collection of private data from their mobile devices for 

their benefit (E.g. with personalized advertisements), or to their detriment 

(E.g. identity theft through theft of banking credentials). 

As previously mentioned, mobile devices, and even smartphones, in 

comparison to desktop PC’s and servers, are relatively limited in the amount 

of computing resources they have available. This is usually a trade-off for 

their portability, which is affected by physical size and weight limitations. 

The computing resources (CPU, memory, disk, battery, camera, baseband 

radio, WiFi radio, GPU, among others) all take up physical space and thus 

the miniaturization of these components would help increase their 

capabilities. Due to these limited capabilities resource intensive operations 

such as cryptography, network communication, graphics processing and 

other large data processing tasks require optimizations, are reduced to a bare 

minimum, or offloaded to other devices (often the server-side) in order to 

reduce the burden on the mobile device. (Justino and Buyya, 2014) 

(Oberheide et al., 2007) (Cuervo, 2012) 

3.3.1.2. The Mobile (Smartphone) Usage Environment 

Smartphones have adapted to various uses as mentioned earlier, however 

besides local computation on the actual device, several of their main uses 

arise from their input/output devices, more specifically the network 

connectivity and the sensors available. Arguably the most common forms of 

network connectivity that are actively used in smartphones are the 

cellular/baseband radio, the WiFi and Bluetooth. 

In their normal operation, smartphones connect through their cellular radio 

to a mobile network service provider through a set of base-stations, user 

registries and back-end interconnection services in order to facilitate mobile 
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communication. They may also use this same cellular network infrastructure 

to access mobile data services through which they connect over cellular 

network protocols to the Internet seamlessly. A smart phone may also 

connect to the Internet through its WiFi radio interface. The connection is 

directed to the users own WiFi network infrastructure or some 3rd party 

providing an access-point to a structured or an ad-hoc network where 

Internet connectivity or some other network service is provided. Finally, 

smartphones may connect via a Bluetooth radio to each other or to other 

peripheral devices such as keyboards, hands-free devices, speakers or any 

other Bluetooth enabled device to enhance their functionality. NFC 

connectivity may also be another option where mobile devices communicate 

with other devices or transceivers in order to receive services or enhance 

functionality from very close proximity. 

Through these network connectivity options a smartphone may interact with:  

 The Mobile Service Provider, providing the cellular communication and 

Internet data services (An intermediary infrastructure provider may also 

be present) 

 The Operating System vendor providing OS updates and new features 

 The hardware vendor providing driver updates 

 Other application service providers 

 Other users in the respective networked environment 

These parties may provide legitimate services as described above or they 

may harbor malicious motives that drive against the goals of the users. 

In addition to considering the network connectivity options and the parties to 

which a smartphone may interact with, it is also necessary to consider certain 

governing scenarios that may influence how a smartphone is used. We 

consider 3 common scenarios: 

 Personal device usage: This is the case when the user is the owner of the 

device/smartphone. They have total control over it in as much as is ceded 

by the hardware vendor, the OS vendor and the mobile service provider. 

The users utilize it for their own personal activities, installing whatever 

apps they please; modifying settings to their own convenience and 

generally making use of the device for any personal use of their 

contentment including socializing banking and photography. The user is 

generally at the mercy of the respective vendors for updates, unless the 

device allows side-loading of applications and updates, if the bootloader 

is unlocked, or if the device has known exploits that allow rooting, or 
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jailbreaking in general - which may also compromise the overall security 

of the device. 

 Corporate device usage: In this case a device/smartphone is entrusted to 

an employee of a corporate enterprise. The device is owned by the 

enterprise, however the employee is given access to certain functionality 

that is pertinent to their job function. Corporate enterprises may thus 

enforce strict access control policies on devices as well as ensure auditing 

and monitoring mechanisms are enabled on the devices. Furthermore, 

they may have backend systems that provide particular services to the 

mobile devices while they are within the corporate network of the 

company and they may also maintain and manage their own software 

applications and operating system updates. 

 “Bring Your Own Device” (BYOD) usage: This is a hybrid situation that 

arose from Intel, Citrix and a few other US-based companies that realized 

the trend of more and more employees bringing their own personal 

devices to work and connecting them to the corporate network. This 

spawned a trend of companies attempting to improve productivity by 

allowing employees to choose their own mobile devices, while at the 

same time also saving money by not having to particularly buy 

employees mobile devices. However this has resulted in challenges 

because it encourages employees to connect their personal devices onto 

the corporate network. With this, the risks increase in that personal 

devices may be connected to unknown and potentially insecure networks 

in the employees’ personal space, and later the same device is also 

plugged into the corporate network where there might be sensitive data. 

User accounts and applications residing on the device may share both 

personal and corporate information at the same time. Furthermore, 

sharing of personal devices among family members could result in 

accidental erasures or leakages of corporate information. Applications 

that break corporate policies may also be installed inadvertently. Thus, 

the overall blending of the personal and corporate environments with 

shared mobile devices opens a lot of potential security breaches into the 

corporate world. This has already been identified and has resulted in the 

ongoing development of corporate policies as well as systems to ensure 

appropriate Mobile Device Management in BYOD environments. On the 

flip-side this has also raised concerns with employees due to the 

limitation of usability due to stricter device controls. The ceding of 

privacy in such environments has also become a concern since personal 

information is also present on devices that can somehow be controlled by 

the employer. With more and more requirements on the Mobile Device 

Management systems, IT departments and corporate IT infrastructures are 
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also becoming overwhelmed. This would be the case clearly in large 

companies working in geographically disparate locations with many 

employees making heavy use of their mobile devices for both corporate 

and personal issues – which is generally becoming the trend as mobile 

devices gradually become the device of choice for every activity. 

3.3.2. Cloud Computing and Virtualization Technologies 

Cloud computing environments originate largely from the server end of the 

spectrum where there are often massive amounts of computing power 

available, however they also spread to the client side of the spectrum where 

cloud services (such as storage services, computing services) are used as 

utility products by individual users or organizations.  

The National Institute of Standards and Technology (NIST) defines Cloud 

Computing as “a model for enabling ubiquitous, convenient, on-demand 

network access to a shared pool of configurable computing resources (e.g., 

networks, servers, storage, applications, and services) that can be rapidly 

provisioned and released with minimal management effort or service 

provider interaction.” (NIST, 2011) They also identify the five core features 

that characterize cloud computing: 

 On-demand self-service: This means that a consumer can unilaterally 

acquire computing resources (computing, storage, etc.) as their needs 

dictate without necessarily requiring human interaction with the service 

provider.  

 Broad Network Access: This relates to the capability of resources being 

made available over networks as well as promoting accessibility through 

standard already accepted and heterogeneous platforms or devices. 

 Resource Pooling: This involves the service provider pooling resources 

together in order to serve multiple consumers in a multi-tenant model, 

that is, where the consumers share the pool of resources. This pool of 

virtual and physical resources from varying locations is dynamically 

allocated and re-allocated among the consumers depending on the 

variations of their demand and performance needs. 

 Rapid Elasticity: This means that the resources provided by the cloud 

service provider to the consumers can scale upwards or downwards 

depending on the needs of the users transparently without affecting other 

users. Thus cloud services often appear to be infinitely abundant for most 

individual consumers. 
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 Measured Service: This capability involves the transparent and detailed 

monitoring and metering of the allocation and usage of the provisioned 

resources. The information gathered can thus be used by both the 

provider and the consumer in order to optimize the allocation of resources 

as well as to control usage and measure quantities used to determined 

costs or remuneration due. 

Further to this, NIST has also identified the four common service models 

that depict how cloud computing are packaged for their potential consumers. 

These service models are: 

 Software as a Service (SaaS): This service model provides the user with 

an interface to a software application usually through a web-browser. The 

consumer has only access to the functionality made available within the 

application. Configuration of the application may also be limited 

according to the service provider’s terms. Users cannot manage, control, 

configure or modify any of the underlying platform or infrastructural 

components including operating systems, storage, computing, or network 

infrastructure. Examples of common Software as a Service offerings 

include Google Docs and Microsoft Office 365. 

 Platform as a Service (PaaS): In this service model, consumers are 

provided with the capability of deploying their own, or 3rd party-

provided software applications developed using the programming 

languages, libraries, services and tools provided by the service provider. 

The service provider essentially provides a development and software 

hosting environment where the users can modify software configurations 

or the application itself. Users are not given any control over the 

underlying cloud infrastructure include the physical hardware, storage, 

networking or operating system choices or configurations. Commonly 

used examples of Platform as a Service offerings include Heroku and 

Google AppEngine. 

 Infrastructure as a Service (IaaS): This is arguably the most pliable and 

configurable service model. The capability given to the user involves the 

provisioning of computing, storage, networking and possibly other 

common but important resources such as security and usage monitoring, 

depending on their needs. The user does not have actual control of the 

underlying cloud infrastructure that supports the ervice, however they 

have the ability to provision appliances with varying amounts of 

computing power, memory, storage and networking capabilities. They are 

also able to choose the operating systems and software applications that 

they want to deploy off the spawned devices. They can also deploy the 

devices into various configurations of networks with the availability of 
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virtual network appliances. Examples of commonly used Infrastructure as 

a service offerings include Amazon Web Services (AWS), OpenStack, 

CloudStack and Microsoft Azure. 

One of the most visible criteria that can be seen cutting across the different 

service models is the amount of control and responsibility that the consumer 

(user) has, in comparison to that which the cloud service provider has. It can 

be seen that with SaaS the control and responsibility that the consumer has is 

relatively limited, while on the other hand the cloud service provider has 

most of the infrastructure under their control, and thus also most of the 

responsibility. It can be seen that with PaaS the control and responsibility 

slides a little more towards the consumer and with IaaS cloud deployments a 

lot of the responsibility of what the computing infrastructure actually does, 

while the service provider only ensures that the computing resources are 

available and ready for use. This relationship is better illustrated in the 

following diagram from the NIST Cloud Computing Reference Architecture 

(Liu et al., 2012) 

 

 

 

 

 

 

 

 

 

 

 

 

NIST also identifies 4 common deployment models of cloud infrastructures. 

These describe how cloud computing services are delivered in varying 

environments dependent on the needs of the users or organization. The 

deployment models are: 

Figure 9: The relationship of Control and Responsibility between Cloud 
Service Provder and Consumer (Liu et al., 2012) 
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 Public Cloud: In such a cloud infrastructure services are provisioned for 

the general public to use for their own computational needs. The service 

may be owned, managed and operated by an organization, an academic 

institution, a government body, or a combination of these. The underlying 

cloud infrastructure generally resides within the premises of the service 

provider. 

 Private Cloud: This type of a cloud infrastructure deployment is 

provisioned exclusively for an individual organizational entity for 

internal or customer related computational needs. The infrastructure itself 

may be resident on the owner’s premises, or provided solely for the 

organization by a 3rd party.  

 Community Cloud: This is a less commonly used model. It is deployed 

for a group of with shared special interests and particular concerns that 

may span across organizations, academic institutions, governments or 

individuals. Such a deployment may be owned, controlled and managed 

by one or more of the involved entities, or by a third party. It may also be 

resident on the premises of the parties involved or on the premises of the 

third party. 

 Hybrid Cloud: This deployment model is composed of two or more of the 

previous deployment models. The combined infrastructure works 

together as a unit due to intertwined software applications supporting the 

actual business goals, however the cloud deployment infrastructures 

beneath may be different. A common example of this happens when an 

organization running a private cloud would like to scale elastically 

beyond the local capacity without actually investing in the actual 

infrastructure. This expansion is sometimes termed as cloud bursting, 

where applications running on private clouds can expand onto public 

clouds seamlessly. 

3.3.2.1. The Cloud Environment and its usage 

Within cloud infrastructure environments there are several entities that can 

be involved from the provision of the service to the delivery of the service to 

users. (Liu et al., 2012) identify 5 main actors within the cloud environment 

space: Cloud Consumers, Cloud Providers, Cloud Auditors, Cloud Brokers 

and Cloud Carriers. 

 Cloud Consumers consist of the organizations and individuals that make 

use of the services provided by a cloud provider. This could include 

individuals, employees of a company, IT support staff, software 

developers, systems administrators and network administrators among 
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others. Depending on the service model they may interact with actual 

business applications, software development platforms, or interfaces that 

allow the configuration of software, hardware, networking and storage 

resources. Consumers are generally concerned with the quality of the 

service that they are receiving, as well as the security and privacy of their 

data. For this reason Service Level Agreements and Privacy Agreements 

are critical. 

 Cloud Providers have the responsibility of acquiring the necessary 

resources, and managing the software that enables the provision of the 

required services to the consumers. This could involve the maintenance, 

configuration and management of hardware and software that facilitates 

the cloud services. In essence the activities of a provider involve service 

deployment, orchestration, management of software and hardware as well 

as addressing security and privacy concerns.(Liu et al., 2012) 

 Cloud Auditors are external parties that can perform an independent 

analysis on the implementation of controls, the compliance to standards 

as well as the level of performance. This may be done as an internal 

appraisal measure or through governmental requirements for compliance 

usually in terms of contractual agreements, security and privacy 

 Cloud Brokers are entities that may be brought in to act as intermediaries 

between cloud providers and cloud consumers. Due to the complexity of 

cloud services, cloud brokers may be used to establish a business 

relationship to the customers through adding value to the already existing 

cloud services. This may be done through directly adding another service 

on top of the already existing service, or by combining several of the 

services together from a single or multiple cloud providers into a new 

product that may appeal to potential customers. 

 Cloud Carriers are the entities that act as infrastructural intermediaries in 

order to aid in the delivery and distribution of cloud services to cloud 

consumers. They generally provide network and telecommunication 

services over which cloud services can be accessed. It is necessary for the 

cloud provider to ensure that carrier adheres to the service level 

agreement established between the two parties as well as to ensure that 

suitable security and privacy mechanisms are in place. This is important 

in order to ensure that consumers receive the service they signed up for. 

The interactions in cloud service provision between the parties described 

above is depicted in the following diagram from (Liu et al., 2012). 
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3.3.2.2. Virtualization and Hypervisors 

The term “virtualization” is used to broadly describe “the separation of a 

resource, or request for a service, from the underlying physical delivery of 

that service”. (VMware, 2006) Virtualization technologies enable the 

abstraction of physical resources (computing, storage and networking 

resources)(Sugerman et al., 2001) into virtualized ones to enable better 

utilization and sharing of the physical resources as well as flexibility to 

easily adapt infrastructure to organizational changes. (VMware, 2006) 

Virtualization has also been used in order to facilitate the consolidation of 

servers, to save on energy costs, to isolate guest operating systems, for easy 

system relocation, and to enable easier software debugging. (Pearce et al., 

2013) 

Hardware virtualization is one of the major technologies that enables cloud 

computing in that it allows for the abstraction of physical hardware 

components into more pliable virtual instances of the resources that can be 

flexibly allocated depending on the varying needs of users. The 

virtualization layer is embodied as the “Resource Abstraction and Control 

Layer” in the preceding diagram depicting the entities in the Cloud 

Infrastructure model from (Liu et al., 2012). 

In addition to the virtualization of individual sub-components such as 

memory, disks and network interfaces, entire computing systems can also be 

Figure 10: Key Entities within the Typical Cloud Infrastructure Model 
(Liu et al., 2012) 
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virtualized into what is termed as a virtual machine. This is what is termed 

as platform virtualization or system virtualization. In order to implement 

system virtualization, a software layer is introduced between the actual 

physical machine and the operating system platform layer in order to support 

multiple architectures. The software layer that enables system virtualization 

is usually termed as a “control program”, a virtual machine monitor (VMM) 

or a hypervisor. (Popek and Goldberg, 1974) (Smith and Nair, 2005). The 3 

different terms have been used at varying points in time in literature, 

however the most commonly used term for this is a “hypervisor” 

A hypervisor is described as a highly privileged piece of software that runs 

either alongside or under an operating system and is designed to be “an 

efficient, isolated duplicate of the real [physical] machine” (Popek and 

Goldberg, 1974) (Pearce et al., 2013) 

According to (Popek and Goldberg, 1974) and (Pearce et al., 2013) there are 

generally 2 types of hypervisors: 

 Type I – Hypervisors (Bare-metal Hypervisors): This type of hypervisor 

runs directly on the hardware. It is the primary boot system on the 

hardware and runs at the highest privilege level. It has full control over 

any of the virtual machines that run on it. Examples of this type of 

hypervisor include VMware ESX/ESXi, Microsoft Hyper-V and Citrix 

XenServer. 

 Type II – Hypervisors (Hosted Hypervisors): This type of hypervisor sits 

alongside, or runs on top of another operating system. It may make use of 

drivers from the hosting operating system in order to access I/O devices. 

Alternatively it may have its own inbuilt drivers that proxy system calls 

through the host operating system to the hardware. Examples of this type 

of hypervisor include VMware Workstation, VMWare Player, Virtualbox 

and QEMU 

Though this distinction is made to categorize virtualization technologies 

there are certain hypervisors such as KVM (Kernel Virtual Machine) and 

other similar technologies such as containers (E.g. Docker and OpenVZ) that 

don’t necessarily observe this distinction. Thus they do not fall in any 

specific category as they can be implemented either directly on bare-metal, 

or hosted within a pre-existing operating system. 

In addition to allocating and scheduling physical resources among virtual 

machines, a key role of a hypervisor is to provide an abstraction layer that 

acts as a uniform interface to mediate between software built for different 

computer architectures and the actual hardware. In general the software 

includes shared libraries and the operating system as they may be built for 
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different targeted system architectures. Within a computer system, there are 

generally four interfaces that where software initiates interaction with 

hardware.(Tanenbaum and Van Steen, 2007) These interfaces are the 

Instruction Set Architecture (ISA) interfacing between the OS and hardware; 

the ISA interfacing between shared libraries, software and the hardware; the 

Application Binary Interface (ABI); and the Application Programming 

Interface (API). The diagram below, from (Smith and Nair, 2005) illustrates 

these 4 interfaces. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 The Instruction Set Architecture (ISA) is the main interface between any 

software and the hardware. It includes the low-level native instructions, 

datatypes, register locations related to the hardware. The ISA is mainly 

accessed through operating system (via the kernel), however certain 

software and shared libraries (e.g. drivers) may also have a similar 

interface to the hardware. This is represented by Interface 4 and Interface 

3, respectively in the diagram above (Figure 10) 

 The Application Binary Interface (ABI) offers an interface for compiled 

software and shared libraries to access hardware through system calls that 

are resident in the operating system. In this way system calls from the OS 

act as proxies to the actual instruction set.  

Figure 11: Computer System Architecture and the Software-Hardware interfaces that a 
hypervisor may implement (Smith and Nair, 2005) 
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 The Application Programming Interface (API) provides an interface from 

software through shared libraries and system libraries in order to make 

access to hardware resources. The API interface enabled software to be 

recompiled for other system architectures as long as the already compiled 

shared libraries and system libraries exist and have the same API. 

A hypervisor must be able to implement one or more of these interfaces in 

such a way that it can understand calls from the higher layers and modify 

them appropriately for the actual physical hardware architecture beneath. 

The reverse process of returning the hardware response to the software in an 

appropriate manner is also the duty of the hypervisor. 

Virtualization is implemented in different ways. The differences in the way 

it is implemented affect the requirements of the guest operating system and 

those of the particular hypervisor that it is expected to run on. The different 

implementations of virtualization are highlighted below 

 Full virtualization involves the hypervisor taking full responsibility to 

virtualize almost all capabilities possible through the different interfaces. 

This usually means that guest operating systems require no modifications 

in order to run on the given hypervisor. The drawback of this is that the 

hypervisor may become large and bulky implementing interfaces that can 

handle a variety of operating systems and drivers for peripheral devices. 

 Paravirtualization is the type of virtualization where the hypervisor has 

only a limited set of functionality among the interfaces to support guest 

operating systems. This means that the guest operating system needs to 

be modified in order to work on the given hypervisor. In most cases the 

hypervisor exposes a special API that can be used to guide modification 

of the operating system. The drawback of this is that the OS code must be 

available and guest operating systems must be re-compiled. Drivers for 

these operating systems must also be re-written to comply with the API 

of the hypervisor. The benefit of this is that the hypervisor remains as 

small and efficient as possible. Also the modification of the operating 

system is likely done by experts who know the system well in order to 

build in any optimizations that might be necessary. 

In addition to computer system virtualization, in recently mobile phone 

virtualization has also arisen. (Andrus et al., 2011) (Jaramillo et al., 2014) 

This has been greatly motivated by the “Bring Your Own Device” idea 

which has resulted in organizations wanting to separate employees personal 

data from enterprise work related data on a single device through isolation of 

operating systems. Additionally, the presence of multiple operating systems, 

and reasonably powerful commodity devices has allowed users to have more 
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than one operating system on their mobile device. Furthermore, for a long 

time the virtualization community focused only Intel based architectures, 

however in recent times they have opened up to the ARM architecture which 

is the most common architecture found on mobile phones. (Dall and Nieh, 

2014) Advances in processor architecture resulting in hardware assisted 

virtualization (such as that seen on a range of ARM Cortex A-series 

processors) have also helped virtualization to be achieved on more relatively 

resource-limited devices such as mobile phones. 

3.4. Semantic Web Technologies 

The “Semantic Web” was first described in (Berners-Lee et al., 2001) as a 

method to enable automated reasoning on data in order to allow for machine 

agents to exchange, “understand” and process varying forms of data from 

disparate sources in a manner that could help human users. The initial idea 

was to mark-up text based data on the internet with meaningful information 

that could be processed by machines guided by preset meanings of certain 

types of data as well as rules related about relationships among datatypes. 

Rather than the machines being solely intelligent in themselves, the data 

could also help them draw conclusions and enable more efficient processing. 

This in turn could help humans automate and coordinate computer aided 

activities in a more streamlined and informed manner. 

 

 

 

 

 

 

 

 

 

 

 
Figure 12: The Semantic Web Stack / Semantic Web Layered Cake Model 
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The technologies that comprise the Semantic Web are still evolving (Gerber 

et al., 2006), however they are usually incorporated in a tiered model 

(Berners-Lee, 2000) (sometimes referred to as the “Semantic Web Stack” or 

the “Semantic Web Layered Cake”). The diagram above (Figure 11) depicts 

an adaptation of this model. 

3.4.1. The Semantic Web Stack 

The Semantic Web Stack is often decomposed into 7 layers. These layers are 

briefly described below from the bottom level to the top: 

I. Identifiers and Character sets (URI’s and Unicode) 

This layer forms the foundation of the semantic web in order for there to 

be consistent data exchange and resource addressing. 

In order for machines to be able to interpret and process data, it is 

usually expressed in a numerical form – typically as binary digits (bits). 

The translation between this numerical form and textual characters (that 

form the basis of human written languages) can vary. Thus, in order to 

standardize this interpretation among different devices, character sets are 

used. The Semantic Web makes use of the Unicode character set 

(Becker, 1988). Other possible character sets include ASCII and 

EBCDIC, however these are not used here. 

“A Uniform Resource Identifier (URI) is a compact sequence of 

characters that identifies an abstract or physical resource.” (Berners-Lee 

et al., 2005) It provides a simple, extensible means for identifying a 

resource as well as a global naming convention that has global scope and 

thus can be interpreted consistently across different contexts.(Shadbolt et 

al., 2006) 

II. Syntax and Namespaces (XML and XML Schema) 

This layer annotates basic entities (resources or objects) with simple 

extra data about the entity. This follows the eXtensible Markup 

Language (XML) syntax (Bray et al., 1998) which makes data not only 

machine readable but also human-readable. The hallmark of XML is that 

it is extensible in that it allows for arbitrary addition of tags that allow 

for the annotation of new data. XML schemas are templates that allow 

for the design of specific classes based on data types (“tag sets”) and 

constraints. Such XML data documents can be validated against their 

respective schema to check that they conform to the schema, thus also 

ensuring standardization. 
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XML namespaces allow for specific element names or attributes to be 

tied to a specific domain of use. This allows for the avoidance of 

conflicts while resolving an element or attribute name that happens to 

have the same name as another element or attribute within different 

domains. Thus here a namespace could be seen to be analogous to 

identifying the domain within which a certain element or attribute is 

understood in a particular manner. 

III. Entity Description and Simple Relationships (RDF and RDF Schema) 

This layer provides simple relationships between entities, as well as 

properties that can be shared by entities through relationships. In this 

way the data itself can express simple meanings through relationships 

such subsets of entities, similar to the concept of inheritance in object-

oriented programming.  

The Resource Description Framework (RDF) expresses simple 

relationships between one entity and another, or an entity with some 

property through the concept of “triples”. A triple is a set consisting of a 

subject entity, a predicate and an object. The subject is always an entity. 

The predicate describes a relationship, and the object may be an entity or 

a property. In this way simple relationships between data entities can be 

chained allowing for simple inference of other relationships. Inheritance 

hierarchies of properties may also be realized. A graphic example is 

illustrated below in Figure 12 taken from (Decker et al., 2000). The 

entity with the URI containing an employee identifier of “id132” has 

property of “Jim Lerner” and the relationship “has name”. At the same 

time this same data entity with the URI of “id132” has a relationship of 

“authorOf” with another data entity with a URI containing an ISBN 

identifier of “0012515866” which also has a relationship of “hasPrice” 

with a property of “$62”. Thus it can inferred that Jim Lerner is the 

author of a book that costs $62. 

 

 

 

 

 

 Figure 13: RDF Example of the Subject, Predicate and Object concepts 
(Decker et al., 2000) 
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Similar to XML having an XML schema to determine the structure and a 

simple form of domain of certain defined data types, RDF also has an 

RDF schema to create simple vocabularies containing the rules for 

grouping particular classes of entities and specific ranges of properties, 

or relationships between entities and properties. 

IV. Ontology Vocabulary and Rules (OWL) 

This layer provides further expressivity through capturing the syntax of 

expressing entities (terms) and properties as well as relationships and 

rules through which reasoning about the entities and properties can be 

applied. Within the Semantic Web, an ontology is described as a 

“document or a file that formally describes relations among terms.” 

(Berners-Lee et al., 2001) It has a taxonomy that defines classes and 

subclasses as well as relations between them. More specifically an 

ontology describes the use of a specific set of terms with respect to a 

specific domain through elaborating on its relationships to other terms 

and the rules that govern the set of terms in question. 

Though the RDF model also describes relationships, its relationships are 

limited to links to properties and parent-child relationships. Ontology 

vocabularies, in addition to a taxonomic relationship description, offer 

further expressivity in that can describe complex relationships such as 

union and disjoint (membership) relationships, equality relationships, 

property-value restrictions, class-property restrictions and cardinality 

constraints among others. This allows for further enrichment of 

meaningful links between terms. The Web Ontology Language (OWL) 

is a commonly used standard for describing ontologies for the semantic 

web. 

Further to this, in order to capture relationships that may not be able to 

be expressed directly in the ontology vocabulary, rule languages such as 

the Semantic Web Rule Language (SWRL) have been developed to 

work in tandem with ontology description languages such as OWL. Rule 

languages help in the inferencing of new relationships not defined 

explicitly in a vocabulary. In the event that there are multiple rule 

languages in use and rules need to be translated for inter-compatibility, 

the Rule Interchange Format (RIF) (Kifer, 2008) has been developed.  

Also within the realm of the knowledge representation layers using RDF 

and OWL, a need for retrieval of information or searching for new 

knowledge among these descriptions has been realized. Thus the Simple 

Protocol and RDF Query Language (SPARQL) was developed. 

SPARQL offers an SQL-like query mechanism that allows for requests 
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for specific datasets and responses to be returned. SPARQL parses 

queries to the graph-like structure that results from the links created 

from the relationships within the RDF triples. Development on the 

capabilities of SPARQL is still ongoing to enable querying from 

distributed end-points with different ontologies. (Quilitz and Leser, 

2008) 

The next 3 layers of the semantic web are still undergoing early 

development and have not yet been standardized, however their intended 

functionalities have been described.  

V. Unifying Logic Framework 

This layer is meant to use formal logic precepts and rules in order to 

allow for more complex inferences that result in new knowledge. It may 

make use of simple formal logic or more complex artificial intelligence 

concepts with mathematical and statistical foundations such as Bayesian 

inference. 

VI. Proof 

According to (Henze, 2008) proof in the semantic web involves 

determining whether an answer is correct through validating how it has 

been derived (i.e. the logic), validating the data used, and validating the 

trust in the chain of the providers of the data. The exchange of proofs 

from different agents is also to be considered in this layer. (Berners-Lee 

et al., 2001) 

VII. Trust and Cryptography (Digital Signatures and Encryption) 

Quite related to the process of validation of proofs is the concept of trust. 

This layer is meant to ensure that the exchange of information and the 

sources of information can be verified, validated and unmodified in 

order not to perpetuate false or corrupted knowledge. Trust is often 

measured through reputation-based mechanisms, context-based 

mechanisms or content-based mechanisms. (Carroll et al., 2004) 

Reputation based mechanisms work off the evaluation of multiple other 

entities. Context-based mechanisms work through evaluating the 

background information or metadata creating while generating the 

content under evaluation. Content-based mechanisms evaluate the data 

itself. (Carroll et al., 2004) 

Trust is also enhanced through the use of cryptography particularly in 

the use of digital signatures. Digital signatures usually come in the form 

of hash functions implementing message digests or key-based message 
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authentication codes. The aim of digital signatures is to enable the 

validation of the authenticity of the data as well as the authenticity of the 

originator of the data. The use of public key infrastructures to enable the 

validation of message content and its originators through the use of 

certificates and third parties may also be used. 

It should be noted that the bottom 4 layers of the Semantic Web Stack have 

undergone a standardization process with design recommendations and tools, 

but are still undergoing improvements. The top 3 layers are yet to be 

standardized and are still openly being discussed. 

3.5. Related Literature 

Developing an architecture and the corresponding processes to enable the 

automation of digital investigations in mobile and cloud environments 

touches on several fields as discussed earlier in this study. Further to this 

there have also been prior studies that have partially touched on some of the 

ideas considered in this dissertation.  

In this section we highlight some of the seminal studies that have identified 

the problems experienced in the area, as well as those that have proposed 

some solutions. In particular the studies that are considered are those that 

identify technological solutions. Of these, we consider those that have 

proposed architectures to deal with the digital forensics process in large scale 

networked environments; those that have attempted to deal with large 

amounts of data in digital investigations of today; those that have proposed 

methods on integrating evidence from multiple heterogeneous sources; and 

those that have attempted to improve the digital evidence acquisition 

process. We also highlight the few studies that have emerged recently with 

respect to digital forensics specifically in mobile and cloud environments. 

(Casey et al., 2009) identified that there is a growing backlog of digital 

investigations today. (Gogolin, 2010) also concluded that law enforcement 

departments are currently not equipped to handle the massive proliferation of 

digital crimes in recent years. They identify that law enforcement personnel 

lack both the expert training as well as the technological capacity. (Mislan et 

al., 2010) stated that the increase in mobile phones appearing as digital 

evidence sources in digital investigations today is causing backlogs at 

Digital Forensics Laboratories. (Quick and Choo, 2014) recognize the 

increasing volumes of data that are seized and presented for forensic 

analysis. They attribute this to the rapid increase in storage capacity in 

consumer end devices, the increased use of cloud storage, as well as its 
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increase in storage capacity, and the growing in the number of devices that 

are seized for in criminal investigations. (Beebe, 2009) also identified the 

increasing amounts of data in digital investigations as well as the rising 

number of non-standard devices such as mobile devices, cloud computing 

infrastructures and virtualized environments. (Garfinkel, 2010) cites that 

digital investigation tools today are evidence-oriented and largely focus on 

extracting particular evidence artifacts. He further concludes that several 

tools are rather monolithic in that they arose from a specific endeavour to 

extract a specific type of evidence artifact. (Gogolin, 2010) states that most 

industry standard tools, particularly in the field of mobile forensics use 

proprietary vendor specific data formats. This hinders the process of 

integration and correlation of evidence data thus making investigations more 

inefficient. (Richard III and Roussev, 2012) pinpoint that the areas that need 

the most improvement in digital investigations are the acquisition and the 

analysis phases. They highlight that acquisition needs improvements towards 

making the process faster, more intelligent and capable of dealing with live 

environments. On the analysis phase they state that it is in need of speeding 

up and automation through the use of distributed computing and data mining 

in order to enable faster and more sophisticated analysis on larger data sets. 

(Clemens, 2015) states that “Digital forensics still remains a largely manual 

process requiring detailed and time consuming analysis by experts in the 

field”. (Casey et al., 2015) cite a rise in the number of digital forensic tools 

with varying data formats and an increasing use of digital forensic 

information in incident response and threat intelligence showing a need for a 

standardized method of representing and exchanging digital forensic 

information. 

Several partial solutions have been described in literature and thus advanced 

the field of digital investigations in attempting to make them more efficient 

in the face of the problems described above. In particular there have been 

several architectures directed towards dealing with digital investigations 

involving large amounts of data and networked computers within 

organizations.  

3.5.1. Distributed Architectures for Digital Forensics in Large 

Corporate Networked Environments 

(Davis et al., 2005) described DEC which is a network architecture with a 

centralized repository collocated on several servers for the storage of large 

amounts of evidence information. The architecture allows for access to the 

evidence from remote locations and multiple investigators in order to 

facilitate collaboration and distribute the workload to specialized experts 
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who may be located in geographically disparate locations. (Almulhem and 

Traore, 2005) present a network forensics architecture that marks packets 

from suspicious IP addresses and collects network traffic logs from end-

point devices involving these addresses, storing them on the network 

gateway that also does the packet marking. (Wei Ren and Hai Jin, 2005) 

describe a network forensics architecture that collects network traffic and 

network activity logs using a software agent distributed at various devices 

within a corporate network and stores them at a centralized server.  

(Shields et al., 2011) present PROOFS which is a system that provides for 

the continuous collection of text based digital evidence within a networked 

organization. The system maintains a centralized database of file signatures 

for text based files that are collected every time a file is closed after writing, 

deleted or transferred across filesystem boundaries. Additionally network 

intermediate devices also create signatures of every file that is transferred 

across network domains. Each device on the network of the organization is 

modified with an agent that performs these actions and transfers the data to 

the centralized repository. Given a fragment of a file, the central repository 

can then be searched to determine which devices have had this file, who may 

have created it, when it was created and who may have also had access to it. 

This can help narrow down the scope of the devices that may need deeper 

forensic analysis. The system is built to only work with text based files thus 

other forms of files such as binary files, images and video files not tracked. 

As this is enacted within an organization the users (employees) have little 

expectations of privacy. 

(Roussev and Richard III, 2004) predicted the imminent increase of large 

amounts of data being prevalent in digital investigations and proposed. The 

call for the use of distributed processing of evidence among multiple 

machines and propose requirements for a framework for distributed digital 

evidence analysis called the Distributed Digital Forensics Toolkit. They 

present a prototype of a system that takes large amounts of disk-based 

evidence and splits it among multiple devices to perform tasks such as 

evidence storage, indexing and searching. (Roussev et al., 2009) described a 

distributed processing framework for distributing forensic processing tasks 

to multiple machines, based on the Google MapReduce framework.  

(Redding, 2005) proposed a network architecture that makes use of a 

structured peer-to-peer network overlay based on JXTA in order to facilitate 

distributed collection, storage and processing solely of network forensics 

artifacts. The system initially collects only metadata in the XML formatted 

data structures then later initializes full network packet captures. This system 

performs only within the bounds of an enterprise controlled network and 
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does not cater for other forensics artifacts such as those based on disk data or 

live memory, nor their integration and analysis. 

(Cohen, 2008) introduced PyFlag that is a Python based tool that integrates 

evidence from disks, memory and network traffic presenting them through 

different “filesystem loaders” (parsers) as inodes within a virtual file system. 

These inodes can then be further parsed with various “scanners” to extract 

further objects (artifacts) that are also referenced as inodes in the virtual file 

system. In this way multiple sources of evidence can be represented in a 

uniform way in a single virtual file system that searching and analysis can be 

performed on. (Cohen et al., 2011) further extend this idea to introduce the 

Google Rapid Response system (GRR) that enables remote triage on live 

computers within an enterprise. This is implemented through a client-server 

architecture where there is a centralized server-cluster storing and analyzing 

summarized evidence artifacts collected by client software agents deployed 

on individual computers. The client agents run with administrative privileges 

in order to access live memory, raw disk data streams and registry artifacts. 

If a triaged machine is deemed to require a full disk acquisition, two 

methods are proposed: Physically transporting the machine, or via remote 

acquisition. Remote disk acquisition is not discussed in depth, however it is 

mentioned as a possibility and is assumed to apply the client-server 

paradigm as the rest of the system follows this. (Moser and Cohen, 2013) 

further extend GRR by providing each client agent with more capabilities to 

perform triage rather than overloading the server-side. They also point out 

that the system experiences challenges relating to stability and reliability due 

to high resource usage (memory and CPU) as well as unexpected crashes. 

They propose some solutions to these problems through monitoring process 

resource usage and the use of asynchronous messages to serialize requests to 

be performed later. They also indicate that remote acquisitions may be slow 

if there are multiple machines returning evidence, or if the machines are 

intermittently offline, thus affecting their availability. 

3.5.2. Digital Forensics in Cloud Infrastructures 

Within the realm of digital investigations on cloud infrastructures, (Dykstra 

and Sherman, 2012) considered the various methods that could be used to 

perform digital evidence acquisition on infrastructure as a service cloud 

installations. They consider the viability and trust considerations involved at 

various levels including from within the guest OS using proprietary remote 

evidence acquisition tools; from the virtualization layer (hypervisor) using 

virtual machine introspection and from the host OS through exporting the 

virtual disk. Further to this, they propose other methods such as using 
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hardware-based trusted platform modules, using the management plane, a 

cloud provider forensics service and legal resorts through warrants. Overall 

they suggested the management plane to have the best balance of speed and 

control (trust) (Dykstra and Sherman, 2013) extended their work to 

implement the FROST system that enabled collection of disk based evidence 

from an OpenStack infrastructure as a service cloud platform through the 

management plane. (Zawoad and Hasan, 2015) presented the FECLOUD 

architecture that is a trustworthy cloud environment built in with forensics 

capabilities. The system itself is a prototype built upon the OpenStack 

infrastructure as a service cloud and provides capabilities for acquisition of 

evidence, logging, evidence management, secure timestamping and 

provenance.  

It should be noted that the results of these 3 studies on digital investigations 

in cloud environments were not yet published when the core ideas in this 

dissertation were established. 

3.5.3. Mobile Device Forensics 

With regard to mobile device forensics, (Casadei, 2006) developed a tool to 

extract the readable part of a mobile SIM card with physical access through a 

smart-card reader. Acquisition of the internal memory (flash/disk storage) 

has been discussed by (Willassen, 2005) (Breeuwsma, 2006) (Breeuwsma 

and Jongh, 2007) and (Jonkers, 2010). Several methods were discussed in 

these studies including logical acquisition which relies on the mobile 

operating system, and several forms of physical acquisition such as de-

soldering the chip and the use of mobile flasher boxes. Other back-up tools 

that proceed from mobile data backup solutions have also been used to 

perform logical acquisitions such as (Bader and Baggili, 2010) and 

(Fairbanks et al., 2009). (Vidas et al., 2011) presented a method for 

acquiring internal storage of Android devices through a modified recovery 

image, Android debug bridge (adb) access via USB or TCP on the collecting 

device and a raw image copying tool such as Nand Dump or dd. This 

requires the device to have the modified recovery boot image present, as 

well as to be rebooted into the recovery mode, thus live forensics and 

incident response may be hampered.  

(Thing et al., 2010) presented the first study on the live acquisition and 

analysis of volatile memory of Android mobile devices. They capture live 

process memory through accessing the /proc virtual file system that keeps 

track of each process’ memory as well as using the Ptrace system call to 

suspend the process while a copy of the process memory is taken. Rather 
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than only capturing individual process memory address spaces (Sylve et al., 

2012) present a method and tool to capture the entire physical memory from 

an Android device to be stored on the SD card, the phone internal storage or 

to be transferred over a network. The tool itself is a kernel module that 

requires a device to be “rooted” before it can be added to the live kernel. 

Furthermore the kernel module needs to be compiled for each specific 

Android kernel version for it to work on that given kernel version. This 

study also highlights the challenges in capturing Android live memory as 

well as analyzing both userland data as well as kernel data thereafter. 

(Grover, 2013) presents a tool for performing forensic analysis for internal 

investigations on Android smartphones within an enterprise. They state that 

Mobile Device Management systems used to support “Bring Your Own 

Device” policies rarely have forensic monitoring capabilities. Thus, they 

develop an application named DroidWatch that performs continuous data 

collection of userland data similar to that from a logical acquisition and 

stores the data on a centralized server for forensic analysis. As it only 

collects userland data, usually available to other applications, this tool does 

not require root privileges. (Yang et al., 2015) state that Android security 

mechanisms have advanced thus making acquisition more difficult. They 

propose a physical acquisition method through using the flash memory read 

command via manipulating the firmware upload protocol in the bootloader. 

They show that the acquisitions are performed at very high speeds and 

integrity of the extracted image is maintained, however physical access to 

the device via the USB interface, as well as rebooting the device is still 

required. 

It should be noted that the studies by (Sylve et al., 2012), (Grover, 2013) and 

(Yang et al., 2015) were not available to the author at the time the original 

ideas in this dissertation were conceived. 

3.5.4. Remote Evidence Acquisition 

Remote evidence acquisition from computers was discussed in (Sealey, 

2004) and (Casey and Stanley, 2004) where they review the capabilities and 

limitations of the only 2 tools capable of doing this at that time: EnCase 

Enterprise and ProDiscover IR. Accessdata FTK Imager is also said to be 

able to do this now. (Dykstra and Sherman, 2012) These tools typically use a 

software agent (termed as a “servlet” or “agent”) running on the individual 

enterprise machines to enable the capture of evidence and the subsequent 

transfer to the server-side. (Scanlon and Kechadi, 2010) describe RAFT, 

which is a tool running from a live CD prepared with disk acquisition tools 

that enable remote disk acquisition of computers. It requires the computer to 
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be rebooted as well as to have a CD drive, though it is said to also work from 

a USB flash drive. (Koopmans and James, 2013) present a PXE (pre-

execution environment)-based client-server environment for performing 

triage of computers over a network within an enterprise. Computers in an 

enterprise are connected to an isolated network where the PXE boot image is 

loaded from a TFTP server. This boot image is built with some Linux and 

Sleuthkit commands to enable triage through listing partitions, searching for 

strings and performing hash-based searches among other triage capabilities. 

Hash databases, targeted search locations (directories) and keyword search-

lists are stored on a connected Network File Share. As at the beginning of 

this study in 2012, to the best of our knowledge there were no tools that 

could provide remote evidence acquisition on mobile devices, however as 

mentioned in (Grover, 2013) as at October 2012 EnCase Enterprise provided 

support for remote evidence acquisition for Android devices.  

3.5.5. Large Scale Evidence Storage  

As large amounts of data need to be stored  and processed in a trustworthy 

manner that preserves integrity while also being scalable, (Pringle and 

Burgess, 2014) developed a scalable distributed filesystem called FClusterfs 

that preserves integrity of digital evidence with the distributed filesystem 

such that they are ready for forensic analysis on-demand from multiple end-

point devices. The system presents this virtual filesystem on top of the pre-

existing filesystem of the participating devices and digital evidence is 

acquired through selectively capturing evidence artifacts and “ingesting” 

them” into the virtual distributed filesystem, where they are then available 

for processing. (Cruz et al., 2015) focus on the data storage component of 

the GRR system (Cohen et al., 2011) mentioned earlier, citing that the 

performance of the centralized data store hampered speed and scalability. 

They thus split the centralized datastore into smaller individual SQLite 

databases and distribute them among devices that are located using a 

consistent hashing function that enables uniform (equal) distribution across 

the device address space. This enables better scalability and rapid lookups to 

the smaller databases as well as load-balancing across the devices proving 

the storage functionality. 

3.5.6. Evidence Representation, Integration, Management and 

Automated Analysis 

With regard to the uniform representation and integration of evidence from 

multiple heterogeneous sources (Alink et al., 2006) introduced XIRAF – a 
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tool that parsed disk images and presented the artifacts within, in an 

annotated XML format together with binary streams, where present. This 

parsed XML data is consequently stored in a centralized XML datastore. 

This allowed for cases involving large amounts of disks with heterogeneous 

data to be parsed and stored in a single uniform datastore that can be queried 

my multiple investigators. (Bhoedjang et al., 2012) extended this to allow 

also for mobile device disk data to be incorporated and for different evidence 

artifacts to follow a single local ontology. Furthermore they introduced the 

ability for different pluggable tools to be applied onto the large data store by 

multiple analysts in order to perform different forms of analysis on the 

evidence corpora.  

(Case et al., 2008) present the Forensic Acquisition and Correlation Engine 

(FACE) that makes use of 3 different parsers to retrieve evidence artifacts 

from memory dumps, network traffic captures and configuration/log files. 

These 3 parsers feed information into a custom-made correlation engine to 

link artifacts across the 3 different evidence sources. It presents a report with 

hyperlinks and a visualization to show the correlations between evidence 

artifacts. A uniform data model is not explained and the tool seems to be 

dependent on the specific parsers and the correlations already built into the 

engine thus scalability seems limited. 

(Cohen et al., 2009) presents AFF4 which is based on the Advanced 

Forensic Format (Garfinkel et al., 2006) however with a greatly modified 

architecture to enable multiple evidence sources to be integrated and 

analyzed asynchronously by multiple tools and multiple investigators from 

different remote locations. At the heart of AFF4 is a Resource Description 

Framework (RDF) inspired architecture and a centralized resolver for 

keeping track of and re-integrating multiple copies of the same evidence set 

that may have been enhanced with new metadata from an investigator’s 

analysis. In this way it maintains a single uniform perspective of the 

augmented metadata that may arise from different analysts analyzing the 

evidence corpora. The extensibility of RDF enables the creation and linking 

of arbitrary objects and properties that may be created as a result of analysis 

tasks. 

(Garfinkel, 2012) described the Digital Forensics XML (DFXML) language, 

which presents a method for expressing disk-based evidence artifacts, tools, 

analysis techniques and other investigation metadata in a standardized form 

using XML tags. This enables sharing of large evidence data sets among 

collaborating organizations and tools, as well as facilitating tool-independent 

analysis and automated re-processing of evidence using the XML metadata 

recorded so as to determine the validity of the results and thus exhibit 
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provenance. This work also describes supplementary tools built to generate 

DFXML data from disk based evidence, such as ‘fiwalk.py’ that was 

previously described in (Garfinkel, 2009). Fiwalk.py is a parser that extracts 

forensic artifacts from disk storage and presents them in the DFXML format. 

(Lee et al., 2010) present an XML-based framework called XLIVE that aims 

to aid live investigations on Windows machines through collecting specific 

data and storing it in XML formatted documents. The perceived advantages 

of this is that it enables a reduced data set that is acquired for investigation as 

well as presenting it in a structured XML format that enables easier 

understanding and extensibility. 

Further to these evidence representation and integration efforts making use 

of XML and RDF technologies to enable sharing of evidence, collaboration, 

tool inter-compatibility and simple automated correlation of events, there 

have also been some efforts that have attempted to use the ontological 

underpinnings of the semantic web in order to enrich evidence data with 

meaningful metadata that could enable automated reasoning. (Schatz et al., 

2004a) introduced the Forensics of Rich Events (FORE) system that made 

use of the OWL ontology to represent log entries of events from a single 

domain of use (Server Event Logs). They use a custom rule language termed 

as F3 in order to identify causality among lower level events. This further 

helps correlate the causality on higher level events. They further extend their 

work in (Schatz et al., 2004b) to use third party ontologies as well as 

customized ontologies to represent log information from different domains 

of use (i.e. SAP ERP security transaction logs, door access logs and 

computer security event logs). They also create more rules in their custom 

F3 language to identify particular events such as identity masquerading and 

door-entry-login events. These studies are limited in that they only work 

with log information rather than typical sources of evidence such as disk 

images, memory dumps and network traffic captures. Furthermore, they do 

not take into consideration temporal information and correlation in the form 

of timestamps which is important in digital investigations. Also they use a 

custom-made rule language that is not standardized elsewhere. 

(Kahvedžić and Kechadi, 2009) attempt to develop a universal and scalable 

Digital Investigation Ontology (DIALOG). The ontology has 4 main root 

concepts that is Crime Case, Information, Information Location and Forensic 

Resource. The ontology is said to be extensible, however, so far it seems to 

cater mostly for disk-based evidence (i.e. memory and network traffic are 

not considered). They also describe an ontology model for Windows 

Registry concepts and modify the registry comparison tool RPCompare 

(Kahvedžić and Kechadi, 2008) in order to output an ontological model of 

the changes between registry restore points into a knowledge base. Keys that 



81 

 

have been added, edited or removed and other related keys that undergo 

similar operations at the same time can be easily identified through the 

comparison operation. The Semantic Web Rule Language (SWRL) is then 

used to facilitate inference on the existing knowledge in order to determine 

links between keys related to software installation/uninstallation, software 

configuration, file activity a folder activity. This enables the incremental 

augmentation of the knowledge base through inferring new relations among 

objects, helping improve the knowledge base and better automate the next 

investigation of the same type. In (Kahvedžić and Kechadi, 2011) they 

motivate for the annotation of evidence artifacts with ontological concepts 

and properties in order to enable automated reclassification and reasoning 

over the identified concepts in order to generate new information. They also 

suggest the use of ontological annotation as a pathway to automate digital 

investigation reporting that also maintains the logical reasoning that is 

underpinned through the relations among ontological concepts. 

3.6. Comparison of the “State of the Art” to the Work 
Accomplished 

(James and Gladyshev, 2013) identify the need for automation of the digital 

investigation process due to the pressure for speed and the growing volumes 

of data involved. They state that carefully implemented automation can 

contribute to improving the overall efficiency of the digital investigation 

process. Also identified is the need for the development of metrics to 

measure how efficient automation is, how accurate an automated system is 

in performing digital investigations, and what categories of investigations 

might be better suited for automation. In this study we start off with 

describing the requirements for an automated digital investigation system, 

we then design an architecture and propose methods for automating the 

evidence acquisition process and the evidence analysis process within a 

digital investigation. We also benchmark the times taken to perform remote 

evidence acquisition of mobile devices as a starting point of comparisons to 

other evidence acquisition techniques. 

Outside automation, there have been other proposals addressing the lengthy 

times and large volumes of data in investigations from a legal reforms and 

human resources perspective as noted in (Casey et al., 2009), (James and 

Gladyshev, 2013) and (Goodison et al., 2015). However, though these may 

be valid proposals, we choose to focus more on the technological aspect seen 

in automation – that may be seen as a complementary approach to the legal 

and human resource angles. 
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As previously described in Section 3.5, there have been several notable 

technological approaches that attempt to deal with the challenges of time 

consuming and highly labour intensive tasks in current digital investigations 

brought upon by large volumes of digital evidence from multiple 

heterogeneous sources. These studies have addressed individual challenges 

related to live evidence triage (Moser and Cohen, 2013) (Koopmans and 

James, 2013) and (Grover, 2013), remote evidence acquisition (Scanlon and 

Kechadi, 2010), unification of evidence formats and correlation of data 

(Cohen et al., 2009), (Kahvedžić and Kechadi, 2009) (Garfinkel, 2012) 

distributed evidence storage and processing clusters (Roussev and Richard 

III, 2004) (Cohen et al., 2009), (Bhoedjang et al., 2012), (Pringle and 

Burgess, 2014) (Cruz et al., 2015).  

In essence they have focused on specific problems within individual phases 

of the digital forensics process. Limited studies have tried to provide a 

holistic architecture bringing these ideas together and attacking the entire 

digital forensics process. (Redding, 2005) tried to provide an automated 

distributed system for digital investigations using P2P overlays, however, 

only network forensics artifacts were focused on. Other digital evidence 

forms such as disk and memory artifacts were not catered for. (Cohen et al., 

2011) and (Moser and Cohen, 2013) introduced a novel client-server 

network architecture for enterprise computers termed as GRR that provided 

live triage and quick analysis processes through software agents deployed to 

target enterprise computer systems. Though their architecture is noteworthy, 

they focus only on the triage of disk and memory based artifacts, not dealing 

with the speeding up of full disk/memory remote evidence acquisition. Also, 

they only focus on computers, leaving mobile devices as an open question. 

Furthermore the triage and quick analysis capabilities of this architecture are 

still largely initialized by a human operator. 

To this end we look back at the work achieved by these studies, combine 

their efforts and extend the work further through providing an architecture of 

a digital investigation system that caters for the entire digital forensics 

process in a more automated and decentralized manner. Within our larger 

proposed architecture we focus particularly on improving remote evidence 

acquisition with special attention to mobile devices as this is still an 

unconcluded challenge. We also focus on the integration of multiple sources 

of digital evidence (network traffic, disk data, logs) using open standards for 

data integration (RDF and OWL) in order to achieve machine-driven 

evidence analysis so as to speed up the process and relieve investigators of 

the burden of manual analysis. 
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Several sets of requirements for digital investigation tools for the current age 

have been proposed as seen in (Palmer, 2001), (Roussev and Richard III, 

2004) and (Ayers, 2009). In this study we distill these requirements and 

focus on those important for an automated system for digital investigations 

that is more independent from human intervention and can harness the 

resources from multiple devices to speed up digital investigations. Our 

requirements emphasize on the need for distribution and resource sharing 

across the entire digital investigation process (rather than only for the initial 

stages of the evidence analysis phase, as often the case). We also underline 

the importance of a universally accepted format for representing evidence so 

that it can be easily shared. (Roussev and Richard III, 2004) only advocate 

for platform independent tools, but do not point out the incompatibility 

raised by varying evidence data formats to be processed by these tools. 

(Ayers, 2009) suggests a generic data abstraction for files from disk-based 

evidence, while we further extend this to advocate for a uniform universal 

machine digestible representation of all digital evidence to cater for the 

heterogeneity of digital evidence data formats (e.g. network traffic, disk, 

memory, logs). Finally for the sake of acceptability among users of such an 

automated system being privy to sensitive data, we advocate for the need of 

privacy preserving techniques as part of the requirements. This distillation 

and extension to the requirements, towards a focus on automation, sets the 

foundations for this study aiming to make the digital investigation process 

faster and less human-labour intensive through infusing computational 

capabilities in new ways into the digital investigation process. 

The developed architecture has taken into account several of the proposed 

requirements as its core design principles. The use of both structured and 

unstructured P2P overlays help to achieve distribution, scalability, resource 

sharing and availability. The architecture benefits particularly from the 

search performance of DHT-based overlays, from the resistance to churn 

from epidemic overlays; optimized resource sharing from gradient overlays 

and maximization of bandwidth usage as well as redundancy through the 

BitTorrent protocol. The overall essence is that they promote the distribution 

characteristics of scalability, resource sharing and availability. The 

architecture by (Redding, 2005) is the only other work that tries to achieve 

these, however they limit their work only to using the JXTA structured 

overlay based on DHT’s. This means that though they may achieve resource 

sharing, on the flip-side, scalability and availability may be adversely 

affected in certain circumstances due to the relatively low resistance to churn 

exhibited by DHT-based structured overlays. Furthermore, overloading of 

certain sections of the DHT may also occur depending on the quality of the 

hashing algorithm used. We cater for these two issues with epidemic 

overlays that are known to be highly resistant to churn, an also make use of 
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gradient overlays in order to better distribute workloads towards peers that 

are better equipped to handle them. 

Having the cloud-based-backend (CBB) based on the Hadoop Distributed 

Filesystem (HDFS) also enables scalability and availability. This is because 

nodes with hardware storage capacity can be easily added to the distributed 

filesystem storage cluster so that it scales horizontally. Availability is 

achieved through the default mechanism of HDFS to maintain 3 copies of 

every piece of data. This is customizable and can be increased for greater 

redundancy. HDFS also maintains its own internal integrity checking 

mechanisms to promote availability. The only other work somewhat similar 

to this is by (Pringle and Burgess, 2014) where they base their ideas on  

MySQLfs and the FUSE virtual filesystem. This competing approach was 

developed after the initial ideas in this study were already grounded. 

Additionally, (Pringle and Burgess, 2014) mention speed as a concern to 

their system but do not provide measured metrics. Furthermore, they make 

use of the FTP protocol as the data transfer protocol and mention that it is a 

security concern as it is unencrypted by default. In our study, data transfer 

(remote evidence acquisition) in the architecture is encrypted before being 

transferred over the BitTorrent protocol. With regard to the proof of concept 

test it is encrypted and transferred over an SSH channel thereby ensuring 

security. 

The Host-based-Hypervisor contributes to the architecture a privileged 

means for collection digital evidence as hypervisors function as privileged 

entities between hardware drivers and beneath the operating system kernel. 

This means that they are less likely to be subverted my malicious software 

running within the operating system. Additionally as they have a relatively 

small code-base they are said to be less prone to have their own software 

vulnerabilities. Other modes of initiating remote evidence acquisition 

include through software agents as seen in (Cohen et al., 2011), through PXE 

environments (Koopmans and James, 2013), or through disengaging the 

digital evidence from its running system and using external tools as is seen 

in (Scanlon and Kechadi, 2010). The benefits of the hypervisor are in its 

privileged mode of operation as well as having a very limited disruption of 

the evidence sources. (Dykstra and Sherman, 2012) evaluated several 

methods of acquisition of disk-based evidence from cloud infrastructures in 

terms of speed and trust, concluding that the management plane which 

interfaces with the hypervisor is the most viable and trustable method. 

Though this study was not available while the ideas of this thesis were laid 

down, (Dykstra and Sherman, 2012) reinforce the choice taken up in this 

study. 
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In the preparation and evidence identification phase, remote live evidence 

triage has been proposed in (Moser and Cohen, 2013) (Koopmans and 

James, 2013) and (Grover, 2013). These aim to reduce the amount of digital 

evidence that may need to be acquired before performing the actual 

acquisition. They mention full evidence acquisition necessarily as the next 

step but do not go into the details of how to enable speedy automated remote 

evidence acquisition when the target devices have been identified. (Scanlon 

and Kechadi, 2010) attempt to automate the evidence acquisition process by 

describing the first remote evidence acquisition method for desktop 

computer systems. (James and Gladyshev, 2013) point out that one of the 

reasons why automation has not been focused on so far is because there has 

been little effort to benchmark the actual speeds of the individual procedures 

involved. (Dykstra and Sherman, 2012) provide some metrics on the times 

taken to perform different methods of remote disk evidence acquisition for 

public cloud infrastructures including the use of pre-installed software 

agents, injected software agents and using disk exporting services from the 

cloud provider. Their results showed it took between 12-120hrs to transfer a 

30GB disk and 2 GB of RAM over an OC-12 fibre connection. (Roussev et 

al., 2013) benchmark the time taken to perform acquisition on computer hard 

disks based on hardware I/O speeds. They also benchmark introductory 

analysis procedures such as hashing and indexing of data. (Yang et al., 2015) 

provide the first benchmarking of the time taken to perform local physical 

evidence acquisition of mobile devices. So far the benchmarking of the time 

taken to perform remote evidence acquisition on mobile devices has not yet 

been performed. The work performed in this thesis, particularly in Paper I 

(Homem et al., 2013) and Paper II (Homem and Dosis, 2015) contribute to 

the field by introducing benchmark times taken for remote evidence 

acquisition of Android mobile devices over public networks. The process of 

remote evidence acquisition of mobile devices was also a novel contribution 

at the time this study begun. 

Within the evidence analysis phase there have been an efforts to reduce the 

data that needs to be analyzed through triage (Moser and Cohen, 2013) and 

removal of known files (Mead, 2006) (Rowe, 2012), as well as to make use 

of parallel processing and computation clusters (Roussev and Richard III, 

2004) (Roussev et al., 2013) to perform the precursory analysis tasks of 

indexing and hashing. The main aim of these has been to speed up the 

process and reduce the human labour effort involved. So far there has not 

been much work done in automating the task of correlation of multiple 

digital evidence sources in order to achieve faster analysis and reduce the 

burden on the investigator. (Schatz et al., 2004b) developed a means to 

represent and integrate solely log information (i.e. SAP ERP security 

transaction logs, door access logs and computer security event logs) from 
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multiple sources using customized ontologies and to perform simple 

correlation over these. (Kahvedžić and Kechadi, 2009) attempt to describe a 

single universal ontology for digital investigations, however they only go 

into detail with the ontological descriptions of Windows Registry concepts. 

They make use of the standardized Semantic Web Rule Language (SWRL) 

in order to infer correlated activity and thereby derive information on the 

types of activity within the registry that could link to higher level activities 

of installation/uninstallation of software and other file/folder activity. This 

study is also limited in that they only deal with Windows Registry artifacts. 

We extend this work by developing ontologies for other common digital 

evidence sources such as network traffic artifacts, filesystem artifacts and 

firewall log artifacts and perform integration and automated correlation on 

these, which has not been addressed in prior research. 

Summarily, bringing all this together, we describe requirements and an 

architecture for a digital investigation system focused on automating the 

digital investigation process for large scale networked environments that are 

burdened with large amounts of data from multiple heterogeneous sources. 

Additionally, we provide a means to speed up the process of evidence 

acquisition through demonstrating and benchmarking metrics with regard to 

remote evidence acquisition of Android mobile devices. We also provide a 

method to speed up the evidence analysis phase through automating the 

integration, correlation and searching through digital evidence from multiple 

sources, thereby helping to reduce the burden on the digital investigator. 
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4. Results – Summary of Publications 

In this section we summarize the main ideas and results communicated in the 

publications adjoining this dissertation. For further insights into the details of 

each publication, reference should be made to the Appendices section, where 

the full papers are annexed. 

4.1. Summary of Paper I  

“LEIA–The Live Evidence Information Aggregator: Towards efficient cyber-

law enforcement” 

Motivation 

It is noted that digital devices are in use in virtually every aspect of human 

activity today both for the benefit, as well as to the detriment of society. 

Digital devices may be used as tools or targets of malicious activity. 

Focusing on the need to investigate digital crimes, several of the perennial 

challenges currently facing digital investigations in the largely networked 

environments of today are described.  

In particular the number of devices communicating, the heterogeneity of 

these devices, the complexity among interactions and the speed of 

interaction are resulting in large amounts of data that need to be sifted 

through in digital investigations. The typical storage and computation 

capacities of every day digital devices such as mobile phones are 

dramatically rising. Furthermore the number of devices that are being seized 

as part of evidence in criminal cases is increasing. The diversity of types of 

possible digital sources of evidence is increasing (E.g. Cloud storage, live 

memory, smartphones, GPS devices, RAID sets, network traffic) as well as 

the protocols and encoding schemes used among these devices. The 

combined effect of this is that there is a lot of digital evidence to process in 

any given digital investigation and law enforcement agencies are struggling 

due to shortages in trained personnel, lack of equipment and the sheer 

burden of terabytes of data to be sifted through. 
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The current set of industry standard tools that are utilized to facilitate the 

processes undertaken in digital investigations are also lacking. They are not 

well equipped to deal with extremely large amounts of data and the analysis 

procedures are largely manual. Only such activities as indexing and 

searching are partially automated Furthermore they are often evidence-

oriented or built to solve a particular task for a particular investigative case, 

thus they are not able to effectively correlate between multiple 

heterogeneous sources of evidence, nor are they easily extensible. Also, 

many they are limited in their capabilities to perform remote live 

investigations, and largely use proprietary formats that do not allow for 

exchange of evidence between tools and investigative teams. The overall 

effect is that digital investigations are slowed down 

From these challenges identified in this paper, we describe a universal 

distributed architecture that aims to speed up the digital investigation process 

through automation and harnessing the power of user endpoint devices. The 

architecture itself hinges on the premise of a networked environment where 

there are devices that have some spare resources to contribute to assisting the 

digital investigation process. We work with an assumption that the 

networked environment does not necessarily have to be under the control of 

a corporate enterprise and can be a publicly open network. 

Requirements 

The requirements for such a distributed digital forensics architecture are 

outlined in this study. They are inspired by distilling the ideas from other 

studies such as (Palmer, 2001), (Roussev and Richard III, 2004) and (Ayers, 

2009) in order to focus on those that would enable an automated and 

independent system. The experience of having worked with the current 

industry standard tools and processes also influenced some of these ideas. 

The requirements are briefly highlighted below: 

 Distribution: The ability to handle multiple users, multiple sources of 

data, scalable storage, processing and dissemination. 

o Multi-user: The ability to share tasks among several users and aggregate 

results 

o Scalable: Resources in terms of Storage, Processing and Transmission 

should be able to handle both large loads and small loads in an elastic 

manner, acquiring resources and releasing them as needs demand. This 

also involves the extensibility of functionality to accomplish new tasks 

and the ability to accommodate the joining and leaving of participating 

nodes 
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o Availability: Resources and functionality should be present when 

required 

o Resource sharing: The pooling of resources from participating devices 

in order to contribute a greater resource capacity particularly in aiding 

resource constrained devices 

 Universality: Handling the heterogeneity and lack of standardization 

among devices and evidence sources, thus enabling collaboration and 

integration of analytical results 

o Of data formats: Enabling the representation of different evidence data 

formats in a single format that can allow integration, sharing and 

processing in a uniform manner by multiple devices 

o Of platform: Enabling the ability of devices with various platforms and 

configurations to also participate in the process. Allowing for platform 

choice of an individual to not be a hindrance. 

 Responsiveness: Reacting promptly to security incidents, and providing 

interactivity that allows for collaborative informed sharing of information 

This can be facilitated through live and remote interactivity in networked 

environments 

o Live: Allowing for interaction with target devices while security 

incidents are occurring, rather than after the effect, enables a faster 

response time 

o Remote: Harnessing network connectivity to enable remote access to 

target devices to reduce the delay between detection of a security 

incident and evidence seizure. 

 Integrity (Trust, Reliability & Accuracy): Maintaining the required levels 

of trustworthiness and authenticity of data and the process, and thus the 

results. 

o Of Data: Hashing digital evidence data sources and verifying the parties 

that have had access to them promote trustworthiness of the data by 

assuring that unwarranted modifications are avoided 

o Of Process: Documentation of tasks, persons (entities) involved and 

evaluation of the essence actual procedures through peer review 

promote the trustworthiness of the processes 

 Privacy: Ensuring sensitive and personally identifiable information is 

maintained in an encrypted format, not misused and that unauthorized 

access is prohibited in order to promote acceptance of such a system  
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 Security: Maintaining authentication, authorization, accountability and 

non-repudiation of activities undertaken in order to ensure that the results 

are trustworthy 

o Authentication: All communication must be verified to originate and 

terminate at the entity that claims the said identity 

o Authorization: Capabilities should be limited to only those that 

particular require those functions 

o Accountability: All activities should allow for retrospective auditing 

o Non-repudiation: An entity cannot plausibly deny its activity 

The Live Evidence Information Aggregator (LEIA) Architecture 

The architecture of a scalable, hypervisor-based, peer-to-peer distributed 

system for aggregating and analyzing digital evidence is designed with the 

aforementioned requirements in mind. It is envisioned to be composed of a 

4-layered architecture: 

a) The Host-based Hypervisor (HbH) 

b) The Peer-to-Peer Distribution Architecture (P2P-da) 

c) The Cloud-based Backend (CBB) 

d) The Law-Enforcement Controller (LEC) 

Schematic illustrations of the system are depicted below, depicting the 

interaction between the components and the hierarchy of the layers. 

 

 

 

 

 

 

 

 

 

 Figure 14: Interaction between 3 of the layers of the LEIA Architecture 
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The functionality and components of each of the layers is briefly explained 

below: 

a) The Host-based Hypervisor (HbH) 

The HbH component is comprised of a bare-metal hypervisor providing a 

virtualization layer on every participating device. As a more privileged 

layer of software this has direct access to the hardware interfaces as well 

as the software of the guest operating system. In this way it can enable 

acquisition of digital evidence directly from the source as well as enable 

virtual machine introspection to collect evidence artifacts. The choice of a 

hypervisor as the main point of evidence acquisition promotes integrity 

and universality (both of data and of platform). Evidence sources are 

acquired and stored in the AFF4 format which is originally based on RDF 

annotations of evidence concepts. This enable integration of evidence at 

the Cloud-based backend and thus promotes universality of evidence 

formats. 

A minimal host-based intrusion detection system is also built into the 

hypervisor in order to enable rapid detection of malicious activity within 

the system. This helps aid in responsiveness through enabling detection at 

the source. Information about malicious activity is shared with other HbH 

systems as well as with the Cloud-based backend. This promotes resource 

sharing with respect to the threat intelligence gathered. Lists containing 

the hashes of known files are also maintained in order to reduce the size of 

the acquired evidence. 

 

Figure 15: The 4-Layered model of the LEIA Architecture 
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b) The Peer-to-Peer Distribution Architecture (P2P-da) 

In conjunction with the HbH systems this component serves the purpose 

of transmitting information between individual participating HbH systems 

and the Cloud-based back end. Three types of information are transmitted 

by the P2P-da: (1) Information about possible malicious activity is 

distributed among HbH devices; (2). Management information about 

maintaining the P2P overlay as well as commands issuing updates to 

systems or reactions to security breaches; and, (3) Acquired evidence 

sources in the form of disk dumps, memory dumps or network traffic 

captures being transmitted to the Cloud-based backend. 

In terms of evidence acquisition, the essence of the P2P-da is to transmit 

pieces of evidence towards more resource capable devices in a bid to 

eventually reach the Cloud-based backend. 

The aim of the architecture of the P2P-da is to enable distribution through 

scalability, availability and resource sharing, as well as responsiveness 

through the network connectivity. Scalability, availability and resource 

sharing are common characteristics of P2P-based systems. Through the 

use of epidemic overlays scalability and availability are achieved through 

the redundancy and resistance to churn that they afford. Resource sharing 

is best exhibited through the use of gradient overlays that organize the 

network in such a way that tasks and hardware resources can be shared 

with more stable and capable nodes. Responsiveness is achieved through 

the network connectivity in that it enables the live and remote accessibility 

of target devices. As a by-product, the security of the data in transfer and 

the participants through the use of cryptography also promotes the 

requirements of integrity, authentication, confidentiality and thus privacy. 

c) The Cloud-based Backend (CBB) 

This sub-system is composed of a scalable distributed filesystem, an 

engine for managing known files and a set of highly resource capable 

HbH systems. The scalable distributed filesystem in the form of a Hadoop 

Distributed Filesystem (HDFS) cluster provides a scalable and highly 

available persistent storage space, thereby promoting the scalability and 

availability requirements of the system. Integrity is also a by-product of 

this choice in that HDFS maintains the integrity of data among the nodes, 

automatically initiating duplication for data items lost through corruption, 

for example, through disk failure. The Differencing Engine manages 

known-data (known files, process memory or network packets) such that 

previously seen data does not need to be acquired and transmitted in its 

entirety for storage. The HbH Master peers are built with high resource 
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capacities in order to act as super-peers that stabilize the overall peer-to-

peer overlay. They thus contribute towards the resource sharing 

requirements in that being more stable with higher bandwidth, more 

working storage and persistent storage they are able to share their 

resources and withstand the demand from less equipped devices. 

d) The Law-Enforcement Controller (LEC) 

This sub-system is meant to provide an interface for law enforcement 

personnel to interact with the evidence data sets. As they are all stored in a 

single place in a uniform format they can be integrated, correlated, 

reasoned upon and queried in order to gather more information about the 

digital investigation at hand, enabling more automated analysis of digital 

evidence. This enables responsiveness in that it can enable automated 

analysis with close to real-time results. It also facilitates for a platform for 

multiple users to analyze the same evidence data set in multiple different 

ways. Furthermore it promotes universality of the data in that a uniform 

data source is used while the participants making use of the data can vary 

greatly. The core ideas behind this particular subsystem are explained 

further in Paper III. Federation of this component as mentioned as future 

work in Paper III can further enable scalability, availability and resource 

sharing. 

The Experiment 

As a starting point towards building the LEIA architecture, we focus on the 

Peer-to-Peer Distribution Architecture (P2P-da), and in particular the 

evidence acquisition phase of the digital investigation process. Focusing on 

speed and the requirement of responsiveness, a prototype performing remote 

evidence acquisition on mobile devices over public networks is developed. 

This in order demonstrate the possibility of doing this to improve speed of 

the evidence acquisition process, as well as to elicit some of the challenges 

experienced in achieving this. It serves also to motivate our choices for using 

peer-to-peer network overlay to facilitate remote evidence acquisition. 

An experiment is performed using the prototype built to test the possibility 

of remote evidence acquisition of evidence in a secure manner over public 

networks. The tool itself makes a copy of the internal “disk” storage 

partitions of a mobile device, compresses it, transfers the compressed image 

over an encrypted SSH session and subsequently stores it on a Hadoop 

HDFS distributed filesystem. Three mobile devices with varying 

Linux/Android based operating systems and relatively limited computational 

power, RAM and storage are tested as depicted in the table that follows. 

They are considered to have limited computational power as their resources 
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are generally less than the standard low-end desktop computing device of 

today that would contain at least 2 GB RAM, 100GB disk space and a 

1.5GHz dual core processor. The network transfer for the remote evidence 

acquisition was performed over the university CAT 5, 1-Gigabit Ethernet 

network connection with wireless WiFi connectivity over the WiFi “N” 

standard. 

Table 1: Specifications of mobile devices used in experiment 

Device Platform CPU RAM Disk 

HTC Incredible S 
Android OS v2.3.3 

(Gingerbread) 

1 GHz 

Scorpion 
768MB 1.1GB 

HTC MyTouch 4G 

Slide 

CyanogenMod 10.2 

Alpha 

Dual‐core 1.2 

GHz Scorpion 
768MB 4GB 

Samsung Galaxy 

Tab 2 (WiFi Only) 

Android OS, v4.0.3 

(Ice Cream Sandwich) 

Dual‐core 1 

GHz 
1GB 8GB 

In order to identify metrics and trends relating to the performance of the 

remote acquisition process of mobile devices, the times taken to perform the 

acquisition are recorded. More specifically, the time taken to acquire each 

device is benchmarked with increasingly larger sizes of partitions. The 

software application is initialized and runs from the CBB. The time taken is 

the “wall clock” time (Ayers, 2009) from when the application is started till 

when the evidence acquisition process completes with a file stored on the 

CBB and its hash computed. The graph below depicts the general trend that 

was observed. These observations are discussed in greater detail in paper II 

 

 

 

 

 

 

 

 

 

 

 

Figure 16: Trend of time taken with respect to partition size 
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4.2. Summary of Paper II 

On the Network Performance of Digital Evidence Acquisition of Small Scale 

Devices over Public Networks 

This paper builds on the ideas originally introduced in Paper I (conference 

paper) expanding it into a journal article. Here we describe only the major 

differences included in this paper as compared to Paper I 

Motivation 

As this paper is an extension of Paper I, the general motivation remains quite 

similar. Digital investigation cases increasingly involve large amounts of 

data from multiple varying devices and evidence sources such as mobile 

devices, network traffic and cloud storage. The digital investigation process 

has remained largely a manual task and time-consuming task. Current 

industry standard tools only help to partially automate some tasks. The 

evidence acquisition phase in particular often requires physical proximity to 

the device with potential evidence which may require the device to be 

transported to a digital forensics lab, or for the investigator to go to the 

evidence source. Remote evidence acquisition has been discussed 

previously, however it remains as a client-server process, initiated from the 

server-side using a software agent on the target client device within a 

corporate controlled networked environment. Furthermore performance 

measures of this are not available to the knowledge of the authors. 

We thus go deeper into the inner workings of the LEIA architecture and 

focus more on the remote evidence acquisition method using P2P overlays as 

a method to automate the evidence acquisition phase. We describe in greater 

detail the inner workings of the Peer-to-Peer distribution architecture (P2P-

da) and further motivate its necessity through evaluating the viability of the 

client-server equivalent in terms of its speed and reliability on both resource 

limited smartphones and those with larger resource capabilities. 

Anatomy of the Peer-to-Peer Distribution Architecture (P2P-da) 

The core goal of the P2P-da is to provide reliability, scalability and rapid 

throughput of data even in the face of high levels of “churn” (nodes joining 

and leaving the network). Several forms of data are transmitted through the 

P2P-da. This includes: security event information (alerts), security incident 

control messages (commands), overlay maintenance messages and acquired 

digital evidence data. In order to achieve the required scalability, reliability 

and rapid throughput, multiple P2P overlays (including gradient overlays, 

epidemic overlays and the BitTorrent protocol) are combined. 
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There are 3 main activities that the P2P-da undertakes and they are 

facilitated through the aforementioned P2P overlays 

i. P2P overlay maintenance, is facilitated through gradient and epidemic 

overlays 

ii. Malicious activity information and alert dissemination is facilitated 

through epidemic overlays 

iii. Incident response data collection is facilitate through an adaptation of 

the BitTorrent protocol. 

The P2P overlay maintenance and Incident response data collection activities 

are considered in further detail in this paper. A summary of the details is 

provided below 

P2P overlay maintenance 

The main aim of this activity is to maintain the connectivity among the 

participating nodes within the respective overlay. The gradient overlay aims 

to maintain connectivity between peers that are resource limited with those 

that are endowed with more resources and thus have better stability. This is 

done through using a utility metric (Sacha et al., 2006) that that keeps track 

of a several factors on a node include the resources available, the current 

loading and the uptime of the node. The utility metrics are shared among 

peers through an epidemic overlay similar to (Jelasity et al., 2007). 

For the epidemic overlay each peer needs to maintain knowledge of peers 

that are “near” and some that are “distant” in terms of the utility metric. This 

is necessary in order to avoid partitioning of the network through excessive 

clustering of similar peers. Thus each peer maintains a small list of 

addressing information of peers that have similar utility metrics and another 

of addressing information of peers that have largely differing utility metrics. 

With the gradient each peer needs to maintain a small list of addressing 

information of peers that have lesser utility metrics and another list with that 

of peers that have greater utility metrics. In this way a peer has contact with 

both nodes that have less computational resources and those that are better 

equipped with resources. 

The subsets are periodically exchanged in a random manner, that is, a peer 

picks a random peer from one of its lists and exchanges a random subset of 

its lists with that peer. A list of “Recently seen peers” should be maintained 

in order to prevent cycling between the same set of peers. Thresholds must 

be set in order to ensure that the same set of data is not being circulated. The 

sizes of each list maintained also need to be optimized. We do not discuss 
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the list sizes, nor the thresholds in this paper and this is suggested as future 

work. 

Incident response data collection 

This is discussed in both Paper I and II, however it is illustrated better in 

Paper II, and thus it is explained here. 

This activity is initiated when it is determined through a combined decision 

between the HbH embedded IDS and the CBB backend on whether it is 

necessary to perform evidence acquisition on a specific node. We do not 

discuss this decision process. We discuss the transmission of the evidence 

acquired from the target device as an adaptation of the BitTorrent Protocol. 

(Cohen, 2003) in a 3 phase process that is depicted in Figure 

i. Data partitioning 

Once the evidence source is decided (disk, memory, network capture, or 

logs), a copy of the source is made in an appropriate manner (not discussed 

in this study). This copy is compressed and stored on the device in an RDF-

annotated AFF4 format as an Incident Data Archive and then split into 

smaller pieces termed as shards which are signed and encrypted. A metadata 

file is created of this is created containing the MD5 and SHA1 hashes and is 

sent directly to the CBB. In this way, according to the BitTorrent protocol, 

the CBB acts as a “tracker” and a “leacher” with the equivalent of a “torrent 

file” seeking other peers that might have the required shards of the Incident 

Data Archive. 

 

 

 

 

 

 

 

 

 

 
Figure 17: Incident response data collection 
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ii. Shard distribution 

In the transfer of shards to the CBB, the gradient overlay facilitates 

distributing of multiple copies of each shard to a number of more capable 

peers. These peers are termed as “supporters” of the particular shard. Each 

time a shard is passed on to another peer it increases it’s “heat level”. After a 

certain threshold (the melting point) is reached, a HbH system is obliged to 

directly upload to the Master HbH peers of the CBB. Should this fail, an 

election procedure is undertaken among the peers that have the shard to 

determine which HbH system will upload directly. To avoid having a single 

peer always being chosen, a “dependency value” is set such that a peer can 

only perform a certain number of direct uploads over a period of time. 

iii. Rapid fragment reconstruction  

Each shard is downloaded potentially from several HbH peers that have the 

particular shard. This is done for ensuring availability as well as to share 

bandwidth. Similar to the BitTorrent Protocol, priority is given to the shards 

that are rarest, that is, those with the fewest supporters. As shards are 

received at the CBB, they are hash checked for integrity and stored. If a 

shard is in error downloads from other supporters are initiated. Once 

successfully uploaded, shards are purged from the supporters. 

Remote Evidence Acquisition Tests 

In order to further motivate the need for P2P overlays and discover required 

properties of these overlays in the process of remote evidence acquisition 

further tests on the prototype built in Paper I are done. Two smartphones 

with more powerful specifications (≥ 2GB RAM, ≥ 1.5GHz Dual Core) than 

those in Paper I are tested to benchmark the speed and reliability of the 

remote evidence acquisition process. The specifications of the tested devices 

are shown in Table 2. The tests on the speed are performed in a similar 

fashion to those in Paper I. The graph in Figure 17 depicts the overall trend 

Table 2: Specifications of more capable devices used in testing 

Device Platform Processor Chipset RAM Disk 

Samsung 

Galaxy S4 

LTE-A 

Android 

OS v 5.0.1 

(Lollipop) 

Quad-core 

2.3 GHz 

Krait 400 

Qualcomm 

MSM8974 

Snapdragon 800 

2GB 16GB 

Google 

Nexus 5 

Android 

OS v 5.1.1 

Quad-core 

2.3 GHz 

Krait 400 

Qualcomm 

MSM8974 

Snapdragon 800 

2GB 16GB 
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In order to test the reliability of remote evidence acquisition, the number of 

successful acquisitions out of 10 trials for increasing disk partition sizes was 

measured. The trend of the success rate with increasing partition sizes is seen 

in the following figure. 

 

 

 

 

 

 

 

 

 

 

It is seen from the graph taken from the experiments in Paper I (Figure 16) 

that the curves seem to start off with a linear sort of trend before 

Figure 18: Relationship between Transfer Time and Partition Sizes for 
smartphones with better resource capabilities 

Figure 19: Success rate of remote evidence acquisition with 
increasing larger partition sizes 
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transitioning into a more exponential relationship (somewhat transitioning 

through a step-like curve in between). This is the case for the smartphones 

with relatively limited resource capabilities. The behaviour could be 

attributed to the limitations in RAM memory and perhaps increased 

swapping of memory pages between working memory and persistent 

memory. I/O transfer speeds and computationally intensive processing tasks 

such as compression may also affect this. 

However with the equivalent tests being performed on smartphones with 

largely improved specifications (≥ 2GB RAM, ≥ 1.5GHz Dual Core), the 

relationship between the file transfer time and an increasing partition size 

seems to adopt a more linear shape. Improvements in hardware capacities 

and capabilities (such as more RAM and better equipped processors with 

greater clock speeds, larger registers and threading capabilities), as well as 

software improvements such as the Android ION Memory manager could be 

attributed to this marked change. 

Hardware and software improvements thus can be attributed to the change. 

Further we can conclude that lower-spec smartphones (or embedded devices) 

may not be able to scale well with very large partition sizes that need to be 

transferred, however, the better equipped (higher-spec) smartphones seem to 

scale reasonably well. 

With regard to the success rate of the remote evidence acquisition with 

increasing partition sizes it is noted that with ever increasing “disk” partition 

sizes the chances of a single successful acquisition reduce. This may be 

attributed to the longer periods of time taken to perform the acquisition thus 

leaving a large time window for unpredictable network interruptions that 

cause the transfer to fail. Also it was noticed that as the available disk space 

on the smartphones came closer to being fully utilized, the devices began to 

behave more erratically with the devices suddenly freezing or rebooting. 

Such behaviour would interrupt the remote evidence acquisition process. 

Though the use of 10 trials performed in this experiment may not indicate a 

strong statistical significance, the graphical trend should be seen as an 

indicator of the outcome. Only 10 trials were performed due to time 

pressures and the trials becoming exceedingly lengthy. 

As the network transfer procedure in the proof of concept application was a 

simple client-server protocol, there were no guarantees of successful 

transmission except those provided by the TCP protocol. Thus if TCP 

connections were broken, the entire transfer process would fail. A more 

reliable network transfer paradigm is thus need and further conclusions 

based on these observations are summarized in the “Conclusions” section. 
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4.3. Summary of Paper III 

Semantic Representation and Integration of Digital Evidence 

In this paper we focus particularly on the evidence analysis phase of the 

digital investigation process. The concepts discussed in this paper form some 

of the ideas envision for the LEC component mentioned in Paper I. 

Motivation 

It is identified that security breaches are becoming more complex, involving 

several devices and multiple sources of evidence including disk images, 

RAM memory, network traffic captures, mobile devices and various system 

logs. Additionally the digital evidence analysis phase is said to be a largely 

manual and time consuming task relying on the experience and expertise of 

individual analysts. Industry standard tools help with partially automating 

tasks, however they often do not allow for integration of evidence from 

multiple sources, neither do they facilitate sharing of evidence among tools.  

Thus a method for uniformly representing and integrating evidence from 

multiple sources in order to enable correlation, simple reasoning over the 

data and more intelligent searching is needed order to assist automation of 

the analysis phase of digital investigations. Extending the work of (Schatz et 

al., 2004b) and (Garfinkel, 2009), we apply semantic web technologies in 

particular XML, RDF, OWL and SPARQL to the multiple different evidence 

sources in order to achieve this and thereby form the basis for more 

automated reasoning and intelligent querying of evidence. 

The Semantic Method of Representation and Integration of Evidence 

A 5-step method is described showing the process of transforming raw 

digital evidence into a format that can be easily integrated into other tools as 

well as having the inherent ability to be automatically reasoned upon and 

queried intelligently. This method involves: Data collection (acquisition), 

Semantic representation, Ontological reasoning, Rule-based reasoning and 

Integrated querying. A diagram depicting the process flow is shown below. 

 

 

 

 

 

Figure 20: A Method for Semantic Representation and Integration of Evidence 
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The activities involved in each phase of the method are briefly described 

below 

i. Data Collection: This involves the acquisition of the digital evidence 

source (E.g. Disk image, memory dumps, or network traffic captures) in 

a forensically sound manner and performing data reduction techniques 

such as removing known files, if necessary 

ii. Semantic Representation: Here the raw data is parsed and transformed 

into its semantic model represented by RDF assertions connecting 

ontological entities and properties according to a chosen ontology 

following a language such as OWL. The resulting sets of assertions 

from multiple parsers are stored in a single file (beginning the process 

of integration). 

iii. Ontological Reasoning: This step involves feeding the semantic 

representation into an OWL reasoning engine that infers new assertions 

(relationships) based on the input data set and the given ontologies. In 

this way new simple relationships between the objects are realized and 

fed back into the semantic representation to be stored. 

iv. Rule-based Reasoning: This may be considered as another phase or as s 

sub-phase of the previous phase. As ontological reasoning may not be 

enough to identify more complex relations, rule languages ay be used to 

assert relations between objects (individual). This is particularly useful 

in relating objects from heterogeneous sources. It should be noted that 

the ontological reasoning and the rule-based reasoning phases 

iteratively performed rather than sequentially, in that ontological 

inferences may help form axioms/bases useful for rule-based assertions 

and the converse may also happen, such that rule-based assertions may 

create relationships that for the axioms/bases for ontological inferences. 

v. Integrated Query: In this step the resulting RDF assertions that have 

been reasoned over through both ontological reasoning and rule-based 

reasoning form a unified mass of linked objects resembling a graph. 

This graph represents the relationships between evidence artifacts from 

multiple sources, however integrated into a single model. This model is 

searched using SPARQL that allows for searching through RDF graphs 

in a similar way that SQL works. Thus a comprehensive unified search 

can be performed by an investigator over the whole set of evidence 

from multiple sources. 

Integration of the RDF assertions could happen either through the 

ontological reasoning process or through the rule based reasoning process. In 

this study we establish 3 simple forms of integration, 2 which occur through 
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the simple ontological reasoning and 1 which occurs assisted through 

implementing a rule. 

i. Integration of individuals under the same namespace and the same 

domain ontology. E.g.: If an IP address appears multiple times within 

the same evidence source and the same ontology is used. This can be 

implemented within the ontology and performed through ontological 

reasoning. 

ii. Integration of individuals under different namespaces but the same 

domain ontology. E.g. When an IP address appears in different evidence 

sources, but the same domain ontology is used. In this case a uniquely 

identifying property can be used to establish the link, and ontological 

reasoning can establish that they are the same individual. 

iii. Integration of individuals under different namespaces and different 

domain ontologies. E.g. If a file is downloaded and stored on disk the 

same file object may appear in 2 different evidence sets and defined as 

2 different individual. In order to establish that they are one and the 

same individual a rule must be used. Thus rule-based reasoning must be 

applied as the domain ontologies may be differently described. We use 

SPARQL in our approach to define rules and particularly define a rule 

to associate files found in network traffic and files found on the 

filesystem as the same individual through their MD5 hash. 

Setting up and Executing the Method 

To demonstrate this method, we set up an experiment to simulate a security 

breach that would result in the presence of disk-based and network based 

evidence sources that we could acquire. In particular we set up a “drive-by-

download” that involves the downloading and executing of a malicious file 

onto a disk and executing it. The evidence sources were a disk image and 

network traffic.  

As far as we knew, there were no well-known ontologies that describe digital 

evidence concepts, thus we built our own lightweight ontologies for disk 

storage evidence artifacts and network traffic evidence artifacts. Portions of 

these are shown in Figure 17 and 18.  
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We also built parsers that convert disk images and network captures into 

their respective RDF assertions and ontology definitions and merge them 

into a single file representing a large graph of RDF assertions. The resultant 

single RDF assertion graph was submitted into the OWL reasoning engine 

and rule-based reasoning engine together with the lightweight ontologies and 

the rules previously developed. The ontological reasoning and rule-based 

reasoning process are automated through the Pellet reasoning engine and the 

SPARQL rule engine. 

Figure 21: Ontological model of network packet capture concepts 

Figure 22: Ontological model of Filesystem concepts 
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Evaluation through Integrated Evidence Querying 

Through using the SPARQL engine to perform specific queries such as 

“Which files, of the same content are downloaded from the Web and have 

been found in multiple systems?, we can establish from the output that the 

reasoning process of integrating the evidence artifacts from heterogeneous 

sources did actually occur. Thus an investigator can issue other queries to the 

SPARQL engine and automatically get reasoned responses from inferences 

over the integrated evidence sets. 

4.4. Summary of Paper IV 

Improving Distributed Forensics and Incident Response in Loosely 

Controlled Network Environments 

This paper underlines further challenges experienced in mobile and cloud 

environments that affect the undertaking of digital forensics and incident 

response activities. These challenges include availability constraints, 

resource limitations, lack of trust and privacy concerns. Peer-to-peer 

overlays are keenly analyzed in order to further decentralize activities 

involved in the digital forensics process and thus improve the LEIA 

architecture. 

Motivation 

The term “loosely controlled networked environments” is broadly defined in 

this study to include such networked environments where there are private 

devices operating on shared public resources controlled by a third party. 

Mobile and cloud appliances within their various network configurations fall 

into this classification.  

The characteristics of such environments include appliances with limited 

resources, heterogeneous devices, large volumes of data, deficiencies in trust 

and concerns for privacy due to the prevalence of sensitive information in 

these environments. The deficiencies in trust and reliance on a centrally 

provided infrastructure are seen as a challenge considering the service 

provider, other users or third parties sharing the infrastructure could adopt 

either an “honest-but-curious” adversary model or a malicious adversary 

model. An increase in malicious activity bypassing common traditional 

security mechanisms is also shown, highlighting the need for more reactive 

security mechanisms. Thus, an automated and independent decentralized 

method for performing digital forensics and incident response in such 

environments is sought after.  
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Identifying the Requirements of the system 

The core considerations and requirements for a system providing digital 

forensics and incident response in loosely controlled network environments 

are reviewed and categorized into 3 categories as described below: 

a) Digital Forensics and Incident Response Functionality 

Inspired by ideas from (Beebe and Clark, 2005), (Pilli et al., 2010) and 

(Mislan et al., 2010) the digital forensics process steps and their aims are 

outlined. These are listed below, though explained further in Paper IV as 

well as in the background of this dissertation: 

 Triage and identification of potential evidence sources 

 Acquisition of digital evidence 

 Analysis of the different evidence pieces collected 

 Provision for reporting on the outcomes of the entire process 

 Remediation, or further collection of evidence 

b) Security considerations around the Digital Forensics Process 

A system tasked to perform digital forensics and incident response in any 

environment requires security mechanisms to be implemented. This is 

because one of the end goals may be to present digital evidence in a court 

of law, where the trustworthiness of the evidentiary data and the system 

(processes) must be ensured due to the gravity of decisions to be made 

based on this. Moreover, in loosely controlled networked environments 

security measures must be in place to counter an “honest-but-curious” as 

well as a malicious adversary. The security considerations are briefly 

outlined below in terms of the system as well as the data: 

System concerns: 

 Integrity: Ensuring that the system does not allow for the evidence data 

to be modified in any unauthorized manner. 

 Accuracy and reliability: The analysis procedures should truatworthy 

in that the results should follow the Daubert standards, that is, being 

repeatable, accepted and peer reviewed by the domain of practitioners 

and the error rates known 

 Authentication, authorization, accountability and non-repudiation is 

important in order to maintain the chain of custody 
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 Privacy and Confidentiality: Sensitive information is bound to be 

present in the collection and analysis of digital evidence. Secrecy and 

anonymity of sensitive data should be ensured in as far as it is not 

linked to the investigation at hand. Privacy is a major factor that 

would affect the uptake of such a system, while at the same time 

monitoring is required to gather potential evidentiary information, 

thus a trade-off must be reached. 

Evidence Data concerns: 

 Completeness: Digital investigations require a full pristine copy of 

potential digital evidence. However, this is increasingly becoming 

more difficult, thus an almost complete copies with as little 

modifications possible are acceptable. The triage process is also 

becoming more acceptable. 

 Data Integrity: The use of hash values of acquired evidence is a 

commonly accepted method to ensure that digital evidence is not 

modified over time through the digital investigation process 

c) Distributed Systems and “Big Data” concerns 

The chosen environment is characterized by a lack of trust in the service 

provider, resource constrained heterogeneous devices intermittent network 

connectivity and large amounts of data. The following factors, partly 

inspired by (Palmer, 2001), (Ayers, 2009) and (Roussev and Richard III, 

2004), are considered as necessary requirements for a distributed system 

aimed at providing DFIR services in such loosely controlled network 

environments. 

 Independent infrastructure and Self Organization: Due to the lack of trust 

in a centralized service provider, devices participating in the system need 

to share responsibilities in order to perform the required DFIR activities. 

 Availability: Due to intermittent network connectivity, resource 

constrained devices and dynamic provision of resources, devices may 

become unreachable without notification, thus the system should be able 

to handle this  

 Scalability: Loosely controlled networks are often not bound by the 

number of devices, thus the system should also be able to scale to be able 

to support large numbers of devices. 

 Universality: The lack of standardization, variation of hardware and 

software specifications as well as the use of proprietary data formats and 
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protocols among devices results in heterogeneous appliances and data 

that the system must be able to handle. 

 Responsiveness: In order to effectively perform in a decentralized 

environment, devices must be able to interact with each other rapidly in 

both asynchronous and synchronous methods in order to ensure 

organization, convergence and appropriate response to security breaches 

despite large numbers of devices and large amounts of data. 

Harnessing P2P Overlays in the Digital Forensics Process 

Using an adaptation of the digital forensics process model the goals of each 

phase of this model are discussed, highlighting how certain P2P overlays can 

contribute to achieving these goals in a decentralized environment 

i. Triage and Evidence Identification  

This requires the quick identification of possible sources of evidence. This 

may involve performing live searches on running devices as is seen in 

(Moser and Cohen, 2013). A structured overlay making use of distributed 

hash tables (DHT’s) may help in enabling faster searching as they offer 

deterministic lookup times. In order to ensure availability of evidence 

replication of evidence sources (or metadata) may be necessary. Either a 

structure or an unstructured overlay may be used to enable the replication. A 

hierarchical overlay may be used to support the DHT’s with an overlay with 

super-peers. 

ii. Evidence Acquisition  

This required rapid collection of digital evidence and maintenance of its 

integrity. In addition in could require also require availability so that volatile 

digital evidence is not lost. An unstructured overlay such as the BitTorrent 

protocol (Cohen, 2003) could assist in that its greedy algorithm enables 

efficient bandwidth usage and higher throughput. It also embodies 

availability in that it gives priority to data that is less available in the 

network. The BitTorrent protocol also keeps track of hash values of the data 

and thus can help maintain integrity. Though the BitTorrent protocol has a 

centralized tracker this may be decentralized using a structured DHT based 

overlay. Alternatively an unstructured epidemic based overlay may be used 

in order to introduce an amount of randomness to make it more difficult for 

an attacker to find a certain piece of evidence that they intend to purge. 

iii. Analysis 

Current digital investigation analysis procedures are either manual or quasi 

automated. Those that are quasi-automated are often resource intensive. It is 
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thus difficult to pinpoint a particular type of P2P overlay that may help 

automate the overall process. However in general the idea here would be to 

enable distributed processing through sharing the pool of resources from 

multiple devices. One aim here could be to try and find the devices that are 

most equipped with resources in order to assign processing tasks to them. 

This may be enabled through epidemic protocols as well through a gradient 

overlay. Another alternative goal may be to maintain privacy of the data as it 

is being processed. In this case a structured overlay may be maintained such 

that the data is only distributed within the known devices within the overlay. 

Constant checks must be done to determine that the nodes participating in 

the overlay are authorized to be there. 

iv. Reporting 

This task often happens across the entire digital investigation process and its 

aim is to produce documentation about the overall process that can be 

presented to stakeholders. It is difficult to identify a particular overlay that 

can facilitate this process as it is a largely manual and human-driven process. 

However, it could be possible that a structured DHT based overlay may be 

used in conjunction with the documentation process such that digital 

evidence artifacts, metadata and investigation proceedings are stored within 

a DHT that could enable efficient look-ups in the event that the findings 

need to be cross-referenced or searched through to assist a subsequent triage 

process. 

v. Remediation 

The goal of this activity is to facilitate some actions that mitigate the security 

breach, initiate further evidence acquisition or enable recovery. As the 

targets of such actions are usually very specific a “publish-subscribe” form 

of an overlay may be used. Such overlays are usually supported by an 

underlying overlay (structured or unstructured). The key aim here is that 

devices that are deemed to be involved in a security breach should be 

subscribed to the channel or source of where the analysis is occurring such 

that when remedial actions are issued they can be sent to the right parties. 

Encryption may also be used to ensure that messages are not modified or 

read by unauthorized parties. 

Improving the LEIA Architecture 

The previously proposed LEIA architecture attempts to achieve some of the 

goals identified so far. However, it still has some services that are 

centralized and further decentralized automation can be built in to it. We 

thus look into further applications of P2P overlays to better decentralize the 

LEIA architecture. 
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The LEIA architecture is summarized in the paper, however as it has already 

been explained previously in this dissertation, we only give a schematic 

illustration below identifying the use of the originally used P2P overlays in 

Figure 22 and then further discuss the improvements using more P2P 

overlays as seen in Figure 23. 

 

 

 

 

 

 

 

 

 

 

 

The improvements and the respective P2P overlays that are used to support 

the desired functionality are briefly outlined below: 

 Enhancements to support Triage 

Here a structured overlay using DHT’s such as Chord (Stoica et al., 2001) is 

suggested in order to support quicker look-ups for potential digital evidence 

data or metadata. This digital evidence data and metadata is stored using the 

Cyber Observable eXpression (CybOX) (Casey et al., 2015) format to 

support Trusted Automated eXchange of Indicator Information (TAXII) 

(Connolly et al., 2014) like machine-to-machine evidence exchange. 

Replication of the data in at least 2 other nodes is suggested for availability 

purposes. 

 Enhancements to distribute the BitTorrent tracker 

The LEIA architecture uses an adaptation of the BitTorrent Protocol that 

still maintains the tracker as a centralized entity at the CBB. A structured 

overlay using DHT’s can be used to distribute this functionality. Using the 

terms used in Paper II, the “reflection” (BitTorrent metadata file) can be 

Figure 23: The original LEIA Architecture 
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replicated and stored at multiple nodes rather than only at the CBB aiding 

availability. A node seeking to capture and process the evidence needs to 

seek out the “reflection” first through a DHT look-up process and then 

initiate the download. We do not discuss the security of DHT’s and their 

look-up procedures in this paper. 

 Enhancements for Distributed Processing for Evidence Analysis 

While the original LEIA architecture already made use of gradient overlays 

and epidemic overlays in order to ensure peers with less computing power 

are linked to those that have more, the search procedure for an appropriate 

peer may not be monotonic as is seen with structured overlays using DHT’s. 

Thus the enhancement here is to allow the epidemic overlays to organize the 

gradient overlay, but at the same time to keep the addressing information up 

to date within a DHT. This would make look-ups faster when searching for 

a peer to delegate processing tasks. Transfer of digital evidence is still 

facilitated by the BitTorrent protocol, but the look-ups for where data can 

be sent for better processing use a DHT-based structured overlay. The end 

result is a hierarchical overlay with multiple overlays working together. 

 Enhancements for Evidence Storage and Report Generation 

As described earlier, there is not much to motivate for the beneficial use of 

a P2P overlay for report generation. However, it can be argued that while 

the analysis phase is underway, derived facts of evidence, metadata or 

knowledge can be stored in a structured overlay using a DHT, where each 

object (evidence, metadata, etc.) is allocated an identifier within the DHT 

and can thus be easily searched for later for cross-referencing. 

 Enhancements for Remediation 

Here in order to ensure that the effected response reactions are targeted at 

particular nodes, the use of a “publish-subscribe” overlay is suggested. This 

is because at varying phases of the digital investigation process (Triage, 

Acquisition or Analysis) a particular implicated node can be enrolled to 

receive messages related to a particular incident. The SpiderCast pub-sub 

overlay (Chockler et al., 2007) is chosen particularly because of its ability to 

route messages only through “interested” parties facilitated through its “per-

topic” connectivity properties, as well as its high resistance to churn. 

 Support for interchange of structured overlays and self-organization 

Structured overlays are used so far to support triage, acquisition, analysis 

and the report generation phase. Using some the DCXP protocol (Kanter et 

al., 2009) (Swenson, 2007) particular structured overlays may be 
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interchanged for others as DCXP supports the exchange of DHT-based 

information without necessarily focusing on the particular structured 

overlay. Furthermore, based on context information using the DCXP 

protocol the overlay networks can be re-organized or clustered based on 

varying criteria in order to improve routing performance. 

 

 

 

 

 

 

 

 

 

 

 

 

Overall it can be seen that several P2P overlays in the form of structured, 

unstructured and hybrid overlays can be used in varying capacities to assist 

further decentralization of the evidence triage, storage, processing and 

reporting phases thus improving the LEIA architecture. 

 

 

 

 

Figure 24: The Enhanced LEIA Architecture with supporting P2P overlays 
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5. Conclusions and Future Work 

In this section, the findings of the four publications included in this thesis are 

discussed in terms of their contributions. These findings are used to revisit 

the research questions outlined in Chapter 1 in order to explain how they are 

answered. This section is concluded with some indications of where future 

research directions lie. 

5.1. Conclusions 

The abundance of sensitive information and the deficiency in traditional 

security mechanisms to keep sophisticated attacks at bay has made mobile 

and cloud environments a prime target for malicious activity. More reactive 

security mechanisms such as digital forensics have provided some respite in 

other computer environments. However, while digital investigations in 

mobile and cloud environments are now becoming prominent, they 

experience several challenges that are making the task time consuming and 

resulting in large backlogs in Digital Forensic Labs and Law Enforcement 

Agencies. Some of the challenges include: large amounts of data, multiple 

sources of evidence with complex interactions, non-standard heterogeneous 

devices, platforms and applications, resource strapped devices and a lack of 

trust in the service provider. Further to this, the current state of digital 

forensics tools is that they are still predominantly evidence-oriented, support 

little or no integration of evidence from multiple sources and are largely 

manual or support very limited automation of tasks. The main research 

question in this study aimed at infusing automation into the digital forensics 

process in order to make digital investigations experiencing large volumes of 

data from multiple sources (as is seen in mobile and cloud environments) 

faster and less human-labour intensive. 

In Paper I and Paper II (extending the ideas of Paper I), the requirements for 

a comprehensive system for performing automated digital investigations in 

mobile and cloud environments were identified. The architecture of the Live 

Evidence Information Aggregator (LEIA) following these requirements was 

designed. The 4-tiered architecture, its components and their individual 
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functionality were briefly discussed. The 4 tiers included the Host-based 

Hypervisor (HbH), the Peer-to-Peer distribution architecture (P2P-da), the 

Cloud-based backend (CBB) and the Law Enforcement Controller (LEC). 

The Preparation and Evidence Identification phase of a digital investigation 

are handled mostly by the HbH in conjunction with the CBB. The evidence 

acquisition phase is largely handled by the P2P-da working closely with the 

HbH and storing the resultant digital evidence at the CBB. The Evidence 

Analysis phase is handled mainly by the LEC with the data on the CBB. The 

outlined requirements and the detailed descriptions of the functionality of the 

components of this architecture answer the first sub-question (SQ1).  

In order to begin realizing this architecture a choice was made to focus first 

on providing automation for the evidence acquisition phase of the digital 

investigation process. It was chosen to implement and test the remote 

evidence acquisition functionality provided by the P2P-da in order to enable 

automation for evidence acquisition. The responsiveness requirement for 

higher interactivity in order to enable faster investigations was targeted 

through remote evidence acquisition. A simplified prototype of this using a 

client-server architecture was built in order to discover the limitations of the 

client-server paradigm and thus motivate the need for P2P overlay based 

remote evidence acquisition for mobile devices. The results showed that with 

smartphones that were relatively resource strapped (≤ 1GB RAM, ≤ 1.5 GHz 

Dual Core), increased partition sizes gradually assumed an exponential 

relationship showing that the client-server paradigm does not scale well for 

larger partition sizes.  

Smartphones with significantly more resource capabilities and larger storage 

sizes (≥ 2GB RAM, ≥ 1.5 GHz Dual Core: “State-of-the-Art” at the time) 

were tested in Paper II, using the same method as in Paper I in order to 

determine the trend of the performance in terms of speed for larger partition 

sizes. The results showed a more linear relationship, thus indicating that the 

client-server paradigm may have acceptable scaling properties at least up to 

the maximum sizes of the internal storage on these mobile devices. File data 

sizes larger than the internal storage were not tested with external secondary 

storage media such as external flash memory SD cards in Paper II because 

only one of the 2 phones available supported memory expansion slots. 

Additionally in Paper II, the reliability of the remote evidence acquisition 

process was tested with the 2 more powerful smartphones. Testing was done 

to determine the success rate of trials of remote evidence acquisition with 

ever increasing partition sizes. The results showed that as the partition sizes 

increased the success rate of the network acquisition reduced. This was 

attributed to the longer time periods that were taken to perform the evidence 
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transfer process which would potentially leave a larger window for random 

network failures to interrupt the transfer process. Also it was observed that 

as the available space on storage partitions came closer to being fully 

utilized, the smartphones became increasingly erratic causing sudden 

unexpected freezing and rebooting. This would necessarily interrupt the 

remote evidence acquisition process resulting in failures. It should be noted 

that there were no recovery and retransmission mechanisms implemented 

other than those provided natively by the TCP protocol. Thus if a TCP 

connection was terminated while streaming the data, the entire evidence 

transmission would fail. The 3 devices used in Paper I were not used in the 

reliability tests for Paper II as they were no longer available. However it is 

worth noting that the hint towards testing reliability was instigated through 

the initial testing of these 3 devices in the speed tests in Paper I, as it was 

observed that often more than 10 rounds were needed to attain the 10 time 

measurements for averaging purposes in Paper I. 

From the observations in Paper I and Paper II discussed above it is seen that 

remote evidence acquisition on mobile phones is possible. This gives an 

answer to the second sub-question (SQ2). However, for devices that are 

highly resource limited the client-server paradigm based on a single TCP 

connection does not scale well. This suggests that perhaps other network 

transfer paradigms, which make use of multiple TCP connections, such as 

SCTP with multi-homing, or the BitTorrent P2P protocol, might be more 

suitable. Multiple TCP connections offer the benefit of overcoming small 

default TCP buffer sizes and the effects of the Bandwidth Delay Product by 

maximizing bandwidth usage through artificially increasing the cumulative 

buffer size by having multiple connections shipping different parts of the 

same large dataset. The BitTorrent P2P protocol is favoured as a better 

choice as it is also known to provide higher throughput due to its greedy 

algorithm which would promote the goal of greater speed. With better 

equipped devices, the client-server paradigm seems to scale acceptably for 

partition sizes within the range of their built in internal storage. In terms of 

reliability the client-server paradigm is seen to struggle again with larger 

partition sizes of data to transfer. Yet again here, a multiple connection 

protocol such as SCTP or the BitTorrent protocol could be suitable 

alternatives. SCTP with multi-homing offers the reliability of multiple 

connections, however the BitTorrent P2P protocol may be a better suited 

replacement as it not only uses multiple connections, but it further ensures 

reliability through breaking large file sizes into smaller pieces and 

distributing these to multiple locations offering greater redundancy. Thus if a 

network failure occurs at one source the transfer can continue from another. 

This combined with the relatively higher throughput seen in the BitTorrent 

protocol makes it a front-running contender rather than a single connection 
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client-server paradigm for facilitating the remote evidence acquisition 

process. This summarily contributes towards answering the second sub-

question (SQ2). 

In Paper III, automation within the evidence analysis phase is considered in 

order to reduce the time and human effort taken in this largely manual and 

often time-consuming process. In particular a method for enabling semantic 

representation, integration, correlation and reasoning among multiple 

heterogeneous evidence sources is presented in order to facilitate 

automation. The method in itself contributes towards answering the third 

sub-question (SQ3) in that it provides for a process automated through 

scripted parsers and designed ontology descriptions, that work together to 

integrate heterogeneous evidence sources such as disk evidence and network 

traffic captures into a uniform format of RDF tuples. This uniform format of 

relationships between objects can be fed into automated ontology reasoning 

engines (such as the Pellet OWL reasoning engine) that use logic axioms 

within the ontology descriptions to infer new axioms and thus relationships, 

enabling automated correlation. Furthermore this can be submitted into rule-

based engines (such as the SPARQL rule engine) where rules can be defined 

by investigators and analysts in order to assist and enhance the reasoning and 

thus realize more complex relations The reasoning process is iterative and 

this feedback from ontological reasoning can automatically improve rule-

based reasoning and vice versa. 

This method was practically implemented and tested with a simulated 

security breach of a “drive-by-download” incident. This involves the 

unnoticed and unauthorized downloading of an executable file over a 

network onto a computer and the subsequent running of this executable file. 

The network traffic captures and disk images from this experiment were then 

subjected to the scripted parsers, ontologies and reasoning engines. The final 

step to evaluate this was to use specially crafted queries using the SPARQL 

query language in order to determine whether the ontological reasoning 

process and the rule-based reasoning actually enabled the automated 

correlation successfully. As the desired result was achieved as is shown in 

Paper III, this method successfully exhibited a means of automating the 

analysis of evidence in an automated manner. This marks an improvement to 

the otherwise time consuming and manual process of searching and sifting 

through of the digital evidence. This contributes towards answering the third 

sub-question (SQ3) 

In Paper IV, the term “loosely controlled networked environments” is used 

to refer to mobile and cloud environments, and is defined by the lack of 

control and trust in shared resources provided by a service provider or a third 
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party. The state of the art and challenges affecting digital investigations in 

such environments are revisited and expanded upon. These are then used to 

review and add functionality to that previously described for the LEIA 

architecture. In particular the decentralization of services and support 

through additional use of P2P overlays is explored due to the lack of control 

and thus trust in the centrally provided and administered infrastructure. 

Several types of P2P overlays are analyzed in terms of how their properties 

can be used to assist certain functionality guided by the digital forensics 

process model. Specifically an introduction of DHT-based structured 

overlays and publish-subscribe overlays is seen to be beneficial. 

The outcome of this is the proposition of concrete uses of specific P2P 

overlays in helping decentralize several phases of the digital forensics 

process in the LEIA architecture. Specifically:  

 The triage phase is decentralized with the use of DHT-based structured 

overlays such as Chord (Stoica et al., 2001);  

 The centralized BitTorrent (Cohen, 2003) tracker functionality is also 

decentralized using the same DHT-based structured overlays; 

 Distributed processing for evidence analysis is supported through a 

combination of gradient overlays and epidemic overlays such as Cyclon 

(Voulgaris et al., 2005), while the look-up functionality is to be 

implemented using DHT-based structured overlays; 

 Reporting and cross-referencing is supported through DHT-based 

structured overlays for faster look-ups 

 Remediation and response actions are coordinated through publish-

subscribe overlays such as SpiderCast (Chockler et al., 2007). 

From these propositions, it can be seen that the centralized evidence storage 

and processing is thus decentralized in several ways. These improvements to 

the LEIA architecture enhance further automation as decentralization 

facilitates more machine-to-machine interaction which in turn alleviates the 

burden of central administration, and in this particular case, centrally 

provided evidence storage and analysis. Through the various uses of P2P 

overlays, some forms of automation in the form of independent machine to 

machine communication can be added to several phases of the digital 

investigation process as described which thus reduce the burden of the 

human effort involved throughout the overall digital investigation process. 

This contributes towards answering the fourth sub-question (SQ4) 
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5.2. Summary 

From the discussions and the conclusions described in the previous 

subsection it is seen that the requirements and functionality for an 

architecture to increase the speed and reduce the human labour effort 

required digital investigations in mobile and cloud environments has been 

described (Paper I, II). Also, the proposals for time and effort reduction 

through remote evidence acquisition of mobile devices (Paper I, II) and the 

automated integration, correlation, reasoning and searching within multiple 

heterogeneous sources (Paper III), have provided ways to automate certain 

phases of the digital investigation process so as to improve the efficiency of 

the otherwise largely manual and time-consuming process. Finally further 

machine-to-machine interaction is proposed through decentralizing several 

services of the digital forensics process in the LEIA architecture through the 

use of P2P overlays, further reducing the need for time consuming and 

labour intensive human intervention. (Paper IV). With these contributions, 

the research question aiming to show how methods promoting automation 

can be infused into the digital forensics process in order to make digital 

investigations in mobile and cloud environments faster and less human effort 

intensive, can be said to have been achieved. 

5.3. Limitations and Future work 

This study has proposed an architecture and certain methods for improving 

the speed and reducing the human effort expended on digital investigations 

at certain phases of the process through automation. Prominently featuring is 

remote evidence acquisition, automated integration, correlation and 

reasoning as well as the use of P2P protocols to enable decentralization. The 

experiments and software artifacts developed in this thesis should only be 

seen as proof-of-concept implementations rather than fully featured 

applications ready for a production environment, as further research and 

testing is required.  

The future directions emanating from this study lie in several areas. For one 

the implementation and evaluation of the overall architecture is seen as an 

aspect of future work. Also, further testing on a wider range of mobile 

devices needs to be performed to better evaluate the remote evidence 

acquisition process. Furthermore the equivalent testing of remote evidence 

acquisition for cloud appliances needs to be performed. This goes hand-in-

hand with the development of the Host-based-Hypervisor functionality, as 

hypervisor based evidence acquisition is so far just a proposal and is yet to 
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be implemented as also indicated in (Dykstra and Sherman, 2013). The use 

of cryptographic protocols and infrastructures to facilitate encryption, 

integrity, authentication and authorization also need to be further analyzed 

and introduced into the architecture. For now PGP based infrastructures and 

threshold cryptography are being reviewed for their suitability. 

In line with the automation of the evidence analysis process, the currently 

proposed method of integration, reasoning and querying occurs from a single 

centralized location. Using a decentralized approach the distribution of this 

is also possible as is seen with recent improvements in distributed RDF 

storage systems, inference engines and federated querying mechanisms 

(Quilitz and Leser, 2008) further improvements in availability and efficiency 

may be achieved. Also, the building of a single standardized digital 

investigation ontology, or an improvement of the methods used for bridging 

similar concepts across multi-ontological environments may help improve 

the efficiency of automated reasoning. Finally a deeper evaluation of the 

performance of this method of automating integration, reasoning and 

querying of digital evidence needs to be undertaken in order to determine its 

effect on the speed, effort reduction as well as its accuracy and precision of 

the results attained. 

With regards to the LEIA architecture, the proposals in Paper IV are yet to 

be implemented and tested in their ability to provide an independent and 

decentralized infrastructure free from singular control. This is particularly 

important for scalability, trust and privacy reasons with respect to the digital 

evidence storage and analysis. The particular suggested P2P overlays also 

need to be implemented, tested and evaluated to better gauge their viability 

and suitability in promoting speed and reducing the human labour effort. 

Should they be deemed as suitable, further benefits of self-organization and 

clustering may also possibly be realized. 
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7.1. Summary of Contributions by Publication 

PAPER I: {LEIA: The Live Evidence Information Aggregator – Towards 

Efficient Cyber-Law Enforcement} 

Requirements are described for a system to perform automated digital 

investigations for a large scale, publicly shared, networked scenario, such as 

those seen in mobile and cloud environments. An architecture based on these 

requirements is proposed making use of hypervisors, peer-to-peer network 

overlays and a scalable distributed file system. Focusing on the acquisition 

phase, a part of this architecture is implemented as a tool for performing 

remote evidence acquisition of mobile devices in a client-server manner over 

public networks. This tool is tested on a small sample of resource limited 

mobile devices transferring disk-based evidence over a network and onto a 

scalable distributed filesystem. Metrics based on the time taken to perform 

acquisition are taken and graphed.  

This paper contributes towards answering SQ1 and part of SQ2. 

PAPER II: {On the Network Performance on Digital Evidence Acquisition 

of Mobile Devices over Public Networks} 

The focus in this paper lies still within the acquisition phase, extending the 

previous paper with further information on the architecture and more 

experiments performed. More detailed capabilities and the internal workings 

of the Peer-to-Peer distribution architecture (P2P-da) and the Host-based-

Hypervisor (HbH) are included. The remote acquisition tool built in the 

previous paper is deployed again in a client-server manner and further tested 

with devices that are equipped with more resources (larger disk space, RAM 

and processing power). This time the aim is to determine not only the speed, 

but also the reliability of the remote evidence acquisition process with a 

greater variety of devices. Metrics relating to the time taken to perform 

remote evidence acquisition, as well as the success rate of acquisition with 

larger evidence sources are taken. 

This paper contributes towards answering SQ1 and SQ2 

PAPER III: {Semantic Representation and Integration of Digital Evidence} 

Here the focus is on the evidence analysis phase. A method for representing 

and integrating digital evidence artifacts from multiple sources and varying 

ontologies is proposed in order to unify the data sources and enable 

automated correlation, searching and simple reasoning over the data. 

Ontologies are created for disk-based artifacts, network traffic artifacts and 

log-based artifacts, respectively. Parsers are created to use these ontologies 
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to parse actual evidence sources into their semantic representations 

(containing simple relationships and metadata) based on the Resource 

Description Framework (RDF) and the Web Ontology Language (OWL). 

Automation of reasoning is performed through feeding the original semantic 

assertions into an OWL engine. In this way simple inferences across 

multiple evidence sources are made. The OWL engine also supports rule-

based inference where investigator originating rules can be defined to 

support the inference of more complex relationships across multiple different 

evidence sources. Searching over the integrated and semantically enriched 

RDF graph is enabled through the use of SPARQL (Simple Protocol and 

RDF Query Language), where an investigator can pose questions to the 

linked-data in the form of SQL-like queries. 

This paper contributes towards answering SQ3 

PAPER IV: {Improving Distributed Forensics and Incident Response in 

Loosely Controlled Network Environments} 

Here we look back at the original architecture proposed for digital 

investigations in large scale, publicly shared networked environments to see 

whether further independent automation can be enabled through the use of 

peer-to-peer overlays in order to improve the architecture. The term 

“Loosely Controlled Network Environments” is described and associated to 

mobile and cloud environments, where resource/infrastructure usage and 

control are shared. Structured peer-to-peer overlays are proposed to be used 

in the evidence preparation and identification phase (triage) to provide better 

availability, scalability and searching performance. They are also used in the 

evidence acquisition phase to provide better availability, scalability to the 

BitTorrent protocol (Cohen, 2003) as well as providing the basis for 

independence from a centralized storage area. For the evidence analysis 

phase, hierarchical overlays made of both structured and unstructured 

overlays are proposed to aid in distribution of tasks to devices with more 

resources. The structured overlays using distributed hash tables provide 

better reliability and searching performance in order to find suitable peers, 

while the unstructured overlays reduce the problem of having local minima. 

A publish-subscribe overlay based on SpiderCast (Chockler et al., 2007) is 

proposed for the remediation (recovery/response) phase due to its ability to 

route messages only through interested parties (assisting with privacy 

concerns) as well as due to its high resistance to churn. 

This paper contributes towards answering SQ4. 
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