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Abstract—Federated learning is an emerging machine-learning
technique that trains an algorithm across multiple decentralized
edge devices or clients holding local data samples. It involves
training local models on local data and uploading model pa-
rameters to a server node at regular intervals to generate
a global model which is transmitted to all clients. However,
edge nodes often have limited energy resources, and hence
performing energy-efficient communication of model parameters
is a bottleneck problem. We propose an energy-adaptive model
sparsification for Federated Learning. The central idea is to
adapt the sparsification level in run-time by optimizing the ratio
between information content and energy cost. We illustrate the
efficiency of the proposed algorithm by comparing its perfor-
mance with three baseline schemes. We validate the performance
of the proposed algorithm for two cost models. Simulation
results show that the proposed algorithm needs exponentially
less amount of communication and energy as compared to the
three baseline schemes while achieving the best accuracy and
fastest convergence.

Index Terms—Federated learning, Energy-efficiency, Adaptive
communication, Gradient sparsification, IoT

I. INTRODUCTION

Federated learning (FL) is a paradigm of distributed
machine-learning (ML). FL involves a central server interact-
ing with numerous edge/remote devices (e.g., mobile phones,
vehicles, etc.). These edge devices are often referred to as
clients. The clients keep their data without sharing it with the
server. The goal is to learn a globally shared machine learning
model using distributed data. The client edge nodes are often
connected through wireless networks which have their own set
of constraints and challenges. Due to limited bandwidth, there
can be network congestion in such networks, specially in case
of multi-hop communications. Also the edge nodes may have
heterogeneous datasets and in such cases it is challenging to
have centralized training of models. FL is suitable for such
applications.

Apart from improving the overall communication efficiency,
FL also has advantages like preserving the privacy and facili-
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tating heterogeneous datasets at client nodes. However, it still
faces many challenges. There is often network congestion at
server side due to excessive transmissions from clients, as the
clients need to send their updates in each iteration. Moreover,
machine learning models are often huge in size, and may
involve millions of parameters. For example, in NLP it is
not uncommon to have models that are thousands of MBs in
size [5]. Communicating huge models involves consumption
of huge amounts of energy, which is a bottleneck challenge for
the edge devices, which are highly energy constrained. This
makes FL algorithms impractical. To reduce communication
overhead, federated averaging algorithm (FedAvg) has become
popular. According to this algorithm, in each iteration, the
server node broadcasts the current global model to the client
nodes, and they make modifications to the global model by
running multiple steps of stochastic gradient descent (SGD)
using local data. Each client node then sends the innovations
to the server node which aggregates these innovations to
update the existing global model. However, this still involves
huge communication. To further reduce the communication
overhead, sparsification methods have been proposed. In these
schemes, the clients upload only a fraction of gradients, which
are considered to make significant contributions, are uploaded
to the server node. In this way, the communication overhead
is further reduced, while achieving appreciable accuracy.

Although sparsification substantially reduces communica-
tion overhead, this has to be done judiciously because com-
municating less information can adversely affect accuracy,
whereas, communicating too much information can cause en-
ergy depletion, and network congestion. Thus, there is a trade-
off between compressing too much and too little. Trying to
strike the right balance by hyperparameter tuning is expensive
and the resulting tuning parameters will be problem-specific
and static. Moreover, most existing compression schemes are
agnostic of the disparate communication costs for different
technologies [7]. Thus, there is a need of more adaptive
compression frameworks which can learn the iteration-specific
compression level in an online manner. Also, owing to high
energy constraint associated with edge devices in IoT, the
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compression framework should be designed so as to ensure
maximum amount of learning to happen, while consuming
minimum possible energy to transmit the models, in other
words, maximizing the energy efficiency of edge nodes.

Our key contribution is that of providing a framework to
adapt compression levels to optimize energy efficiency. At
every iteration, each client tunes its compression by optimizing
the ratio between information content and energy cost. Our
compression scheme adapts in run-time to the actual data
and energy costs, and thus no hyperparameter optimization is
required. This idea was originally proposed in [7]. However,
our results differ from [7] in three important ways: a) firstly,
we consider FL algorithms with multiple nodes, where as [7]
consider gradient compression only, b) we consider stochastic
gradient algorithms where as [7] considers deterministic gradi-
ent descent, and c) we focus on adapting the hyperparamteres
to optimize energy efficiency. A summary of our contributions
is as follows:

• To the best of our knowledge, this is a novel energy-
adaptive compression technique in federating learning
that tunes the compression level in-run-time to maximize
the energy efficiency of a network of edge devices.

• In the proposed algorithm, the compression levels are
adapted in each iteration according to the costs, com-
munication technology and model used.

• The proposed framework is applicable to large networks
undergoing federated learning, and not limited to com-
munication through a single node.

• We illustrate the effectiveness of the proposed framework
in two energy cost models and on a standard MNIST
dataset. Our results outperform existing compression
mechanisms in terms of energy efficiency.

II. RELATED WORKS

Despite the large success of FL in distributing the training of
machine learning models, it remains very communication and
energy intensive. Traditionally, FL involves each client sending
each stochastic gradient to the server. Thus, a communication
is needed at each SGD step, which is communication inef-
ficient. To improve efficiency, local aggregation approaches
have been developed where each client carries out multiple
steps of SGD using local data, before uploading the aggregated
changes (model improvements) to the server node [6], [11],
[17]. This reduces the number of uploads, hence reducing
the communication overhead. In many cases, as many as
100 local iterations of SGD were carried out at client side
before uploading the aggregated model improvements, without
substantially depleting the convergence speed [12].

To overcome the communication overhead problem, var-
ious gradient sparsification techniques have been proposed.
They differ from each other based on the criteria used for
gradient selection. Some prominent sparsification algorithms
are Random sparcification [8], constant-T sparsification [19],
Threshold-based sparsification [9], [18], CAT [7], QSTG [8].
In addition to gradient sparsification, gradient quantization

techniques have also been used with the same goal of mini-
mizing communication overhead. [1]–[4], [7], [13], [14], [20]–
[22].

In the above mentioned methods, the number or fraction
of gradients to be communicated in each iteration are usually
fixed prior to training, however, the real FL scenarios are quite
dynamic and environment specific. What is suited for one
communication technology may not perform well for others.
Thus, static approaches are not suited for real life scenarios.
We need adaptive approaches in which the sparsification level
is adapted in each iteration, based on the values of gradients
and the communication costs. Sarit et al. [7] have developed
an adaptive approach for gradient sparsification, however,
it doesn’t address the limited-energy bottleneck problem of
Federated Learning in IoT networks. Thus, we propose Fed-
erated Learning with communication aware tuning (FL-CAT)
algorithm to fill the gaps in existing research in the field.

III. SYSTEM MODEL

A. Federated Learning
We aim to solve the following optimization problem of

empirical risk minimization for federated learning [10]:

minimize
x∈Rd

m∑
i=1

ni

n

∑
z∈Di

L(x; z). (1)

Here m is the number of participating client nodes where each
client has the data set Di. The goal is to train the global ML
model x ∈ Rd with respect to the data on all nodes, where
n =

∑m
i=1 ni is the total data size. The optimization is done

with respect to some loss function L(·).
Ideally, no client i should be required to share its data set

Di. This can be achieved with Federated SGD (FedSGD). In
FedSGD, the server first initializes the model as x0. Then, at
every iteration t the server shares the model xt with all clients
and each client i sends back a local stochastic (or mini-batch)
gradient gti = ∇L(xt; zti) where zti is uniformly sampled data
point from Di. Then the server can perform the SGD update

xt+1 = xt − γt
m∑
i=1

ni

n
gti ,

where γt is the learning-rate.
FedSGD has the drawback that it requires communication at

every iteration. FedAvg algorithm was introduced to improve
communication efficiency. In FedAvg the server first initializes
the model as x0. Thereafter, at every iteration t the server
shares the model xt with all clients. Then each client i updates
the local model xt

i by performing T local SGD steps initialized
at xt before communicating its model changes ∆t

i = xt − xt
i

to the server. Then the server can perform the global update

xt+1 = xt − γt
m∑
i=1

ni

n
∆t

i,

where γt is the learning-rate. If T = 1, then FedAvg is equiva-
lent to FedSGD. But for T > 1 FedAvg allows for more local
iterations, which in turn could enable more communication
efficiency at the cost of more local computation.
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B. Sparsification Techniques

To further improve the communication efficiency, sparsifica-
tion and other compression methods have been introduced. In
particular, K-sparsification is a function SK : Rd → Rd that
maps all except the K largest component of a vector ∆ ∈ Rd

to zero. It can be defined component-wise as

[SK(∆)]j =

{
∆j if j ∈ IK(∆)

0 otherwise,

where IK(∆) is the index set for the K components of
∆ which are largest in magnitude. When spersifying, a
key algorihtm hyperparameter that needs to be tuned is the
sparsification-level K. Often many components of the com-
municated information ∆ are redundant (small compared to
the larger components). It can be a waste of energy to have K
too large. On the other hand if K is too small then we could
be compressing important information. Most methods in the
literature tune T prior to running the algorithm.

The most common approaches for tuning the sparsification
parameters are a) Constant-K sparsification [19]: Here K is
fixed, so we have a fixed compression-ratio K/d, proportion
of the gradients (or model improvements) that are used.
b) Threshold based sparsification [9], [18]: Here K is
tuned adaptively in such a way that only the gradients (or
model improvements) whose absolute values are larger than
a known threshold value are transmitted. All gradients (or
model improvements) whose absolute values are smaller than
the threshold are set as zero and are not communicated to the
server node. Neither of the approaches a) nor b) can adapt K
well to each data or the actual energy/communication costs.
Thus, to find K, some hyperparameter optimziation is needed,
if we wish to find a good K, which can be very expensive.

C. Energy Cost

Our focus is on how we can tune the sparsification level
K optimally in run-time. Our idea is to tune K based on
finding a good trade-off between the information value and
transmission cost. In particular, at each client and at each
iteration we optimize the ratio between the information value
in the communicated information ∆ and the energy cost of
communicating that data. To that end, we need to define the
communication energy cost. In principle, our results could
be used with any energy cost model. However, to make our
results concrete we consider two models: a) affine model and
b) packet communication model.

Affine communication model: The energy cost associated
with transmitting K-sparsifed vector can often be modeled by
linear relationship E(K) = e1D(K)+ e0. Here D(K) is size
of Payload (e.g., in terms of bits) when sending K-sparsified
model. Here e1 is the energy cost of transmitting per unit
payload (e.g., in Joule/bits) and e0 is overhead cost.

Packet communication model: Many wireless standards
transmit data in the form of packets. The energy cost of such
transmissions can easily be modeled in similar terms as above.
Let P be the size of packet (in bits). If K is the sparsification

level chosen, then the number of packets needed to transmit a
payload of D(K), and the energy cost of transmission can be
given as NP = ⌈D(K)/P ⌉ and E(K) = ePNp+ e0. Here ep
is the energy cost of transmitting a single packet, assuming it
to be constant and ⌈·⌉ denotes the ceiling functions function
that rounds any real number up to the nearest integer.

Considering Noise: We can easily include the character-
istics of wireless channels in the above cost models. Let G
denote the channel power gain, ρ be the transmission power
of the transmitting node and BW be the allocated channel
bandwidth. Thus, according to the Shannon–Hartley theorem
[16], the data transmission rate can be calculated as in [15]:

R =BW log2

(
1+

Gρ

ζ2

)
where ζ2 is the additive white Gaussian noise of the transmit-
ting device. Thus, the data transmission time t and energy
consumption E can be represented as t = D(K)/R, and
E = ρt+ e0, where e0 is the communication overhead.

IV. FEDERATED LEARNING WITH COMMUNICATION
AWARE TUNING (FL-CAT)

In this section we illustrate our FL-CAT algorithm, Feder-
ated Learning with communication aware parameter tuning.
The central idea is to tune the sparsification (K) level before
each transmission of model ∆ by optimizing the energy-
efficiency (the ratio between information and energy cost):

EfficiencyK(∆) =
InformationK(∆)

EnergyK(∆)
,

(2)

where EnergyK(∆) is the energy used to send K model
components, e.g., in Joules using some energy model like the
one in Section III-C.1 Here InformationK(∆) is a metric
quantifying the information content that the K-sparsification
captures of the transmitted information ∆. In this paper, we
consider the proportional energy proposed in [7], where

InformationK(∆) =
||SK(∆)||2

||∆||2
. (3)

The intuition into this measure is that InformationK(∆)
is the squared ratio of the information captured by K-
sparsification to the total information in ∆. Other metrics for
InformationK(∆) could be considered, but the idea would
not change. Here we have considered this one since it is easy
to implement online.

The central step of FL-CAT algorithm is that when each
node i communicates model change ∆t

i, it tunes the sparsifi-
cation level Kt in an adaptive way by optimizing the efficiency

Kt = argmax
K∈{1,2,...,d}

EfficiencyK(∆t
i).

Even though this is an integer programming problem, it has
quite a unique structure. As shown in [7], under the Energy

1We note that in this paper we have used some energy models to illustrate
the ideas in simple terms. However, in principal, any energy/communication
model could be used here, either empirical or theoretical.
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cost models in Section III-C, the optimization becomes sub-
modular and easily solvable, especially since variable K is one
dimensional. We illustrate the steps of FL-CAT in Algorithm 1.

Algorithm 1 Federated Learning With Communication Aware
Parameter Tuning (FL-CAT)

1: Input: x0 ∈ Rd, K ∈ N
2: for t ∈ N do
3: The server broadcasts xt to all clients.
4: for each client node i in parallel do
5: xt,0

i = xt

6: for τ = 1, 2, . . . , T do
7: xt,τ

i = xt,τ−1
i − ηgi(x

t,τ−1
i ),

8: end for
9: xt

i = xt,T
i

10: ∆t
i = xt − xt

i

11:
Kt = argmax

K∈{1,2,...,d}
EfficiencyK(∆t

i).

12: Send SKt
(∆t

i) to the server
13: end for
14: Server performs the update:

xt+1 = xt − γt
m∑
i=1

nk

n
SKt(∆

t
i)

15: end for

In Algorithm 1, the initialization is done in line 1. In
particular, we need to provide an initial model x0 ∈ Rd and
indicate K, i.e., how many local SGD steps are done on each
node at each outer iteration t. After that, at each iteration t, the
server broadcasts the current global model xt to all clients (line
3) and all clients then perform their updates. In particular, each
client i performs K steps of SGD initialized at xt (lines 5-9).
Here gi(x) is a stochastic gradient of the local loss function
at node i. In particular, we use the mini-batch gradient

gi(x) =
1

B

∑
z∈D̃i(B)

∇L(x; z)

where Di(B) is an IID sample of B points from Di. We
consider η > 0 as the step size of the local SGD. Each client
can then compute a local model xt

i and its change in the global
model ∆t

i (lines 9 and 10). The key novelty of FL-CAT is
the tuning-in of the sparsification (line 11). Here we find the
optimal tuning parameter Kt of the sparsification based on
optimizing the ratio between the communicated information
∆t

i and energy cost of its transmission. Then each client can
transmit the sparsified model change SKt(∆

t
i) to the server.

The server can now perform the model averaging based on
the received information (line 14). In the algorithm we have
not indicated a stopping condition. In practice, the algorithm
can be runned for fixed number of iterations, or some more
involved stopping conditions could be applied, e.g., running
the algorithm until desired accuracy is reached.

V. EXPERIMENTAL RESULTS

We now evaluate and compare the efficiency of the proposed
FL-CAT algorithm with three baseline schemes:

1) Federated Learning Without Sparsification (FL-WS)
2) Federated Learning With Threshold-Based Sparsifi-

cation (FL-TBS).
3) Federated Learning With Constant-T Sparsification

(FL-CTS)
Note that it is unclear how to tune the threshold in FL-TBS
and K in FL-CTS in a good manner. In all our experiments,
we have done a grid search for finding the optimal K for
FL-CTS (resulting in K/d=0.04) and optimal threshold FL-
TBS (resulting in 0.001) such that they converge with good
accuracyg.2 We have only illustrated the results for the optimal
tuning parameters for FL-CTS and FL-TBS.

It should be highlighted that our FL-CAT finds the optimal
tuning automatically and doesn’t require such hyperparameter
optimization. This is a big advantage over other methods.

A. The Simulation Setup and Data

The experiments are done on 11th Gen Intel(R) Core(TM)
i7-1185G7 CPU @ 3.00GHz with 32 GB RAM using Win-
dows operating system. We consider a network of five IoT
edge devices, which train a common ML model in collabora-
tion with one cloud server. We consider a logistic regression
model to perform classification on MNIST Handwritten Digit
Classification Dataset. We run two experiments, one for each
of the two cost models - Affine model and Packet model.
Each experiment was run five times and results were averaged.
In each run-time the dataset was randomly distributed to the
nodes. For all simulations the testing dataset was the same, and
never used for training. For packet model, we consider wireless
standard IEEE 802.15.4 in which the packet size is around 133
Bytes and the communication overhead per packet is around
30 Bytes. Other simulation parameters are summarized in the
table below.

Simulation Parameters
Parameter Value Parameter Value
T 5 steps e1 2J/bit
α 0.1 R ×300
BW d 20MHz m 5
BWu 20MHz f 0.5 GHz

B. Energy consumption

Fig. 1a and Fig. 1d show the bar plots to compare the total
energy consumed during the complete FL process. Fig. 1a
corresponds to the Affine model and Fig. 1d corresponds to the
Packet model. The plots show the total energy consumption at
the following three stages respectively: (1) Energy consumed
till achieving accuracy of 80%, (2) Energy consumed till

2For FL-TBS, the grid search was done for the values 0.1, 0.01, 0.001,
0.001, and for FL-CTS, the grid search was done for the values 0.001, 0.01,
0.02, 0.03, 0.04, 0.05, 0.1. The rationale used for choosing these values was
to chose values of different mathematical orders, and then to choose different
values of the best performing mathematical order.
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(a) Total Energy Consumption for Affine
model (b) Accuracy v/s Energy (c) Total Data transferred for Affine model

(d) Total Energy Consumed for Packet model (e) Loss v/s Energy (f) Total Data transferred for Packet model

Fig. 1: The red curve is FL-CAT, the blue, orange, and green curves are, respectively, the baselines FLWS, FLTBS, and FLCTS.

achieving accuracy of 85% (3) Energy consumed till achieving
accuracy of 90%. We can see from Fig. 1a that on an average,
for affine cost model, the amount of energy consumed in FL-
CAT is lesser than FL-WS, FL-TBS and FL-CTS by 97.2%,
94.2% and 70.4% respectively. Similarly it is evident from
Fig. 1d that for packet model, on an average, the amount
of energy consumed in FL-CAT is lesser than FL-WS, FL-
TBS and FL-CTS by 93.5%, 84.32% and 33.2% respectively.
Remarkably, FL-CAT consumes much lesser energy while
achieving the same accuracy as other baselines. FL-CAT
achieves this without any hyper-parameter optimziation.

C. Data transferred

Fig. 1c and Fig. 1f compare the total data transferred in
the FL process. Fig. 1c corresponds to the Affine model
and Fig. 1f to the Packet model. The plots show the total
communicated data at the following three stages respectively:
(1) Data communicated consumed till achieving accuracy of
80%, (2) Data communicated till achieving accuracy of 85%
(3) Data communicated till achieving accuracy of 90%. From
Fig. 1c that on an average, for affine cost model, the amount of
data communicated in FL-CAT is lesser than FL-WS, FL-TBS
and FL-CTS by 95%, 89.5% and 47% respectively. Similarly
we see from Fig. 1f that for packet model, on an average,
the amount of data transferred in FL-CAT is lesser than FL-

WS, FL-TBS and FL-CTS by 93.14%, 84.83% and 60%
respectively. FL-CAT needs much lesser data communication
while achieving higher accuracy as other baselines.

D. Accuracy and Loss

An important metric in ML is accuracy, which is the ratio
of correct predictions over total number of predictions and
calculated as a = (TP+TN)/(TP+TN+FP+FN), where
TP , TN , FP , and FN are, respectively, the true positives,
true negatives, false positives, and false negatives.

As we can see in Fig. 2b, all algorithms have similar shapes
for both energy models and converge to accuracy levels closer
to 90%. However, the amount of energy consumed to achieve
this accuracy varies amongst algorithms. FL-CAT achieves
maximum accuracy while consuming the least amount of
energy. The efficiency of FL-CAT is specially evident till
achieving 80% accuracy. The baseline which performs the
closest, although lesser than FL-CAT, is FL-CTS. However, the
results of FL-CTS plotted herein were obtained after intensive
hyperparameter optimization. The compression level K chosen
for one dataset and cost model may not perform good for
another. However, FL-CAT adapts K in each iteration without
the need of any hyperparameter optimization. Thus, FL-CAT
outperforms existing baselines in achieving the best accuracy
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while consuming the minimum amount of energy. Similar
results were obtained for Packet cost model.

Fig. 1e depits the loss v/s energy plots for packet model. FL-
CAT performs best by achieving the minimum loss of 0.28,
while none of the other baselines achieve this level of loss.
When we compare the energy consumed by the algorithms to
achieve a common loss of 0.4, it is clear that FL-CAT achives
convergence at a very low energy cost of 200 MJ. However,
FL-CTS, FL-TBS, FL-WS achieve this loss at energy costs
of around 400 MJ, 1100 MJ and 1650 MJ. Also, FL-CAT
adaptively tunes the compression level, while other algorithms,
specially FL-CTS need to to tuned beforehand to achieve
good performance. The graphs plotted in this work for other
baselines are plotted for the best performance they could
achieve after extensive tuning experiments. Similar trends of
convergence were seen for Affine cost model.

VI. CONCLUSIONS

We consider Federated Learning in a wireless network
comprising of IoT devices acting as client nodes and a cloud
server acting as the server node. We propose the use of CAT
sparsification framework to adapt the compression level in
each iteration of FL. The chosen Federated learning task was
to perform classification using a logistic regression model on
MNIST Handwritten Digit Classification Dataset. Simulation
results show that FL-CAT achieves best convergence and
accuracy, as compared to the other three baseline algorithms
FL-WS, FL-TBS and FL-CTS. Also, FL-CAT algorithm needs
to communicate substantially less amount of data and consume
exponentially less amount of energy to achieve these results.
Moreover, FL-CAT algorithm doesn’t need to be tuned like
other algorithms for different datasets and network architec-
ture. We validate our results for two different cost models.
In future, we plan to extend the FL-CAT algorithm by incor-
porating quantization along-with sparsification. Future work
will also involve comparing with quantization-based baseline
algorithms and further validation on other baseline datasets.
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