
Intelligent Processing of Data Streams on the Edge
Using Reinforcement Learning

1st Shubham Vaishnav
Department of Computer and Systems Sciences

Stockholm University, Sweden
shubham.vaishnav@dsv.su.se

2nd Sindri Magnússon
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Abstract—A key challenge in many IoT applications is to en-
sure energy efficiency while processing large amounts of stream-
ing data at the edge. Nodes often need to process time-sensitive
data using limited computing and communication resources.
To that end, we design a novel R-Learning based Offloading
framework, RLO, that allows edge nodes to learn energy optimal
decisions from experience regarding processing incoming data
streams. In particular, when should the node process data
locally? When should it transmit data to be processed by a fog
node? And when should it store data for later processing? We
validate our results on both real and simulated data streams.
Simulation results show that RLO learns with time to achieve
better overall-rewards with respect to three existing baseline
schemes. Moreover, the proposed algorithm excels the existing
baseline schemes when different priorities were set on the two
objectives. We also illustrate how to adjust the priorities of
the two objectives based on the application requirements and
network constraints.

Index Terms—Reinforcement learning, Data stream processing,
Offloading, Edge, IoT

I. INTRODUCTION

The current 5G and conceived 6G network in the future
with ultra high density, bandwidth, mobility and large scale are
resulting in high speed data streams, thereby bringing the need
of highly optimized processing techniques [1]. We can now
collect high-frequency data from all over the systems, which
could then be used to, e.g., optimize the system performance
or detect anomalies. It is also expected that digitization of
systems such as water distribution networks, transportation,
and power systems will drastically improve their economic
operations and safety. Indeed, data is becoming increasing
valuable, it is widely shared view that “data is becoming the
new oil”.

Just like oil, raw data is an unrefined and raw resource
that needs to be cleaned, structured and processed in order to
generate meaningful information. Traditionally, data has been
processed by centralized algorithms. However, the amount of
data being generated and communicated by nodes in IoT or
sensor networks has increased drastically. This means that
nodes need to make important decisions about where in the
network the data is processed. This becomes challenging by
the fact that IoT nodes often operate with only limited energy

This work is supported by Digital Futures through the project DEMOCRI-
TUS and the Swedish Research Council (Vetenskapsrådet) under grant 2020-
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resources to process and communicate the data. It is important
to have algorithms that can learn to schedule data processing
at the edge node in an energy-efficient manner. Moreover,
the decision making becomes even more challenging if the
data is in the form of unbounded data stream. Streaming
data processing requires even traditional machine learning
algorithms to be adapted to the streaming data scenario, in
which the training dataset cannot be searched due to the
unlimited number of samples and the requirement of minimum
latency when processing each new sample [2].

The typical data source for sensors is streaming data or
time series. Data comes in real-time, and the nodes need
to make important decisions about what to do to the data
or how to process it. In particular, as a new chunk of data
comes in, nodes need to decide between the following actions:
(a) Process the data locally, (b) Transmit the data to some
network neighbor or Fog node, or (c) Store the data so it
can process it at a later time. The nodes should find the
optimal actions that are as resource efficient as possible. Due
to the dynamic nature of these actions, data can be stored
or moved around. Such problems are naturally formulated as
optimal control problems. However, traditional optimal control
approaches are not suitable here because: a) we don’t know the
underlying distribution of the data streams, and b) the states
are constrained, meaning that the traditional Linear–Quadratic
regulator is not applicable here. However, as data comes in
streams, it seems natural to learn optimal actions over time
by experience. Thus, RL techniques seem natural to optimize
such operations. Although RL has been used for solving IoT
offloading tasks, none of the existing works consider data
stream processing using RL, to the best of our knowledge.

Contributions: We consider the scenario where an IoT
edge node needs to process a continuous stream of unbounded
time-sensitive data. The node can potentially offload a fraction
or whole of each incoming data element to other computing
resources, like a Fog node. This kind of task offloading is
much more complex than that considered in existing works.
We model this complicated decision-making problem into an
RL-based decision-making problem considering the node as
an RL agent. Our contributions are:

1) We design a novel R-Learning based Offloading frame-
work, RLO, that learns the offloading policy online,
adapting to the incoming data stream, without its prior
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knowledge.
2) We validate our results on both real and simulated data

streams. RLO achieves long-run optimization while taking
into account various factors and constraints like delay,
limited local memory, processing speed, transmission
cost, and objective-priority.

3) RLO excels three existing baseline schemes with respect
to the overall reward, even when different priorities were
set on the two objectives.

4) We also illustrate how to adjust the priorities of the two
objectives in RLO based on the application requirements
and network constraints.

II. RELATED WORK

The problem of data stream processing in fog networks
and IoT applications has been approached in different ways
in research works [3], [4], [5], [6] based on the kind of
network architecture, data/task model and objectives they’ve
considered. [3], [5] present the general models and archi-
tecture of fog data streaming and analyze the challenges
and issues that arise from leveraging existing techniques.
However, they don’t propose methods or algorithms to solve
those challenges. [4] worked towards minimising the end-
to-end stream processing latency for devices deployed in
an edge-cloud integrated environment. However, they don’t
consider improving the energy conservation while processing
the streams, which is an important bottleneck. [6] proposes a
distributed architecture enabling stream data processing at the
edge of the IoT network, focusing primarily on peer-to-peer
offloading of data to reduce latency. However, the proposed
architecture and algorithm are not suitable for data intensive
tasks, which must be offloaded to fog devices or cloud.

Other works focus on scheduling and offloading algorithms
in IoT and Fog environments [7], [8], [9], However, ap-
proaches like the heuristic-based, graph-based, optimal control
based and other traditional approaches are not practical for the
dynamic contexts of real world scenarios of fog networks [5].
For such scenarios, Reinforcement learning based algorithms
are quite suited. Although the existing RL-based frameworks
[10], [11] have proven to be efficient, they don’t consider data
stream processing, rather consider coarse granularity applica-
tions, making these frameworks unsuitable for unbounded data
stream processing [2].

In this work, we fill the gaps existing in the previous models,
formulations and algorithms related to data stream processing
in fog networks. We try to find the optimal processing policy
for high speed unbounded data stream processing tasks in
an infinite horizon. To the best of our knowledge, none of
the existing ML based offloading algorithms designed for fog
networks consider such tasks. Also, we consider the most
important objectives of overall energy optimisation, while
taking care of maximum allowable delay. We’ve taken into
consideration the transfer/migration cost of the data, which
has been neglected in many of the existing works. Also,
our solution focuses on dynamic optimization and decision
making, which is the need of the hour [5].

III. SYSTEM MODEL AND PROBLEM FORMULATION

Consider an edge node that needs to process a stream of
data, e.g., from sensor readings. Data comes streaming over
discrete time steps k ∈ N. At each time step k the node
receives d(k) units of time sensitive data. After the data is
received, it should be processed within T time steps, i.e.,
data that arrives at time k should be processed by time step
k + T . We denote by x(k) the amount of data that is left
unprocessed at time step k. We also keep track of how old the
data is. We denote by xi(k) the i-time steps old data that is
left unprocessed at time k. Note that x0(k) = d(k) and

x(k) =

T∑
i=1

xi(k).

The goal of the node is to process the data while using its
limited energy resources as efficiently as possible. To that end,
the node can either process the data locally, transmit the data
to processed by a fog node, or store the data to be processed
later. We denote by p(k) and c(k), respectively, the amount
of data processed locally at the node and the amount of data
transmitted to be processed by a fog node. Similarly, for i =
1, . . . , T , we let pi(k) and ci(k) denote the the amount of i
time-steps old data that are, respectively, processed locally and
transmitted to be processed in the fog. Note that

p(k) =

T∑
i=1

pi(k) and c(k) =

T∑
i=1

ci(k).

The data-processing dynamics at the node can be expressed
as the linear system

x(k + 1) =S(x(k)−p(k)−c(k))+d(k) (1)

where we have stacked the variables as follows:

x(k)=


x0(k)
x1(k)

...
xT (k)

 c(k)=


c0(k)
c1(k)

...
cT (k)

 p(k)=


p0(k)
p1(k)

...
pT (k)

 d(t)=


d(k)
0
...
0


and

S =

[
0T
T−1 0

IT−1 0T−1

]
,

where IT−1 and 0T−1 are, respectively, an identity matrix of
size T − 1 and a vector of all zero elements of size T − 1.
Here S is shift operator that, shifting of all values of x(k) to
increment the age of all data by one time step.

In the linear system in Equation (1), the state is variable
x(k), the data left unprocessed. Our goal is to have all data that
is T time-steps old processed. In particular, to have xT (k) = 0
for all k. To that end we need to make decisions on what
data to process locally, p(k), what data to transmit to be
processed by a fog node, c(k), or what data to be stored to be
processed later. The node has limited resources to preform
these operations. In particular, the node has the following
resource constraints p(k) ≤ P , c(k) ≤ C, and x(k) ≤ X ,
for all k ∈ N, where P is the local processing capacity per
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time step, C is the transmission capacity per time step, and
X is the storage capacity of the node.

The central goal of the node is to learn from experience how
to optimize its decisions p(k) and c(k) in terms of energy. In
particular, both local computation and transmitting data to be
processed somewhere else requires energy. The node should
optimally trade-off the computation and communication to
optimize its energy usage. To that end, we need to characterize
the energy costs of different actions.

A. Local Processing Cost

We start by characterizing the energy cost related to local
processing of data. Let ρ denote the processing density of the
task, fe denote the edge device’s CPU computation frequency,
and re denote its energy consumption rate. In local execution,
the edge node processes some portion of the data payload
locally based on the CPU frequency available. The amount
of data processed locally at time step k is p(k). The data
processing time, tlp(k) and hence the energy consumed in
processing, elp(k) can be calculated [12] as:

tlp(k) =ρ× p(k)/fe, elp(k) = re × tlp(k).

Substituting tlp(k) defined above, we get that the energy
required to process p(k) units of data is:

elp(k) = A(k)× p(k) where A(k) = re × ρ/fe.

B. Transmission and Remote Processing Cost

We now characterize the energy cost related to transmitting
the data to be processed by a fog node, i.e., remote processing.
In remote processing, a portion of the input data payload, c(k),
is offloaded to a fog device and processed there. The processed
data is then downloaded back to the edge device. Thus, both
the total energy consumption in remote processing can be split
into three main components: Uploading the data, Processing
the data and Downloading the processed data.

Uploading: Let Gu denote the upload channel power gain,
Pu(k) be the transmission power of the edge node while
uploading to fog node at time step k and Bu be the allocated
channel bandwidth and ζ2 be the additive white Gaussian
noise of the transmitting device. Thus, according to the Shan-
non–Hartley theorem [13], the data transmission rate while
uploading can be calculated as in [12]:

Ru(k) =Bu × log2

(
1+

GuPu(k)

ζ2

)
Thus, the uploading data transmission time tu(k) and energy
consumption eu(k) can be represented as:

tu(k) = c(k)/Ru(k) and eu(k) = Pu(k)× tu(k).

Processing: Let fr denote the remote fog device’s CPU
computation frequency and rf denote the energy consumption
rate of the fog device. Thus, the processing time and energy
consumption at the fog node can be expressed as:

tf (k) = ρ× c(k)/fr and ef (k) = rf × tf (k).

Downloading: Similar to the uploading case, let Gd de-
note the download channel power gain, P d(k) represent the
transmission power of the fog node while downloading the
processed data c′(k) to the edge node and Bd denote the
allocated download channel bandwidth during upload. Thus,
according to the Shannon–Hartley theorem [13], the data
transmission rate while downloading can be calculated as:

Rd(k) =Bd × log2

(
1+

GdP d(k)

ζ2

)
The processed data c′(k) is usually much smaller than the
original data c(k). We assume that c′(k) is a fraction of c(k),
i.e., c′(k) = µc(k) where µ is the ratio between the size of
the unprocessed and processed data. Thus, the downloading
data transmission time td(k) and energy consumption ed(k)
can be represented as:

td(k) = c′(k)/Rd(k) and ed(k) = P d
k × td(k).

Remote Processing Cost: We can now express the overall
energy consumption during remote processing by:

erp(k) =eu(k) + ef (k) + ed(k).

Recalling the definition of eu(k), ef (k) and ed(k) above,
we can express the total energy consumption as erp(k) =
B(k)c(k) where

B(k) =
Pu(k)

Ru(k)
+

rf × ρ

fr
+

µ× P d(k)

Rd(k)
.

The above expression captures the energy consumption of both
the edge node and also the fog node that performs the actual
computation. If we would like to focus on optimizing only the
energy consumption of the edge node then we could consider
only the first term in B(k).

C. Problem Formulation

We can now characterize the energy cost for different
actions p(k) and c(k). In particular, inline with the above
discussion, the energy required at time-step k for performing
the actions p(k) and c(k) is

Ek(p(k), c(k)) = A(k)

T∑
i=0

pi(k) +B(k)

T∑
i=0

ci(k) Joule.

In line with the above discussion, the goal of the node is to a)
process as much data as possible within deadline and b) use
its energy resources as efficiently as possible. These two goals
are captured by the reward signal:

R(k) = λxT (k) + (1− λ)Ek(p(k), c(k)) (2)

where λ ∈ [0, 1] is parameter indicating how much weight
we put on goal a) and goal b), respectively. For example, if
λ = 1 then the node only focuses on processing as much data
as possible, without regards to how much energy is required.
It is well-known from multi-objective optimization, that by
varying λ ∈ [0, 1] we capture all Pareto-efficient solutions with
respect to the two objectives [14]. Now the objective of the
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node is to optimize the average reward over time. In particular,
by solving the following optimization problem (here 1 denotes
a vector of ones of the appropriate size):

minimize
p(k),c(k)

lim sup
K→∞

1

K

K∑
k=1

R(k)

subject to x(k+1) = S(x(k)−p(k)−c(k))+d(k)

1Tx(k) ≤ X, 1Tp(k) ≤ P, 1Tc(k) ≤ C,

c(k) + p(k) ≤ x(k), p(k) ≥ 0, c(k) ≥ 0

for all k ∈ N.
Even though the above problem has linear dynamics, it is
still difficult to solve since we don’t know the underlying
distribution of the data streams. Moreover, traditional optimal
control methods like LQ-regulators cannot handle constraints
on the state variables like we have. However, by using rein-
forcement learning, the node might learn the optimal decisions
by experience, we explore this in the next section.

IV. REINFORCEMENT LEARNING SOLUTION

When an edge node is deployed it does usually not know the
distribution of the data stream that it should process. Moreover,
it will not know exact energy costs, e.g., it usually does not
know exact channel gains or computing density. This motivates
learning based approaches that enable the node to learn by
experience an optimal decision policy for its environment. The
natural paradigm for such learning-based decision making is
reinforcement learning.

A. Markov Decision Process

In reinforcement learning an agent learns to make optimal
decision in a Markov decision process (MDP) [15]. An MDP is
a 4-tuple (X ,U , P (·), R). Here X and U are, respectively, sets
of states and actions. P :X ×U → ∆(X ) denotes the transition
probability from state x ∈ X to state x′ ∈ X when the action
u ∈ U is taken. In particular, P (x′|x,u) = Pr[x(t + 1) =
x′|x(k) = x,u(k) = u]. R is a reward signal, where R(k)
indicates how good/bad the action u(k) in state x(k) is.

Indeed our model described in Section III is an MDP and
thus reinforcement learning algorithms are natural for learning
good decisions making. In particular, the states space is X ={
x ∈ NT | 1Tx ≤ X

}
. That is, the states are all the data

stored at the node, it can not surpass the storage capacity X .
The action space is

U=
{
(p, c)∈NT×NT

∣∣1Tp ≤ P, 1T c ≤ C
}
.

That is, the actions are u = (p, c), which are the amount of
data processed and communicated, respectively. We have also
the additional constraint, that p + c ≤ x. In particular, the
node cannot process or transmit more data than is available.
This constraint is not included in the definition of the state
space U , but is included in the main optimization problem
in Section III-C. The transition function is based on the
dynamics introduced in Equation (1). Note that the dynamics
are stochastic due to the random variable d(k). The reward is
as defined in Equation (2).

B. R Learning

Our goal is to give the node the ability to to learn a decision-
policy π : X → U that solves the optimization problem
in Section III-C. In particular, the node should be able to
learn the optimal decision (p(k), c(k)) = π(x(k)) given the
state x(k) at each time k. A popular algorithm to learn the
optimal decision-policy from experience is Q-learning [15].
However, Q-learning optimizes the accumulated reward, or
the discounted accumulated reward. However, our goal in
Section III-C is different, we focus on the average reward. To
learn a policy that optimizes the average reward we can use
R-learning, which is a slight modification of Q-learning, see
[15]. The steps of the R-learning are shown in Algorithm 1.

Algorithm 1 R Learning

1: Input: A Q-table with state-action values q̂ : X ×U → R,
2: Step sizes α, β > 0 and an exploration ratio ϵ > 0
3: Initial state x ∈ X
4: for k = 1, 2, . . . do
5: Take action u, observe R, x

′

6: Choose u
′

as a function of q̂(x
′
, .) (e.g., ϵ-greedy)

7: δ ← R−R+ q̂(x
′
,a

′
)− q̂(x,u

′
)

8: R← R+ βδ
9: q̂(x,u)← q̂(x,u)+α[R+γmax(q̂(x

′
,u))−q̂(x,u))]

10: x← x
′

and u← u
′

11: end for

V. NUMERICAL RESULTS

We now investigate and compare the efficiency of our
proposed RLO strategy with three baseline schemes. Although
RL frameworks have been proposed for offloading, they cannot
be adapted to the data stream processing in an infinite horizon.
Thus, we consider the following baselines schemes: 1) Local
Processing (No offloading) where all data is processed locally
at the edge node, 2) Remote Processing (Full offloading)
where all data is offloaded to Fog node for processing, and 3)
Random Computation Offloading (RCO) strategy where it
is randomly decided, at each time step, whether to process the
data at the edge node or offload to Fog device.

A. The Simulation Setup and Data

The entire simulation is done on 11th Gen Intel(R)
Core(TM) i7-1185G7 CPU @ 3.00GHz with 32 GB RAM
using Windows operating system. We consider an IoT edge
node, which needs to process a data stream which has a high
frequency of 1000 data elements per second. We consider both
real-data and simulate a data stream. These real data sets are:
(1) Places-2 MIT Dataset [16] consisting a stream of millions
of images and (2) BattLeDIM 2020 Dataset [17] data streams
from sensors in water distribution systems from the Battle
of the Leakage Detection and Isolation Methods challenge.
The simulated data stream is generated using a Markov chain
model depicted in Fig. 1. In particular, in states A the input
data is 2 bytes and in state B are 4 bytes. The probabilities
of state transition are as follows PAA = 0.3, PAB = 0.7,
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Fig. 1: Markov model for the simulated input data stream

PBA = 0.2, and PBB = 0.8. We consider ρsimulated = 1900
cycles/B. Fig. 2 shows the experimental results obtained for
the simulated datastream for a particular objective priority λ.
Fig. 3 depicts a much larger picture of how all there are similar
trends of R-Learning algorithm for all the three datastreams, as
compared to the baselines, with respect to different objective
priorities. Other simulation parameters are summarized below:

Simulation Parameters
Parameter Value Parameter Value
I/p datarate 1000/sec. rf ×300
Bu 20MHz re ×4
Bd 20MHz fe 10 MHz
µ 0.1 fr 0.5 GHz

B. Reward Optimization

Since we have considered a multi-objective problem, the
best way to evaluate the performance of the proposed algo-
rithm, with respect to both objectives simultaneously, would
be through reward. Fig. 2a shows the plot of the average per
step reward achieved by the four policies with time steps.
Here, the objective weight-age variable for RLO, λ, is set as
0.9. It can be clearly seen that the RLO algorithm learns to
maximize its average reward and converges to a stable value
in the long run, while other algorithms have a constant value
always. Even before convergence, RLO rewards start excelling
all the other baselines. When close to convergence, the RLO
rewards are better than the No offloading, Full offloading, and
RCO baselines by 180%, 370% and 560%, respectively. We
obtained similar results by using RLO framework for other
values of λ and when tested on the other two datastreams.
Thus, RLO quickly learns to maximize the rewards for all kinds
of objectives represented by different λ values.

C. Energy and Data-processed

The two objectives are average energy consumption and
average amount of data unprocessed within deadline. Since
the two objectives are contradicting, there is an underlying
trade-off between the two. It’s not possible to simultaneously
minimize both, however, the speciality of the proposed algo-
rithm is that we can set objective priority based on network
constraints and application requirements.

Fig. 2b and 2c show the plots of average data unprocessed
and average energy consumption respectively plotted against
time for λ = 0.9. This value of λ suggests that we want
to give very high priority to minimizing the amount of data
unprocessed, at the cost of energy consumed. Fig. 2b shows
that while other algorithms have almost a constant value of
average unprocessed data, RLO begins with a high value and

converges towards a very low value. Near convergence, RLO
reaches a value that is better than that of No offloading, Full
offloading and RCO algorithms by approximately 185%, 440%
and 680% respectively. Moreover, RLO performs quite well
with respect to the other objective of energy conservation, and
even beats one of the baselines (Full offloading) by consuming
approximately 14% lesser energy, although that objective was
not a priority in this experiment. Similar results were obtained
for other values of λ and other data streams, as illustrated
in Fig. 3. Thus, we learn the best values of the prioritized
objective, while other algorithms don’t learn based on the
objective priority and data stream. Moreover, RLO performs
well with respect to the contradicting objective, and even
performs better than some baseline(s).

D. Objective Priority Adjustment

In Fig. 3, the dual axis graphs illustrate how the values
of average energy consumption and average unprocessed data
change with changes in priority (λ), plotted for two real and
one simulated data streams. The short horizontal lines near
the y-axes indicate the values for the baseline algorithms. It
is clearly evident that the baselines have a constant value for
energy and data, whereas the priorities (λ) can be set in RLO
algorithm. This makes the proposed algorithm specially suited
for data stream processing in IoT and Fog networks, which
involve dynamically changing scenarios and priorities [5].

As an instance, due to limited energy capacity of the
computing resources, the user might need to put a condition
that on an average at most 1.5J of energy should be consumed
per time step. Considering the simulated data stream graph,
the user can conclude that λ should be set to a value less
than 0.72. At λ = 0.72, the user can get maximum data
processed under the energy constraint. Similarly, there can be
an application requirement that at least 75% of the input data
must be processed within its deadline T . In this case, λ should
be set to any value greater than 0.8. In this way, this study
provides a highly dynamic, flexible and intuitive mechanism to
adjust the objective priority which can add great utility to high
speed data stream processing. In contrast, the other baselines
have no room for making such adjustments.

VI. CONCLUSIONS

We consider learning-based offloading for data stream pro-
cessing at the edge of IoT networks. We develop an RL-
based Offloading framework, RLO, for co-optimization of the
energy consumed and the amount of data processed within
the delay-constraint. The solution is a highly dynamic and
flexible offloading strategy based on R Learning. We validate
our results on both real and simulated data streams. Simulation
results demonstrated that the algorithm learns to optimize
the desired objectives irrespective of the input data stream.
The proposed learning strategy is more efficient than the
standard algorithms in terms of average reward by 180−560%.
Also, the proposed strategy performs 185− 680% better than
these algorithms with respect to the prioritized objective while
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(a) Average Reward v/s Time (ms)
(b) Average Data Unprocessed (KB) v/s time
(ms)

(c) Average Energy Consumption (J) v/s time
(ms)

Fig. 2: λ = 0.9. The red curve is RLO, the pink, green, and blue curves are, respectively, baselines 1), 2), and 3).

Fig. 3: λ-plot for λ varying from 0.0 to 1.0

simultaneously performing well for the objective of lesser pri-
ority. The proposed algorithm is also highly dynamic, flexible,
and intuitive since it is very convenient to adjust the priorities
of the two objectives based on the application requirements
and network constraints. This makes it more applicable in real-
world data stream processing in IoT networks. Future work
will consider RL with approximations and learning efficient
data stream processing in large networks.
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