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Abstract
This thesis contributes to the field of statistical and mathematical finance by introducing novel Bayesian and game-theoretic
methods in discrete-time portfolio theory. These methodologies enhance the precision and adaptability of investment
strategies and risk management, particularly in complex market environments. The work is structured around five papers.

Paper I introduces a Bayesian framework for optimizing portfolio allocation, utilizing value at risk (VaR) and conditional
value at risk (CVaR) as risk measures. This approach leverages the posterior predictive distribution to derive portfolio
weights directly from observed data, contrasting with traditional methods that rely on estimates of unobserved variables.
The benefit of the Bayesian method is demonstrated through simulations and empirical comparisons, particularly in
predicting out-of-sample VaR.

Paper II presents a dynamic Bayesian approach to incorporate volatility clustering into VaR and CVaR estimation,
utilizing hyperparameters based on different rolling windows to adapt quickly to changing market conditions. This method
shows distinct advantages over existing models by adjusting the certainty and expected values of prior distributions in
response to volatility changes, offering improved risk estimates during market turbulence.

Paper III develops a Bayesian inference procedure for tangency portfolios by establishing a new conjugate prior directly
for the optimal portfolio weights, integrating high-frequency returns and a market condition metric, such as the CBOE
Volatility Index (VIX) or Economic Policy Uncertainty Index (EPU). This approach enables direct inference on portfolio
weights, and backtesting suggests potential advantages over traditional strategies in real-world scenarios.

Paper IV addresses the construction of tangency portfolios under short-selling constraints, using the same
reparameterized asset return model within a Bayesian context as in Paper III. An innovative prior enforces positive weight
constraints. The effectiveness of this method is empirically validated with selected stocks, highlighting its potential to
enhance risk-adjusted returns.

Paper V innovates within a game-theoretic framework by introducing a recursive scheme for asset allocation using a
mean-semivariance reward functional to better reflect investors' aversion to downside risk. This approach resolves the time-
inconsistency problem in multi-period investments through an extended Bellman equation, effectively reaching a Nash
equilibrium as demonstrated by an extensive numerical study.

Collectively, these studies provide a cohesive advancement in statistical and mathematical finance, demonstrating the
effectiveness of Bayesian methods and game-theoretic approaches in improving the theoretical and practical aspects of
portfolio optimization and risk management.
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Chapter 1

Motivation

Portfolio theory is a cornerstone of modern finance, providing a systematic
framework for selecting and managing financial portfolios. Its primary goal is
to optimize the trade-o� between risk and expected returns, enabling investors
to achieve their financial objectives while managing market uncertainties. The
significance of portfolio theory is evident in its widespread application across
areas such as asset management, asset pricing, and individual retirement plan-
ning. Additionally, its principles are integral to financial regulations, such as
those established by the Basel Accords.

One of the primary challenges in portfolio theory is estimating the mean
vector and the covariance matrix of asset returns. Traditional estimation
methods, such as sample means and covariances, are sensitive to sample size
and can be highly variable, especially with limited historical data, leading to
parameter uncertainty. This variability can significantly impact the reliability of
financial portfolio modeling, necessitating the development of more sophisticated
estimation techniques.

Bayesian statistics o�ers a comprehensive framework to address these challenges
by incorporating prior information and updating it with new data. This
approach is particularly advantageous in finance, where historical data and
expert opinions can inform the estimation process. Bayesian methods account
for parameter uncertainty by treating parameters as random variables with
associated probability distributions, providing a more holistic view of the risks
involved. They can improve the estimation of both the mean vector and the
covariance matrix, mitigating issues of high dimensionality and instability by
shrinking estimates towards a target, thus reducing estimation error and leading
to more stable and reliable results.

Moreover, the dynamic nature of financial markets introduces the issue of time-
inconsistency in portfolio optimization, where strategies that are optimal at
one point in time typically do not remain optimal in the future. Addressing
time-inconsistency is crucial for developing portfolio strategies that can adapt
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to evolving market conditions and maintain their optimality over time. Game-
theoretic approaches o�er valuable insights into this challenge by modeling
strategic interactions and adaptive behavior in competitive environments.

In conclusion, the challenges posed by high-dimensional data, parameter un-
certainty, and dynamic market conditions necessitate advanced statistical and
mathematical methods. Bayesian statistics and game theory provide powerful
tools to address these challenges, with Bayesian methods o�ering refined es-
timates through prior information and parameter uncertainty modeling, while
game theory enhances decision-making under strategic interactions. As financial
markets evolve, the application of Bayesian and game-theoretic methods in
portfolio theory will remain a critical area of research, driving advancements in
portfolio optimization and risk management.
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Chapter 2

Bayesian statistics

Bayesian statistics is a branch of statistics in which the unknown parameters of
a model are considered random variables, and prior beliefs are combined with
observed data to draw statistical inferences (for an in-depth treatment, see, e.g.,
Bernardo and Smith 2000; Gelman et al. 2013). Let ⇥ denote the parameters
of a model and x the observed data, where x is a realization of the random
matrix X. The fundamental building block of Bayesian statistics is Bayes’ rule,
which states

f(✓|x) = f(✓)f(x|✓)
f(x) , (2.1)

where f(✓) and f(✓|x) denote the prior and posterior distributions of ⇥,
respectively, f(x|✓) denotes the likelihood, and f(x) > 0 is the marginal
likelihood, also known as the evidence.

Remark 2.1. For readability, we often use the same symbol f for di�erent
distributions and, later on, do not always distinguish between ⇥ and ✓. The
context will clarify the specific meaning, despite this slight abuse of notation.

Since the denominator in (2.1) is independent of ⇥, it is common to consider
the unnormalized version of the posterior distribution, namely

f(✓|x) Ã f(✓)f(x|✓). (2.2)

The posterior distribution of ⇥, which represents the updated belief about the
model parameters after observing the data, can be utilized to draw conclusions
about the parameters and their uncertainties.

Figure 2.1 illustrates the updating of beliefs in Bayesian inference. In this
example, a normal prior distribution for the mean parameter, with a mean of zero
and a variance of one, is updated based on a normal likelihood. The data consists
of 30 observations generated from a normal distribution with a mean of one and
a variance of one. This results in the posterior distribution, demonstrating how
beliefs about the mean parameter are adjusted after incorporating new data.
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Figure 2.1: Illustration of Bayesian updating, showing the normal prior distri-
bution for the mean parameter and the resulting posterior distribution. The
update is based on a normal likelihood with 30 data points, generated from a
normal distribution with a mean of one and a variance of one.

Additionally, Bayesian inference permits the prediction of future (unobserved)
values x̃ using the integral

f(x̃|x) =
⁄

f(x̃,✓|x)d✓ =
⁄

f(x̃|✓)f(✓|x)d✓, (2.3)

where f(x̃|x) is known as the posterior predictive distribution of X̃. This
distribution is particularly useful for making point predictions about future
observations, typically by employing its mean or mode as the predictor, and for
constructing credible intervals that reflect the uncertainty of these predictions.

Based on the discussion above, it is evident that Bayesian inference encom-
passes two pivotal steps. Initially, the probability distributions for the data
and parameters are established, typically informed by prior knowledge pertin-
ent to the scientific issue at hand. Subsequently, the posterior distributions
are computed using the observed data. This computation often necessitates
evaluating a multi-dimensional integral. Numerical methods, such as stochastic
representations and Markov chain Monte Carlo (MCMC), have been specifically
developed to address this challenge. In the remainder of this chapter, we will
examine these steps in more detail.

2.1 Prior distributions

In Bayesian statistics, the selection of appropriate prior distributions is founda-
tional, impacting both subsequent inferences and the computational e�ciency
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of the inference process. Priors can be chosen to reflect contexts with minimal
prior knowledge – termed noninformative – or they may be informative, based
on substantial prior knowledge. Additionally, priors can simplify the computa-
tion of posterior distributions. This section explores these strategies in detail,
beginning with noninformative priors and transitioning to informative priors.

2.1.1 Noninformative priors and the Je�reys prior

In the context of noninformative priors, various strategies are employed to
ensure that inferences are driven primarily by the data rather than by subjective
assumptions. Common strategies include the use of uniform priors, which
distribute probability evenly across possible parameter values, and reference
priors, which aim to maximize the information content in the posterior. Among
these methods, a foundational approach is the utilization of the Je�reys prior.
This prior is derived from the Fisher information matrix, which quantifies
the expected amount of information that observed data x provides about the
parameters ✓. To begin our detailed examination, we first introduce the Fisher
information matrix formally.

Definition 2.1 (Fisher information matrix). The Fisher information matrix
I(✓) for a parameter vector ✓ based on observed data x is defined as

I(✓) := E
C3

ˆ

ˆ✓
log (f(x|✓))

4 3
ˆ

ˆ✓
log (f(x|✓))

4€ ---✓
D

, (2.4)

where log denotes the natural logarithm, and ˆ
ˆ✓ log (f(x|✓)) is known as the

score function.

Remark 2.2. Under regularity conditions, the Fisher information matrix can
also be expressed as

I(✓) = ≠E
5

ˆ
2

ˆ✓ˆ✓€ log (f(x|✓))
---✓

6
, (2.5)

where ˆ2

ˆ✓ˆ✓€ log (f(x|✓)) represents the Hessian matrix of the log-likelihood
function with respect to ✓.

Subsequently, we define the Je�reys prior, intimately linked to this matrix.

Definition 2.2 (Je�reys prior). The Je�reys prior for a parameter vector ⇥ is
defined as

f(✓) Ã


det(I(✓)), (2.6)

where det(I(✓)) denotes the determinant of the Fisher information matrix I(✓).

The determinant of the Fisher information matrix det(I(✓)) serves as a measure
of the total information that the observed data provide about the parameters.
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More precisely, it reflects how sensitive the likelihood function is to changes in
parameter values at the point ✓. High sensitivity means that small changes in
parameter values significantly a�ect the likelihood, giving us greater precision
in estimating those parameters. The Je�reys prior scales the prior density by
the square root of the determinant of the Fisher information matrix, assigning
higher prior density to regions where the data are more informative about the
parameters. This approach helps keep the prior noninformative, allowing the
data to dictate parameter importance and minimizing subjective biases.

Example 2.1. Consider estimating the variance ‡
2 of a normal distribution

from observations x1, x2, ..., xn, assuming that the mean µ is known. The Fisher
information for variance ‡

2 is n
2‡4 . Larger values of ‡

2 result in less information
per data point about the exact value of ‡

2, as the data are more spread out
and less sensitive to changes in ‡

2. Conversely, smaller values of ‡
2 yield data

that are more tightly clustered and thus more informative about changes in
the parameter. The Je�reys prior, f(‡2) Ã 1

‡2 , emphasizes smaller values of ‡
2

where the data are more informative. This scaling directly reflects the data’s
informational content, ensuring the prior remains noninformative by favoring
parameter values where the data are naturally more revealing.

Furthermore, a critical property of the Je�reys prior is its invariance under
reparameterization, ensuring its utility regardless of the parametric form chosen.
If ✓ is a function of another parameter vector �, represented as ✓ = g(�) with
g being continuously di�erentiable, then

f(�) = f(g(�))| det(Òg)| Ã


det(I(�)), (2.7)

where Òg is the Jacobian matrix of the transformation. This property allows
the Je�reys prior to adapt seamlessly between parameterizations, preserving its
e�ectiveness irrespective of how parameters are expressed or transformed.

2.1.2 Informative priors and the conjugate prior

Building on the concept of noninformative priors, where prior information
is deliberately minimized, we shift our focus to informative priors. These
priors are essential in Bayesian inference when substantial prior knowledge
about the parameters is available. They leverage quantifiable information from
prior studies, expert opinions, or established theories to shape the posterior
distribution, thereby exerting a more significant influence on the posterior
outcomes than noninformative priors and enhancing precision in inference when
based on reliable prior information.

Among the various types of informative priors, including those tailored for
specific applications or derived from empirical data, conjugate priors are par-
ticularly noteworthy due to their mathematical properties and computational
advantages. A conjugate prior is defined such that the posterior distribution be-
longs to the same family as the prior, greatly simplifying the Bayesian updating
process.
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Definition 2.3 (Conjugate prior). A conjugate prior for a parameter vector
⇥, given a likelihood function f(x|✓), is a prior distribution f(✓) that, when
combined with this likelihood function through Bayesian updating, results in a
posterior distribution f(✓|x) belonging to the same parametric family as the
prior distribution.

Conjugate priors are particularly useful within the exponential family of distri-
butions due to its mathematical structure, which facilitates the determination
of these priors. This family includes widely used distributions such as the
normal, binomial, and Poisson distributions, making conjugate priors especially
advantageous in these contexts.

Definition 2.4 (Exponential family). A family of probability distributions
belongs to the exponential family if its probability distribution can be expressed
in the canonical form

f(x|✓) = h(x) exp
!
⌘(✓)€T (x) ≠ A(✓)

"
, (2.8)

where ⌘(✓) is the natural parameter vector, T (x) is the su�cient statistic, A(✓)
is the log-partition function, and h(x) is the base measure.

The form of the exponential family directly supports the derivation of conjugate
priors, which simplifies the computational process in Bayesian inference.

Theorem 2.1 (Conjugate priors for the exponential family). Let ✓ be a para-
meter of the exponential family with the likelihood function (2.8). A prior
distribution f(✓) qualifies as a conjugate prior for this family if it can be
formulated as

f(✓) = g(↵, —) exp
!
⌘(✓)€↵ ≠ —A(✓)

"
, (2.9)

where — > 0 represents pseudo-counts, ↵ corresponds to the total contribution
of these pseudo-observations to the su�cient statistic, and g(↵, —) serves as a
normalizing factor.

One notable distribution from the exponential family that demonstrates the
utility of conjugate priors is the multivariate normal distribution. This distribu-
tion is pivotal in areas ranging from economics to genetics due to its capacity
to model correlations between multiple random variables.

Definition 2.5 (Multivariate normal distribution). The k-dimensional random
vector X is said to follow a multivariate normal distribution with a k-dimensional
mean vector µ and a symmetric positive definite k ◊ k covariance matrix ⌃,
denoted by Nk(µ,⌃), if its probability density function is

f(x) = 1
(2fi) k

2 det(⌃) 1
2

exp
3

≠1
2(x ≠ µ)€⌃≠1(x ≠ µ)

4
. (2.10)

To see that this distribution belongs to the exponential family, observe that
its probability density function can be rewritten to express ⌃≠1µ and ≠ 1

2⌃
≠1
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as the natural parameters with x and xx€ as the su�cient statistics. This
formulation explicitly fits the exponential family’s canonical form, enabling the
use of conjugate priors. We employ this parameterization extensively in Papers
III and IV.

In scenarios involving a multivariate normal likelihood function with unknown
means and covariance matrices, the typical conjugate prior involves the Inverse
Wishart distribution.
Definition 2.6 (Wishart distribution and inverse Wishart distribution). The
k ◊ k random matrix X follows a Wishart distribution with n > k ≠ 1 degrees
of freedom and symmetric positive definite k ◊ k scale matrix V , denoted by
Wk(V , n), if its probability density function is given by

f(x) = 1
2 nk

2 det(V ) n
2 �k

!
n
2

"det(x)
n≠k≠1

2 e
≠ 1

2 tr(V ≠1x)
, (2.11)

where tr denotes the trace, �k is the multivariate gamma function defined as

�k

1
n

2

2
:= fi

k(k≠1)
4

kŸ

j=1
�

3
n

2 ≠ j ≠ 1
2

4
, (2.12)

and � is the gamma function, which is a generalization of the factorial function.
A random matrix X follows an inverse Wishart (IW) distribution if its inverse
follows a Wishart distribution. This means that X ≥ IWk(V , n) implies that
X≠1 ≥ Wk(V ≠1

, n ≠ k ≠ 1).
Remark 2.3. Definition 2.6 adheres to the definition of the inverse Wishart
distribution as outlined by Gupta and Nagar (2000, p. 111). This is one of the
two commonly used definitions of the inverse Wishart distribution.

The Wishart distribution is fundamental in statistical methods for estimat-
ing covariance matrices from multivariate normal data and is often used for
constructing confidence regions and statistical tests. The distribution’s hyper-
parameters, particularly the degrees of freedom (n) and the scale matrix (V ),
control its dispersion and scale. Higher degrees of freedom lead to a tighter
distribution around the mean matrix, indicating greater confidence in the as-
sumed covariance structure, while the scale matrix modifies the covariance’s
scale, acting as a prior estimate.

With the foundational concepts of the Wishart and inverse Wishart distribu-
tions established, we now introduce the Normal-inverse-Wishart distribution, a
commonly used conjugate prior for Bayesian inference involving multivariate
normal distributions.
Definition 2.7 (Normal-inverse-Wishart distribution). The composition (µ,⌃)
where µ is a k-dimensional random vector and ⌃ is a symmetric positive
definite k ◊ k random matrix follows a normal-inverse-Wishart distribution with
parameters m0, r0, S0 and d0 if

µ|⌃ ≥ Nk(m0,
1
r0

⌃), and ⌃ ≥ IWk(S0, d0), (2.13)
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and its probability density function is the product of the involved multivariate
normal distribution and inverse-Wishart distribution. This distribution is
denoted NIWk(m0, r0,S0, d0).

The parameters m0, r0,S0, and d0 in the normal-inverse-Wishart prior dis-
tribution, often termed hyperparameters, are important as they significantly
influence the posterior estimates. These parameters can be empirically derived
or defined through hierarchical Bayesian models, thus e�ectively guiding the
Bayesian inference process. In Paper II, we focus specifically on calibrating
S0 and d0 by allowing certain observations to more heavily influence the prior,
thereby enhancing the model’s responsiveness to specific types of data.

2.2 Bayesian computation

The computation of posterior distributions or posterior predictive distributions
typically involves high-dimensional integrals, particularly when non-conjugate
priors are used. These integrals are often analytically intractable, especially
as the dimensionality of the data or model increases, necessitating a variety of
computational approaches.

2.2.1 Foundational sampling techniques

To address the computational challenges of high-dimensional integrals in Bayesian
analysis, a variety of sampling techniques have been developed. Among these,
rejection sampling and importance sampling stand out as initial strategies to
estimate these distributions. However, their practicality diminishes in high-
dimensional contexts due to escalating computational costs and decreasing
e�ciency. Gibbs sampling provides an iterative procedure to sample from
the posterior by sequentially updating each variable conditional on the oth-
ers, enhancing convergence in complex models. As an alternative approach,
stochastic representations o�er an e�ective method for directly sampling from
the posterior distribution using simpler random variables. The e�cacy of these
representations has been extensively studied and utilized in various theoretical
frameworks (see, e.g., Givens and Hoeting 2012; Gupta et al. 2013; Bodnar et al.
2017; Bauder et al. 2021).

As an illustration of employing stochastic representation in Bayesian statistical
methods, consider Theorem 2.2, which is Theorem 1 from Bauder et al. (2021).
This theorem provides a detailed example of how such techniques can be used
to describe the posterior predictive distribution for a new observation in a
multivariate normal setting. The proof and further discussion are provided in
detail by Bauder et al. (2021).
Theorem 2.2. Assume X1, X2, . . . is a sequence of independent and identically
distributed (iid) k-dimensional multivariate normal random variables condition-
ally on µ and ⌃, with both the mean µ and the covariance matrix ⌃ unknown.
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Given a Je�reys prior for these parameters, which is proportional to det(⌃)≠ k+1
2 ,

and a sample [xt≠n, xt≠n+1, . . . , xt≠1]€, the posterior predictive distribution of
a new observation Xt, specifically for a linear combination w

€
Xt denoted by

X̂p,t, can be characterized by the stochastic representation

X̂p,t
d= w

€
x̄t≠1 +


w€St≠1w

Q

a ·1
n(n ≠ k)

+

Û

1 + ·
2
1

n ≠ k

·2Ô
n ≠ k + 1

R

b ,

(2.14)
where x̄t≠1 = 1

n

qt≠1
i=t≠n xi, St≠1 =

qt≠1
i=t≠n(xi ≠ x̄t≠1)(xi ≠ x̄t≠1)€, n > k,

and ·1, ·2 are independent random variables drawn from standard univariate
t-distributions, specifically ·1 ≥ t(n ≠ k) and ·2 ≥ t(n ≠ k + 1). The symbol “ d=”
denotes equality in distribution.

Remark 2.4. Note that the expression of the Je�reys prior for µ and ⌃
in Theorem 2.2 does not depend on the mean vector µ. This reflects the
noninformative nature of the Je�reys prior.

Theorem 2.2 not only delineates the stochastic behavior of the posterior pre-
dictive distribution but also facilitates the sampling process by employing two
independent t-distributions, which are straightforward to sample from.

In Paper I, we show that this stochastic representation can be further simplified
and expressed using a single t-distribution, streamlining the complexity and
improving the e�ciency of the sampling process.

2.2.2 Markov chain Monte Carlo

In scenarios that require more sophisticated methods, Markov chain Monte
Carlo (MCMC) becomes essential. MCMC methods are designed to sample from
complex, high-dimensional probability distributions, serving as a cornerstone in
the Bayesian computational toolkit.

One foundational MCMC method is the Metropolis-Hastings algorithm, delin-
eated in Algorithm 1 (Metropolis et al. 1953; Hastings 1970). In this context,
it is specifically formulated for sampling from the target posterior distribution
of ⇥. This algorithm is a basic yet powerful technique often used as an ini-
tial approach in Bayesian computation. It operates by proposing transitions
between states of a Markov chain and accepting or rejecting these transitions
based on their probability ratios. The proposal distribution q(✓Õ|✓), used to
generate the proposed parameter vectors ✓Õ, is an important component that
influences the e�ciency of the algorithm. If q(✓Õ|✓) is symmetric, meaning that
q(✓Õ|✓) = q(✓|✓Õ), the terms cancel out in the acceptance ratio, simplifying the
computation. However, q must be carefully chosen to balance exploration of the
parameter space with the practicality of calculating acceptance probabilities, as
outlined below.
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Algorithm 1: Metropolis-Hastings algorithm
Input: Initial parameter vector ✓(0), proposal distribution q(✓Õ|✓),

observed data x
Output: A chain of samples {✓(0)

,✓(1)
, . . . ,✓(N)}

for i = 1 to N do

Propose ✓Õ ≥ q(✓Õ|✓(i≠1))
Compute the acceptance ratio
– = min

1
1,

f(✓Õ)f(x|✓Õ)q(✓(i≠1)|✓Õ)
f(✓(i≠1))f(x|✓(i≠1))q(✓Õ|✓(i≠1))

2

Generate u ≥ Uniform(0, 1)
if u Æ – then

✓(i) = ✓Õ

else

✓(i) = ✓(i≠1)

end

end

The Metropolis-Hastings algorithm, though widely applicable, encounters signi-
ficant challenges including high autocorrelation among successive samples and
complexities in optimally tuning the proposal distribution. These factors impede
e�ective exploration of the target distribution and complicate the verification
of convergence of the Markov chain to the posterior distribution.

To address these limitations, alternative MCMC techniques have been developed.
Among these, Hamiltonian Monte Carlo (HMC) uses concepts from physics
related to energy conservation in dynamic systems (Duane et al. 1987). HMC
introduces auxiliary momentum variables for each parameter, facilitating robust
proposals across the probability landscape. The “potential energy” is defined
by the negative logarithm of the target distribution, while the “kinetic energy”
is associated with the momentum variables, typically defined as a quadratic
function. By employing Hamiltonian dynamics, HMC enables transitions that
are both large in scale and strategically aimed across the state space. This
approach e�ectively circumvents the ine�cient random walk characteristic of
Metropolis-Hastings, thereby significantly enhancing sampling e�ciency.

Building on HMC, the no-u-turn sampler (NUTS) refines this approach by using
a recursive algorithm to automatically determine the optimal trajectory length
(Ho�man and Gelman 2014). This algorithm stops extending the trajectory
when it begins to backtrack, e�ectively avoiding redundant looping. This
mechanism eliminates the necessity for manual adjustment of the trajectory
length – a laborious requirement in conventional HMC. Consequently, NUTS
proves particularly e�ective for complex, high-dimensional models, dynamically
optimizing the path length and ensuring e�cient exploration of the state space
without the need for manual intervention. We employ the NUTS algorithm
in Paper IV, utilizing its e�cient sampling capabilities to address the specific
challenges posed by our model.
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Chapter 3

Modern portfolio theory

and beyond

The foundation of what is referred to as modern portfolio theory, which is
no longer considered modern but remains fundamental, was established by
Markowitz (1952), for which he was awarded the Nobel Memorial Prize in
Economic Sciences in 1990. His seminal work introduced a systematic framework
for constructing financial portfolios, henceforth referred to simply as “portfolios”.

Definition 3.1 (Portfolio). A portfolio of dimension k is a combination of k

financial assets. Let v = (v1, v2, . . . , vk)€ represent the nominal values of these
assets in the portfolio, where vi can be positive or negative. The total portfolio
value V is given by V =

qk
i=1 vi. We define the (relative) portfolio weights

w = (w1, w2, . . . , wk)€ as
wi := vi

V
(3.1)

for i = 1, 2, . . . , k, assuming V > 0.

Remark 3.1. Cases with zero or negative total portfolio value require additional
considerations. For the purpose of this thesis, we assume V > 0.

Central to Markowitz’s framework is the mean-variance optimization problem,
which strategically balances risk and expected returns through diversification.
Let X denote a random vector representing the future returns of individual
assets. The optimization problem can then be expressed as

argmin
w: E[w€X]=R0, w€1=1

Var(w€X), (3.2)

where E[w€X] = w€µ represents the expected return of the portfolio, with
µ as the mean return vector. Similarly, Var(w€X) = w€⌃w denotes the
variance of the portfolio’s returns, where ⌃ is the covariance matrix of the
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returns. The constraint w€1 = 1 ensures that the entire budget is fully invested
across the selected assets, while R0 > 0 denotes the target expected return.

The optimization problem (3.2) can alternatively be formulated to maximize
the expected return for a given level of variance or as a trade-o� problem

argmax
w: w€1=1

E[w€X] ≠ “

2 Var(w€X), (3.3)

where “ is the coe�cient of risk aversion. This formulation is closely related
to the concept of expected utility maximization within the von Neumann-
Morgenstern framework (Neumann and Morgenstern 1944). Specifically, con-
sider a quadratic utility function

U(W ) = W ≠ ·

2 W
2
, (3.4)

where W = w€X represents terminal wealth (with unity initial wealth), and · is
a parameter reflecting the investor’s risk preferences. Under certain conditions
involving the relationship between · and “, the optimal portfolio weights
obtained from maximizing this utility function align with those from the mean-
variance trade-o� formulation (3.3) (see, e.g., pp. 62-63 in Ingersoll 1987).

Logarithmic (log) returns are often favored in financial analyses due to their
advantageous mathematical properties, such as their ability to span from ≠Œ
to Œ and facilitate compounding over multiple periods. However, simple
returns are sometimes also used for their straightforward interpretation. Unless
otherwise specified, log returns are used throughout this thesis.

Remark 3.2. When using log returns, the expression w€X serves as a well-
established approximation of the portfolio return (see, e.g., Panna 2017).

While Markowitz’s foundational model assumes that variance is the sole measure
of risk, such an assumption may not su�ce in scenarios involving asymmetric
return distributions and extreme market events. Furthermore, the model’s
e�cacy relies critically on the precise estimation of µ and ⌃. These challenges
underscore the necessity for incorporating alternative risk measures, improving
parameter estimation techniques, and adopting more dynamic methodologies,
such as Bayesian inference.

In this chapter, we will delve into traditional mean-variance analysis, explore al-
ternative risk measures, and examine parameter estimation along with Bayesian
approaches to portfolio theory.

3.1 Mean-variance analysis

The concept of variance as a measure of risk in portfolio theory has been extens-
ively utilized and studied, both in academic research and practical investment
strategies. This statistical measure is particularly e�ective under the assumption
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of elliptically distributed returns, where it captures the dispersion of potential
outcomes around the expected return. We begin the analysis by considering
scenarios without a risk-free asset and subsequently extend to scenarios that
include such an asset.

3.1.1 Optimization without a risk-free asset

In the canonical mean-variance framework, in the absence of a risk-free asset,
the optimization problem is typically formulated as shown in (3.2) or in any
of its alternative formulations. To solve this problem, the method of Lagrange
multipliers can be employed. Its solution is often expressed in terms of the so-
called global minimum variance (GMV) portfolio, which is the e�cient portfolio
with the lowest possible variance (see, e.g., pp. 52-55 in Ingersoll 1987).

Theorem 3.1 (Characterization of the GMV portfolio). The GMV portfolio is
obtained by removing the constraint E(w€X) = R0 in (3.2), and it satisfies

wGMV = ⌃≠11

1€⌃≠11
, RGMV = 1€⌃≠1µ

1€⌃≠11
, VGMV = 1

1€⌃≠11
, (3.5)

where wGMV , RGMV , and VGMV denote the weights, expected return, and
variance of returns, respectively, of the GMV portfolio.

Having established the GMV portfolio, the solution to the mean-variance
problem (3.2) is then given by (see, e.g., Okhrin and Schmid 2006)

wMV,R0 = wGMV + R0 ≠ RGMV

µ€Qµ
Qµ, Q = ⌃≠1 ≠ ⌃≠111€⌃≠1

1€⌃≠11
. (3.6)

The set of minimal achievable variances paired with corresponding target ex-
pected returns for all R0 Ø RGMV forms the e�cient frontier. This frontier
illustrates the optimal balance between return and variance achievable by an in-
vestor, thereby providing a benchmark in portfolio management. As delineated
in the seminal work of Merton (1972), the e�cient frontier is characterized by
the upper segment of a parabola.

Theorem 3.2 (Characterization of the e�cient frontier). In the mean-variance
space, the upper segment of the e�cient frontier is described by the equation

(R ≠ RGMV )2 = µ€Qµ(V ≠ VGMV ), (3.7)

where µ€Qµ quantifies the curvature of the frontier.

Remark 3.3. While variance is a foundational metric in the theoretical model-
ing of portfolios, standard deviation – or volatility – is predominantly used in
practical applications as the principal measure of risk. This preference arises
because standard deviation, being the square root of variance, is expressed in
the same units as expected returns, facilitating a more intuitive comparison and
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comprehension of the risk-return trade-o�. Since minimizing variance directly
translates to minimizing standard deviation, the solutions for optimizing both
metrics coincide. In practical communications and graphical representations,
the e�cient frontier is typically depicted with expected return plotted against
standard deviation.

3.1.2 Optimization with a risk-free asset

The inclusion of a risk-free asset, such as the yield from short-term government
securities represented by the risk-free rate rf , extends the portfolio’s composition.
This addition does not fundamentally change the nature of the mean-variance
optimization problem specified in (3.2). However, the integration of rf updates
the constraints as

E[w€X] + w0rf = R0, (3.8)
w€1 + w0 = 1, (3.9)

where w corresponds to the weights of the risky assets and w0 represents the
proportion of the portfolio invested in the risk-free asset. Just as in the case
without a risk-free asset, the method of Lagrange multipliers can be applied to
solve this constrained optimization problem. This adjustment leads to innovative
portfolio construction strategies where optimal portfolios combine the risk-free
asset with a specific portfolio on the e�cient frontier, known as the tangency
portfolio.

Theorem 3.3 (Characterization of the tangency portfolio). The tangency
portfolio is uniquely positioned on the e�cient frontier as the portfolio that is
tangent to a line extending from rf to the frontier. It is given by

wT = ⌃≠1(µ ≠ rf1)
1€⌃≠1(µ ≠ rf1) . (3.10)

E�cient portfolios that incorporate a risk-free asset are formed by varying
the allocations between the risk-free asset and the tangency portfolio, with
their combined weights always summing to one. The varying proportions trace
out the capital market line (CML), which delineates the set of portfolios that
achieve the highest expected return for each level of risk. We study a new way
to model the tangency portfolio and associated CML in Papers III and IV.

Figure 3.1 illustrates the e�cient frontier and the CML for the 20 largest stocks
from the S&P 500 as of April 30, 2024. This visualization is based on monthly
returns and employs sample estimates of expected returns µ and covariance ⌃
calculated from data spanning the last 15 years. Only stocks with complete
data availability during this period are considered.

Remark 3.4. The characterization of the e�cient frontier and CML within the
mean-variance framework does not rely on specific distributional assumptions
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Figure 3.1: E�cient frontier and CML for the 20 largest stocks from the S&P
500 as of April 30, 2024. Additionally, expected returns and standard deviations
for each individual stock are depicted.

about returns and explicitly permits short-selling. This allowance implies that
there is no upper bound on the achievable returns or the associated risk.

When a risk-free asset is available, it is also common to model excess returns, i.e.,
returns over the risk-free rate, rather than absolute returns. Given variable eco-
nomic conditions, it is reasonable to consider the risk-free rate time-dependent.
Therefore, each stock’s returns should be adjusted by subtracting the applicable
risk-free rate at each time period t. The mean and covariances of these excess
returns are then computed to provide parameters for portfolio optimization.

When excess returns are used in the analysis, the Sharpe ratio emerges as a
common measure for evaluating the risk-adjusted performance of portfolios
(Sharpe 1966).
Definition 3.2 (Sharpe ratio). The Sharpe ratio of a portfolio is defined as

w€µexcess
w€⌃excessw

, (3.11)

where µexcess is the vector of expected excess returns and ⌃excess is the covariance
matrix of the excess returns.

The Sharpe ratio measures the additional return per unit of risk compared to
the risk-free asset and di�erentiates e�ective portfolio strategies that maximize
returns for a given risk level. In practice, the estimated Sharpe ratio ŜR is often
calculated using sample means and variances from observed excess returns.

While the Sharpe ratio is widely used to evaluate risk-adjusted performance,
it has notable limitations due to its sensitivity to estimation errors and the

19



influence of non-symmetrical or varying return distributions. These drawbacks
necessitate a more robust method for assessing the statistical significance of
the Sharpe ratio. The probabilistic Sharpe ratio, introduced by Bailey and
Lopez de Prado (2012), addresses these issues by evaluating the probability
that an estimated Sharpe ratio exceeds a threshold under non-normal return
distributions, while considering track record length.

Definition 3.3 (Probabilistic Sharpe ratio). The probability that an estimated
Sharpe ratio ŜR exceeds a benchmark Sharpe ratio SRú is defined by the
probabilistic Sharpe ratio as

�

Q

a (ŜR ≠ SRú)
Ô

n ≠ 1Ò
1 ≠ “̂3ŜR + “̂4≠1

4 ŜR
2

R

b , (3.12)

where � is the cumulative distribution function of the standard normal distri-
bution, “̂3 =

qn

i=1
(xi≠x̄)3

(n≠1)s3 , and “̂4 =
qn

i=1
(xi≠x̄)4

(n≠1)s4 , with {xi} representing the
portfolio returns, x̄ the sample mean, and s the sample standard deviation.

Both the Sharpe ratio and the probabilistic Sharpe ratio are utilized in Papers
III and IV to evaluate di�erent investment strategies.

3.2 Alternative risk measures

While widely adopted, variance-based risk assessment comes with notable limit-
ations. One significant drawback is its inability to capture tail risk adequately,
making it less e�ective in identifying highly adverse financial outcomes. Ad-
ditionally, the variance lacks key properties desirable in risk management,
including subadditivity. These shortcomings have been critically analyzed in
foundational works, such as the study on coherent measures of risk by Artzner
et al. (1999). Coherent risk measures are defined as functions that satisfy four
essential properties, making them more suitable for risk assessment.

Definition 3.4 (Coherent risk measure). A risk measure fl : L æ R, where L is
a space of real-valued random variables representing returns, is called coherent
if it satisfies the following properties for all X, Y œ L:

• Monotonicity: If X Æ Y almost surely, then fl(X) Ø fl(Y ).

• Subadditivity: fl(X + Y ) Æ fl(X) + fl(Y ).

• Positive homogeneity: For all ⁄ Ø 0, fl(⁄X) = ⁄fl(X).

• Translation invariance: For all c œ R, fl(X + c) = fl(X) ≠ c.

Remark 3.5. It is important to note that X and Y represent events at the end
of a trading period and hence should be discounted. In practice, if considering
relatively high-frequency returns such as daily returns, this has minor influence.
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These properties ensure that the risk measure behaves consistently under scaling
and aggregation of risks, and adequately adjusts for shifts in the level of a
risk profile. The deficiencies of variance-based methods, coupled with evolving
regulatory requirements, have prompted researchers and practitioners to seek
more suitable risk measures, which we will explore in this section.

3.2.1 Value at risk and conditional value at risk

Two risk measures that have become increasingly popular in both academia and
industry over the past few decades are value at risk (VaR) and conditional value
at risk (CVaR), also known as expected shortfall. These metrics emphasize
the distributional tail behavior of returns, which is particularly valuable for
assessing potential extreme losses.

Definition 3.5 (VaR and CVaR). Let X denote a random return and let F≠X

represent the cumulative distribution function (CDF) of ≠X. VaR at confidence
level – œ (0, 1) is given by

VaR–(X) := F
≠1
≠X(–) (3.13)

and CVaR at level – is defined as

CVaR–(X) := 1
1 ≠ –

⁄ 1

–
VaR“(X)d“. (3.14)

Intuitively, VaR establishes a threshold such that the probability of a loss exceed-
ing this value is confined to the specified confidence level, thereby quantifying
the worst expected loss under typical market conditions. However, VaR is not
a coherent risk measure because it generally lacks the property of subadditivity.
This deficiency implies that aggregating two assets can result in a combined VaR
that exceeds the sum of the individual VaRs, potentially misrepresenting risk
reduction benefits a�orded by diversification. In contrast, CVaR, determined by
averaging the losses that exceed the VaR threshold, adheres to all four criteria
of coherence. The advantages of CVaR over VaR, particularly its coherence,
are thoroughly discussed in seminal works by Acerbi and Tasche (2002a) and
Acerbi and Tasche (2002b).

Figure 3.2 provides an empirical illustration of VaR and CVaR, utilizing daily
historical returns of Apple Inc. over the past 15 years up to April 30, 2024.

VaR and CVaR have also been utilized as alternative risk measures in portfolio
optimization, challenging traditional reliance on variance. The foundational
work on the optimization of CVaR by Rockafellar and Uryasev (2000) set a
significant precedent for these methods in practical applications. Alexander and
Baptista (2002, 2004) further examined the e�ects of VaR and CVaR in the
portfolio optimization framework, demonstrating their potential for creating
e�cient portfolios. They addressed problems related to

argmin
w: E[w€X]=R0,w€1=1

VaR–(w€X), (3.15)
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Figure 3.2: Empirical distribution of daily historical Apple Inc. returns over
the past 15 years up to April 30, 2024, illustrating (negative) VaR and CVaR.

and
argmin

w: E[w€X]=R0,w€1=1
CVaR–(w€X), (3.16)

where VaR–(w€X) and CVaR–(w€X) denote the portfolio VaR and CVaR,
respectively, at level –. The studies by Alexander and Baptista (2002, 2004)
demonstrated that portfolios optimized for mean-VaR or mean-CVaR e�ciency
will also be mean-variance e�cient, assuming normally distributed returns.
However, the converse does not always hold true. Additionally, their research
established that global minimum VaR and CVaR portfolios are only achievable
if – is su�ciently high. In Paper I, we revisit similar optimization problems
addressed by Alexander and Baptista (2002, 2004), but from a Bayesian per-
spective.

3.2.2 Scoring functions, elicitability, and backtesting

In practice, estimating and backtesting of VaR and CVaR is challenging due to
the uncertainty of financial returns and the inherent complexity of these risk
measures. To fully comprehend these challenges, it is necessary to introduce
the concepts of scoring functions and elicitability, which play fundamental roles
in the estimation and validation of these risk measures.

Definition 3.6 (Scoring function). A scoring function s : R ◊ R æ [0, Œ)
evaluates the accuracy of predictions by assigning a numerical penalty based on
the deviation between the predicted value and the observed outcome.

Next, consider a functional ‹ that maps a class of probability measures P on R
to subsets of real numbers, such as means, medians, or quantiles. Consistent and
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strictly consistent scoring functions provide an e�ective framework for assessing
these functionals (see, e.g., Ziegel 2016).

Definition 3.7 (Consistent and strictly consistent scoring functions). A scoring
function s is consistent for a functional ‹ relative to a class of probability
measures P if, for all P œ P and all t œ ‹(P ), the expected score satisfies

EP [s(t, Y )] Æ EP [s(x, Y )] (3.17)

for all x œ R, where Y has distribution P . The scoring function s is strictly
consistent if, additionally, the condition holds with equality only if x œ ‹(P ).

Remark 3.6. In many instances, but not always, ‹(P ) is single-valued. An
important example of this is the expectation functional E, particularly when
applied to the set of all probability measures with finite mean.

We can now introduce the concept of elicitability, which relies on strictly
consistent scoring functions.

Definition 3.8 (Elicitable functional). A functional ‹ is elicitable relative to
the class P of probability measures if there exists a scoring function s that is
strictly consistent for ‹ relative to P.

Elicitability is a desirable property of risk measures, as it ensures that they can
be statistically tested and validated, leading to more reliable financial decision-
making. VaR is a prime example of an elicitable risk measure because it
corresponds directly with quantiles, which are known to be elicitable functionals.
For instance, the quantile ‹(P ) = q– can be elicited using a consistent scoring
function such as the quantile loss function

s(x, y) = (– ≠ IyÆx)(y ≠ x), (3.18)

where I is the indicator function. This function encourages accurate estimation
of quantiles by assigning lower scores to predictions that are closer to the
observed data.

As shown by Gneiting (2011) and elaborated by Ziegel (2016) and Nolde and
Ziegel (2017), CVaR does not share this property. This lack of elicitability
complicates the backtesting of CVaR because there is no naturally associated
scoring function that can consistently rank its accuracy against historical data.
However, findings by Fissler et al. (2016) demonstrate that CVaR is jointly
elicitable with VaR. Despite this progress, the inherent di�culties in backtesting
CVaR remain. This limitation a�ects the verification of CVaR predictions, yet
specialized testing methodologies have been developed to address this challenge.

The Basel Accords require banks to conduct backtests of VaR and CVaR over
multiple years, each backtest covering approximately 250 trading days, by
counting the number of VaR exceedances (The Basel Committee on Banking
Supervision 2024). While it is common to backtest CVaR by evaluating VaR
at multiple levels, each level is traditionally tested using a binomial model of

23



exceedances (Christo�ersen 1998). However, this approach raises complex issues
regarding how to appropriately combine these individual tests, particularly when
dealing with distributions that exhibit heavy tails. To address this, Kratz et al.
(2018) recommend a multinomial backtest that evaluates VaR at multiple levels,
significantly enhancing test sensitivity and reliability. This approach involves
a series of hypothesis tests over a grid of VaR levels, –1, . . . , –N , providing a
detailed examination of the model’s performance across the entire risk spectrum.
The test checks for unconditional coverage and independence of exceedances,
crucial for e�ective risk assessment.

In Paper II, we present a novel method for estimating both VaR and CVaR, em-
ploying both the Basel binomial backtest and the Kratz et al. (2018) multinomial
test to evaluate its accuracy.

3.3 Parameter estimation and Bayesian

approaches

Thus far, our discussion has centered on theories related to the optimal construc-
tion of portfolios and the associated risks. However, a crucial and challenging
aspect that remains unaddressed is the estimation of parameters essential for
these models, particularly µ, ⌃, and the portfolio weights themselves. Accurate
parameter estimation is pivotal, as the e�ectiveness of portfolio optimization
strategies critically depends on the reliability of these inputs. Traditional ap-
proaches often rely on point estimates that may not adequately capture the
underlying uncertainties in financial markets. In contrast, Bayesian approaches
o�er a rigorous framework for incorporating prior knowledge and observed
data within a probabilistic model, providing a comprehensive method for para-
meter estimation. This section will explore various methodologies for parameter
estimation, starting with traditional techniques such as shrinkage, AR- and
GARCH-based methods, and will progressively focus on the application of
Bayesian approaches in portfolio theory.

3.3.1 Shrinkage and time series methods

The estimation of parameters in financial models often faces challenges due to
the high dimensionality and time-varying volatility of market data. Of particular
interest is the modeling of µ and ⌃ (see, e.g., Tsay 2010; Fan et al. 2013, for
an overview). Noteworthy among the approaches used are shrinkage estimat-
ors, AR (autoregressive) and GARCH (generalized autoregressive conditional
heteroskedasticity) models.

The primary goal of shrinkage is to reduce estimation error by combining an
estimate of the covariance matrix, often chosen as the sample covariance matrix,
with a target matrix, which is usually a simpler and more stable estimator
(Ledoit and Wolf 2003; Ledoit and Wolf 2004).
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Definition 3.9 (Shrinkage estimator). The shrinkage estimator, denoted as ⌃̂,
is defined by

⌃̂ = flT + (1 ≠ fl)S, (3.19)

where S represents an estimator of the covariance matrix, T is a target matrix,
and fl is the shrinkage intensity, which controls the balance between S and T .

Optimal values of fl are typically determined through analytical methods or
cross-validation, aiming to enhance predictive performance while ensuring
matrix stability. In recent years, advancements in this field have significantly
enhanced the e�ectiveness and applicability of shrinkage estimators, particularly
in high-dimensional portfolio contexts (Bodnar et al. 2022b; Bodnar et al. 2023).

Another important tool in financial econometrics is the AR model, which is
essential for analyzing time series data by capturing the relationship between
an observation and its lagged values over time.

Definition 3.10 (Univariate AR model). For a univariate return series xt, the
AR(p) model is defined as

xt = „0 +
pÿ

i=1
„ixt≠i + at, (3.20)

where {„i} are the parameters of the model, p is a nonnegative integer, and
{at} is a sequence of iid random variables with mean 0 and finite variance ‡

2
a.

For the AR(p) model to be stationary, all roots of the characteristic equation

1 ≠
pÿ

i=1
„iz

i = 0 (3.21)

must lie outside the unit circle in the complex plane. This condition ensures
that the time series has a constant mean, variance, and autocovariance structure
over time, which is essential for meaningful statistical analysis and forecasting.

The order p of the AR model can be determined using the partial autocorrelation
function (PACF) or information criteria such as AIC (Akaike information
criterion) and BIC (Bayesian information criterion). After determining the
order, the parameters can be estimated using the conditional least-squares
method.

It is straightforward to extend the definition of the univariate AR model to
the multivariate case, allowing for the modeling of vector time series data and
capturing the dynamic interactions between multiple time series variables.

Following this, the GARCH model is widely used for modeling time-varying
volatility in financial time series. (Bollerslev 1986).

Definition 3.11 (Univariate GARCH model). For a univariate return series
xt, let at = xt ≠ µt, where µt represents the time-varying mean of the returns.
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Then at follows a GARCH(m, s) model if

at = ‡t‘t, ‡
2
t = –0 +

mÿ

i=1
–ia

2
t≠1 +

sÿ

j=1
—j‡

2
t≠j , (3.22)

where {‘t} is a sequence of iid random variables with mean 0 and variance 1,
and {–i} and {—j} are the parameters of the model.

The conditions –0 > 0, –i Ø 0, —j Ø 0, and
qm

i=1 –i +
qs

j=1 —j < 1 are
typically imposed to ensure stationarity and a finite unconditional variance of at.
Moreover, ‘t is often assumed to follow a normal or t-distribution. Parameters
–i and —j are typically estimated using maximum likelihood estimation.

The GARCH model provides a dynamic framework for modeling the condi-
tional variance of time series data, reflecting the reality that volatility tends
to cluster over time. The literature on GARCH models is extensive, with
various adaptations such as EGARCH (Nelson 1991), TGARCH (Zakoian 1994),
and GJR-GARCH (Glosten et al. 1993), among others, that cater to di�erent
aspects of volatility modeling and leverage e�ects. Additionally, stochastic
models with power-law tails, described by stochastic recurrence equations, o�er
a di�erent perspective on capturing the heavy-tailed nature of financial returns
(Buraczewski et al. 2016), and GARCH models fit into this broader framework.

Numerous models extend GARCH to the multivariate setting, with the dy-
namic conditional correlation (DCC) GARCH model standing out due to its
computational e�ciency and flexibility (Engle 2002).

Definition 3.12 (DCC-GARCH model). For a multivariate return series xt of
dimension k, let at = xt ≠ µt, where µt represents the time-varying mean of
the returns. Then at follows a DCC-GARCH(m, s) model if

at = ⌃1/2
t ✏t, (3.23)

where ✏t ≥ N(0, I) and ⌃1/2
t is the square root of the conditional covariance

matrix ⌃t, given by
⌃t = DtRtDt. (3.24)

Here, Dt is a diagonal matrix containing the conditional standard deviations of
each asset, derived from their respective univariate GARCH(m, s) models

Dt = diag(
Ò

‡
2
1t,

Ò
‡

2
2t, . . . ,

Ò
‡

2
kt), (3.25)

where ‡
2
it is the conditional variance of asset i at time t. The time-varying

correlation matrix Rt is updated through

Qt = (1 ≠ ◊1 ≠ ◊2)S + ◊1✏t≠1✏
€
t≠1 + ◊2Qt≠1, (3.26)

Rt = JtQtJt, (3.27)
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where S is a positive definite matrix, ◊1 and ◊2 are nonnegative parameters
satisfying 0 < ◊1 + ◊2 < 1, and Jt is a normalization matrix satisfying

Jt = diag(q≠1/2
11,t , . . . , q

≠1/2
kk,t ), (3.28)

where q11,t, . . . , qkk,t denote the diagonal elements in Qt.

Remark 3.7. In practice, S is often set to the sample second moment of
✏t. This is done to capture the empirical correlation structure among the
standardized residuals. However, research indicates that using the sample
second moment approach is generally not reliable and S can be di�cult to
interpret (Aielli 2013).

This model structure allows the DCC-GARCH to e�ectively model the covariance
matrix by dynamically adjusting correlations among asset returns based on
new market information. The assumption of normality for ✏t enables the use of
maximum likelihood estimation to estimate the parameters of the model.

In Papers III and IV, the shrinkage method is used as a benchmark for cov-
ariance estimation, while in Paper II, the DCC-GARCH model is used as a
comparison method to analyze dynamic conditional correlations in financial
time series. Typically, point estimates of µ and ⌃ are employed directly to
compute the optimal portfolio weights in portfolio optimization, neglecting the
inherent parameter uncertainty. This practice can lead to suboptimal portfolio
decisions, as it fails to consider the variability and potential biases associated
with parameter estimation (Michaud 1989). Furthermore, treating these estim-
ates as if they were the true parameters can lead to portfolios that generally
perform worse than even naive diversification strategies (DeMiguel et al. 2009).

3.3.2 Bayesian approaches

Bayesian statistics o�ers a di�erent perspective on estimation and uncertainty
that has been influential in portfolio theory since the 1960s (see Zellner and
Chetty 1965; Winkler 1973; Winkler and Barry 1975; Klein and Bawa 1976;
Bawa et al. 1979, for early works). In particular, the Bayesian framework
facilitates the incorporation of prior beliefs and the quantification of uncertainty
(see, e.g., Avramov and Zhou 2010, for an overview).

This Bayesian methodology leverages posterior distributions to draw inferences
and construct optimal portfolios, inherently accounting for parameter uncer-
tainty. Building on the foundational work of Zellner and Chetty (1965), the
Bayesian optimal portfolio is derived in a general setting by maximizing an
expected utility, such as (3.4). This utility function represents investor pref-
erences toward risk and return, and its expected value is computed based on
the posterior predictive distribution. Specifically, the optimization problem is
formulated as

wBayes = argmax
w: w€1=1

⁄
U(w€xt+1)f(xt+1|x(t))dxt+1, (3.29)
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where f(xt+1|x(t)) is the posterior predictive distribution of future returns
Xt+1 given x(t) = [xt,xt≠1, . . . ,xt≠n+1] and U(w€xt+1) denotes the utility of
holding portfolio w at time t + 1 given the occurrence of xt+1. The posterior
predictive distribution accounts for estimation errors by integrating over the
unknown parameter space as outlined in (2.3).

While some authors employ the comprehensive utility-based Bayesian approach
(see, e.g., Klein and Bawa 1976; Brown 1978), many adopt a more practical
method in the mean-variance framework (see, e.g., Stambaugh 1997; Polson
and Tew 2000; Rachev et al. 2008; Bauder et al. 2021). This alternative
utilizes the mean-variance trade-o� objective as in (3.3) instead of a utility
function, while still considering posterior predictive returns. Although a mean-
variance objective function can provide insights, it is not inherently consistent
with expected-utility maximization. Specifically, unless the utility function is
quadratic, the mean-variance objective often serves as an approximation within
this framework.

To explore the impact of Bayesian estimation on portfolio parameters and
weights, let us assume that the returns are jointly normally distributed condi-
tionally on µ and ⌃. The conjugate prior for µ and ⌃, as outlined in Definition
2.7, is given by (see Gelman et al. 2013, p. 73, but note that we use a di�erent
parameterization of the inverse Wishart distribution)

µ|⌃ ≥ Nk(m0,
1
r0

⌃), and ⌃ ≥ IWk(S0, d0), (3.30)

where r0,S0, d0, and m0 are hyperparameters. Integrating the prior density
with the normal likelihood yields a posterior density from the same family,
characterized by the updated parameters

mn = r0
r0 + n

m0 + n

r0 + n
x̄, rn = r0 + n, (3.31)

and

dn = d0 + n, Sn = S0 + S + r0n

r0 + n
(x̄ ≠ m0)(x̄ ≠ m0)€

, (3.32)

where

x̄ = 1
n

n≠1ÿ

i=0
xt≠i, S =

n≠1ÿ

i=0
(xt≠i ≠ x̄)(xt≠i ≠ x̄)€

. (3.33)

Moreover, the marginal distributions are expressed as

µ|x(t) ≥ tk

3
dn ≠ 2k,mn,

Sn

rn(dn ≠ 2k)

4
, (3.34)

⌃|x(t) ≥ IWk(Sn, dn), (3.35)

and the posterior predictive distribution is given by

xt+1|x(t) ≥ tk

3
dn ≠ 2k,mn,

Sn(rn + 1)
rn(dn ≠ 2k)

4
. (3.36)
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The posterior predictive distribution can be utilized in addressing the mean-
variance trade-o� problem as delineated in (3.3), while also accounting for
parameter uncertainty and allowing for the integration of prior information
into the model. More precisely, the revised mean blends the sample mean
with the prior mean, and the updated covariance matrix represents a weighted
combination of the prior covariance matrix, the sample covariance matrix, and
the deviation of x̄ from m0. An increase in r0 emphasizes greater confidence
in the prior mean, m0, while an increase in d0 signifies stronger belief in the
covariance structure indicated by S0.

If an investor possesses minimal prior information, the hyperparameters can
be adjusted such that the conjugate prior emulates the noninformative Je�reys
prior (Gelman et al. 2013). In this scenario, and in the presence of a risk-free
asset, the tangency portfolio remains consistent with the optimal portfolio
derived from sample estimates of µ and ⌃. However, the Bayesian framework
typically results in smaller allocations to risky assets compared to the traditional
approach (Avramov and Zhou 2010).

Leveraging the flexibility of Bayesian modeling in portfolio theory has been a
prominent research focus over the past decades. Some researchers advocate
for incorporating prior information through asset pricing models (Pástor and
Stambaugh 2000), while others propose the use of objective-based priors (Tu
and Zhou 2010). Recent studies have also explored the construction of robust
Bayesian portfolios (Anderson and Cheng 2016).

The most well-known Bayesian approach remains the Black-Litterman model,
which addresses the mean-variance trade-o� problem (3.3) in the presence of
a risk-free asset (Black and Litterman 1992; He and Litterman 2002). This
approach assumes that excess returns are normally distributed and begins by
computing market equilibrium expected excess returns as

⇡ = “⌃̂wMarket
, (3.37)

where ⇡ represents the vector of equilibrium returns, “ is the risk aversion
coe�cient, ⌃̂ is an estimated covariance matrix of asset returns, and wMarket

denotes the market capitalization weights. The Bayesian prior is that the
expected returns, µ, are centered at the equilibrium values, i.e., they are
normally distributed with the mean ⇡

µ = ⇡ + ✏(e)
, (3.38)

where ✏(e) is a normally distributed random vector with zero mean and covariance
matrix ·⌃̂. Here, · is a scalar indicating the uncertainty of the capital asset
pricing model (CAPM) prior. Next, investors incorporate their specific views
into the model

Pµ = Q + ✏(v)
, (3.39)

where Q represents the vector of investor views on returns, P is a matrix
that maps these views onto the assets, and ✏(v) is an unobservable normally
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distributed random vector with zero mean and a diagonal covariance matrix ⌦.
It is further assumed that the errors ✏(e) and ✏(v) are independent

3
✏(e)

✏(v)

4
≥ N2k

3
0,

3
·⌃̂ 0
0 ⌦

44
. (3.40)

The views are then combined with the CAPM prior in the Bayesian framework.
The posterior estimates of expected returns, blending market equilibrium and
investor views, are calculated as

µ̄ =
Ë
(·⌃̂)≠1 + P€⌦≠1P

È≠1 Ë
(·⌃̂)≠1⇡ + P€⌦≠1Q

È
, (3.41)

where µ̄ represents the adjusted expected returns. Furthermore, the covariance
matrix of the posterior distribution of the expected returns is given by

M̄≠1 =
Ë
(·⌃̂)≠1 + P€⌦≠1P

È≠1
. (3.42)

Finally, the optimal portfolio weights can be written as

wBL = 1
“
⌃̄≠1µ̄ = 1

“
⌃̄≠1M̄≠1

Ë
(·⌃̂)≠1⇡ + P€⌦≠1Q

È
, (3.43)

where ⌃̄ = ⌃̂ + M̄≠1.

An elegant feature of the Black-Litterman model is its ability to provide intuitive
results even when an investor has no specific views. In the absence of investor
views, the model defaults to the market equilibrium portfolio, reflecting the
overall market consensus. This inherent flexibility makes the Black-Litterman
model a powerful tool in portfolio optimization.

In this thesis, we apply Bayesian methods to portfolio theory across Papers
I-IV, considering both informative and noninformative priors, with a special
emphasis on informative priors. In particular, Paper III introduces a novel
approach to incorporating prior information, which shares some similarities
with the Black-Litterman model and includes comparisons with it.
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Chapter 4

Time-inconsistent control

theory in portfolio

optimization

In the previous chapter, we focused on optimization problems in portfolio theory,
where decisions are made without explicitly accounting for future re-optimization.
This approach e�ectively treats the problem as a one-period scenario, which is
typical in traditional modern portfolio theory. However, real-world investment
strategies often require a multi-period optimization approach, which introduces
the complexities of optimal control and time inconsistency.

To elucidate these concepts, consider an investor at time n who seeks to establish
an allocation strategy that maximizes their reward by a future time T . This
strategy specifies the initial asset allocations at n and the reallocation actions
at multiple future times up to T , given all possible market outcomes. In a
time-consistent setting, the optimal investment strategy remains unchanged over
time. Conversely, in a time-inconsistent setting, an initially optimal strategy
may no longer be optimal in the future, raising fundamental questions about
the nature of optimality. For example, imagine deciding today that if the Apple
stock reaches $190 tomorrow, you will invest a certain amount based on your
current optimization strategy. However, when tomorrow arrives, the optimal
decision rule changes, and the predetermined investment is no longer optimal.
In other words, a strategy that was deemed optimal at the beginning no longer
holds, raising the question of how it was considered optimal from the start.

More formally, consider a discrete-time controlled Markov process {X
u
n }, n œ

{0, 1, . . . , T}, representing the portfolio value, evolving in the state space R. In
this setup, there is one risky asset and the remainder is invested in a risk-free
asset. The control process u, which represents the amount invested in the risky
asset and takes values in the same space, is defined as a feedback control law
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where un = un(Xu
n ) for each n < T (see, e.g., Björk and Murgoci 2014, for

details). For a fixed initial point (n, x), a typical goal is to find the control
process u that maximizes the mean-variance reward functional, represented by

Jn(x,u) = En,x [Xu
T ] ≠ “

2 Varn,x[Xu
T ], (4.1)

where En,x[Xu
T ] and Varn,x[Xu

T ] denote the expectation and variance of the
terminal portfolio value, respectively, conditioned on the state Xn = x. The
parameter “ represents the degree of risk aversion (Björk and Murgoci 2014;
Björk et al. 2021). This formulation extends the regular mean-variance trade-o�
problem discussed previously, represented in the single-period setting by (3.3),
to a multi-period framework where reallocation decisions are made at multiple
future times.

Remark 4.1. In this chapter, we focus on the actual portfolio value rather
than returns, di�ering from the approach taken in the previous chapter. This
choice aligns with the prevailing literature on time-inconsistency in portfolio
optimization. Transitioning between analyzing portfolio values and returns is
straightforward and can be done as required by the specific context.

The described framework inherently leads to a time-inconsistent problem because
the optimal strategy at time n does not generally remain optimal at future times.
In the following sections, we will delve into the concept of time inconsistency by
discussing dynamic programming and exploring how a game-theoretic approach
can be employed to address it.

4.1 Dynamic programming

In order to understand time inconsistency, it is important to first understand
time consistency. This concept has been studied extensively in the field of
dynamic programming. Dynamic programming, pioneered by Bellman (1952), is
a method used in mathematics and computer science to solve complex problems
by breaking them down into simpler subproblems. It is particularly useful for
optimization problems where decisions need to be made sequentially over time.
One of the central concepts in dynamic programming is the Bellman principle,
which addresses time consistency in dynamic decision-making (Bellman 1957).

4.1.1 Time consistency and the Bellman principle

To illustrate time consistency and the fundamental principles applied to handle
such problems, consider a controlled Markov process {X

u
n }, n œ 0, 1, . . . , T , with

control u, both taking values in R, as previously introduced. However, X no
longer necessarily represents portfolio values, and instead of the mean-variance
reward functional (4.1), consider a di�erent setup where the objective is to
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maximize

Jn(x,u) = En,x

C
T ≠1ÿ

k=n

Hk(Xk,uk(Xk)) + F (XT )
D

, (4.2)

where Hk and F are known real-valued functions. Let U denote the class of
admissible feedback laws. Next, we proceed to define the optimal value function.

Definition 4.1 (Optimal value function). The optimal value function V is
defined by

Vn(x) := sup
uœU

Jn(x,u). (4.3)

Assume that, for every initial point (n, x), there exists an optimal control
law that maximizes (4.2), which we denote by ûn,x. Note that, a priori, ûn,x

should be allowed to depend on the starting point (n, x). However, the Bellman
optimality principle formalizes that this is not the case.

Theorem 4.1 (The Bellman optimality principle). Fix an initial point (n, x)
and consider the corresponding optimal control law ûn,x. This law ûn,x remains
optimal for any subinterval [m, T ] where m Ø n. In other words,

ûn,x
k (y) = ûm,Xm

k (y) for all k Ø m and all y œ R. (4.4)

Specifically, the optimal control law at the initial point n = 0, denoted by û, is
also optimal for every subinterval.

The Bellman optimality principle asserts that a plan deemed optimal at an
initial time will remain optimal at later times. For instance, suppose you
optimize (4.2) at time n = 0 and follow the control law û up to time n, at which
point you reach the state Xn. At time n, you might reconsider the problem
and choose to solve it from time n onward. The Bellman principle guarantees
that if you continue to follow the initial control law û from time n onward, it
will still be optimal. For a detailed proof of this principle, refer to pp. 16-17 in
Björk et al. (2021).

Having established the Bellman optimality principle, we now state the Bellman
equation, which expresses a recursive relation for the optimal value function.
Let X

u
n+1 denote the stochastic value of the controlled process at time n + 1,

conditioned on X
u
n . This notation emphasizes that the state process value at

time n + 1 depends only on u = un(Xu
n ), as determined at time n.

Theorem 4.2 (The Bellman equation). The optimal value function satisfies
the recursive equation

Vn(x) = sup
uœR

)
Hn(x, u) + En,x

#
Vn+1(Xu

n+1)
$*

, (4.5)

with the terminal condition
VT (x) = F (x). (4.6)

Furthermore, the supremum in the equation is realized by the optimal control
law ûn(x).
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The Bellman equation can be proved by employing iterated expectations and
the Markov property (see, e.g., pp. 17-19 in Björk et al. 2021, for the proof).
This equation provides a recursive decomposition of the optimization problem,
facilitating a step-by-step approach to finding the optimal value function and
optimal control. The results we have just presented hold for a certain type of
reward functional in the form (4.2). However, as we will see next, when the
reward functional undergoes modification, not only is there no guarantee that
the same streamlined implementation of a recursive solution is possible, but the
concept of optimality itself becomes problematic.

4.2 Mean-variance optimal portfolios

The mean-variance problem is a cornerstone of modern portfolio theory. Initially,
and still often, this problem was formulated as a static problem. However, a
multi-period mean-variance reward, as expressed in (4.1), does not conform
to (4.2) due to the variance term, which can be expressed as Varn,x[Xu

T ] =
En,x[Xu

T
2] ≠ (En,x[Xu

T ])2. The second term is a nonlinear function of the
terminal expected value, which is not permissible in (4.2). It can be shown that
this discrepancy results in a time-inconsistent problem, rendering the standard
Bellman equation inapplicable (see, e.g., pp. 3-4 in Björk et al. 2021, for more
details). Various methods have been proposed in the literature to address
this issue. One approach is pre-commitment, where an investor commits to a
strategy in advance, disregarding the fact that the control law may become
suboptimal at a later stage. Another approach is the myopic strategy, where the
agent recomputes the optimal control at each time step, e�ectively rolling over
a sequence of pre-committed optimal controls. The third approach adopts a
game-theoretic perspective, viewing the problem as an intrapersonal game and
seeking a subgame-perfect Nash equilibrium. Each approach can be appropriate
in di�erent scenarios. In this section, we will delve deeper into the third
alternative.

4.2.1 Game-theoretic approach

The game-theoretic approach to time-inconsistent problems was introduced by
Strotz (1955) and has been extensively developed in subsequent research (see,
e.g., Peleg and Yaari 1973; Basak and Chabakauri 2010; Björk and Murgoci
2014). This approach models a time-inconsistent problem, such as the mean-
variance problem, as a non-cooperative game with a player representing each
distinct point in time. Each player can only choose the control at time n, and
each player acts to maximize their reward, given that all other players act
similarly. Björk and Murgoci (2014) explores various reward functionals from a
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game-theoretical perspective, with the general form

Jn(x,u) =En,x

C
T ≠1ÿ

k=n

Hk(n, x, X
u
k ,uk(Xu

k )) + F (n, x, X
u
T )

D

+ G(n, x,En,x[Xu
T ]), (4.7)

where Hk, F , and G are known real-valued functions. Note that this general
reward functional corresponds to the mean-variance reward functional (4.1)
by setting F (n, x, y) = y ≠ “

2 y
2, G(n, x, y) = “

2 y
2, and Hk(n, x, y, z) = 0. The

game-theoretic framework leads to the concepts of equilibrium control and
equilibrium value function.

Definition 4.2 (Equilibrium control). Let û be a fixed control law and consider
a fixed arbitrary point (n, x). For a fixed u œ R, define the modified control law
ûu,n for any y œ R as

ûu,n
k (y) =

I
ûk(y) for k = n + 1, . . . , T ≠ 1,

u for k = n.
(4.8)

This means that ûu,n di�ers from û only at time n with the control value u.
We define û as a subgame-perfect Nash equilibrium control if for every fixed
(n, x) it holds that

sup
uœR

Jn(x, ûu,n) = Jn(x, û). (4.9)

Furthermore, if such a control law û exists, the equilibrium value function V is
given by

Vn(x) := Jn(x, û). (4.10)

For a standard time-consistent problem, it can be shown that the game-theoretic
equilibrium control law coincides with the standard (time-consistent) optimal
control law. In more general settings, it is often feasible to introduce a so-called
extended Bellman equation to find an equilibrium control and its corresponding
value function.

4.2.2 Extended Bellman equation

To find an extended Bellman equation, it is useful to introduce a sequence
of auxiliary functions. These function sequences are typically easy to express
recursively, facilitating the formulation of an extended Bellman equation. The
following theorem provides one formulation of the Bellman equation correspond-
ing to the reward functional (4.7), although there are variations in how it can
be expressed. For insights on proving the following extended Bellman system,
refer to pp. 41-56 in Björk et al. (2021), where similar proofs are provided.
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Theorem 4.3 (Extended Bellman equation). For the reward functional de-
scribed in (4.7), the extended Bellman system can be expressed as

Vn(x) = sup
u

)
Hn(n, x, x, u) + En,x

#
fn+1

!
X

u
n+1, n, x

"$

+ G
!
n, x,En,x

#
gn+1

!
X

u
n+1

"$" *
, (4.11)

VT (x) =F (T, x, x) + G(T, x, x), (4.12)
fn(x, k, z) =Hn(k, z, x, ûn) + En,x

#
fn+1

!
X

û
n+1, k, z

"$
, (4.13)

fT (x, k, z) =F (k, z, x), (4.14)
gn(x) =En,x

#
gn+1

!
X

û
n+1

"$
, (4.15)

gT (x) =x. (4.16)

The equilibrium control law û achieves the optimal value in (4.11). Here, we
use the notation û = ûn(x), and the probabilistic interpretations of f and g are

fn(x, k, z) =En,x

C
T ≠1ÿ

t=n

Ht

!
k, z, X

û
t , ût

"
+ F (k, z, X

û
T )

D
, (4.17)

gn(x) =En,x

#
X

û
T

$
. (4.18)

We also have
Vn(x) = fn(x, n, x) + G(n, x, gn(x)). (4.19)

The extended Bellman equation is useful as it allows for the recursive determ-
ination of equilibrium controls and values in time-inconsistent problems. In
the case of the mean-variance reward (4.1), this recursive solution simplifies
to closed-form expressions, facilitating a more straightforward analysis and
implementation.

In Paper V, we derive an extended Bellman equation for a mean-semivariance
reward functional. This reward functional also leads to a time-inconsistent
problem, and it turns out that it does not conform to the form given in (4.7).
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Chapter 5

Overview of papers

5.1 Paper I

Paper I addresses the mean-VaR and mean-CVaR portfolio optimization prob-
lems from a Bayesian perspective, utilizing the posterior predictive distribution
of future portfolio returns. Initially, we derive the posterior predictive distribu-
tion of the portfolio returns employing both Je�reys prior and the conjugate
prior. This is done under the assumption that asset returns are conditionally
multivariate normally distributed with respect to the mean vector and covari-
ance matrix, as discussed in Section 2.1. We demonstrate that the posterior
predictive distribution is a t-distribution with degrees of freedom contingent
upon the number of assets, observations, and potentially a hyperparameter.
This result extends and simplifies the theoretical framework established by
Bauder et al. (2021).

Subsequently, we derive expressions for portfolio VaR and CVaR at time t,
showing that they can be formulated as

Qt≠1(w) = ≠w€x̄t≠1 + q–
Ô

rk,n


w€St≠1w, (5.1)

where x̄t≠1, St≠1, and rk,n depend on the chosen prior and historical observa-
tions up to time t ≠ 1. Additionally, q– depends on the chosen VaR or CVaR
level –, and w represents the portfolio weights. We then solve the optimization
problem

argmin
w: Rt≠1(w)=R0,w€1=1

Qt≠1(w), (5.2)

where Rt≠1(w) denotes the target expected portfolio return based on information
available up to time t ≠ 1. It is shown that all solutions of the mean-VaR or
mean-CVaR optimization problem are also solutions of the corresponding mean-
variance optimization problem and belong to its associated e�cient frontier.
However, a solution exists only if R0 is properly chosen, i.e., if R0 is greater
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than the global minimum variance or global minimum VaR or CVaR, depending
on the problem in consideration.

To determine the minimum feasible R0, the global minimum VaR and CVaR
portfolios are characterized, and the mean-VaR and mean-CVaR e�cient fronti-
ers are derived. It is demonstrated that these frontiers correspond to the upper
part of a hyperbola.

Using simulated and empirical data, we illustrate the performance of the
new Bayesian method compared to the conventional plug-in method based
on sample estimates. Our results show that the Bayesian procedure generally
provides superior VaR estimates, and its mean-VaR e�cient frontiers are less
overoptimistic and more closely aligned with the true (population) e�cient
frontier during simulations. A possible extension of this work would be to
consider more general distributions for asset returns beyond the multivariate
normal assumption.

5.2 Paper II

In Paper II, we build upon the framework established in Paper I to develop
and evaluate a novel method for specifying the hyperparameters S0 and d0
in the normal-inverse-Wishart conjugate prior. The objective is to configure
these hyperparameters to e�ectively capture volatility clustering, characterized
by periods of high and low volatility (standard deviation) in asset returns.
We achieve this by defining S0 and d0 based on two distinct rolling window
periods. Specifically, S0, which represents our prior belief regarding covariances,
is aligned with the recent period, while d0, reflecting our degree of certainty in
the prior, varies depending on the deviation of recent portfolio variance from
the long-term variance.

This new volatility-sensitive method, denoted as VS(nr, h, l), employs nr to
specify the length of the recent rolling window period, and h and l to adjust
the degree of certainty for high and low volatility periods, respectively. Hence,
increasing h or l makes the model more sensitive to market changes.

We derive theoretical results relating the new method to the method based on
empirical Bayes (EB) and assess its e�ectiveness using both the Basel backtest
of VaR and a multinomial backtest, as discussed in Section 3.2. The perform-
ance of the new method is compared against established methods, including
the EB conjugate method and the DCC-GARCH model, which accounts for
heteroscedasticity. Through simulations and empirical data, we demonstrate
that our method excels, particularly during periods of market turbulence such
as the COVID-19 outbreak in March 2020. The results indicate that many
conventional estimation methods exhibit excessive VaR exceedances, especially
during periods of heightened volatility. Our method, however, adeptly captures
these rapid changes, showcasing its robustness.

A possible extension of this work would be to consider dynamic correlations in
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addition to dynamic volatilities, further enhancing the model’s ability to adapt
to changing market conditions. Additionally, the calibration of nr, h, and l

presents another avenue for future research to optimize the model’s performance.

5.3 Paper III

Paper III introduces Bayesian inference procedures for tangency portfolios,
with a primary focus on deriving a new conjugate prior for portfolio weights.
Compared to Papers I and II, we model the optimal portfolio weights directly
instead of µ and ⌃.

To achieve the new model, we make a crucial observation. Under the assumption
that the conditional distribution of the excess stock returns is normal, the
likelihood function of the stock returns is given by

f(x1:n|µ,⌃) Ãdet(⌃)≠n/2 exp
A

≠1
2

nÿ

i=1
(xi ≠ µ)€⌃≠1(xi ≠ µ)

B
(5.3)

=det(⌃)≠n/2 exp
1

≠n

2µ
€⌃≠1µ

2
exp

A A
nÿ

i=1
xi

B€

⌃≠1µ

+ tr
A
⌃≠1

A
≠1

2

nÿ

i=1
xix

€
i

BB B
, (5.4)

which is the density function of an exponential family (Sundberg 2019) with
canonical parameters

⌫ = ⌃≠1µ and ⌦ = ⌃≠1
, (5.5)

and canonical statistics (t, ≠T /2) with

t =
nÿ

i=1
xi and T =

nÿ

i=1
xix

€
i . (5.6)

The key observation is that ⌫ is proportional to the weights of an optimal
portfolio in the case when the risk-free rate is available, as discussed in Section
3.1.2. This relationship is given by

w = “
≠1⌃≠1µ. (5.7)

As such, ⌫ is the main parameter in the model, while ⌦ will be treated as a
nuisance parameter matrix.

This approach not only enables direct inference about the weights but also allows
for seamless integration of additional information into the prior specification.
Specifically, we utilize high-frequency returns and a market condition metric
(MCM), exemplified by the CBOE Volatility Index (VIX) and Economic Policy
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Uncertainty Index (EPU). An algorithm is presented for combining di�erent
sources of data to achieve an interpretable model, allowing for the specification
of prior weights and enabling additional data to control the belief in these
weights in an automatic way.

We use empirical data to evaluate the new method, employing several benchmark
strategies, including the shrinkage method and the Black-Litterman model, with
monthly rebalancing. Special focus is put on evaluating the impact of turnover
on portfolio performance since the new method shows significant variance in
position sizing. The new method shows promising results in terms of risk-
adjusted performance metrics, such as the Sharpe ratio and the probabilistic
Sharpe ratio.

For future research, it would be worthwhile to explore the performance of the
new conjugate method across diverse asset classes, employing varied rebalancing
frequencies, high-frequency data intervals, and testing di�erent prior weights.

5.4 Paper IV

Utilizing the same parameterization as in Paper III, Paper IV allows for direct
priors for the tangency portfolio weights. However, unlike Paper III, we do not
incorporate additional data sources. Instead, we impose non-negative weight
constraints into an investor’s prior beliefs, resulting in a posterior distribution
focused exclusively on non-negative values.

This results in a setup where we are no longer in a conjugate prior setting, as
in Paper III, and the expression of the posterior cannot be directly applied
for Bayesian inference procedures for ⌫ due to its complex structure. We
address this issue by using the MCMC method to extract samples from the
posterior distribution, particularly employing the no-u-turn sampler (Ho�man
and Gelman 2014), as discussed in Section 2.2.2.

In an empirical study, we compare our new approach with other portfolios,
imposing short-selling constraints and considering monthly rebalancing. The
new method demonstrates good performance in terms of risk-adjusted metrics
such as the Sharpe ratio and probabilistic Sharpe ratio. Additionally, we present
the posterior distributions of the portfolio weights, illustrating how portfolio
weights are updated from their priors. This allows for the identification of stock
weights that are more uncertain or deviate significantly from the prior.

Future research avenues could explore the e�cacy of our method across larger
portfolios, elongated time frames, and with additional portfolio constraints or
di�erent priors.
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5.5 Paper V

A novel recursive scheme for optimal asset allocation based on a mean-semivariance
reward functional is introduced in Paper V. The functional is expressed as

Jn(x,u) = En,x [Xu
T ] ≠ “

2 SVn,x [Xu
T ] , (5.8)

where X
u
n corresponds to the value of a controlled Markov process at time n,

and En,x[·] denotes the expected value conditioned on the state Xn = x, similar
to how it was introduced in Chapter 4. Moreover, semivariance is defined as

SVn,x (Xu
T ) := En,x

Ë
(Xu

T ≠ En,x [Xu
T ])2

IXu
T <En,x[Xu

T ]
È

. (5.9)

Semivariance is possibly more suitable than variance as a risk measure since in-
vestors often prioritize mitigating losses while valuing the potential for significant
positive returns.

Compared to previous papers, we are now in a multi-period setting, introducing
the concept of time-inconsistency. We approach this using a game-theoretic
framework and propose an extended Bellman equation to find a Nash equilibrium
in line with Björk and Murgoci (2014). We derive such a recursive scheme and
present several interesting theoretical properties related to it.

We also conduct a simulation study, demonstrating how the new method behaves
and performs compared to the conventional mean-variance reward functional.
Specifically, we utilize binomial and trinomial return distributions to evaluate
the performance of our method. Due to the nature of the semivariance definition,
computations become more intricate, necessitating numerical approximations of
optimal control. However, we demonstrate that the new method performs well
in terms of achieving its target trade-o�.

Future research could explore testing the model on other types of return
distributions, both discrete and continuous, to enhance the understanding
of its robustness and applicability across di�erent market conditions. Extending
the framework to continuous time would also be a significant development.
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Sammanfattning på svenska

Denna avhandling bidrar till området statistisk och matematisk finans genom
att introducera nya bayesianska och spelteoretiska metoder inom portföljteori i
diskret tid. Dessa metoder förbättrar precisionen och anpassningsförmågan hos
investeringsstrategier och riskskattningar, särskilt i komplexa marknadsmiljöer.
Avhandlingen är uppbyggd kring fem artiklar.

I Artikel I introduceras ett bayesianskt ramverk för optimering av portföljalloke-
ring där value at risk (VaR) och conditional value at risk (CVaR) används som
riskmått. Detta tillvägagångssätt utnyttjar den prediktiva fördelningen för att
härleda portföljvikter direkt från observerade data, i kontrast till traditionella
metoder som bygger på skattningar av icke-observerade variabler utan hänsyn
till parameterosäkerhet. Fördelarna med den bayesianska metoden demonstreras
genom simuleringar och empiriska jämförelser, särskilt när det gäller att skatta
VaR.

I Artikel II presenteras en dynamisk bayesiansk metod som tar hänsyn till
volatilitetsklustring i VaR- och CVaR-skattningar med hjälp av hyperparametrar
som anpassas efter rådande marknadsförhållanden. Denna metod visar tydliga
fördelar jämfört med befintliga modeller genom att justera a priori-fördelningar
som svar på volatilitetsförändringar, vilket ger robusta riskskattningar under
marknadsturbulens.

I Artikel III utvecklas ett bayesianskt inferensförfarande för tangentportföljer
genom att ta fram en ny a priori-fördelning för optimala portföljvikter som
integrerar högfrekventa avkastningar och ett marknadsmått som CBOE Vo-
latility Index (VIX) eller Economic Policy Uncertainty Index (EPU). Detta
tillvägagångssätt möjliggör direkt inferens om portföljvikter, och backtesting
tyder på potentiella fördelar jämfört med traditionella strategier i verkliga
scenarier.

Artikel IV behandlar konstruktion av tangentportföljer under blankningsbegräns-
ningar med hjälp av en omparametriserad avkastningsmodell i ett bayesianskt
ramverk i likhet med Artikel III. En innovativ a priori-fördelning säkerställer att
vikterna är positiva, och metodens e�ektivitet valideras empiriskt med utvalda
aktier, vilket belyser dess potential att förbättra den riskjusterade avkastningen.

Artikel V är nyskapande inom ett spelteoretiskt ramverk genom att introducera
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ett rekursivt system för tillgångsallokering med optimering med avseende på
medelvärde och semivarians för att bättre återspegla investerarnas aversion mot
nedåtrisk. Det föreslagna tillvägagångssättet löser problemet med tidsinkonsi-
stens i flerperiodiska investeringar genom en utvidgad Bellman-ekvation och
når en Nash-jämvikt, vilket demonstreras i en omfattande numerisk studie.

Sammantaget utgör dessa studier ett framsteg inom statistisk och matematisk
finans samt visar hur bayesianska metoder och spelteoretiska angreppssätt kan
förbättra de teoretiska och praktiska aspekterna av portföljoptimering och
riskhantering.
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