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Abstract

Adverse Health Events and Vaccine Hesitancy
We study how experiencing adverse health events affects vaccine hesitancy by using new data on vaccination records and

adverse events. We first consider a severe, well-identified case: narcolepsy, a chronic disease induced by the 2009–2010
swine-flu vaccine. We find large effects on COVID-19 vaccination more than a decade later, suggesting that individuals
rely heavily on experiences when making decisions about their health. The effects do not attenuate among those with high
health literacy but show some attenuation with prior healthcare contact. Second, we assess the social costs of adverse events
by studying serious events from all pharmaceuticals. The effects of experiencing such events on COVID-19 vaccination
outcomes are small: while there are some effects for vaccine side effects, there are virtually none for adverse events from
other drugs. This shows that individuals draw on only a narrow set of experiences for future decisions and suggests that
the social costs of adverse events are limited.

Post Hoc Ergo Propter Hoc? Side Effect Misattribution and Vaccine Hesitancy
Side effect concerns are the most frequently reported reason for vaccine hesitancy, yet we lack well-identified evidence

on how these perceptions form. We study how experiencing illness after vaccination affects the decision to continue
vaccinating by exploiting an episode during the COVID-19 vaccination campaign when links between the AstraZeneca
vaccine and blood clots triggered extensive media coverage. Those who experienced a blood clot after vaccination
—unrelated to the vaccine-induced syndrome—drop out of vaccination at almost twice the rate of matched controls.
Consistent with misattribution, the effect is strongest for diagnoses occurring soon after the dose, and is amplified when
clinicians report the event as a suspected side effect. Effects are similarly strong for vaccine brands that were never
scientifically linked to vaccine-induced blood clots.

Intergenerational Effects of Wealth Confiscation: Evidence from Sweden’s Great Reduction of 1680
This paper examines the long-run effects of the Great Reduction of 1680 in Sweden. During this episode, the Crown

confiscated about half of all noble estates, marking the largest wealth redistribution in Swedish history. Using a novel
dataset constructed by linking noble genealogies to landholdings, we exploit quasi-exogenous variation in which families
were subject to confiscations to estimate the intergenerational effects. We find substantial effects on wealth: up to
five generations later, descendants of affected families hold fewer manors than comparable nobles, implying stronger
persistence than intergenerational correlations suggest. We find no effects on demographic traits, marriage patterns, or
human capital, indicating that the long-run impact operated primarily through wealth without changes in social status.

Ethnic Capital or Dynastic Human Capital? Evidence from Multigenerational Data
Intergenerational convergence across immigrant groups is often found to be slower than traditional parent–child models

predict. A common explanation is that ethnic capital, measured as the average human capital of the origin group,
independently shapes outcomes. This paper shows that such estimates can be biased when extended-family influences are
omitted, as standard specifications mechanically attribute family transmission to group effects. We decompose persistence
in educational outcomes into parental, extended-family, and country-of-origin components. Once the extended family is
accounted for, country-of-origin effects become negligible.
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Abstracts

Adverse Health Events and Vaccine Hesitancy
With Svenja Miltner
Vaccination forms a cornerstone of public health, combining private protec-
tion with reduced transmission to others. Motivated by this, we study how
prior adverse health events affect vaccine hesitancy. We use new, nationwide
Swedish administrative data that link individual vaccination records, reports
of adverse drug reactions, and detailed healthcare utilization across the entire
population. We first examine how individuals draw on their past experiences
when making new vaccination decisions. To do this, we analyze a severe, well-
identified case: narcolepsy, a chronic neurological disease plausibly induced
by the 2009–2010 swine-flu vaccine. We find large reductions in COVID-19
vaccination more than a decade later, with spillovers to close family members,
suggesting that individuals rely extensively on own experiences when mak-
ing decision about their health. The effects do not attenuate among those with
high health literacy but show some evidence of attenuation with extensive prior
healthcare contact. Second, we assess the broader social costs of routine ad-
verse events by studying serious events from all licensed pharmaceuticals. We
find that people’s learning is narrow: adverse events from non-vaccine drugs
have little effect on later vaccination, whereas serious vaccine-related events
substantially reduce uptake. In the final part of the paper, we show that simi-
lar patterns extend to well-established childhood vaccines. This suggests that
severe adverse events can erode trust in official safety communication, rather
than merely reflecting learning from experience. While the overall impact of
routine adverse events on vaccination is limited, rare but severe vaccine-related
events can meaningfully lower uptake, providing a cautionary tale for future
vaccination campaigns.

Post Hoc Ergo Propter Hoc? Side Effect Misattribution and Vaccine Hes-
itancy
With Anton Arbman Hansing and Svenja Miltner
Side effect concerns are the most frequently reported reason for vaccine hesi-
tancy, yet we lack well-identified evidence on how these risk perceptions form.
Using Swedish register data, we study how experiencing illness shortly af-
ter vaccination affects the decision to continue vaccinating. We exploit an
episode during the COVID-19 vaccination campaign when links between the
AstraZeneca vaccine and rare blood clots triggered extensive media coverage
and temporary suspensions. Individuals who experience a common blood clot
shortly after a dose—clinically unrelated to the vaccine-induced syndrome—
drop out of vaccination at almost twice the rate of carefully matched controls
(+4pp). Consistent with misattribution, the effect is strongest for diagnoses



occurring soon after the dose, and greatly amplified (+16pp) when clinicians
report the event as a suspected side effect. Other acute conditions of simi-
lar severity produce no comparable response. Strikingly, effects are similarly
strong for mRNA vaccine brands, which operate through a different mecha-
nism and were never scientifically linked to vaccine-induced blood clots. Two
groups respond most strongly: younger individuals (who face lower COVID-
19 risk) and those who delayed their first dose (indicating baseline skepticism).
These findings point to an underappreciated tradeoff: while transparency about
vaccine safety is thought to build public trust, such signals may also amplify
perceived risks beyond what the evidence warrants.

Intergenerational Effects of Wealth Confiscation: Evidence from Swe-
den’s Great Reduction of 1680
With Monir Bounadi
This paper examines the intergenerational effects of the Great Reduction of
1680 in Sweden. During this episode, the Crown confiscated about half of all
noble estates, marking the largest wealth redistribution in Swedish history. De-
spite its prominence in historical accounts, the long-run economic effects re-
main unquantified. We address this gap by providing causal evidence on how
the large-scale confiscation affected wealth and elite status among affected
families. Using a novel dataset constructed by linking noble genealogies to de-
tailed landholdings across Sweden, Finland, and the Baltic provinces from the
16th to 20th centuries, we exploit quasi-exogenous variation in which families
were subject to confiscations to estimate short- and long-run effects on wealth,
human capital, and status. We find persistent effects of the Great Reduction on
wealth: up to five generations later, descendants of affected families hold sig-
nificantly fewer manors than comparable nobles, implying stronger persistence
than standard intergenerational correlations suggest. In contrast, we find no
meaningful effects on broader socioeconomic outcomes, such as demographic
traits, military careers, marriage patterns, or human capital, indicating that the
long-run impact operated primarily through wealth rather than lasting changes
in social status.

Ethnic Capital or Dynastic Human Capital? Evidence from Multigenera-
tional Data
With Adrian Adermon, Mikael Lindahl and Mårten Palme
Intergenerational convergence across immigrant groups is often found to be
slower than traditional parent–child models predict. A common explanation is
that ethnic capital, measured as the average human capital of the origin group,
independently shapes individual outcomes. This paper shows that such esti-
mates can be biased when extended-family influences are omitted, as standard
specifications may mechanically attribute family transmission to group effects.



Using Swedish administrative registers with complete multigenerational fam-
ily networks, we decompose persistence in educational outcomes into parental,
extended-family, and country-of-origin components. Once extended-family
human capital is accounted for, country-of-origin effects become negligible.
Parental and extended family factors explain nearly all observed persistence,
implying a reinterpretation of ethnic-capital models.
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Introduction

This thesis consists of four essays on topics in health economics and public

economics. The first two chapters study behavioral aspects of healthcare de-

mand. In these chapters, I examine how people draw on personal experiences

when making healthcare decisions, with a particular focus on the determinants

of vaccine hesitancy. The third and fourth chapters both study long-run in-

equality. I take an intergenerational perspective and study how inequality is

transmitted across generations—in the third chapter through a large historical

wealth shock among the Swedish nobility, and in the fourth chapter among

descendants of migrants in contemporary Sweden.

The first chapter, Adverse Health Events and Vaccine Hesitancy, joint

work with Svenja Miltner, studies how adverse health experiences shape health-

care demand and, in particular, vaccine hesitancy. Using new nationwide

Swedish administrative data linking individual vaccination records, reports of

adverse drug reactions, and detailed healthcare utilization, I study how peo-

ple draw on past health experiences when making vaccination decisions. The

chapter first examines a severe and well-identified case: narcolepsy, a chronic

neurological disease plausibly induced by the 2009–2010 swine-flu vaccine

Pandemrix. I analyze how this experience affected vaccination uptake during

the COVID-19 pandemic, more than a decade later. The empirical strategy

compares individuals who developed and reported narcolepsy as an adverse

event of the swine-flu vaccine to otherwise similar vaccinated individuals who

did not develop narcolepsy, while also drawing comparisons to individuals who

had been diagnosed with narcolepsy prior to the swine-flu vaccination cam-

paign. This difference-in-differences design isolates the hesitancy response to

experiencing a severe vaccine-induced adverse event, net of any mechanical

effects associated with the symptoms of narcolepsy itself. I show that expo-

1



2 INTRODUCTION

sure to narcolepsy led to large reductions in COVID-19 vaccination, reducing

both the likelihood of vaccinating and the number of doses taken, and delaying

the timing of the first dose. The effects also spill over to close family members.

I further show that the results are unlikely to be driven by changes in perceived

benefits of vaccination, genetic concerns, or lower health literacy, and there

is only modest evidence that extensive prior healthcare experience attenuates

the effect. The second part of the chapter assesses the broader social costs of

routinely experienced adverse events by studying serious adverse events from

all licensed pharmaceuticals reported in Swedish surveillance data. To do so,

I compare individuals who experienced an adverse event to observably similar

individuals who received the same drug in the same year but did not experience

such an event, using rich information on demographics, socioeconomic charac-

teristics, prior diagnoses, and medication use. The results indicate that people

learn narrowly from experience: adverse events from non-vaccine drugs have

little effect on later vaccination, whereas serious vaccine-related adverse events

substantially reduce uptake. In the final part of the chapter, I show that similar

patterns extend to well-established childhood vaccines, both for families af-

fected by narcolepsy and for other vaccine-related adverse events, whereas ad-

verse events from non-vaccine drugs do not generate similar responses. Taken

together, the findings suggest that severe vaccine-related adverse events can

have long-lasting effects on vaccination behavior and may erode trust in of-

ficial safety communication, although the overall impact of routine adverse

events appears limited.

The second chapter, Post Hoc Ergo Propter Hoc? Side Effect Misat-
tribution and Vaccine Hesitancy, joint work with Anton Arbman Hansing

and Svenja Miltner, zooms in on how generalization of experiences occurs

across diseases and vaccine brands. Using similar data to those in the previous

chapter, I analyze how experiencing illness shortly after vaccination affects the

decision to continue vaccinating. The empirical setting is the episode during

which links between the AstraZeneca vaccine and rare blood clots received ex-

tensive media attention and led to temporary suspensions of its use. I show that

individuals who experience a common blood clot shortly after a dose—despite

the event being clinically unrelated to the vaccine-induced syndrome—drop

out of vaccination at almost twice the rate of carefully matched controls. Con-

sistent with misattribution, the effect is strongest when the diagnosis occurs
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soon after vaccination and becomes substantially larger when clinicians report

the event as a suspected side effect. Other acute conditions of similar severity

do not generate comparable responses. I also show that the effects are similarly

strong for mRNA vaccines, which were never scientifically linked to vaccine-

induced blood clots. The effects are largest among younger individuals, who

faced lower COVID-19 risk, and among those who delayed their first dose,

suggesting stronger responses among individuals with lower perceived bene-

fits or greater baseline skepticism. More broadly, the findings illustrate a key

policy trade-off: while swift government action and transparency are impor-

tant for vaccine safety, such signals may also amplify perceived risks beyond

what the evidence warrants and thereby discourage future vaccine uptake.

The third chapter, Intergenerational Effects of Wealth Confiscation:
Evidence from Sweden’s Great Reduction of 1680, joint work with Monir

Bounadi, studies the intergenerational effects of a large wealth shock. I con-

struct a novel dataset on the Swedish nobility spanning roughly three centuries

by linking genealogical records to detailed information on manorial holdings

across Sweden, Finland, and the Baltic provinces. To build the dataset, I com-

bine string-matching techniques across historical sources with large language

models and extensive manual validation in order to extract and harmonize bi-

ographical information on birth, death, education, occupation, and marriage

patterns. A distinctive feature of the data is that they contain exact genealogi-

cal links rather than inferred links based on surnames, which allows me to trace

individuals, their descendants, and their wealth over multiple generations with

unusual precision. I use these data to study the long-run consequences of the

Great Reduction of 1680, during which the Crown confiscated about half of all

noble estates in what is often described as one of the largest wealth redistribu-

tions in Swedish history. Exploiting quasi-exogenous variation in which fami-

lies were subject to confiscations, I estimate both short- and long-run effects on

wealth and broader measures of socioeconomic status. I find substantial and

persistent effects on wealth: up to five generations later, descendants of af-

fected families hold fewer manors than comparable nobles, implying stronger

persistence than standard intergenerational correlations would suggest. In con-

trast, I find virtually no effects on broader outcomes, including demographic

traits, military careers, marriage patterns, and human capital. Taken together,

the findings suggest that the long-run consequences of the Great Reduction op-
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erated primarily through wealth, rather than through lasting changes in social

status more broadly.

The fourth chapter, Ethnic Capital or Dynastic Human Capital? Evi-
dence from Multigenerational Data, joint work with Adrian Adermon, Mikael

Lindahl, and Mårten Palme, studies how human capital is transmitted across

generations among immigrant families. A common finding in the literature

is that intergenerational convergence across immigrant groups is slower than

traditional parent–child models predict, and one prominent explanation is that

ethnic capital—measured as the average human capital of the origin group—

independently shapes individual outcomes. Using Swedish administrative reg-

isters with complete multigenerational family networks, the chapter shows that

such estimates can be biased when extended-family influences are omitted,

because standard specifications may mechanically attribute family transmis-

sion to group effects. I decompose persistence in educational outcomes into

parental, extended-family, and country-of-origin components. Once extended-

family human capital is accounted for, country-of-origin effects become neg-

ligible. Parental and extended-family factors explain nearly all observed per-

sistence, implying that what is often interpreted as ethnic capital may instead

reflect dynastic human capital transmitted through family networks.
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1.1 Introduction

Recent estimates suggest that vaccines have averted up to 150 million deaths

over the past half-century (Shattock et al., 2024), marking a cornerstone in

public health advancements. Yet several high-income countries have experi-

enced an alarming resurgence in recurring outbreaks of formerly controlled

diseases in the past decades. The inability to contain vaccine-preventable dis-

eases is mainly driven by insufficient demand for cheap and effective vac-

cination. Notably, in 2019 the World Health Organization declared vaccine

hesitancy—“the reluctance or refusal to vaccinate despite the availability of

vaccines”—one of the ten major threats to global health (WHO, 2019).

A natural but understudied source of vaccine hesitancy is the perceived risk

of adverse events. This channel is important because adverse drug reactions

are common. Between 5–10% of all hospitalizations and a significant share

of primary care admissions are related to such reactions (Insani et al., 2021;

Komagamine, 2024; Pirmohamed et al., 2004). Beyond their immediate costs

in the form of medical treatment and illness, adverse events may result in re-

duced future uptake of vaccines and other medical treatments. Assessing the

scope of these indirect social costs is essential for policies aiming to increase

vaccination uptake and maintain population immunity.

Using rich administrative records, this paper provides evidence on the ef-

fects of experiencing adverse events on future immunization outcomes. While

an existing literature links vaccine hesitancy to information gaps, trust in insti-

tutions, and peer influence, evidence on how personally experienced adverse

drug events shape subsequent demand for health care later in life remains lim-

ited. We quantify these long-run behavioral responses by linking individual-

level adverse events to subsequent vaccination decisions.

The first part of this paper unpacks how individuals rely on their own ex-

periences to inform subsequent immunization decisions. The decision to vac-

cinate requires individuals to trade off the expected health benefits, such as

milder disease progression, against the risk of adverse events. Perceptions of

risks and benefits are, in turn, shaped by individuals’ past experiences. The

impact of such experiences on future vaccination decisions depends on how

individuals generalize across domains; an adverse event from one drug may in-

fluence uptake of that drug, related drugs, or medical treatments more broadly.
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Drawing on insights from cognitive psychology, we argue that when facing

a decision about whether to vaccinate, individuals selectively retrieve expe-

riences from memory. Which experiences are retrieved and shape decisions

depends primarily on their perceived similarity to the decision and outcomes

at hand.

To study how healthcare experiences are retrieved and used across do-

mains, we leverage cases of narcolepsy—a chronic neurological condition as-

sociated with excessive daytime sleepiness and sudden muscle weakness—

linked to Pandemrix, a vaccine deployed during the 2009–2010 swine-flu pan-

demic, when roughly 60 percent of the Swedish population was immunized.

Epidemiologists later observed an increased incidence of narcolepsy. Subse-

quent studies corroborated a causal link; an estimated 150–200 individuals

developed narcolepsy from Pandemrix. When COVID-19 emerged, it shared

key features with the swine flu—both are fast-spreading respiratory diseases

for which authorities rapidly introduced vaccines. These similarities provide a

setting where previous adverse events are particularly likely to inform health-

care decisions. Drawing on these parallels, we analyze how experiencing this

severe adverse event affected vaccination uptake during the COVID-19 pan-

demic.

Our empirical strategy is based on comparing immunization outcomes among

individuals who developed and reported narcolepsy as an adverse event of the

vaccine to otherwise similar individuals who received the same vaccine but

did not develop narcolepsy. A key element of our analysis is that we also draw

comparisons to individuals who were diagnosed with narcolepsy prior to the

swine flu vaccine campaign and therefore did not have narcolepsy induced by

the swine flu vaccine. This difference-in-differences design isolates the hesi-

tancy response to experiencing a severe, vaccine-induced adverse event, net of

any mechanical effects associated with the adverse event’s symptoms.1

We find that experiencing a severe adverse event scars individuals with

respect to future vaccination uptake—reducing their likelihood of getting vac-

1We define vaccine hesitancy as delaying or abstaining from vaccination. In the
vaccine confidence literature, however, the term is often used to describe individuals
with persistent ambivalence toward vaccines—even if they eventually vaccinate (see
Larson et al., 2014, 2022; Murphy et al., 2021). In their terminology, our group would
instead be classified as non-compliers.
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cinated, the number of doses they take, and delaying the timing of the first

dose. In particular, developing narcolepsy after swine-flu vaccination is asso-

ciated with a 40 percentage point lower likelihood of vaccinating during the

COVID-19 pandemic more than ten years later compared to otherwise similar

individuals. These effects spill over into personal networks, with a correspond-

ing effect of 10 percentage points for close family members of vaccine-induced

narcolepsy patients.

These findings suggest that individuals are not perfectly informed but in-

stead rely heavily on their own experiences to form an assessment about the

common risk of experiencing adverse events from the COVID-19 vaccine. By

eliciting perceived risks of infection—as measured by self-testing and seeking

medical advice during the pandemic—and thus the perceived benefits of pre-

ventive vaccination, we show that changes in perceived benefits are unlikely

to be driving the results. Partners of individuals with narcolepsy show similar

patterns to other family members, suggesting that the results are not driven by

beliefs about genetic predisposition.

We find modest evidence of heterogeneity in the effect of exposure to nar-

colepsy on COVID-19 vaccination by prior healthcare experiences, suggesting

that while other experiences matter, the particularly similar and salient event

of narcolepsy crowds out other, likely relevant, experiences. In addition, we

do not find smaller effects for individuals with high health literacy. While indi-

viduals with high literacy should rely more on official information (COVID-19

vaccines being safe), they are equally affected by exposure to narcolepsy. One

plausible explanation is that salient experiences crowd out reliable informa-

tion, even when that information is accessible.

Finally, individuals who have benefited from vaccinations through expo-

sure to communicable but vaccine-preventable diseases, such as influenza,

show positive effects on vaccination outcomes, indicating that individuals also

update on the costs of forgoing vaccination.

In the second part of this paper, we assess the overall impact of routinely

experienced adverse events on subsequent vaccine uptake by analyzing re-

ported adverse events from all licensed pharmaceuticals as collected through

spontaneous reporting systems used for surveillance purposes.2 These reports

2Most high-income countries operate such reporting systems to detect new safety
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are plausibly representative of a broad spectrum of routinely occurring adverse

events, encompassing adverse events from both novel and well-established

drugs.

The credibility of the design rests on two features. First, we restrict at-

tention to events that are serious enough to require medical attention and that

are reported by healthcare professionals rather than self-reported by patients.

Second, the richness of our data allows us to match individuals not only on

demographic and socioeconomic characteristics but also on prior health sta-

tus, as reflected in medication use and diagnoses. Specifically, we compare

vaccination outcomes for individuals who experienced an adverse event with

observably similar individuals who received the same drug in the same year

but did not experience such an event.

We find large effects for adverse events from vaccines but small effects for

other drugs. Experiencing a non-vaccine adverse event in the decade leading

up to the COVID-19 pandemic reduces vaccine uptake by just 0.6 percentage

points. In contrast, vaccine-related adverse events lower uptake by 7.5 per-

centage points. These results highlight that individuals draw primarily on a

narrow set of similar experiences to inform decisions. As with narcolepsy,

these effects appear long lasting; There is no evidence that only recent ad-

verse events influence the decision to vaccinate against COVID-19. Insights

relevant for policy emerge. Although severe adverse events are common, gen-

eralization across domains is narrow. As a result, only vaccine-related ad-

verse events have a meaningful impact on subsequent vaccination decisions,

implying that the overall contribution of adverse events to vaccine hesitancy

is limited. However, the results for vaccine-related adverse events is relevant

when the private net benefit of vaccination—ignoring potential future uptake

effects—is marginal, e.g., for COVID-19 boosters.

In the final part of the paper, we ask whether the patterns we observe for

newly introduced vaccines also extend to well established and safe treatments

in early childhood. We find that individuals who developed narcolepsy af-

ter swine-flu vaccination are less likely to vaccinate their children with well-

established vaccines. Similar patterns hold for adverse events from other vac-

cines, but not for adverse events from other types of drugs. These findings sug-

signals and to gauge the frequency of adverse events after market authorization of a
product.
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gest that the effects on vaccine uptake cannot be explained by learning from

personal experience alone. A more plausible explanation is that trust in official

information takes a hit. Finally, to assess whether scientific validation matters,

we focus on autism diagnoses, a condition once erroneously associated with

vaccination against measles despite the absence of any causal link. When older

siblings are diagnosed with autism, parents refrain from vaccinating younger

children with the MMR-vaccine. This suggests that scientific recognition is

not crucial for individuals’ perception about the link between treatment and

adverse event.

Our paper relates to a literature examining the effects of previous med-

ical scandals and malpractice on future healthcare demand (Alsan & Wana-

maker, 2017; Archibong & Annan, 2023; Lowes & Montero, 2021; Martinez-

Bravo & Stegmann, 2021). This literature emphasizes long-term deterioration

in trust following health scandals, showing large negative effects on demand

for healthcare. While we also study negative experiences and healthcare de-

mand, these papers provide examples of quite extreme historical malpractice.

In contrast, our data and setting allow us to assess the marginal impact on im-

munization outcomes of an adverse event in a setting that is relevant for future

vaccine campaigns and new pharmaceuticals. Furthermore, the administrative

data allow us to study how vaccine hesitancy effects spill over in social net-

works, such as family members and colleagues.

Our paper is also related to a long-standing literature on decision mak-

ing under risk, and in particular, a growing literature on the lasting impact

of previous experiences for behavior (see for instance Malmendier, 2021a).

Our primary focus is on a novel risk, such as taking the COVID-19 vaccine,

where individuals base their decision on a selection of related, previous experi-

ences. A series of articles have studied how salient experiences shape the deci-

sion weights individuals assign to different events (Bordalo et al., 2012, 2022,

2024). Building on this literature on selective memory, our study contributes in

three ways. First, we analyze revealed vaccination behavior rather than stated

intentions. Second, we link those choices to recorded experiences through

comprehensive administrative data on healthcare visits and prescription-drug

use rather than self-reported memories or other proxies for experiences. Third,

we exploit a severe health shock whose emotional salience plausibly shaped

the perceptions of those affected, allowing us to quantify its long-term effect
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on subsequent medical decisions.

Finally, this paper is related to Oster, 2018 and Giulietti et al., 2023 who,

rather than studying exposure to adverse events from vaccines, focus on how

exposure to vaccine-preventable diseases increases the perceived benefits and

uptake of medical treatments. In relation to these articles, our primary focus is

on negative experiences with healthcare rather than exposure to diseases.

The paper proceeds as follows. Section 1.2 reviews the swine-flu vacci-

nation campaign and the ensuing narcolepsy episode. Section 1.3 lays out a

conceptual framework and testable hypotheses. Section 1.4 describes the data,

and Section 1.5 explains the empirical strategy. The results unfold through

four sections. In Section 1.7 we document effects for individuals who were

affected by narcolepsy, along with heterogeneity and tests of the propositions

from the conceptual framework in Section 1.7.2. In Section 1.8 we turn to the

results for general severe adverse events. In Section 1.9 and Section 1.10 we

study effects on child vaccine immunization. Section 1.11 concludes.

1.2 Background

The Swine flu vaccination campaign The constant evolution of influenza

viruses frequently leads to global transmission chains that ocasionally result

in severe pandemics. During the 2009–2010 A(H1N1) swine flu pandemic,

several vaccines were introduced to the European market early on. The adju-

vanted vaccine Pandemrix from GlaxoSmithKline became the primary vaccine

and, in some countries, including Sweden and Finland, the sole vaccine used to

counter the chain of infection. Amid the perceived urgency to quickly achieve

high vaccination rates, Sweden launched a mass vaccination campaign that

was unprecedented in scope within the country and among the most extensive

in Europe. Survey estimates suggest that approximately 60% of the adult pop-

ulation was vaccinated, compared to less than 10% in countries like Germany

and France that pursued targeted strategies focusing on risk groups such as the

elderly (Holmberg & Hedberg, 2020; Mereckiene et al., 2012).

To expedite deployment, Pandemrix received market authorization from

the European Commission in late September 2009, after only the initial stages

of clinical trials. Vaccination in Sweden began shortly thereafter, coordinated

by regional health authorities. Vaccination initially targeted healthcare workers
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and individuals at medical risk, before being extended to the general popula-

tion.

In 2011, health authorities in Finland and Sweden reported a possible link

between vaccination with Pandemrix and an elevated risk of developing nar-

colepsy. Subsequent studies carried out in collaboration with Swedish authori-

ties backed up the initial beliefs (Persson et al., 2014). This link was later cor-

roborated with evidence from other countries. The current scientific consensus

is that Pandemrix indeed caused narcolepsy (Edwards et al., 2019), although

developing swine flu itself may also have served as a catalyst by triggering an

autoimmune response. Drawing on observed excess incidence, the Swedish

Medical Products agency estimates that 150–200 people developed narcolepsy

who otherwise would not have developed narcolepsy at that time (Gauffin et

al., 2024).

Legal consequences and public involvement Patients who developed nar-

colepsy after vaccination with Pandemrix were initially directed to the Swedish

Pharmaceutical Insurance, a program established through an agreement be-

tween pharmaceutical companies operating in Sweden, to pursue reimburse-

ment. As part of this program, a maximum of 150 million SEK (15 million

USD) was paid out for all injuries attributable to the vaccine, reflecting the

fund’s annual cap. In 2016, the government assumed the responsibility of com-

pensating diseased individuals who had not received adequate compensation

from the insurance company due to the insurance coverage limit. Individuals

received at most 10 million SEK (900k USD) from the insurance company and

the government combined.

The general public engaged with the vaccination campaign as it evolved

into a controversy over adverse events. In Panel A of Figure 1.2, we display

the overall exposure to the topic illustrated by the number of newspaper ar-

ticles in Sweden referencing the Swedish word for Narcolepsy (Narkolepsi).

Panel B covers public interest as measured by the number of Google searches.

Both proxies of public engagement show three major peaks in absolute num-

bers: (1) In 2011 around the time Pandemrix was announced to be the cause

of the increased incidence of narcolepsy, (2) around 2016 when the discus-

sion on reimbursement for narcolepsy patients peaked as the government as-

sumed the responsibility, (3) 2020 when COVID-19 cases were on the rise.
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Newspapers published the stories of those affected of the narcolepsy episode,

documented their endeavors to claim reimbursement, and referred back to the

episode when COVID-19 appeared on the public health agenda. These ob-

servations are meaningful to our analysis in two ways. First, there was at least

minimal exposure and therefore knowledge about the narcolepsy episode in the

entire population. Naturally, this general knowledge became more salient in

case of personal diagnoses or by the presence of a vaccine-related narcolepsy

diagnosis in close networks. Second, it supports the idea that the Pandemrix-

narcolepsy episode remained in public memory long past the time of episode.

Narcolepsy Narcolepsy is a rare, chronic neurological disorder primarily

characterized by excessive daytime sleepiness (EDS), which leads to diffi-

culty staying awake and sudden episodes of sleep during everyday activities.

There are two main subtypes: Type I narcolepsy, which includes episodes

of cataplexy—sudden muscle weakness triggered by strong emotions—and

Type II narcolepsy, which does not. Type I narcolepsy accounts for roughly

one in three cases (Ortiz et al., 2025). Although early reports suggested that

Pandemrix-induced cases were overrepresented in the severe form of narcolepsy

(type I), later evidence indicates that milder cases were simply identified later

(Stowe et al., 2020). Individuals undergo extensive medical evaluations be-

fore receiving a diagnosis, and with increasingly accurate tests—such as spinal

fluid analysis to measure orexin levels—misdiagnoses are expected to be rare.

There is a possibility that the disease is underreported among individuals with

mild symptoms, as we further discuss in section 1.4.

Medication can be used to manage symptoms, including EDS and cata-

plexy, with varying efficacy. Yet, the disease still takes a serious toll on every-

day life of the diseased and requires permanent lifestyle changes. For example,

in our data, among prime age individuals, those with narcolepsy have around

80% lower income than comparable individuals of the same age. Important for

our analysis is the fact that the symptoms are not only salient to the affected in-

dividuals themselves, but also to those in their social environment—rendering

it plausible that individuals in the social networks of the diseased individuals

knows that they indeed have narcolepsy.

During the COVID-19 pandemic, there were no official recommendations

regarding the COVID-19 vaccine directed toward narcolepsy patients. We can,
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however, not rule out that individual practitioners may have been either ad-

vocating or discouraging the uptake of COVID-19 vaccines. It is probable

that individuals who developed narcolepsy after Pandemrix have a specific au-

toimmune predisposition, but there is no evidence suggesting they would be

systematically more prone to experience adverse events from the mRNA vac-

cines deployed during the COVID-19 pandemic. The mechanism by which

Pandemrix caused narcolepsy is suspected to have involved the immune sys-

tem mistakenly attacking sleep-regulating cells in regions of the brain that pro-

duce orexin, possibly triggered by a flu protein or an adjuvant (Ahmed et al.,

2014; Mahlios et al., 2013). This pathogenetic mechanism is fundamentally

different from the mechanisms underlying serious adverse reactions to mRNA

vaccines, such as temporary heart inflammation, which may involve a short-

lived immune reaction or a rare immune misfire against heart tissue. Given

this difference, the risks associated with the swine flu and COVID-19 vaccines

are plausibly unrelated, offering no clear physiological reason for narcolepsy

patients to avoid the latter.

Narcolepsy is the only severe adverse event that was prominently discussed

to be associated with Pandemrix. There is no evidence to support the idea that

Pandemrix would be associated with more adverse events than other drugs, in

general. In our data, 0.002% (0.005%) report mild (severe) adverse events of

Pandemrix. For comparison 1% (0.01%) of individuals receiving the COVID-

19 vaccine reported mild (severe) adverse events to the Swedish Medical Prod-

uct Agency.

1.3 Conceptual Framework for Immunization Decisions

Healthcare settings often involve high-stakes and emotionally charged deci-

sions, where individuals face information from a range of external sources,

including authorities, personal networks, and news outlets. When guidance is

technical or conflicting, navigating healthcare can be difficult for laypeople.

A key feature of our setting is that individuals face unprecedented deci-

sions. The onset of the COVID-19 pandemic was characterized by great un-

certainty about the scope of infection, the effectiveness of vaccines and the

prevalence of adverse events. As a result, when deciding whether to take the

COVID-19 vaccine, people had little COVID-19-specific evidence on the risk
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of infection, vaccine effectiveness, and adverse events. They therefore had to

draw on past similar experiences to guide their decision.

A large literature in economics examines how past similar experiences

shape choices across settings—such as exposure to high inflation, stock-market

shocks (Malmendier, 2021a, 2021b; Malmendier & Nagel, 2011), or consumer

demand patterns (Bronnenberg et al., 2012). A consistent finding is that such

experiences leave persistent imprints on high-stakes decisions.

Our framework builds on this insight. We assume that memories stem from

one’s own medical experiences (for instance, a previous flu shot) or from those

shared within personal networks (for example, an anecdote about a sibling’s

treatment). When retrieved, these memories compete for attention; decisions

depend not on the entire stock of past experiences but on the subset that be-

comes accessible at the moment of choice. We formalize this idea in a simple

conceptual framework of selective memory, inspired by Bordalo et al. (2012,

2022, 2024) and related to the seminal case-based decision theory of Gilboa

and Schmeidler (1995).

The decision maker vaccinates if the perceived benefits of vaccinating π̂BB

outweigh the costs of vaccinating π̂CC. B includes both individual benefits, but

may also include prosocial motives, such as protecting others from infection.

We interpret π̂B as the perceived probability of not developing an infectious

disease and π̂C as the perceived probability of developing adverse events from

the vaccine. The perceived risk of adverse events is formed according to

π̂C = (1−θ)π +θπ̂E (1.1)

Estimates of π̂C (and π̂B) are based, on the one hand, on public information

about the true probability of severe adverse events, π , and, on the other hand,

on π̂E , which reflects assessments based on personal experiences. While we

focus on the perceived risk of developing severe adverse events, π̂C, we think

of π̂B as also being shaped by experiences. We interpret θ as a reduced-form

parameter that captures the weight an individual places on personal experience

relative to public information. Conceptually, θ is increasing in the cost or

difficulty of acquiring information about the true risk of adverse events, and

in factors such as low trust in healthcare authorities or limited health literacy.

For example, individuals with higher trust or better access to official statistics
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would be characterized by a lower θ . If θ = 0, personal experiences such

as exposure to severe adverse events, are not relevant and individuals base

their decision solely on public information available to them. This is likely

the case when the true risk of vaccination is well established and the relevant

information is easily accessible at low cost, such as for instance in the case of

common children vaccines, which we study in section 1.9.

By contrast, when public information is scarce or contradictory, acquiring

reliable risk information is costly. In the initial phases of COVID-19 vaccine

roll-out, little was known about the occurrence of adverse events on a large

scale. In the absence of perfect information on the costs of the vaccine, indi-

viduals rely extensively on personal experiences, π̂E in assessing the risks of

adverse events.

Following Bordalo et al., 2024, we conceptualize the decision maker as

having access to a database, E, of experiences that shapes π̂E . We think of E

as consisting of events within the healthcare domain—either personally expe-

rienced or observed through individuals in their social networks. Experiences

are binary vectors of features. For example, "Hospitalized" may be one fea-

ture of an experience. Let the target event be T =“Severe adverse event after

COVID-19 vaccination.”. Let, furthermore, S(e)∈ [0,1] measure the similarity

between an event e and the event of developing severe adverse events from the

COVID-19 vaccine T . Similarity increases in the number of shared features

between e and T . For example, developing adverse events from a COVID-

19 vaccine shares many common features with developing narcolepsy from

Pandemrix, as both vaccines were rolled out fast during pandemics and coun-

tered versions of influenza viruses with comparable symptoms. This is in stark

contrast to events of different domains, such as developing an idiopathic heart

attack or even events outside the domain of diseases, such as experiencing

hospitalization from injuries sustained in a car accident.

To rely on an experience, a decision maker must retrieve it from memory.

We let the retrieval probability of experience e ∈ E be given by

r(e) =
S(e)

∑v∈E S(v)
(1.2)

The denominator captures interference: the more past events that resemble this

target, the more they crowd each other out, reducing the chance that any single
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experience is retrieved.

Conditional on retrieving the memory of an event, the decision maker uses

this event to simulate the event in question, such as developing adverse event

after vaccination with COVID-19, T . For a past experience e, let σ(e) ∈ [0,1]

denote its simulation value–how strongly e contributes to constructing the

imagined outcome. Just like with recall, the ability of simulating an event

is assumed to be increasing in the similarity between two events u and v

σ(u) ≥ σ(v) if S(u) ≥ S(v). That is, memories of events that are similar to

the COVID-19 vaccine, such as Pandemrix, are predominantly used to simulate

the expected outcome of COVID-19 vaccination and thereby inform individual

vaccination outcomes. In this way, σ provides a micro-foundation for how in-

dividuals use previous experiences to assess risks; σ reflects the idea that more

similar experiences are easier to simulate and are given greater weight and,

consequently, exert more influence on the vaccination decision. Consequently,

σ also captures the idea that experiences that seem more relevant—precisely

because they are easier to simulate—are preferentially used; e.g., an individ-

ual who experiences vaccine-induced adverse events, rather than other adverse

events, will perceive vaccines as riskier than other drugs.

The experience-based estimate π̂E is defined as

π̂E = ∑
e∈E

r(e)σ(e) (1.3)

That is, the perceived risk is the average of each past experience’s simu-

lated risk σ(e) weighted by how likely that memory is to be retrieved r(e).

The conceptual framework, where π̂ depends on the database E, the cost

of acquiring information θ , and officially provided information π , leads to the

following testable predictions, which we examine using narcolepsy as a test

bed in Section 1.7.

Prediction 1. Individuals with lower health literacy rely more on their own

experiences.

If θ can be interpreted as the cost or difficulty of acquiring information

about π , we expect individuals with low health literacy to have higher θ and

hence to adjust their behavior more to adding a new experience to their database.

We rely on three proxies for health literacy to test whether individuals rely on
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experiences to different extent: (i) having a doctor in the family; (ii) father’s

cognitive ability; and (iii) years of schooling.

Prediction 2. Suppose adding e and e′ both increases π̂E . Then adding e

increases π̂E more than adding e′ if and only if S(e)> S(e′)

That is, the degree to which π̂E increases—for sufficiently similar experiences—

is increasing in similarity. Most striking is the example of the swine flu pan-

demic and the COVID-19 pandemic, but in general, we test this proposition

by studying experiences with adverse events that will differ in similarity to the

target event but not necessarily in severity.

In addition, the conceptual framework predicts that additional memories

cause interference because they enlarge the decision maker’s memory database

with experiences that compete for retrieval:

Prediction 3. π̂E is less sensitive to adding e when E is larger.

A larger number of experiences crowd-out the probability of recall for a

particular experience when assessing the probability of T . The data allow us to

directly measure the number of other experiences with the healthcare system.

In particular, we test Prediction 3 by considering heterogeneity in the effects on

immunization outcomes of exposure to adverse events with respect to number

of other experiences as measured by number of healthcare visits and number

of drugs taken.

Research in cognitive psychology suggests that other internal factors, such

as emotions and identity, connected to memorized events also play a crucial

role in the forecasting of decision outcomes. First, emotional events are more

likely to be retrieved from memory than neutral events (LaBar & Cabeza,

2006). Second, emotions are encoded with the event and, when the memory is

recalled, that affective ‘tag’ is reinstated and amplifies the experience’s impact

on the imagined adverse event outcome (For a recent example in economics

integrating the role of emotions in memory, see (Ashraf et al., 2024)). While

we refrain from modeling emotions explicitly, the severity of the condition

and the uncertainty surrounding reimbursement from governmental agencies

likely sparked strong negative emotions. Local newspapers wrote personal

and in-depth stories about the affected individuals, often young children and
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their families, and their struggles against mistrust from both the general pub-

lic and the government. Because personal relationships increase the emotional

exposure to severe medical conditions, such as narcolepsy, we hypothesize

that immediate networks of the diagnosed patients carry stronger effects than

more distanced members of personal networks. In particular, we would ex-

pect direct family members, who first-hand experience the restrictive nature of

the disease, to be most affected by the emotional burden of a vaccine related

narcolepsy diagnosis.

1.4 Data

1.4.1 Administrative Records

This paper is conducted within the Swedish Register-based Research Program

on COVID-19, SWECOV, and makes use of data provided by the program.

Permission to use the data is obtained from Sweden’s Ethical Review Author-

ity (permit numbers 2021-02225, 2022-013550-02, 2022-06118-02 and 2024-

02342-02).

We combine data from several Swedish administrative sources covering the

Swedish population. First, we use data on drugs and healthcare visits from the

Swedish National Patient Register and the National Prescribed Drug Register,

administrated by the National Board of Health and Welfare. These sources en-

compass information on all specialist care visits, diagnoses, and drug prescrip-

tions, covering the period 2005–2022. To identify individuals with narcolepsy

we use detailed diagnosis and drug codes on narcolepsy diagnoses and asso-

ciated pharmaceutical treatments during this period. In particular, we access

the complete diagnosis codes (ICD-10-SE) for narcolepsy, G47.4A–G47.4X

and drugs commonly taken by individuals with narcolepsy. This allows us to

pin down individuals with narcolepsy, regardless of whether they developed it

from Pandemrix or not. The remaining drug and diagnosis codes are truncated.

The Public Health Agency provides us with data on all COVID-19 vac-

cinations in Sweden up until March 2023, allowing us to study vaccination

decisions throughout the pandemic. The data entails information on the date

of each administered vaccine dose as well as the brand and manufacturer of the

vaccine, which allows us to construct our main outcome variables of COVID-
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19 vaccine hesitancy. Furthermore, The Public Health Agency provides us

with novel data from the Swedish Children’s vaccination program between

2013 and 2024. We use data on measles, pneumococcus, and diphtheria vac-

cinations administered during the first two years of life, thereby covering all

vaccinations given in early childhood. We also use phone calls to 1177, a med-

ical advice helpline run by the Swedish regional healthcare authorities, from

which we observe phone calls related to COVID-19 between 2019 and 2023.

We access information on COVID-19 tests that were administered by the pub-

lic healthcare system during the initial period of the pandemic. We use the

data on tests and phone calls to elicit perceived risks associated with develop-

ing COVID-19.

The Swedish Medical Products Agency supplies records of every suspected

adverse drug reaction reported through the national spontaneous-reporting sys-

tem between 2005 and 2024. Each report includes date of onset, reporter cate-

gory (health-care professional or lay person), the suspected medicinal product,

MedDRA-coded reaction terms, and the regulatory seriousness. All suspected

physiological reactions to medication that are secondary to its therapeutic pur-

pose are expected to be reported to the system, however under-reporting is

known to be substantial.

To build our focal sample of individuals who received Pandemrix, we use

registers maintained by the regional healthcare authorities, which are sole hold-

ers of this data. we gather vaccination data from 10 of the 21 healthcare regions

(see Table 1.2 for a breakdown of the different regions along with vaccination

rates). Out of the remaining 11 regions, nine regions did no longer have access

to the data in an accessible format and two regions were not willing to provide

the data. In total, data on Pandemrix vaccinations from regional healthcare

authorities cover 13% of Sweden’s population in 2010.3

We use standard registers administrated by Statistics Sweden on socioe-

conomic and demographic characteristics, such as occupation, income, fam-

ily links, and place of residence. Apart from defining covariates, we use this

3Previous efforts to collect individual-level Pandemrix data were undertaken when
the link between Pandemrix and narcolepsy was established. In particular, Persson et
al., 2014 collected data for 3.3 million vaccinated individuals from seven healthcare
regions. While we are able to collect data from a few regions not previously included,
we are unable to obtain information from the most populous regions: Västra Götaland,
Stockholm, and Skåne.
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data to define social networks that are used to analyze how vaccine hesitancy

spreads beyond the diseased individuals. Finally, we access data from the

Swedish Military Archives on scores from draft screening tests that individu-

als conducted between 1979 and 1997, a period when military enlistment was

mandatory for men. We use this data to derive a measure of cognitive ability.

1.4.2 Main Samples & Key Variables

We define individuals in our treatment group as having Pandemrix-induced

narcolepsy if they (i) reported narcolepsy as an adverse event with Pandemrix

as the suspected drug (ii) are diagnosed with narcolepsy in specialized care at

least once after November 1, 2009, when vaccination with Pandemrix began,

but not before. We consider all individuals who received the diagnosis G47.4

(ICD-10-SE) and hence do not make any restrictions on the type of narcolepsy

developed. This yields a sample of 346 individuals. Panel A of Figure 1.1 dis-

plays the distribution of age at the time of first narcolepsy diagnosis, individ-

uals were on average 17 years old when they were diagnosed with narcolepsy.

Most of them report narcolepsy symptoms within three years past vaccination.

Based on excess prevalence calculations, about half of the individuals in this

sample would have developed narcolepsy even if they abstained from vacci-

nation with Pandemrix. The pathogenesis of narcolepsy is complex and it is

impossible to isolate the individual cause of the disease; It is likely that all

patients in the treatment group attribute their disease in parts to Pandemrix.

We observe a slight increase in narcolepsy diagnoses following the swine flu

pandemic also among individuals who do not report it as an adverse event.

These are likely individuals who had some mild form of narcolepsy before the

pandemic but did not associate their particular symptoms with a specific health

condition, partly because narcolepsy is so rare that even general practitioners

may not have been familiar with its specific symptomatology before it became

salient in the media.

We define a pre–swine flu sample of individuals, who are diagnosed with

narcolepsy between January 1st 2005 and October 1st 2009–just before vacci-

nation with Pandemrix begun. We impose the additional restriction that these

individuals did not report any other adverse events from Pandemrix. This

placebo control group consists of 847 individuals who developed narcolepsy



22 CHAPTER 1. ADVERSE HEALTH EVENTS AND VACCINE HESITANCY

P
an

de
m

rix
 r

ol
lo

ut

0

100

200

2010 2015 2020

C
ou

nt

(a) Diagnoses by Year

0.00

0.02

0.04

0.06

0 25 50 75

D
en

si
ty

(b) Diagnoses by Age
Diagnosed & reported side effects Diagnosed

Figure 1.1: Timing and Age Distribution of Narcolepsy Diagnoses, by Reporting
Status

Notes: This figure displays year and age of diagnosis for individuals that re-
ported narcolepsy as an adverse event to the Medical Products Agency in dark
blue and those that were diagnosed but did not report it as an adverse event in
light blue. Panel (a) Count of individuals receiving a first narcolepsy diagno-
sis in specialized healthcare by calendar year. Panel (b) Density of age at first
narcolepsy diagnosis.



1.4. DATA 23

prior to the swine flu pandemic and could, therefore, not have developed it

from Pandemrix. Since a diagnosis is commonly recorded when an individ-

ual visits the healthcare system for symptoms related to the disease at hand,

this sample also includes individuals who developed narcolepsy much earlier

than 2005.4 These individuals are on average 37 years older than those with

Pandemrix-induced narcolepsy.

To assess potential differences in clinical manifestations and severity be-

tween narcolepsy patients in the treatment and placebo control groups, we

compare their medication uptake. Figure 1.3 plots prescriptions for common

drugs used to treat narcolepsy symptoms in both groups. Consistent with

Gauffin et al., 2022, many patients in both groups are prescribed stimulants

such as modafinil or methylphenidate for excessive daytime sleepiness, of-

ten combined with antidepressants like venlafaxine to manage cataplexies and

assist REM sleep. We find no systematic difference in antidepressant use be-

tween groups. Prescriptions of dexamphetamine and lisdexamphetamine in-

crease after 2014 in both samples, though somewhat more among post–swine

flu patients. This pattern likely reflects differences in when patients started

receiving treatment rather than disease severity: patients diagnosed earlier of-

ten remained on established amphetamine routines, while patients diagnosed

after the swine flu pandemic entered care when newer treatment routines were

becoming more common. The same logic applies to sodium oxybate, used

for cataplexy, which became available only in 2012; post–Pandemrix patients

could access it from the start of treatment, while earlier patients either switched

later or remained on existing medication. A separate age-composition differ-

ence may also contribute, since sodium oxybate is prescribed with caution

among older patients due to respiratory risks. Overall, prescription patterns

suggest no clear evidence of more severe narcolepsy manifestations in either

group.

Measures of vaccine hesitancy We consider vaccine hesitancy along three

different margins (i) whether an individual took at least one COVID-19 vaccine

dose, (ii) the number of doses conditional on taking at least one dose, and

(iii) the time elapsed between the dose becoming available to an individual

4It is estimated that around 4 000 individuals in Sweden suffer from some type of
narcolepsy (Gauffin et al., 2022).
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and timing of the first dose. We restrict all analyses to individuals living in

Sweden in 2021. Accordingly, we define an individual as unvaccinated if they

lived in Sweden in 2021 and do not have a registered COVID-19 vaccination

dose. We take on a data-driven approach to define a date when the vaccine

is first available to an individual. For each birth-year × region cell, let f (i)

denote the vaccination-date of the i-th individual to be vaccinated (Excluding

healthcare workers). We define the date of availability as f (i∗) where i∗ =

argmin i≤N−50{ f (i+ 50) − f (i)}. That is, the date of availability is the date

that minimizes the number of days elapsed between individual i’s vaccination

and the vaccination date for individual i+50. Intuitively, this method identifies

sharp breaks in the distributions of first-dose vaccination dates. In Figure 1.8

we display the distribution of first vaccinations across time along with defined

first date of availability for a sample of 16 region×birth year-cells. In general,

the distributions of first vaccinations within these region×birth year-cells are

unimodal and concentrated.

Personal networks We differentiate between close and extended networks.

Close networks consist of direct family, including biological parents and full

siblings of the focal individuals, as well as extended family, including biologi-

cal cousins, uncles, aunts and grandparents of the diseased individual. We con-

sider three extended networks: neighbors, defined as individuals living in the

same 250×250 m cell as focal sample individuals in 2011; schoolmates, de-

fined as individuals attending the same school as the focal individual in 2011;

colleagues, defined as individuals working at the same plant or establishment

in 2021 who are not family members of the treated or control individuals5; and

partners, defined as those who are legally married to or imputed as partners

of the focal individual according to Statistics Sweden at any point between

2019 and 2021. If an individual belongs to at least one network of a treated

individual, the network member is classified as treated. We assign each net-

work member to only one individual in the focal sample, with ties resolved by

random assignment.

5We focus on colleagues in 2021, as few affected individuals had colleagues al-
ready in 2011. Colleagues may have observed symptoms in daily interactions; the
Pandemrix–narcolepsy episode was likely salient when deciding whether to take the
COVID-19 vaccine.
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Classification of Adverse Events Throughout this paper, we classify ad-

verse events into three mutually exclusive categories: Pandemrix-induced nar-

colepsy, as well as recurring and representative vaccine and non-vaccine ad-

verse events. We restrict attention to adverse events classified as severe—

meaning that symptoms were serious enough to require medical evaluation or

treatment—and reported by medical practitioners rather than by the affected

individuals themselves. We display the most commonly reported severe ad-

verse events in Table 1.5.

1.5 Empirical Design

Our setting comes with two main empirical challenges. The first challenge—

primarily relevant to the analysis of individuals with narcolepsy and discussed

in Section 1.5.1—is to disentangle the effect of experiencing a drug-induced

adverse event from the downstream consequences of living with the resulting

condition. In other words, we aim to separate the direct effect of exposure to an

adverse event from the indirect effect that operates through having narcolepsy

itself—for example, through altered interactions with the healthcare system

or changes in social networks that shape vaccination attitudes. The second

challenge, which is relevant for the analysis of exposure to adverse events in

general, relates to the fact that we observe reported adverse events rather than

actual adverse events. In Section 1.5.2 we discuss under what conditions the

differences between reporters and non-reporters may be interpreted as the av-

erage effect of developing adverse events. Unsurprisingly, our method will

boil down to an assumption about developing and reporting narcolepsy being

conditionally independent of vaccine hesitancy. To approximate conditional

independence, we match individuals on observables that jointly predict both

vaccine hesitancy and narcolepsy onset or reporting. We describe this proce-

dure in Section 1.5.3.

1.5.1 Isolating the hesitancy-effect

We are interested in the effects on immunization outcomes of developing nar-

colepsy that may have been caused by Pandemrix. A natural estimator for this

effect is
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τideal =E [Yith|t = Pandemrix,h = Narc. after]−E [Yith|t = Pandemrix,h = Narc before]

That is, we would ideally compare individuals who develop narcolepsy

from Pandemrix to individuals who took Pandemrix and developed narcolepsy

prior to Pandemrix vaccination, and who hence could not have developed it

from Pandemrix. Because narcolepsy is rare, the overlap between individuals

diagnosed with narcolepsy and those observed receiving Pandemrix is small;

there are too few cases of individuals who both develop narcolepsy and sub-

sequently receive Pandemrix. Instead, we construct a difference-in-difference

estimator that allows us to rely on all narcolepsy cases prior to the swine-flu

pandemic. Expanding the previous expression yields

τideal = (E [Yith|t = Pandemrix,h = Narc. after]−E [Yith|t = Pandemrix,h = No narc.])

− (E [Yith|t = Pandemrix,h = Narc. before]−E [Yith|t = Pandemrix,h = No narc.])

The first component is the difference between individuals who develop nar-

colepsy and individuals who take Pandemrix and do not develop narcolepsy.

The second component is the difference between individuals who develop nar-

colepsy before the swine flu pandemic and individuals who take Pandemrix and

do not develop narcolepsy. Once again, the issue is that the sample of individ-

uals with narcolepsy who received Pandemrix is too small to allow for precise

estimation of E [Yith|t = Pandemrix,h = Narc. before]. Instead, the key, paral-

lel trends-style, assumption is the following

Assumption 1. Constant narcolepsy effect

E [Yiht |t = Pandemrix,h = Narc. before]−E [Yiht |t = Pandemrix,h = No narc.]

=E [Yith|h = Narc. before]−E [Yith|h = No narc.]

That is, the difference in later vaccination outcomes between individuals with

pre-existing narcolepsy and individuals without narcolepsy is the same among

Pandemrix-takers as in the broader sample.
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This assumption allows us to estimate the following object

τdd =

τpost︷ ︸︸ ︷
(E [Yiht |h = Narc. after, t = Pandemrix]−E [Yiht |h = No narc., t = Pandemrix])

− (E [Yith|h = Narc. before]−E [Yiht |h = No narc.])︸ ︷︷ ︸
τpre

(1.4)

Intuitively, we compare vaccination of individuals who take Pandemrix

and develop narcolepsy to individuals who take Pandemrix, filtering out any

potential effects of having narcolepsy that is not Pandemrix-induced.

The propensity to take the COVID-19 vaccine among individuals who de-

veloped narcolepsy before the swine flu pandemic may be affected in two dis-

tinct ways. First, through biological consequences of narcolepsy—such as

effects on educational and occupational trajectories that shape vaccination be-

havior. Second, through informational spillovers: they may be more hesitant

because they are particularly aware of the narcolepsy episode, an awareness

that is itself a consequence of the episode.6 These two mechanisms have dif-

ferent implications for identification.

If τpre primarily captures the biological consequences of narcolepsy, it pro-

vides a clean baseline and τdd is a valid estimate of τideal . However, τpre may

also absorb informational spillovers on top of any biological effect, overstat-

ing the biological baseline and causing τdd to understate the true causal effect.

If spillovers are large relative to the biological effect, τpost is the more valid

estimate of the causal effect, under the following assumption:

Assumption 2. Conditional independence

E [Yi(0) | hi = Narc. after, ti = Pandemrix, Xi]

= E [Yi(0) | hi = No Narc., ti = Pandemrix, Xi]
(1.5)

where Y (0) denotes the immunization outcome that would be observed if in-

dividual i had not developed narcolepsy. That is, conditional on a set Xi of

observable characteristics, developing narcolepsy is as good as random within
6More generally, this violation of SUTVA also applies, though to a lesser extent, to

Pandemrix-takers without narcolepsy (the control group in the post–swine flu sample)
as well as to the general population.
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the Pandemrix group. We return to the plausibility of this assumption in Sec-

tion 1.5.3.

It is challenging to disentangle the two mechanisms. We make progress

on identifying which is more plausible by considering other severe, chronic,

and neurological diseases. Figure 1.2 displays differences in vaccination rates

between individuals with a set of other diseases, controlling for age and gen-

der, along with the estimate for developing narcolepsy prior to the swine flu

pandemic,τpre.
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Figure 1.2: Salience of the Pandemrix–Narcolepsy Episode
Notes: This figure displays estimated differences in COVID-19 vaccination rates between
groups of individuals with different diseases. The control group for all regressions is a ran-
dom subset of 1,000,000 individuals living in Sweden in 2021. All specifications include fixed
effects for birth year and gender. Narcolepsy, pre swine flu refers to individuals that developed
narcolepsy before vaccination with Pandemrix began.

Individuals who developed narcolepsy before the swine flu pandemic have

a lower COVID-19 vaccination rate than those with other similarly severe

diseases. We cannot rule out that something specific to narcolepsy hinders

vaccination—for example, constraints from daytime sleepiness or medical ad-

vice. The results, however, support the view that these individuals are pri-

marily influenced by greater awareness of the narcolepsy episode and the per-

ceived risk of severe adverse events, rather than by viewing narcolepsy as a

contraindication to vaccination.
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1.5.2 Selection into Reporting

We wish to estimate the causal effect of developing an adverse event, such as

narcolepsy, on vaccination. We, however, estimate a parameter combining the

development and reporting of adverse events. Since reporting is not subject

to manipulation, this parameter does not correspond to a well-defined causal

effect.

Consider an individual who may develop a drug adverse event. Let Wi = 1

if an individual truly develops an adverse event and 0 otherwise. In general

Wi is unobserved to both the individual and the econometrician. Instead, we

observe reporting status: Di = 1 if i reports an adverse event. Let Yi(w) de-

note potential vaccination outcomes. We abstract from any additional effect

of reporting itself on later vaccination behavior. If reporting itself validates

or amplifies the perceived link between treatment and symptom, the observed

contrast by reporting status may reflect both the effect of the adverse event and

the effect of formal recognition.

We estimate the average difference among reporters and non-reporters:

∆D(X) = E[Y | D = 1,X ]−E[Y | D = 0,X ].

While as the object of interest is the average difference between those that

develop an adverse events and those that do not:

∆W (X) = E[Y (1) |W = 1,X ]−E[Y (0) |W = 0,X ].

The goal is to connect ∆W (X) to ∆D(X). We invoke the following assumption:

Assumption 3. Source irrelevance

E
[
Y (0) |W = 0, D = 1, X

]
= E

[
Y (1) |W = 1, D = 1, X

]
.

Among reporters, subsequent vaccination outcomes do not depend on whether

the condition was truly an adverse events. The idea is that once a condition

is perceived and recorded as a possible adverse event, individuals generally

cannot tell whether it was genuinely treatment-induced or would have arisen

anyway. Furthermore, we make use of the following assumptions

Assumption 4. Missing-at-Random among developers and non-developers
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(MAR)

D ⊥ Y (1)
∣∣ W = 1, X , D ⊥ Y (0)

∣∣ W = 0, X .

Conditional on X , among individuals who develop the adverse event, whether

the case is formally reported is independent of future vaccine hesitancy. This

is plausible in our setting because the events we study are severe enough to

require healthcare and are reported by healthcare professionals rather than by

patients themselves. The analogous assumption for non-developers is that,

conditional on Xi, mistaken reporting is likewise unrelated to future vaccine

hesitancy.

Assumption 5. Rare adverse events Pr
(
W = 1 | X

)
≪ Pr

(
D = 0 | X

)
The mass of individuals developing adverse events is small relative to the

mass of non-reporters.

Source irrelevance together with MAR among directly give us

E
[
Y | D = 1, X ] = E[Y (1) |W = 1, D = 1, X ] = E[Y (1) |W = 1, X ]

Rare adverse events together with MAR among non-developers give us

E
[
Y | D = 0, X

]
≈ E

[
Y | D = 0,W = 0, X

]
= E

[
Y |W = 0, X

]
such that

∆D(X)≈ ∆W (X)

We provide a brief mathematical derivation in Section 1.F. In summary, we

need four ingredients to recover the causal effect of truly developing the ad-

verse event. First, among individuals who truly experience the adverse event,

the decision to report is ignorable once we condition on observed character-

istics; some have doctors report it, whereas others do not. Second, the same

ignorability must hold for those who did not develop the adverse event: condi-

tional on observables, whether their doctor mistakenly attribute their symp-

toms to the drug is likewise random. Third, conditional on reporting, the

subsequent outcome effect is assumed to be the same for true developers and

mistaken reporters—the intuition being that once a symptom is perceived as
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drug-related, the underlying biological status does not differentially influences

future vaccine hesitancy. For instance, a person who would have developed

narcolepsy regardless of vaccination reacts no differently than someone whose

narcolepsy was vaccine-induced, because neither can disentangle the true source

of the condition. Finally, the pool of non-reporters consists almost entirely of

genuine non-developers, with only a negligible share of false negatives. Taken

together, these assumptions ensure that the average difference in outcomes be-

tween reporters and non-reporters recovers the causal effect of actually devel-

oping an adverse event under an additional standard assumption that develop-

ing side effects is conditionally independent of vaccination.

1.5.3 Balance and matching

As is evident from the previous subsection, our empirical approach relies on

fairly strong independence assumptions about the data-generating process. The

primary concern is that affected individuals are selected in terms of (i) devel-

oping and being diagnosed with narcolepsy, and (ii) and reporting narcolepsy

as an adverse event. We discuss these concerns in turn.

Characteristics of individuals with narcolepsy diagnoses The high public

awareness of the Pandemrix–narcolepsy episode, together with the fact that

diseased individuals require medical treatment for their symptoms, makes it

improbable that only a selective subset of patients sought care and received a

diagnosis. We quantify how individuals with narcolepsy differ from the gen-

eral population using extreme gradient boosting (XGBoost), a machine-learning

algorithm that sequentially adds decision trees. In particular, we fit a model

predicting first-time narcolepsy diagnoses after 2016 using socioeconomic char-

acteristics, and pre-diagnosis health history. The time period set five years

after the swine flu pandemic reduces the chance that cases stem from Pan-

demrix and instead isolates factors linked to developing and being diagnosed

with non-vaccine-induced narcolepsy while also letting us observe health con-

ditions before onset. Model performance is summarized by the area under the

receiver-operating-characteristic curve (AUC), which ranges from 0.5 (no pre-

dictive power) to 1 (perfect prediction). The model is estimated on a subsample
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that is balanced in terms of birth year.7 The AUC is therefore interpreted as a

measure of the ability to predict who is treated, above and beyond birth year.

As shown in Table 1.1, this exercise yields an out-of-sample AUC of about

0.55, implying limited correlation between developing narcolepsy and any set

of observable socioeconomic and health characteristics. We benchmark these

numbers against an unrelated health condition, namely the incidence of a heart

attack (I20, I21, I50, ICD-10-SE), which is known to be associated with so-

cioeconomic characteristics as well as individual morbidity profiles (Adhikary

et al., 2022). Fitting a model including personal socioeconomic and health

history on a sample of 365,000 individuals who developed a heart attack af-

ter 2015 combined with a random sample of individuals residing in Sweden

in 2021 information yields a relatively higher AUC of 0.61. Taken together,

health and socioeconomic characteristics have very limited predictive power

for developing narcolepsy.

Non-random reporting of adverse events The second challenge is selec-

tion in reporting narcolepsy as an adverse event. Importantly, patients had

financial incentives to reporting narcolepsy as an adverse event to meet the

criteria for the reception of government and insurance reimbursement.

Yet, the remaining main concern is latent vaccine hesitancy, orthogonal

to observable socioeconomic and health characteristics, that is correlated with

being diagnosed with and reporting narcolepsy as well as vaccination behavior

during the COVID-19 pandemic.

We proceed by quantifying how different treated individuals are in terms

of observable characteristics compared to the control group of individuals who

received Pandemrix. Figure 1.3, Panel (a), displays differences in a selection

of covariates between the diseased individuals and the control individuals, con-

ditioning only on birth year.8 Individuals in the treatment group have higher

income and years of schooling. There is no clear pattern regarding their health

status, on the one hand they have slightly fewer drug prescriptions and less

sick leave but they also make more healthcare visits. Diseased individuals live

7Specifically, each treated unit is matched to 100 untreated units with the same
birth year.

8The variables not shown are binary indicators for gender, education field (25
categories), drugs taken (14 categories), diagnoses (21 categories).
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in more urban areas, which is an artifact of the fact that we do not observe con-

trol individuals from the larger metropolitan areas. In Figure 1.5 we display

the same coefficients for the pre-sample of individuals who were diagnosed

with narcolepsy prior to the swine flu pandemic compared to individuals of

the general Swedish population, independent of Pandemrix status. The differ-

ences between these individuals and the general population are similar to the

differences in Figure 1.3. For example, individuals who developed narcolepsy

before the swine flu pandemic also have parents with more years of schooling

than the general population.

Matching and inference We use matching techniques to identify individ-

uals that are comparable to those with Pandemrix-induced narcolepsy (treat-

ment group) and to those that developed narcolepsy prior to the swine flu pan-

demic (pre–swine flu narcolepsy group). In our preferred method we use 1:1

propensity score matching without replacement, with exact matching on year

of birth and gender, and propensity scores computed using logistic regression.

We consider two alternative matching procedures, propensity score matching

using scores estimated via gradient boosting, and coarsened exact matching.

The former aims at better handling interactions, accommodating functional

forms that are not well captured by the logit model. Another, practical, advan-

tage of gradient boosting is that it utilizes the full sample and internally ac-

counts for missing values. Consequently, this approach eliminates the need for

researcher-imposed decisions regarding the treatment of missing data. Coars-

ened exact matching aims at dealing with the fact that we have few treated

units, making the estimated propensity scores from the the logit model unsta-

ble. Instead, we match exactly on gender, birth year, and coarsened versions of

the continuous covariates: parents’ years of schooling, parents’ income, par-

ents’ number of healthcare visits, and parents’ number of drug prescriptions.
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Figure 1.3: Pre-Treatment Covariate Balance

Notes: Panel (a) Differences in a selection of pre-determined characteristics
between treated and Pandemrix control individuals. Each estimate comes from
a univariate regression of the standardized covariate on the treatment status and
on birth year fixed effects. Own socioeconomic characteristics, as opposed to
parental characteristics, are restricted to individuals born before 1990. Panel
(b) Mean absolute value of coefficient for all covariates used. The first columns
displays the mean value before matching. The second column displays the
mean value for variables not selected for matching. The third column displays
the mean value for variables selected for matching.

In Figure 1.3, Panel (b) we provide a simple statistic that summarizes the

performance of the logit matching method, namely the mean absolute value of

the standardized coefficients across univariate regressions from the full set of

covariates (including those not displayed in Panel (a)). Overall, the imbalance

decreases but, somewhat surprisingly, it decreases less for the variables used

for matching (targeted) than for those that are not used (untargeted).

In Figure 1.6 and Figure 1.7 we generalize Figure 1.3, Panel (b) by consid-

ering covariate balance across networks of individuals, separately for the pre-–

and post–swine flu samples. The methods include nearest-neighbor matching

based on logit propensity scores (NN), coarsened exact matching (CEM), and

nearest-neighbor matching using gradient boosting (XGBM). A few patterns

are worth noting. First, nearest neighbor matching based on logit propensity

scores generally outperforms XGBM and in particular CEM. Second, larger

networks exhibit less imbalance even before matching, likely because they are



1.6. QUANTIFYING THE AGGREGATE ROLE OF HEALTHCARE EXPERIENCES35

more weakly connected to individuals belonging to the group with some de-

gree of selection into narcolepsy. Third, matching achieves better balance for

the, larger, extended networks relative to the, smaller, close networks, probably

because the pool of potential matches is larger.

For the main sample, we use a set of candidate matching variables con-

sisting of characteristics of individuals and their parents as measured between

2005 and 2009, right before individuals may have developed narcolepsy symp-

toms due to Pandemrix. For individuals that are born after 1990 we restrict the

matching variables to demographic and parental characteristics as we cannot

measure socioeconomic characteristics for the individuals themselves between

2005 and 2009, as they are too young to observe e.g., income and years of

schooling. Out of the treated individuals, 278 are born 1990 or later, 77 are

born before 1990. We also use parental and time-invariant characteristics for

the pre–swine flu sample, as socioeconomic characteristics are likely influ-

enced by the presence of narcolepsy (recall that we do not observe when these

individuals first developed narcolepsy). The set of candidate covariates is listed

and defined in Section 1.C. We use a simple LASSO algorithm with cross-

validation to select variables to match on. We use this procedure separately for

individuals born 1990 or later and those born before 1990, for the pre–swine

flu sample and post–swine flu sample, as well as for the different networks,

implying that the variables used for matching varies across these dimensions.

Matching is always done on the characteristics of the network members rather

than the characteristics of the focal individuals. Note, that although we ensure

that the focal individuals have received Pandemrix, we make no such restric-

tions on the network members.

We follow Abadie and Spiess, 2022 in clustering standard errors at the

match level, and additionally cluster at the level of the focal members in the

network.

1.6 Quantifying the Aggregate Role of Healthcare Ex-
periences

The conceptual framework is motivated by the idea that personal experiences

influence vaccination decisions. Before studying the effect of exposure to
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narcolepsy, we provide large-scale descriptive evidence on the role of prior

healthcare experiences during the COVID-19 pandemic. In Figure 1.4 we dis-

play AUC values for predicting whether or not individuals take at least one

COVID-19 vaccine dose. We restrict the sample to individuals aged 40 to 60

in 2021 and who, based on their diagnosis history, were not in a COVID-19

risk group. This restriction implies that there is no clear medical reason for

these individuals to refrain from taking the COVID-19 vaccine. We predict

their COVID-19 vaccination status based on all heath related variables that

we observe, namely their diagnoses, medical drugs and reported side effects

between 2010 and 2020. Our preferred method for computing predicted prob-

abilities is a recurrent neural network that explicitly captures the ordering, but

not the timing, of events. We also use XGBoost but consistently get somewhat

smaller AUC values. We benchmark the prediction score against what we get

using (time-invariant) socioeconomic characteristics. The estimation sample

contains 2.84 million individuals (90% train / 10% test).
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Figure 1.4: Predicting Who Takes the COVID-19 Vaccine

Notes: Out-of-sample AUC values for predicted probabilities using a recurrent
neural network. The sample is restricted to individuals aged 40–60 who do not
belong to COVID-19 risk groups. Demographic characteristics include number
of siblings, gender, birth year, and geographic origin. Socioeconomic character-
istics include income, years of schooling, days unemployed, and days sick, and
are specified in addition to the demographic variables. Health characteristics in-
clude history of diagnoses, drug use, and reported adverse events, and likewise
build on the demographic variables. All models are evaluated out-of-sample. The
model used is described in detail in Section 1.E.
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Health history alone yields an AUC of 0.65, Socioeconomic variables yields

0.72 and the full model, including both health and socioeconomic variables,

yields a value of 0.76. These numbers are similar to what is found in a recent

study using Finnish data Hartonen et al., 2023 who find an AUC of 0.8, using

data similar to ours but where the authors also include information on genes

and vaccination status of family members. Similar to us, they find that, apart

from income, medication history has the highest predictive power. The pre-

diction exercise provides descriptive evidence that previous experiences with

healthcare at large shape attitudes toward vaccines. Taken together, while so-

cioeconomic characteristics strongly predict vaccination uptake, the incremen-

tal increase from including personal health experiences—as measured by the

history of diagnoses, drugs and reported adverse events—is substantive, lend-

ing empirical support to the importance of personal experiences.

1.7 Exposure to narcolepsy

1.7.1 Main Results

Effects among diseased individuals and family members We document

the effects on our main measure of COVID-19 vaccine hesitancy in Figure 1.5.

These measures include: (i) whether an individual takes the COVID-19 vac-

cine, (ii) the number of doses conditional on taking one dose, and (iii) the

time until the first vaccine dose. We present results both for individuals who

themselves developed narcolepsy and for their family members. Specifically,

we report results for τpost , the mean difference between treated individuals

(post—swine flu narcolepsy) and matched individuals that received Pandem-

rix; τpre, the mean difference between placebo control individuals (pre—swine

flu narcolepsy) and matched individuals from the general Swedish population;

and τdd , the difference between τpost and τpre.

For the post–swine flu sample, individuals who developed narcolepsy are

40 percentage points less likely to have received at least one vaccine dose than

their matched controls, among whom 92 percent are vaccinated. We also find

a lower vaccination rate for the placebo control group of individuals that de-

veloped narcolepsy before the Pandemrix vaccination campaign. As discussed

in Section 1.5, it is unlikely that there something specific to having narcolepsy
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Figure 1.5: Main Results—Diseased Individuals and Family Members.

Notes: This figure displays coefficients corresponding to τpost and τpre in eq. (1.4). First
row corresponds to individuals that themselves developed narcolepsy (Self). The second
and third rows show the corresponding coefficients for Family members, defined as siblings
and parents, and Extended family members, defined as aunts/uncles and cousins. Panel (a):
Ever taken at least one COVID-19 dose. Panel (b): Number of doses, conditional on at
least one dose. Panel (c): Days elapsed until the first COVID-19 dose. Standard errors
are clustered by treatment cluster, defined by the treated or control individual to whom a
network member is related as well as at the match level.
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that cause these individuals to abstain from vaccination. Instead, the plausible

explanation is that the Pandemrix-narcolepsy episode is more salient to these

individuals and that they therefore are more hesitant. Combining τpost and τpre

yields a large effect of 35 percentage points lower vaccination rate. Given the

informational spillovers, we interpret this estimate as a lower bound on the

effect of developing Pandemrix-induced narcolepsy.

To gauge the economic significance of our estimates, we compare the mag-

nitude of the effects to the socioeconomic gradient in vaccination rates which

is shown in Figure 1.1. While there is a sizable gradient in immunization out-

comes along socioeconomic characteristics, it is small compared to the effect

sizes that we find. For example, the difference in vaccination rate between in-

dividuals with post-tertiary schooling and individuals with only primary school

education is no more than five percentage points.

We next consider the number of doses, conditional on receiving at least

one dose, to account for vaccine hesitancy expressed in incomplete vaccination

schedules (the intensive margin). We find differences of 0.1–0.4 (2.8 doses in

the matched control group of diseased individuals) fewer doses. These coeffi-

cients are small in magnitude compared to the effects on the extensive margin.

In other words, individuals willing to take the first dose appear do not appear

much more hesitant to complete the full vaccination schedule.

Turning to the timing of vaccination, diseased individuals delay their first

vaccination by roughly 40 days, family members by around 10 days, and ex-

tended family members by about three days. The fact that affected individuals

delay their vaccination is an indication that they are concerned about adverse

events and prefer to wait and see if others experience adverse events from the

COVID-19 vaccine. The effects for days elapsed for close family members

is comparable in magnitude to the gap between individuals with only primary

schooling (nine years) and those with post-tertiary education.

We replicate the results in Figure 1.5 using coarsened exact matching and

propensity scores estimated via gradient boosting in Figure 1.18 and Figure 1.19.

The findings remain virtually identical with the exception of Number of Doses

where we find negligible effects for CEM. In Figure 1.9 we address the con-

cern that placebo control individuals are significantly older than treated indi-

viduals. This is a concern if the mediating effect of having narcolepsy differs

by age. We display one estimate where we reweight the birth year distribution
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of narcolepsy individuals in the placebo control sample to match the birth year

distribution of the treated units in the main sample. To account for the limited

overlap in age between the two groups, we fit a spline of vaccination uptake

on age using individuals in the pre–swine flu placebo sample. We then use this

model to predict vaccination uptake for the age distribution observed in the

post–swine flu treatment sample. The resulting counterfactual mean is com-

pared to the observed placebo mean to assess whether the estimated effect, τpre,

changes. The results are nearly identical, suggesting that our estimate of τpre

indeed captures the counterfactual effect of developing narcolepsy—unrelated

to Pandemrix—at the age when individuals developed Pandemrix-induced nar-

colepsy.

In light of our framework, the difference in magnitude of the results be-

tween direct family members and extended family members is puzzling. Both

direct and extended family members are regularly exposed to the individual

with narcolepsy, and know that it may have been induced by Pandemrix. Di-

rect family members, however, are more likely to witness the patient’s sudden

change in lifestyle, ongoing symptoms and daily challenges, which makes the

condition much more salient for them. This is particularly true, because direct

family members bear the caregiving responsibilities of the diseased, such that

their memories of these struggles become more vivid and influential in shap-

ing subsequent health decisions. We further hypothesize that the heightened

emotional tagging among close relatives of the patients makes the experience

particularly easy for them to recall and use for simulation.

Learning about predisposition The finding that direct family members have

similar but weaker effects on immunization outcomes as illustrated in Fig-

ure 1.5 may be partially explained by close family members sharing genetic

traits with diseased individuals, leading them to perceive that they possess pre-

dispositions that make them more susceptible to adverse events from vacci-

nation. In Figure 1.11, we show results for the partners of the diseased indi-

viduals. For partners, we find large estimates within the same range of those

found for close family members of diseased individuals. Keeping in mind the

endogeneity in partner choice, we interpret these findings as evidence that the

results in Figure 1.5 for network members are primarily driven by information

about the risk of severe adverse events, rather than by learning about one’s
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predisposition to adverse events.

In contrast to the results for partners, Figure 1.12 shows how the effect on

COVID-19 vaccination varies by year of narcolepsy onset. To ensure compa-

rability with the pre–swine flu period, we do not restrict the sample to indi-

viduals vaccinated with Pandemrix. The effect fades over time and is largest

among those who developed narcolepsy soon after the swine-flu pandemic. In-

dividuals who developed narcolepsy later on were likely aware of the Pandem-

rix–narcolepsy episode but appear less hesitant, suggesting that they viewed

their condition as less likely to be vaccine-induced and therefore saw them-

selves as less likely to have a predisposition to adverse events.

Mechanisms alternative to altered perceived costs Our simple conceptual

framework suggests that treated individuals respond primarily to altered beliefs

about the risk of adverse events, although an alternative explanation consistent

with the previous finding is that treatment instead changes perceived infection

risk, and thus beliefs about the benefits of vaccination. Lower perceived ben-

efits would, for example, be consistent with individuals shying away from the

healthcare system altogether. We elicit the perceived benefits of vaccination

through two measures: (i) the number of COVID-19 self tests that they take,

and (ii) whether they make phone calls for medical advice related to COVID-

19 during the pandemic. Because of differences in practices across regions

regarding both testing and medical advice, we match treated individuals to

individuals living in the same municipality. In doing so, we select control

individuals from the overall Swedish population rather than from those who

received Pandemrix.
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Figure 1.6: Eliciting the Perceived Benefits of COVID-19 vaccination

Notes: This figure displays coefficients corresponding to τpost and τpre in eq. (1.4).
The first row corresponds to individuals who themselves developed narcolepsy
(Self), while the second and third rows show the corresponding coefficients for
Family members and Extended family members, respectively. Panel (a) refers to
whether an individual made a phone call for medical advice regarding COVID-19
symptoms during the pandemic, and Panel (b) to the number of COVID-19 self-
tests an individual has taken.

The results are displayed in Figure 1.6. Although there is no effect on the

probability of making phone calls, affected individuals are more likely to take

self-tests, suggesting that, if anything, they are more concerned about devel-

oping COVID-19. The coefficients are small in magnitude, but they suggest

that individuals abstain from vaccination despite being at least as concerned

about the disease as comparable individuals. Another simple interpretation,

also consistent with these findings, is that treated individuals view vaccina-

tion, self-testing, and reduced social exposure as substitutes, shifting away

from vaccination toward the latter two and thereby lowering their risk of infec-

tion. Either way, we can rule out lower perceived benefits of vaccination as an

explanation for the main results.

Experiencing the benefits of vaccination We extend the analysis by ex-

amining individuals who experience the benefits of vaccination rather than its

costs. Specifically, we consider individuals who develop diseases that vary in

their similarity to COVID-19. The idea is that those who contract potentially

vaccine-preventable conditions become more aware of the consequences of

foregoing vaccination. This also provides a direct test of Prediction 2, which
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predicts that, among sufficiently similar experiences, the increase in vaccina-

tion should be larger the more similar the experience is to the target disease.

In this setting, the conditions we study differ in their similarity to COVID-

19, though not necessarily in severity. We focus on individuals who develop

conditions with symptoms similar to COVID-19 that are either (i) vaccine-

preventable or (ii) infectious but not vaccine-preventable. We use the same

outcome variables as before but redefine the treatment variable to take the

value 1 if an individual was hospitalized between 2005 and 2021—just be-

fore the start of the COVID-19 vaccination campaign—with one of several

vaccine-preventable or related conditions: COVID-19, influenza, upper res-

piratory tract infection (URTI), pulmonary embolism, or sinusitis. Controls

are nearest neighbors (estimated using gradient boosting) matched on socioe-

conomic and health characteristics, with exact matching on gender and birth

year. Each regression is reweighted to match a common age distribution, en-

suring that differences in coefficients across conditions are not driven by age.

The results, shown in Figure 1.13, suggest that exposure to the benefits of

vaccination reduces vaccine hesitancy. In particular, individuals who devel-

oped COVID-19 during the initial stages of the pandemic exhibit significantly

higher vaccination rates. Qualitatively similar but smaller effects are found for

influenza—also vaccine-preventable and infectious—and for upper respiratory

tract infections, which are often infectious but rarely vaccine-preventable.

Similarity-based learning Up until now we have provided little room for

behavioral explanations, different from the cost-benefit analysis, for the effects

that we find. One such behavioral mechanism is that individuals identify more

strongly with the affected person if they are similar, and thus can easier sim-

ulate the event of experiencing an adverse event from the COVID-19 vaccine.

We explore this hypothesis in Figure 1.15 by comparing cousins who share the

same gender and age as the individual with narcolepsy to those cousins who do

not. We find no evidence of larger effects among those who are more similar

in this regard.

Effects beyond family members We proceed by providing results for ex-

tended, larger, networks. The goal of this exercise is to gain suggestive in-

sights into the large-scale impact of the narcolepsy health scandal. If per-
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sonal networks are permeable to the effects of exposure, extending beyond

close family, this may indicate that aggregate vaccination uptake is likely to be

lower in the wake of adverse events scandals. We construct networks so that

the network members are plausibly aware of the individual who developed nar-

colepsy. Since most of the individuals were in school when they developed nar-

colepsy, we focus on schoolmates and neighbors in 2011, during the time the

scandal unfolded and most of the individuals started experiencing symptoms.

For colleagues, we instead restrict our attention to individuals that were col-

leagues (working at the same plant) around the time of COVID-19 vaccination,

in 2021. These networks are moderately large, where treated individuals have

on average 300 schoolmates, 33 colleagues, and 298 neighbors. Figure 1.10

show results for colleagues, schoolmates, and neighbors. We find no indication

that vaccine hesitancy spreads within these extended networks, as measured by

either of our indicators of COVID-19 vaccine hesitancy. Pandemrix-induced

narcolepsy should be salient for these individuals when deciding whether to

take the COVID-19 vaccine, yet they appear unaffected. Because interaction

is much more frequent within families than in these broader networks, we in-

terpret the absence of effects here as evidence that frequency of exposure fun-

damentally shapes the salience and ease of recall of the narcolepsy episode,

and thereby its influence on subsequent vaccination decisions.

Attributing other diseases to Pandemrix As stated in the data section, the

best available evidence suggests that Pandemrix caused no diseases other than

narcolepsy. Nonetheless, individuals may still attribute other diseases to Pan-

demrix, particularly if there were prior concerns linking the vaccine to that

disease. We examine this by considering a number of diseases for which Pan-

demrix was investigated as a possible cause soon after the swine flu vaccination

campaign (Persson et al., 2014). In Figure 1.16 we display COVID-19 vacci-

nation rates by the year in which it was first diagnosed for each condition.

In short, we find no indication that individuals attributed their disease status to

Pandemrix, highlighting that individuals are rational in the sense that they only

react to adverse events that were confirmed to be associated with narcolepsy.

Healthcare visits Finally, we examine if treated individuals refrain from the

healthcare system altogether. In Figure 1.17 we display the yearly number
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of specialist healthcare visits across time. In a short period after developing

narcolepsy, patients make more visits to medical professionals, likely in the

examination phase, before they are diagnosed with narcolepsy. After that, the

number of non-narcolepsy related healthcare visits reaches a level comparable

to the control group. These results provide evidence that, although individu-

als experience a very severe adverse event in the form of Pandemrix-induced

narcolepsy, they do not shy away from the healthcare system altogether.

Taking stock Affected individuals and their family members display a large

difference in COVID-19 immunization outcomes. We find similarly large ef-

fects among partners of diseased individuals, suggesting that individuals learn-

ing about a potential pre-disposition to adverse events is not a key driver of the

negative effects on immunization outcomes. We find little evidence of the the-

oretical possibility that results are explained by differing assessment of the

benefits of vaccination. Past exposure to the benefits of vaccination as mea-

sured through individuals that experience influenza, rather than the costs, leads

to improved immunization outcomes. We find no effects on networks beyond

family members, suggesting that the frequency of exposure to the Pandemrix–

narcolepsy episode is key. Yet, the broad take-away is that individuals place

substantial weight on their own experiences when confronted with novel risks.

A central question is why. Graeber et al., 2024 provides evidence of stark dif-

ferences in the ability to recall information that are conveyed through stories as

opposed to statistics, stories are more vivid and easier to recall. In our setting,

the exposure to narcolepsy may impede the ability to recall relevant statistics

about risks of adverse events.

1.7.2 Heterogeneity in Size of Database & Health Literacy

We now test two implications of our conceptual framework as laid out in Sec-

tion 1.3. Prediction 1 states that the immunization response should be stronger

among individuals with low health literacy, whereas Prediction 3 posits a stronger

response among those with fewer prior healthcare experiences—that is, a smaller

experience database. We focus on Vaccine Taken for family members to indi-

viduals that develop narcolepsy as to maximize statistical power.

In Figure 1.7, Panel (a) we examine the role of the size of the database. We



46 CHAPTER 1. ADVERSE HEALTH EVENTS AND VACCINE HESITANCY

Above 
Median Drugs

Above 
Median Visits

No Yes No Yes

−20

−15

−10

−5

0

C
oe

ffi
ci

en
t E

st
im

at
e 

(p
.p

.)

(a) Size of Database

Doctor 
in Family

High 
Cognitive Ability

University 
Degree

No Yes No Yes No Yes

−25

−20

−15

−10

−5

0

C
oe

ffi
ci

en
t E

st
im

at
e 

(p
.p

.)

(b) Health Literacy

Figure 1.7: Testing Predictions From Model: Health Literacy & Size of Database.

Notes: This figure show results for two of the predictions from the model:
Panel (a) The role of previous healthcare experiences and Panel (b) The role
of health literacy, which in our model manifests itself through θ . We restrict
the attention to τpost for family members and for the binary outcome variable
Vaccine Taken. Above Median Drugs is defined as "Yes" if an individual has
above median number of drugs taken ≈6) between 2005 and 2009 relative to
its birth year peers. Above Median Visits is defined equivalently but for visits to
specialized healthcare between 2005 and 2009 (≈0.6) Doctor in family is de-
fined as "Yes" if an individual has a parent or a sibling with a medical degree or
a nursing degree. High Cognitive Ability is based on cognitive tests completed
by military conscripts. It is equal to "Yes" if an individual had above median
score on the test compared to peers born the same year. University Degree is
equal to "Yes" if an individual has at least a bachelor degree, corresponding to
three years of higher education.



1.7. EXPOSURE TO NARCOLEPSY 47

consider experiences in the healthcare domain under the assumption that these

are the relevant experiences that could both influence an individual’s perceived

risk of COVID-19 vaccine but also interfere with recalling experiences of ad-

verse events. We use two proxies for experiences in the healthcare domain: (i)

The number of unique drugs taken, (ii) The number of healthcare visits.

Individuals who have taken a greater number of unique drugs react some-

what less to exposure to narcolepsy. We observe no such differences for num-

ber of healthcare visits. If anything, this supports the notion that other relevant

experiences interfere with the experience of having a family member with nar-

colepsy. In Figure 1.7, Panel B we examine the role of health literacy which

in turn governs how much individuals rely on official information (θ in our

model). We use three different proxies for health literacy: whether individu-

als (i) have a doctor in the family, (ii) have above-median cognitive ability, and

(iii) have a university degree. Taken together, the estimates indicate that higher

health literacy does not dampen the behavioral response: better-informed indi-

viduals are no less likely to reduce their immunization uptake after an adverse

event.

What may explain the lack of smaller effects for individuals with high

health literacy? A possible counteracting force that would imply larger effects

for individuals with high health literacy goes as follows: Individuals without

experiences—good or bad—are more receptive to information about vaccine

safety, and high health literacy makes information easier to access. This would

imply a positive association between health literacy and vaccination (as doc-

umented in Figure 1.1). On the other hand, among individuals with negative

experiences, personal experience crowds out official information, so perceived

risk no longer varies with health literacy. We think that this counteracting force

is the most plausible explanation for the lack of heterogeneity with respect to

health literacy.

Furthermore, the lack of heterogeneity with respect to health literacy are

reminiscent of Malmendier et al., 2021 who shows that central bankers, ar-

guably a group with expertise in inflation forecasting, let their own inflation

experiences shape their forecasts. Anderberg et al., 2011; Archibong and

Annan, 2023; Chang, 2018 likewise find larger effects on vaccine hesitancy

among individuals with higher education after exposure to medical scandals.
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1.8 Exposure to General Severe Adverse Events

Up to this point, we have focused on the effects of exposure to narcolepsy.

This was a particularly severe adverse event, and the deployment of the swine

flu vaccine shared notable similarities with the deployment of the COVID-19

vaccine. Moreover, we consider it highly likely that developing and report-

ing narcolepsy as an adverse event is orthogonal to factors influencing vac-

cine hesitancy, as narcolepsy has few comorbidities and individuals had strong

incentives to report it as an adverse event. We now broaden the analysis to

consider the effects of severe adverse events from all licensed pharmaceuticals

(including all vaccines apart from Pandemrix).

Unlike the rare episode of Pandemrix-induced narcolepsy, the focus on

serious adverse events that recur across drugs, countries, and time allows us

to address the policy-relevant question of how routinely experienced adverse

events shape future vaccine hesitancy. Because Swedish healthcare profession-

als are expected to report all suspected adverse events, regardless of whether

the symptom is already recognized as vaccine-related, the register captures a

broad and plausibly representative spectrum of suspected adverse reactions.

Within this broader set, we focus on events classified as serious and reported

by physicians, that is, reactions often severe enough to necessitate hospitaliza-

tion and therefore most likely to shape subsequent immunization decisions.

We focus on 1 700 individuals for whom vaccine adverse events were re-

ported and 33 000 individuals for whom non-vaccine adverse events were re-

ported between 2014 and 2020, just before COVID-19 vaccination. As dis-

played in Figure 1.8, individuals developing and reporting adverse events dif-

fer from individuals with the same age and gender in a variety of ways. For

the sake of simplicity, we focus on a handful of health and socioeconomic

variables. Individuals reporting adverse events appear to be generally sicker,

as they exhibit more sick leave days, healthcare visits and drug prescriptions,

but do not appear positively selected on socioeconomic characteristics.9 In-

dividuals that later reported adverse events are more likely to have taken the

Pandemrix vaccine.10 This is evidence that our results are unlikely to be ex-

9Individuals that report mild adverse events are, however, positively selected in
terms of socioeconomic characteristics.

10Pandemrix vaccination status is observed only for individuals living in the health
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plained by latent vaccine hesitancy that correlates with both the propensity to

report adverse events and willingness to take the COVID-19 vaccine.11

Income

Years of schooling

Days Employed

Drug prescriptions

Healthcare visits

Sick leave

Pandemrix Taken

−2 −1 0 1 2
Coefficient Estimate

Baseline Restrictions

Baseline Restrictions + PS−matching

Figure 1.8: Balance in Pre-treatment Characteristics

Notes: This table displays balance pre-treatment characteristics among individ-
uals reporting general (vaccine and non-vaccine) adverse events before and after
matching on propensity scores where the propensity scores are computed using a
neural network. Each coefficient estimate comes from a univariate regression of
the standardized covariate on the treatment status and on birth year fixed effects.
Pandemrix taken is defined for a subset of individuals who lived in healthcare
regions in 2009 where we access individual level data on Pandemrix vaccina-
tion. Pandemrix taken is deliberately excluded from the computation of propen-
sity scores as to display how well balance in immunization outcomes during the
swine flu pandemic can be achieved using other health- and socioeconomic char-
acteristics.

We identify a control group of comparable individuals in two steps. First,

we find candidate control individuals who took the same drug in the same year

and who share the same birth year. Within these birth year×drug×drug year-

cells, we then perform nearest-neighbor matching, with propensity scores com-

puted using a neural network based on socioeconomic and health variables.

The individuals who report general adverse events are older than those

who developed Pandemrix-induced narcolepsy. In 2021, when the vaccine

was rolled out, the median age among reporters was 63. At this age, forgoing

care regions for which we have data access, which allows us to assess balance but
prevents us from using it for matching in the full sample.

11The positive relationship between reporting adverse events and taking Pandemrix
is unchanged when we control for simple health characteristics such as number of
drugs, numbers of healthcare visits and number of days on sick leave.
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or delaying COVID-19 vaccination entails substantial health risks relative to

the individuals who developed narcolepsy.
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Figure 1.9: DiD-Estimates of Health Effects from Adverse Events

Notes: The figure shows estimated health outcomes around the reporting of a
severe adverse event relative to a matched control group split up by vaccine ad-
verse events (green) and non-vaccine adverse events (blue). Panel (a) reports
the number of visits to specialized healthcare; panel (b) reports the number of
sick days. Estimates are obtained from a standard two-way fixed effect specifi-
cation with individual level and calender year fixed effects.

What does experiencing an adverse event entail? In Figure 1.9 we pro-

vide results from a simple difference-in-difference strategy showing the ef-

fects on health outcomes around the time an adverse event is reported, relative

to a matched control group. Experiencing an adverse event is associated with

worsened health outcomes along observable measures: on average, affected in-

dividuals have three additional visits to specialized healthcare and twelve more

days of sick leave in the year of experiencing an adverse event. These effects

also extend up to two years after the event year. Importantly, when we restrict

the attention to adverse events from vaccines, the effects on health are roughly

the same. This implies that differences in effects on vaccine hesitancy between

vaccine and non-vaccine adverse events are unlikely to stem from differences

in severity.

We now turn to the results for non-vaccine adverse events and vaccine-

related adverse events, displayed in Table 1.1. The treatment variable equals 1

if a suspected adverse event for a vaccine or another drug was reported for an
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individual between 2014 and 2020, and 0 otherwise.

Table 1.1: Adverse Events and COVID-19 Immunization Outcomes

Non-vaccine Side Effects Vaccine Side Effects

Vaccine
Taken

Number of
Doses

Days
Elapsed

Vaccine
Taken

Number of
Doses

Days
Elapsed

Diseased Individuals
Adverse Event -0.017 -0.055 -0.58 -0.11 -0.076 11.9

(0.003) (0.011) (0.63) (0.013) (0.042) (3.06)
N. Treated 15 138 13 832 13 832 841 682 682

Family Members
Adverse Event -0.001 0.032 0.72 -0.063 -0.13 7.70

(0.003) (0.010) (0.42) (0.012) (0.039) (2.00)
N. Treated 33 593 31 040 31 040 2 030 1 757 1 757

Children
Adverse Event 0.011 0.019 -1.05 -0.008 0.034 7.99

(0.004) (0.009) (0.58) (0.021) (0.046) (3.27)
N. Treated 27 706 21 795 21 795 882 657 657

Partner
Adverse Event -0.003 -0.033 -0.57 -0.038 -0.14 8.83

(0.003) (0.016) (0.72) (0.014) (0.071) (3.99)
N. Treated 7 348 6 971 6 971 329 311 311

Notes: This table displays results from regressing the COVID-19 immunization outcome vari-
ables on a variable indicating if someone developed an reported an adverse event between
2015 and 2020. Columns 1–3 use an indicator for reporting any adverse event between 2015
and 2020 as the regressor (non-vaccine Adverse Events). Columns 4–6 instead use an indica-
tor for reporting a vaccine adverse event (Vaccine Adverse Events). Each treated individual
is matched 1:1 to an untreated individual who (a) was born in the same year and (b) took the
same drug in the same year as the treated individual. within the exact-match cells, treated and
control units are further paired by nearest-neighbor matching on a propensity score built from
pre-treatment socioeconomic and health variables.

For diseased individuals, the broad pattern is that these individuals be-

come more hesitant with respect to the COVID-19 vaccine as measured by our

three immunization outcomes. The coefficients for vaccine adverse events are

roughly proportional to those found for narcolepsy with the coefficients for

vaccine taken and for days elapsed being about one-third as large as the cor-

responding coefficients for narcolepsy. For family members, we find precisely

estimated effects close to zero for non-vaccine adverse events, but meaningful

effects for vaccine adverse events. Recall that there is no meaningful difference

in severity between non-vaccine adverse events and vaccine adverse events. In-
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stead, the larger effects for vaccines likely stem from the perceived similarity

to COVID-19 vaccines which boosts both recall and simulation compared to

non-vaccine adverse events. One concern is that individuals reporting vac-

cine adverse events are, on average, younger (mean age = 39, SD = 25) than

those reporting other adverse events (mean age = 55, SD = 20). Since younger

individuals face lower health risks from remaining unvaccinated, this age dif-

ference may affect the comparability of the groups. In Table 1.3 we reweight

observations in the vaccine sample to match the age distribution of individu-

als in the non-vaccine adverse events-sample. The coefficients decrease only

marginally from doing so.

Stickiness of experiences In Figure 1.14, we break down the results by the

year the adverse event was reported, between 2013 and 2020. We reweight

observations to match a common age and drug distribution so that differences

in estimated effects are not driven by changes in the sample composition over

time. There is no indication that the effect decays, suggesting that although

adverse events are, perhaps, not on top of mind, their memories are reactivated

years later when individuals face new vaccination decisions. A concern is

that the salience of the narcolepsy episode interacts with the timing of adverse

events—that is, individuals who developed adverse events soon after the nar-

colepsy episode unfolded may have been more affected. This interaction could

explain the dip in uptake among those who experienced vaccine adverse events

in 2016, when public debate over compensation resurfaced as the government

assumed responsibility for affected individuals.

Learning about predisposition If individuals learn about a personal pre-

disposition to adverse events after experiencing one, abstaining from future

vaccines can be rational. While we do not take a stance on whether abstention

is rational in our setting, we assess whether individuals behave as if learning

about a predisposition by comparing adverse events that are type-learning—

the individual learns she is generally prone to adverse events—with those that

are idiosyncratic—the event is likely limited to that occasion or drug. Be-

cause it is difficult to determine, for each drug–adverse event combination,

the probability of an adverse event from the COVID-19 vaccine, we clas-

sify drug–adverse event combinations using a large language model. Details
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about the classification and examples of type-learning and idiosyncratic ad-

verse events are provided in Section 1.G. This approach scales to many com-

binations and broadly reflects expert knowledge—and thus the affected indi-

vidual’s perception—of whether a combination is idiosyncratic. We construct

a binary indicator that splits treated individuals 50/50 across the two classes,

maximizing power while remaining agnostic about the threshold between id-

iosyncratic and type-learning. In regressions of subsequent vaccination, the

effect is -0.147 (SE 0.028) for type-learning adverse events and -0.0679 (SE

0.023) for idiosyncratic adverse events; the difference is 0.079 (SE 0.036),

p ≈ 0.03. These results suggest that individuals react more strongly to adverse

events that likely reveal a predisposition.

1.9 Spillover to Children’s Vaccines

We proceed to examine the effects of exposure to adverse events on vac-

cines against diseases other than COVID-19. We focus on children’s vaccines

against measles, mumps and rubella (MMR), diphtheria and pneumococcal

disease.12 The purpose of this exercise is twofold.

First, and most importantly, we assess whether the effects we observe for

the COVID-19 vaccine are specific to newly introduced pharmaceutical prod-

ucts. Because external information is sparse in unprecedented situations such

as COVID-19, individuals rely heavily on their own prior experiences. The

same mechanism is less likely to apply to established drugs, such as common

child vaccines, which have historically low and well-documented incidences

of severe adverse events.13 As a consequence, access to scientific evidence

is readily available and information costs are low compared to the case of

COVID-19 vaccines. Against this background, we interpret any change in vac-

cination outcomes from adverse events related to established child vaccines as

12The measles vaccine is almost always given in combination with the mumps vac-
cine and the rubella vaccine, combined called the MMR vaccine. We focus on measles
vaccinations, but it will typically coincide with vaccination against also mumps and
rubella.

13The diphtheria vaccine has been included in the program since the 1940s, and
measles—via the MMR vaccine—since 1982, with a standalone measles vaccine
available from 1972. The pneumococcal vaccine was added to the Swedish program
in 2009, though available in the US since 1977.



54 CHAPTER 1. ADVERSE HEALTH EVENTS AND VACCINE HESITANCY

suggestive evidence of a shift in the degree to which individuals rely on their

own experience θ vis-à-vis best available evidence.

Second, we explore whether the effect of adverse events on vaccine out-

comes translate into situations where health decisions are made on behalf of

others and individuals do not bear the immediate consequences of their deci-

sion. Parents have a mandate over health care decision of their children from

an early age and thus play a crucial role on whether the children ever come in

contact with the public healthcare system throughout their childhood.

We define a sample of individuals born in 2013 or later who have resided in

Sweden since birth. The three standard vaccines we focus on are administered

for the first time below two years of age. This includes the measles vaccine,

first administered at 18 months; the diphtheria vaccine, first due at 3 months,

and most often administered in combination with polio, tetanus, Hepatitis B,

pertussis, and influenza type B vaccines; the pneumococcus vaccine, which is

also due at 3 months of age. Both pneumococcus and diphtheria are on av-

erage first administered at approximately 3.2 (SD=1.74) and 3.7 (SD=5.73)

months of age in our data set. The average first vaccination age for the measles

shot is in line with administrative regulations showing an average age of 19

(SD=12.02) months. Our adherence shares resemble official numbers by the

Swedish public health authority (Folkhälsomyndigheten, 2024). A share of in-

dividuals abstain from taking the vaccines in the standard children’s vaccine

program altogether. Notably, among 5.9% of children, parents abstain from

having the measles vaccine administered, compared to 1.3% for diphtheria and

2.3% for pneumococcus. The higher share for measles compared to diphtheria

and pneumococcus is likely a result of the perceived link between measles and

autism which we return to in section 1.10. Panel B of Table 1.4 illustrates that

children’s vaccination decisions correlate highly, suggesting that parental vac-

cine hesitancy reflects a general sentiment rather than concerns about specific

vaccines.

1.9.1 Exposure to Narcolepsy

We study effects among children as well as nieces and nephews of individuals

that developed narcolepsy. The dependent variable equals one if a child ad-

heres to the vaccination schedule—defined as receiving one dose of the MMR



1.9. SPILLOVER TO CHILDREN’S VACCINES 55

vaccine and three doses each of the pneumococcal and diphtheria vaccines—

by age two. While the data does not allow us to observe whether children

receive the vaccine later in adolescence or adulthood, those born early in our

sample period (2013–2014) who receive least three doses, 89% do so before

age 2. The corresponding figure for pneumococcus is 99%, suggesting that

few individuals classified as non-adhering later go on to receive the recom-

mended number of doses. Table 1.2 reports results for children (Panel A) and

for nieces and nephews (Panel B) of individuals who developed narcolepsy.

Column 5 contains the estimates for an aggregate index, defined as the aver-

age vaccine adherence for the three different diseases examined. Given that

the child vaccination data begins in 2013, we are restricted to a quarter of the

main sample who have children born after that year. Given this limitation, we

deploy a simple matching strategy where we match exactly on coarsened ver-

sions of socioeconomic characteristics of the parents as well as birth month of

the child. We focus on the first difference τpost , and therefore do not remove

potential effects from being a network member of someone who developed

narcolepsy prior to the swine flu pandemic. Since we regress a binary outcome

variable on a binary treatment variable, we augment the OLS with odds ratios

along with confidence interval computed using Fisher’s exact test. This avoids

reliance on asymptotic normality for the odds-ratio. While these estimates are

not statistically significantly different from zero, the negative point estimates

are large across the three different vaccines, indicating that individuals who de-

velop narcolepsy partly also abstain from fully vaccinating their children with

well established vaccines.
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Table 1.2: Exposure to Narcolepsy and Children’s Vaccine Outcomes

Measles Diphtheria Pneumococcus Index

Panel A: Children
OLS -0.055 -0.041 -0.057 -0.051

(0.038) (0.038) (0.047) (0.036)

Odds Ratio 0.612 0.723 0.652
[0.301, 1.409] [0.329, 1.878] [0.337, 1.382]

Num. Treated. 64 64 64 64

Panel B: Nieces and Nephews
OLS 0.004 0.013 0.005 0.007

(0.011) (0.008) (0.019) (0.008)

Odds Ratio 0.727 0.768 0.853
[0.443, 1.264] [0.457, 1.381] [0.541, 1.406]

Num. Treated. 157 157 157 157

Notes: This table presents coefficient estimates for the effect of exposure to a relative
with narcolepsy on children’s vaccine outcomes, separately for own children and for
nieces and nephews. The regressions are run on a matched sample where each child
is matched exactly on birth month and where parents are matched on coarsened ver-
sions of parental years of schooling, education field, income, number of healthcare
visits and number of drugs prescribed. The dependent variable is equal to one if an
individual adheres to the vaccination schedule. Confidence intervals computed using
Fisher’s exact test in square brackets.

We interpret these results as suggestive evidence that trust in information

regarding the safety of vaccines provided by healthcare authorities and scien-

tific authorities plays a mediating role in vaccine hesitancy (indeed this mech-

anism may partially explain the results for COVID-19 vaccine decisions). As

illustrated in Panel B, we find no similar effects for nieces and nephews, in-

dicating once again that the impact of vaccine-induced narcolepsy on overall

immunization outcomes is limited with regard to personal networks.

1.9.2 Exposure to General Adverse Events

In line with our analysis of narcolepsy vis-à-vis other adverse events in the pre-

vious sections, we now consider the effects from other severe adverse events.

Once again, we consider the universe of adverse events (excluding reports from

Pandemrix and COVID-19 vaccines). Importantly, the longitudinal data struc-

ture allows us to account for unobserved time-invariant vaccine hesitancy by
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exploiting the variation in having a parent who have experienced an adverse

event across children within the same family. To this end, we estimate the

following regression equation:

ypb = δb + γp +βTpb + εpb (1.6)

where δb denotes birth-order fixed effects, γp denotes parent fixed effects, and

Tpb = 1 if parent p’s child of birth order b was born after the parent reported

a severe adverse event, and 0 otherwise. ypb denotes the child’s vaccination

status, equal to one if the child adheres to the vaccination schedule. We con-

struct separate sibling groups based on each parent and assign weight 0.5 for

children that appear twice so that each child contributes equally to the estimate

regardless of whether one or two parents are observed. Standard errors are

clustered by parent.

The results are displayed in Table 1.3. For non-vaccine adverse events

we find no negative effects on uptake among children’s vaccines for children

born after a parent reports an adverse event. In particular, the estimates for

the MMR vaccine and the pneumococcus vaccine are precisely estimated and

close to zero. When we restrict the analysis to adverse events from vaccines

we find large negative estimates that are statistically significant for the MMR

vaccine and close to significant for the vaccine against pneumococcal disease.

Although we lack statistical power, these findings, together with the findings

for children of individuals with Pandemrix-induced narcolepsy, suggest that

experiencing adverse events from vaccines causes individuals to be more re-

luctant vaccinating their children with well-established and safe vaccines.

1.10 Fact vs Fallacy—The case of Measles Vaccines and
Autism

A remaining question is whether the effects documented above require a sci-

entifically validated link between treatment and adverse event. To answer this

question, we isolate a scenario in which an adverse event is likely perceived

to result from medical treatment despite lacking scientific recognition, exploit-

ing the MMR vaccine controversy to study younger siblings of children who

developed autism soon after receiving the measles vaccine.
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In 1998, a study of 12 children was published in The Lancet, suggesting a

potential link between the MMR vaccine and bowel disease, as well as autism.

Based on the article, lead author Andrew Wakefield went on to publicly argue

against the continued use of the triple MMR vaccine. Media coverage at the

time played a major role in disseminating the suspected link to the public.

A 2004 journalistic investigation exposed a serious conflict of interest, as the

lead author profited from the demotion of the MMR vaccine (Deer, 2020). The

article was retracted in 2010 after the General Medical Council revealed data

manipulation and nontransparent case selection. Since then, several large-scale

studies have found no causal association between the MMR vaccine, bowel

disease, and autism.14

We are interested in the role of personal exposure to autism. Similar to

the previous section, we exploit within-family variation by comparing chil-

dren born before and after an autism diagnosis in the same family. We display

results for autism together with results for other mental and behavioral disor-

ders (ICD-10 chapter V) and other common diseases developed before the age

of 5 in Figure 1.10.

14It is well established that the Wakefield article lead to increased and lasting skep-
ticism towards the vaccine. For example Motta and Stecula, 2021 find a surge in injury
claims for the vaccine in the US following the publication in 1998.
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Figure 1.10: Vaccination Uptake After an Older Sibling Is Diagnosed With
Autism

Notes: This figure presents estimated coefficients from regressing a binary vac-
cination adherence indicator on birth order and parent fixed effects, and a binary
variable equal to one if the individual was born after an older sibling was diag-
nosed with autism or another specified disease. The sample consists of individu-
als born between 2013 and 2022. For autism, the number of treated individuals,
defined as those born after an older sibling is diagnosed with autism, is 6,347.
Standard errors are clustered by parent.

The findings suggest that children with an older sibling with autism are

4 percentage points less likely to receive the measles vaccine on schedule (a

40% relative increase in non-vaccination compared a baseline 90% vaccina-

tion rate), but not other common childhood vaccines. We find a similar pattern

for mild intellectual disability, which arguably shares several features with the

symptom profile of autism. Once again, the effects are domain specific in

the sense that parents do not abstain from the diphtheria vaccine or the pneu-

mococcal vaccine. Note, that we study effects among individuals well after

the controversial article linking the MMR-vaccine to autism was retracted in

2010. Our results suggest that even after the retraction of the Wakefield arti-

cle in 2010, many parents continue to attribute autism to the measles vaccine.

This highlights that suspected side effects can persist in public memory irre-

spective of their scientific foundation: what matters is not scientific consensus,

but the presence of a salient cue linking a treatment to a symptom. In line with

our broader framework, families exposed to suspected side effects appear to
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discount official information and instead overweight their own experiences.

1.11 Discussion

This paper contributes to a literature in behavioral economics on experience-

based decision making. In particular, we study the role of previous experiences

in a high-stakes decision where both personal health and others’ health are at

stake. We provide evidence that adverse drug events affect future healthcare

consumption. We use novel and rich Swedish register data on adverse drug re-

actions and vaccine uptake to measure how narcolepsy, a severe neurological

disease linked to the swine flu vaccine in 2010, affected immunization choices

during the COVID-19 pandemic. We find that exposure to the adverse event

of narcolepsy leads to significantly lower COVID-19 vaccine take up, uptake

of fewer doses, and delay in vaccination for the vaccinated diseased and their

close family members. We attribute these findings on vaccine hesitancy to an

increase in expected costs of vaccinations through updating of the perceived

risks of developing an adverse event. Taken together, the effects of experienc-

ing adverse events are sticky in that they affect the diseased individual a long

time after experiencing an adverse event, but are specific in that the experiences

only inform a narrow set of similar future decisions that the diseased individual

face. The effects for individuals with high health literacy and for well estab-

lished vaccines lead us to conclude that negative experiences crowd out official

information also when the information is easily accessible. Overall, the results

for representative and reoccurring adverse events suggest that the social cost

of adverse events in terms of reduced future uptake of treatment against in-

fectious diseases are limited. The results on autism and measles vaccinations

suggest that public health authorities need to be cautious about the commu-

nication of the risk adverse drug events, as false narratives may become part

of public memory even if they are not backed-up by scientific evidence. The

lack of heterogeneity in our results suggest that purely informational nudges

about the risk of adverse events may have limited impact in counteracting the

negative effects among those that have experienced adverse events. Given this,

a natural question is what can restore actually trust and improve immunization

outcomes. The role of reimbursing individuals that have had negative experi-

ences has not been studied. Another interesting venue is the role of positive
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experiences (as opposed to the valence-neutral healthcare experiences that are

considered in this paper) in interfering and undoing negative experiences simi-

lar to how some psychologists think about designing cognitive therapy (Ashraf

et al., 2024; Holmes et al., 2006).
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Appendices

Appendix 1.A Background

1.A.1 Narcolepsy

Narcolepsy is a chronic neurological disease that significantly disrupts the

ability to control sleep-wake cycles. It is characterized by excessive daytime

sleepiness (EDS), which is present in all individuals with the condition. Nar-

colepsy is classified into two types: type 1 and type 2, which differ in their

associated symptoms. In type 1 narcolepsy, patients experience both EDS and

cataplexy, a sudden loss of muscle tone triggered by strong emotions. This

form is typically associated with an autoimmune process that leads to a defi-

ciency in hypocretin, a neuropeptide critical to the regulation of wakefulness,

in the central nervous system. In contrast, patients with type 2 narcolepsy

exhibit EDS without cataplexy, and the severity of EDS is generally less pro-

nounced compared to type 1 (see Baumann et al., 2014).

The clinical diagnosis entails detailed measurement of hypocretin concen-

tration to assess the potential for type 1 narcolepsy. Furthermore, the patient

will undergo lengthy examinations in sleep laboratories (multiple sleep latency

tests) and several diagnostic tests for exclusion of other drivers of sleep distur-

bance (ie, analysis of blood plasma for iron deficiency). Due to the observabil-

ity of cataplexies and established biomarkers available as diagnostic anchors,

studies have found that type 1 narcolepsy to be detected more easily by medical

practitioners.

Although there is currently no cure to the disease, treatment of symp-

toms using behavioral measures (i.e., sleep hygiene and schedule) and medical

treatment (Barateau et al., 2016) is available. Patients with narcolepsy often

develop conditions, such as metabolic and cardiovascular diseases, psychia-

try diseases, musculoskeletal chronic pain, and other specific sleep disorders

(Barateau et al., 2016).

The existing literature suggests that narcolepsy cases are associated with

genetic predispositions, such as carrying the genom HLA-DQB1*06:02 and

GDNF-AS1 (Gauffin et al., 2022; Hallberg et al., 2019). Around 30% of the

Swedish and Finnish general population carry the respective alleles and there-
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fore it is not sufficient to explain the development of narcolepsy (Partinen et

al., 2014).

1.A.2 Legal process

Patients that developed narcolepsy after vaccination with the Pandemrix vac-

cine first claimed reimbursement from the Swedish Pharmaceutical Insurance,

an insurance that is an agreement between almost all pharmaceutical compa-

nies operating in Sweden. The Swedish Pharmaceutical Insurance was obliged

to pay out at most 150 million SEK (the common limit to payouts for all in-

juries attributable within one calendar year). In 2016, the government decided

to assume responsibility for compensating affected individuals who had not re-

ceived adequate compensation from the insurance company, owing to its finan-

cial limitations. Individuals received at most 10 million SEK (900k USD) from

the insurance company and the government combined—where the purpose of

the payment is compensation for losses in salary. The insurance company and

the government made different judgements on the requirements for receiving

reimbursements but in general individuals aged above 20 at the time of the first

vaccination and individuals who reported narcolepsy after three years of vacci-

nation were less likely to receive reimbursement. Ten years after the swine flu

vaccine campaign, some diseased individuals are still claiming and receiving

reimbursements from the government for pain and suffering.

1.A.3 Swine flu pandemic and the vaccination campaign

In April 2009, the first cases of swine flu were discovered in Mexico. In June,

three months later, the World Health Organization declared swine flu influenza

a pandemic. Phase 1 clinical trials for Pandemrix were completed in Septem-

ber 2009, at which point Pandemrix was granted market authorization by the

European Commission given the exceptional circumstances.

During the vaccination campaign, Sweden had the goal of reaching heard

immunity. The general public was recommended to take the vaccine and re-

gional healthcare authorities facilitated vaccine campaigns in schools. How-

ever, some risk groups were prioritized including individuals with some chronic

diseases, pregnant individuals, and healthcare workers, were recommended

taking the swine flu vaccine. The vaccine was fully subsidized.
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In total 60% of the population received the swine flu vaccine, which was

lower than the authorities had initially hoped. Surveys conducted at the time

indicates that many were skeptical due to the risk of adverse events already

before the vaccination campaign. Another potential reason is that the swine flu

spread slower than initially anticipated.

The Swedish Public Health Authority estimates that the vaccination cam-

paign saved around 100 lives and prevented 215 intensive care unit treatments.

The authorization of Pandemrix was fast-tracked due to exceptional cir-

cumstances, which allowed it to market with only data from the first phase of

clinical trial in place. This was possible because of a mock-up vaccine route,

where the complete vaccine protocol, including the adjuvant, had already been

tested extensively, which only required the virus strain to be adjusted for devel-

opment. Starting in May 2009 Glaxosmithkline (GSK) received orders form

several countries to supply a vaccine against the swine flu. Sweden had already

a signed a public procurement contract with GSK in November 2007 in place,

stating that they would deliver influenza vaccine in the event of a new pan-

demic. The contract also prescribed that GSK would not be held responsible

for potential adverse events.
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Appendix 1.B Additional Descriptive Statistics & Re-
sults

Appendix Table 1.1: Disentangling Selection into Treatment from Selection into
Narcolepsy

Treated Narcolepsy diagnosis Pandemrix Heart attack

Socioeconomic 0.52 0.55 0.53 0.58
Socioeconomic + Health 0.55 0.54 0.53 0.61

Notes: This table displays AUC-values for predicted probabilties. Probabilities are computed
using XGBoost. First column compares individuals who received Pandemrix and developed
narcolepsy to those who received Pandemrix but did not develop narcolepsy. Second column
compares individuals who are diagnosed with narcolepsy after 2016 and who hence were un-
likely to develop it from Pandemrix to random individuals of the Swedish population. Third
column compares individuals who take Pandemrix to individuals residing in the same regions.
Fourth column compares individuals who are diagnosed with heart attack to random individu-
als of the Swedish population. The prediction exercises are run on samples that are balanced in
birth year.
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Appendix Figure 1.1: COVID-19 immunization outcomes for different sub-
populations.

Notes: Each row reports COVID-19 immunization outcomes for different sub-
populations. To ensure comparability across groups and to accurately measure
income and education, we restrict all samples to individuals aged 40–50 in 2022.
First column: by education level. Second column: by gender. Third col-
umn: by income percentile. Fourth column: by geographic origin (Swedish
vs. foreign background, where foreign is defined as being born abroad or having
two parents born abroad). Outcomes include vaccination rate (top row), average
number of doses (middle row), and average days elapsed until first dose since
first available (bottom row).
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Appendix Figure 1.2: Exposure and Attention to the Narcolepsy Episode

Notes: Panel (a) Monthly number of articles mentioning "Narkolepsi" (eng. nar-
colepsy) in Swedish press. Panel (b) Monthly Google search intensity for the
word "Narkolepsi" (eng. narcolepsy). Each dot correspond to one month while
the thick line displays 12-month moving averages.
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Appendix Figure 1.3: Narcolepsy Drug Prescriptions by Year

Notes: This figure shows the share of individuals prescribed each of twelve drugs
commonly used to treat narcolepsy symptoms, by year and by sample group. The
ATC subgroup N06 corresponds to psychoanaleptics: N06A refers to antidepres-
sants, while N06B refers to psychostimulants (including ADHD medications and
nootropics). Narcolepsy Post Swine flu refers to individuals diagnosed with nar-
colepsy after the 2009–2010 swine flu pandemic, while Narcolepsy Pre Swine flu
refers to those diagnosed earlier.
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Appendix Figure 1.4: Geographical Distribution of Individuals with Narcolepsy and
Pandemrix.

Notes: panel (a) Number of treated individuals by healthcare region of residence in 2011. Panel (b)
Number of treated individuals by healthcare region of residence in 2011 in the pre–swine flu sample.
Panel (c) Healthcare regions with individual level Pandemrix data.
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Appendix Figure 1.5: Balance in Pre-treatment Covariates, Pre-Swine Flu Sam-
ple

Notes: This figure displays differences in pre-determined characteristics between
individuals that develop narcolepsy and control individuals for the pre sample.
Each estimate comes from a univariate regression of the standardized covariate on
the treatment status and on birth year fixed effects. Only a subset of covariates are
displayed, the full pool of candidate covariates are listed in Section 1.C.
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Appendix Figure 1.8: Definition of First Date of Availability

Notes: This figure displays the distribution of the first date an individual receives
the COVID-19 vaccine for a sample of 16 Region×Birth-Year cells, showing
a two-month window around the estimated date of vaccine availability (dashed
line).



1.B. ADDITIONAL DESCRIPTIVE STATISTICS & RESULTS 79

0.00

0.05

0.10

0.15

Before
Matching

NN CEM XGBMM
ea

n 
A

bs
ol

ut
e 

C
oe

f.

Diseased

0.00

0.05

0.10

0.15

Before
Matching

NN CEM XGBMM
ea

n 
A

bs
ol

ut
e 

C
oe

f.

Partners

0.00

0.05

0.10

0.15

Before
Matching

NN CEM XGBMM
ea

n 
A

bs
ol

ut
e 

C
oe

f.

Family

0.00

0.05

0.10

0.15

Before
Matching

NN CEM XGBMM
ea

n 
A

bs
ol

ut
e 

C
oe

f.

Extended Family

0.00

0.05

0.10

0.15

Before
Matching

NN CEM XGBMM
ea

n 
A

bs
ol

ut
e 

C
oe

f.

Colleagues

0.00

0.05

0.10

0.15

Before
Matching

NN CEM XGBMM
ea

n 
A

bs
ol

ut
e 

C
oe

f.

Schoolmates

0.00

0.05

0.10

0.15

Before
Matching

NN CEM XGBMM
ea

n 
A

bs
ol

ut
e 

C
oe

f.

Neighbors

Appendix Figure 1.6: Balance Across Matching Methods and Networks, post
swine flu sample

Notes: This figure shows the mean absolute standardized differences (|SMD|)
across all covariates between network members to individuals who developed
narcolepsy after receiving the swine flu vaccine Pandemrix and network members
of individuals who also received Pandemrix but did not develop narcolepsy, for
different network definitions and matching methods. Before matching: Mean
|SMD| from unadjusted differences, net of birth-year fixed effects. NN: Mean
|SMD| after nearest-neighbor matching, where propensity scores are estimated
using a logit model with covariate selection via LASSO. CEM: Mean |SMD|
after coarsened exact matching on birth year, gender, geographic origin, parental
income, parental years of schooling, and parental counts of prescribed drugs and
healthcare visits. XGBM: Mean |SMD| after nearest-neighbor matching with
propensity scores estimated using gradient boosting.
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Appendix Figure 1.7: Balance Across Matching Methods and Networks, pre
swine flu sample

Notes: This figure shows the mean absolute standardized differences (|SMD|)
across all covariates between network members to individuals who developed
narcolepsy before the swine flu pandemric and network members of a random
sample of 1,000,000 individuals living in Sweden in 2021 but did not develop nar-
colepsy, for different network definitions and matching methods. Before match-
ing: Mean |SMD| from unadjusted differences, net of birth-year fixed effects.
NN: Mean |SMD| after nearest-neighbor matching, where propensity scores are
estimated using a logit model with covariate selection via LASSO. CEM: Mean
|SMD| after coarsened exact matching on birth year, gender, geographic origin,
parental income, parental years of schooling, and parental counts of prescribed
drugs and healthcare visits. XGBM: Mean |SMD| after nearest-neighbor match-
ing with propensity scores estimated using gradient boosting.
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Appendix Figure 1.9: Counterfactual Narcolepsy Effect

Notes: Raw, Post is the unadjusted treated–control difference in the main sample.
Extrapolation (treated arm) is the model–based treatment effect for target ages
that lack treated–arm support in the Pre–Swine Flu group. We fit a natural spline
in the Pre–Swine Flu group to predict Y (1) for the age distribution observed
among individuals with vaccine–induced narcolepsy. Confidence intervals com-
puted using 100 bootstrap replications. Overlap–weighting is then used to ex-
trapolate the predicted vaccine uptake to the age distribution of post–Swine–Flu
individuals based on the Pre–Swine Flu sample. Raw, Pre is the unadjusted
treated–control difference in the Pre–Swine Flu sample.
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Appendix Figure 1.10: Main Results—Extended networks.

Notes: This figure displays coefficient corresponding to τpost and τpre in eq. (1.4). The first
row corresponds to coefficient for individuals that lived in the same neighborhood as the fo-
cal sample individuals in 2011. The second row corresponds to coefficients for colleagues
of focal sample individuals in 2021. The third row corresponds to coefficients schoolmates
to the focal sample individuals in 2011. Panel (a): Displays results for whether or not an
individual has taken at least one COVID-19 dose. Panel (b): Displays results for the num-
ber of COVID-19 doses, conditional on having taken at least one dose. Panel (c): Displays
results for the number of days elapsed until the first COVID-19 dose is taken. Standard er-
rors are clustered by treatment cluster, defined by the treated or control individual to whom
a network member is related as well as at the match level.
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Appendix Figure 1.11: Main Results—Partners

Notes: This figure displays coefficients corresponding to τpost and τpre in
eq. (1.4), similar to fig. 1.5 but for partners of the focal individuals. Panel
(a): Whether an individual has taken at least one COVID-19 dose. Panel (b):
Number of doses, conditional on at least one dose. Panel (c): Days elapsed
until the first dose. Standard errors are clustered by treatment cluster, i.e. by
the treated or control individual that a network member is related to.
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Appendix Figure 1.12: Effect on COVID-19 vaccine uptake of Narcolepsy Di-
agnoses Across Time

Notes: Differences in COVID-19 vaccination rates for different years of first being diagnosed
with narcolepsy. The control group for all estimates is a random subset of 1,000,000 individuals
living in Sweden. The vertical dashed line marks the onset of Pandemrix vaccinations. All
specifications include fixed effects for birth year and gender.
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Appendix Figure 1.13: Benefits of Vaccines—Effects of Prior Diseases on COVID-19 uptake

Notes: Panel (a): Displays results for whether or not an individual has taken at least
one COVID-19 dose. Panel (b): Displays results for the number of COVID-19 doses,
conditional on having taken at least one dose. Panel (c): Displays results for the number
of days elapsed until the first COVID-19 dose is taken. The treatment variable takes the
value 1 if an individual was hospitalized with the respective condition listed as the main
diagnosis between 2005 and 2021.
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Appendix Table 1.3: Adverse Events and Immunization Outcomes—Age
Reweighted

Non-vaccine Side Effects Vaccine Side Effects

Vaccine
Taken

Number of
Doses

Days
Elapsed

Vaccine
Taken

Number of
Doses

Days
Elapsed

Diseased Individuals
Adverse Event -0.017 -0.055 -0.58 -0.099 -0.072 11.3

(0.003) (0.011) (0.63) (0.013) (0.050) (3.47)
N. Treated 15 138 13 832 13 832 841 682 682

Family Members
Adverse Event -0.001 0.032 0.72 -0.044 -0.13 6.87

(0.003) (0.010) (0.42) (0.009) (0.046) (1.87)
N. Treated 33 593 31 040 31 040 2 030 1 757 1 757

Children
Adverse Event 0.011 0.019 -1.05 -0.007 0.034 5.93

(0.004) (0.009) (0.58) (0.019) (0.051) (3.17)
N. Treated 27 706 21 795 21 795 882 657 657

Partner
Adverse Event -0.003 -0.033 -0.57 -0.032 -0.14 8.96

(0.003) (0.016) (0.72) (0.012) (0.075) (3.84)
N. Treated 7 348 6 971 6 971 329 311 311

Notes: This table displays results from regressing the COVID-19 immunization outcome vari-
ables on a variable indicating if someone developed an reported an adverse event between 2015
and 2020. Columns 1–3 use an indicator for reporting any adverse event that was not vaccine-
related between 2015 and 2020 as the regressor (non-vaccine adverse events). Columns 4–6
instead use an indicator for reporting a vaccine adverse event (vaccine adverse events). Each
treated individual is matched 1:1 to an untreated individual who (a) was born in the same year
and (b) took the same drug in the same year as the treated individual. Weights are computed
based on birth year using kernel smoothing.
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Appendix Figure 1.14: Adverse Events and Immunization Outcomes—
Heterogeneity by Time.

Notes: This figure displays results from regressing the COVID-19 immunization
outcomes variables on general adverse events and vaccine adverse events split up
by year of reporting the adverse event. Observations are reweighted to match a
common age and drug distribution across years.
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Appendix Figure 1.15: Heterogeneity—Similarity-based learning

Notes: This figure displays the estimated coefficients on τpost for the outcome
variable Vaccine Taken among cousins of individuals in the focal sample. First
row: Heterogeneity by gender. Second row: Heterogeneity by age, where indi-
viduals are considered the same age if their age difference is one year or less.
Third row: Heterogeneity based on whether individuals share both gender and
age.
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Appendix Figure 1.16: Other Severe Diseases—Heterogeneity Across Time

Notes: This figure shows coefficient estimates from regressions where the out-
come variable is Vaccine Taken. Treatment is defined as first being diagnosed
with the respective disease in year t. The control group consists of individuals
who received Pandemrix but did not develop narcolepsy. Each specification in-
cludes birth-year fixed effects.
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Appendix Figure 1.17: DiD-Estimates of Healthcare Visits After Narcolepsy
Diagnosis

Notes: This figure displays difference-in-differences estimates from regressions
where the outcome variable is the number of healthcare visits per year. The spec-
ification includes a full set of event-time indicators relative to the year of first
narcolepsy diagnosis. The sample consists of treated individuals matched 1:1
on birth year to control units who received Pandemrix but did not develop nar-
colepsy. The light blue line shows coefficients for visits where the main diagnosis
is narcolepsy (G47.4, ICD-10-SE), while the dark blue line shows coefficients for
visits related to other diagnoses. Standard errors are clustered at the individual
level.
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Appendix Table 1.5: Reported Adverse Events

Non-Vaccine Adverse Events Vaccine Adverse Events

Symptom N. Reports Symptom N. Reports

Central nervous system haemorrhages and cere-
brovascular accidents

508 Vaccination site reactions 65

Angioedemas 389 Disturbances in consciousness NEC 37

Therapeutic and nontherapeutic responses 385 Paraesthesias and dysaesthesias 30

Nausea and vomiting symptoms 363 Febrile disorders 27

Urticarias 320 Injection site reactions 26

Disturbances in consciousness NEC 306 Musculoskeletal and connective tissue pain and
discomfort

25

Anaphylactic and anaphylactoid responses 282 General signs and symptoms NEC 21

Breathing abnormalities 281 Headaches NEC 21

Neurological signs and symptoms NEC 260 Joint related signs and symptoms 21

Rashes, eruptions and exanthems NEC 258 Nausea and vomiting symptoms 21

Poisoning and toxicity 235 Neurological signs and symptoms NEC 20

Asthenic conditions 227 Muscle pains 19

Allergic conditions NEC 215 Asthenic conditions 17

Renal failure and impairment 202 Urticarias 16

Hepatobiliary function diagnostic procedures 189 Allergic conditions NEC 15

Others 12 973 Others 440

Notes: This table lists the most commonly reported adverse events in the regression sample
used in Section 1.8, excluding those related to influenza vaccines (ATC J07BB02). Column 1
lists non–vaccine-related adverse events, and Column 2 lists vaccine-related events. Repeated
reports of the same symptom by the same individual are excluded.
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Appendix 1.C Covariate Definitions and description of
matching methods used

We here define the set of candidate covariates used. Parental variables are

defined as either mean, mode or max across the two parents for the variables

displayed in Table 1.6

Appendix Table 1.6: Description of Variables

Variable Description

Birth year Year of birth

Days sick Yearly average number of days reported sick during 2005–2009

Days unemployed Yearly average number of days unemployed (As defined by
swedish Public Employment Service) 2005–2009

Gender Gender of the individual

Income Yearly average inflation adjusted disposable income during 2005–
2009

Siblings Number of full, biological siblings

Population density Population density in individual’s neighborhood in 2009

Geographic Origin Indicator for either Sweden, Rest of Europe, or Rest of World
depending on birth country of the individual and her parents.

Number of drugs Yearly average number of drugs prescribed during 2005–2009

Number of visits Yearly average number of specialist healthcare visits during
2005–2009

Years of schooling Highest level of schooling attained as of 2009 based on a mapping
from the SUN classification (Svensk utbildningsnomenklatur) to
number of years

Field of Education Last field of education as of 2009 based on the SUN classifica-
tion (Svensk utbildningsnomenklatur). 25 broad educational cat-
egories, defined based on degrees from high school, upper sec-
ondary shool or university.

Drugs taken 14 binary variables. One for each level 1 ATC code. Equal to 1 if
an indidual recived a drug within that ATC category at least once
between 2005 and 2009.

Diagnoses 21 binary variables. One for each ICD-10 chapter. Equal to 1 if
an indidual was diagnosed within that Chapter category at least
once between 2005 and 2009.
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Nearest Neighbor, Logit (NN) For the analyses shown in Figure 1.5, Fig-

ure 1.6, Figure 1.11, and Figure 1.10, our preferred approach is 1:1 nearest-

neighbor matching with exact matching on gender and birth year. Propensity

scores are estimated using a logit model. To allow for different information

sets across cohorts, we compute propensity scores separately for individuals

born before and after 1990, using distinct pools of candidate matching vari-

ables. For those born before 1990, we use 136 candidate variables; for those

born after 1990, we exclude own (rather than parental) socioeconomic char-

acteristics, leaving 103 candidates. Likewise, for individuals who developed

narcolepsy prior to the swine flu pandemic, we remove variables related to both

own socioeconomic and health characteristics, regardless of birth year. Vari-

able selection for the propensity score model follows a LASSO procedure with

cross-validation to choose the penalty parameter that minimizes out-of-sample

prediction error. Finally, the covariates selected by the LASSO are included

in the regression estimated on the matched sample to address any remaining

imbalance.

Nearest Neighbor, Gradient Boosting (XGBM) We also estimate propen-

sity scores using an XGBoost classifier with a logistic objective function. The

model is trained on one-hot–encoded covariates, allowing categorical vari-

ables and missing values to be handled internally. Five-fold stratified cross-

validation is used, and hyperparameters are kept at standard values for moder-

ate regularization (η = 0.1, max depth = 4, min child weight = 1, subsample =

0.8, fraction of predictors sampled for each tree = 0.8).

Coarsened Exact Matching (CEM) We manually choose covariates captur-

ing socioeconomic, health, and demographic characteristics: parental income

and years of schooling; parents’ number of prescribed drugs and healthcare

visits; and the individual’s gender, age, and region of origin. Because the pro-

cedure requires exact matches on these variables, including too many covari-

ates makes it difficult to find suitable matches. Adding additional covariates

do not meaningfully improve balance. Bins for numeric variables are created

using Sturges’ rule.
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Appendix 1.D Robustness of Main results
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Appendix Figure 1.18: Main Results—Diseased Individuals and Family Members, XGBM
Propensity Scores

Notes: This figure displays coefficients corresponding to τpost and τpre in eq. (1.4). First
row corresponds to individuals that themselves developed narcolepsy (Self). The second
and third rows show the corresponding coefficients for Family members, defined as siblings
and parents, and Extended family members, defined as aunts/uncles and cousins. Panel (a):
Ever taken at least one COVID-19 dose. Panel (b): Number of doses, conditional on at
least one dose. Panel (c): Days elapsed until the first COVID-19 dose. Standard errors
are clustered by treatment cluster, defined by the treated or control individual to whom a
network member is related as well as at the match level.
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Nt = 899

Nt = 863

Nt = 394
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Appendix Figure 1.19: Main Results—Diseased Individuals and Family Members, Coarsened
Exact Matching

Notes: This figure displays coefficients corresponding to τpost and τpre in eq. (1.4). First
row corresponds to individuals that themselves developed narcolepsy (Self). The second
and third rows show the corresponding coefficients for Family members, defined as siblings
and parents, and Extended family members, defined as aunts/uncles and cousins. Panel (a):
Ever taken at least one COVID-19 dose. Panel (b): Number of doses, conditional on at
least one dose. Panel (c): Days elapsed until the first COVID-19 dose. Standard errors
are clustered by treatment cluster, defined by the treated or control individual to whom a
network member is related as well as at the match level.



1.E. DESCRIPTION OF MATCHING AND PREDICTIONS 97

Appendix 1.E Description of matching and predictions

1.E.1 Predictions in Table 1.1

For each prediction, each treated unit is matched to 100 control units with the

same birth year. Control units consist of the Swedish population as of 2021.

Appendix Table 1.7: XGBoost hyper-parameters, cross-validation setup, and
features

Model hyper-parameters

Maximum tree depth 4
Learning rate (η) 0.10
Minimum child weight 1
Subsample fraction used for training 0.8
Number of boosting rounds 100

Model setup

Cross-validation folds 5
Number of treated units 1 013

Features

Socioeconomic: income, years of schooling, field of education, days unem-
ployed, parental income, days on sick leave, parental years of schooling, num-
ber of siblings, parental number of siblings, parental days on sick leave, gender,
world region of origin.
Health: 4-digit level drug codes (ATC), 3-digit level diagnosis codes (ICD
10-SE).
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1.E.2 Predicting who takes the COVID-19 vaccine

We predict COVID-19 vaccination using a hybrid model that combines a se-

quence encoder for health histories (defined as the histories of drug prescrip-

tions, diagnoses and reported side effects) with gradient-boosted trees on time-

invariant covariates. Each individual’s diagnosis history is converted into an

integer sequence, embedded and passed through a bidirectional LSTM, and

projected into a low-dimensional representation. The encoder is trained with

binary cross-entropy loss and a sigmoid output, using a 10% hold-out split

for validation. We concatenate the learned sequence embedding with socioe-

conomic covariates and use the resulting feature vector to train an XGBoost

classifier with logistic loss. Final performance is evaluated on the 10% hold-

out test set.
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Appendix Table 1.8: RNN + XGBoost hyper-parameters, data splits, and fea-
tures

Sequence encoder (RNN)

Input Sequence of diagnoses, drug pre-
scriptions, and side-effect re-
ports

Vocabulary size 998
Sequence length 402 (truncated at 99th percentile)
Embedding layer Dimension = 32
Recurrent layer Bidirectional LSTM, 64 units

per direction
Dense projection 32 units, ReLU
Output head predicted probability of vaccina-

tion
Loss / optimizer Binary cross-entropy / Adam
Batch size / epochs 256 / 5
Validation split 10% hold-out (stratified)

Gradient boosting classifier (XGBoost)

Objective binary logistic
Boosting rounds 4000 (with early stopping)
Learning rate (η) 0.02
Max depth 5
Subsample / fraction of predictors
sampled for each tree

0.8 / 0.8

Regularization λ = 1.0, α = 0.0
Class imbalance = nneg/npos
Early stopping 200 rounds on a 10% validation

slice of training data

Model setup

Train / test split 90% / 10% (stratified)
Hybrid features Concatenate sequence embed-

ding (32-D) with tabular covari-
ates

Feature sets

Socioeconomic income, years of schooling, field
of education, days unemployed,
parental income, days on sick
leave, parental years of school-
ing, number of siblings, parental
number of siblings, parental days
on sick leave, gender, world re-
gion of origin

Health 4-digit ATC drug codes (se-
quence input), 3-digit ICD-
10-SE diagnoses (sequence
input), reported adverse events
(sequence input)
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Appendix 1.F Mathematical Derivations

Observe that MAR among true developers

D ⊥ Y (1)
∣∣ W = 1, X .

implies that

E
[
Y (1) |W = 1, D = d, X

]
= E

[
Y (1) |W = 1, X

]
(d = 0,1).

similarly, MAR among non-developers implies that

E
[
Y (0) |W = 0, D = d, X

]
= E

[
Y (0) |W = 0, X

]
(d = 0,1).

MAR among developers and source irrelevance (together with the law of total

probability) directly give us that

E[Y | D = 1,X ] = E[W Y (1)+(1−W )Y (0) | D = 1,X ]

= P(W = 1 | D = 1,X)E[Y (1) |W = 1,D = 1,X ]

+P(W = 0 | D = 1,X)E[Y (0) |W = 0,D = 1,X ]

= E[Y (1) |W = 1,D = 1,X ] (source irrelevance)

= E[Y (1) |W = 1,X ] (MAR, developers).

What about E
[
Y (0) | D = 0, X ]? We can write:

E
[
Y | D = 0, X

]
= Pr

(
W = 1 | D = 0, X

)
E
[
Y (1) |W = 1, D = 0, X

]
+ Pr

(
W = 0 | D = 0, X

)
E
[
Y (0) |W = 0, D = 0, X

]
.

That is, it is a weighted average of false negatives and true negatives. Bayes

formula yields that.

Pr
(
W = 1 | D = 0,X

)
=

Pr
(
D = 0 |W = 1,X

)
Pr
(
W = 1 | X

)
Pr
(
D = 0 | X

) .

We maintain the assumption that Pr
(
W = 1 | X

)
is small relative to the proba-

bility mass of non-reporters such that the term vanishes. Together with MAR
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among non-developers it directly follows that

E
[
Y | D = 0, X

]
≈ E

[
Y | D = 0,W = 0, X

]
= E

[
Y |W = 0, X

]
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Appendix 1.G Classifying Adverse Events as Type-Learning
or Idiosyncratic

We classify adverse events as either Type-learning or idiosyncratic based on

High Level Terms from the MedDRA coding system. These contain very brief

descriptions of adverse events, in combination with four character ATC drug

codes. We observe 1713 such combinations. To classify these combinations,

we use OpenAI’s GPT-4o model with the following system prompt:

I will give you drug side effect combinations and you will clas-

sify them as either "idiosyncratic" or "learn about predisposition".

Idiosyncratic should be 1 if getting the side effect from that drug

does not teach me that I have a predisposition to side effects from

COVID-19 mRNA vaccines. The opposite is that experiencing

an adverse event teaches me about my likelihood of experiencing

an adverse events. Be fairly generous in defining them as idiosyn-

cratic. Output your answer as a JSON array of objects, where each

object contains three fields: "drug": ATC code of the drug, "HLT":

HLT symptom, "idiosyncratic": 1 or 0, "Justification": Your short

justification."

For each combination, we compute an idiosyncrasy score from ten independent

model queries using the same input prompt. Each combination is classified

as idiosyncratic if its score is above the sample median and as type-learning

otherwise. In Table 1.9, we show three common combinations classified as

idiosyncratic and three classified as type-learning.
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Appendix Table 1.9: Examples of idiosyncratic and type-learning adverse events

Idiosyncratic Type-learning

Psychostimulants — Fluctuating
mood symptoms

Penicillins — Allergic conditions
NEC

Aspirin — Nasal disorders (epis-
taxis)

Enalapril — Angioedemas

Levothyroxine — Asthenic condi-
tions

Sirolimus — Breathing abnormali-
ties

Notes: Adverse events are classified as type-learning or idiosyncratic using MedDRA
High Level Terms paired with 4-character ATC drug codes. We define 1,713 HLT–ATC
combinations and compute an idiosyncrasy score per combination from ten indepen-
dent model queries. This table shows three representative examples from each class.
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Chapter 2

Post Hoc Ergo Propter Hoc?
Side Effect Misattribution and
Vaccine Hesitancy
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CHAPTER 2. POST HOC ERGO PROPTER HOC? SIDE EFFECT

MISATTRIBUTION AND VACCINE HESITANCY

2.1 Introduction

Vaccine hesitancy—the delay or refusal of available and effective vaccines—remains

a critical challenge in containing communicable diseases, and is often driven

by fears of harmful side effects (Jones, 2020). Personal experiences shape

such beliefs far beyond their informational content. Whether an experience

shifts behavior depends on how individuals understand its cause. For example,

when symptoms arise after vaccination, individuals may infer a link between

the vaccine and their health state even when the two are unrelated. Such mis-

attribution can distort perceived risks, discouraging future vaccination. This

paper studies when and for whom misattribution occurs and how it affects vac-

cination behavior.

How individuals interpret health events depends on the informational envi-

ronment in which they occur. In vaccination campaigns, warnings from health

agencies, media coverage, and clinician reports can make specific symptoms

salient as possible side effects. Such communication may convey genuine

risks, but it may also lead individuals to interpret unrelated health events as ev-

idence that vaccination is dangerous. This attribution channel matters because

communication about rare side effects is often necessary, but may amplify per-

ceived risks beyond the underlying medical evidence.

We examine how personal exposure to health events after vaccination—

and the informational environment surrounding them—affects subsequent vac-

cine uptake. Our setting is the AstraZeneca COVID-19 vaccine, which in early

2021 was linked to a rare form of blood clotting, triggering widespread media

coverage and temporary suspensions in several countries. Using Swedish reg-

ister data on individual vaccine decisions and diagnoses, we show that experi-

encing an unrelated blood clot after vaccination substantially increases dropout

from the COVID-19 vaccination schedule. The effects are larger when the

blood clot occurs soon after vaccination and when a clinician reports it as a sus-

pected side effect. Other acute conditions, whether plausibly vaccine-induced

or not, do not generate similar responses.

Sweden commenced vaccination against COVID-19 in late 2020 and pre-

dominantly administered two mRNA vaccines, by Pfizer and Moderna, and

one adenoviral vaccine, by AstraZeneca. In March 2021, reports from sev-

eral countries raised the suspicion of a possible link between the AstraZeneca
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vaccine and thrombosis with thrombocytopenia syndrome (TTS), an extremely

rare but severe blood clotting condition. Over the course of a few days, several

countries suspended the AstraZeneca vaccine pending safety reviews. Though

the early estimates of TTS incidence ranged between 10 and 20 cases per mil-

lion administered doses (MHRA, 2023), the extensive media coverage could

have contributed to public skepticism about vaccine safety related to unrelated

blood clots—conditions affecting over 0.5% of the Swedish population annu-

ally. By the time it was suspended in Sweden on March 16, the AstraZeneca

vaccine had been used for three months with a total of 230,000 doses adminis-

tered.

Our empirical strategy compares individuals with a similar COVID-19 vac-

cine history, where some experienced a blood clot plausibly unrelated to the

vaccine soon after vaccination while others did not. The credibility of this de-

sign stems from the close similarity achieved by pairing each treated individual

with a control who received the same vaccine brand(s) in the same month(s),

and who is otherwise similar in demographic, socioeconomic, and health char-

acteristics that may shape both blood clot risk and subsequent vaccine uptake.

We find that experiencing a blood clot, unrelated to the COVID-19 vac-

cine, within six weeks of vaccination reduces uptake of the next dose by 4

percentage points—a 70% increase in the dropout risk from the vaccination

program relative to a baseline uptake rate of 94.5% in the control group. This

effect is plausibly driven by external cues through intense public attention that

cause individuals to generalize signals and attribute unrelated symptoms to the

vaccine they received, despite the distinct pathology of vaccine-induced blood

clots. We find moderate spillover effects on close family members. Combining

the response of the diseased individual with these spillovers, roughly half of

the overall increase in vaccine hesitancy comes from the individual who expe-

rienced the blood clot, while the other half comes from close family members

who subsequently discontinue vaccination. When studying other acute condi-

tions that could plausibly have been attributed to the vaccine, we find only very

modest effects on dropout rates. This suggests that a general misattribution

mechanism, whereby unrelated acute events that received no media coverage

are routinely attributed to vaccination, is at most limited.

The dropout effect appears proportional to the strength of the informational

signal. First, we find that the effect size is greatest for blood clots suffered soon
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after the vaccination, when the causal link to the dose taken is most plausible.

If the dropout effect were instead driven by the direct health consequences of

the blood clot, we would expect the opposite pattern, as individuals diagnosed

earlier have more time to recover before their next dose is due. Second, when

a clinician reports the blood clot event as a side effect of the vaccination—a

choice that is often communicated to the patient—vaccine uptake is reduced

by a further 14 percentage points. The total effect on these individuals is close

to a five-fold increase in dropout rates compared to matched controls. Though

we cannot rule out some selection into reporting, this suggests that clinician

communication, much like media coverage, cues individuals to believe that

the side effect was real.

Notably, we find that the effect is of similar magnitude across vaccine

brands, despite no suspected link for vaccines other than AstraZeneca. We

infer that, even if prevailing information suggests a specific vaccine-adverse

event relationship, individuals do not discriminate across vaccine brands in

their risk perception of adverse events when deciding to complete their vacci-

nation schedule.

We proxy perceived vaccination benefits using patients’ age and how early

they were first vaccinated relative to when the vaccine became available, and

find smaller effects among individuals with higher expected benefits from vac-

cinating. This pattern is consistent with vaccination decisions reflecting a

trade-off between perceived benefits and perceived costs in the form of side

effects. It is less consistent with alternative explanations in which uptake falls

mechanically due to incapacitation, or in which the blood clot episode triggers

a non-compensatory reaction such as generalized distrust under which high-

benefit individuals would be no less likely to drop out.

Finally, we find no heterogeneity with respect to three proxies for health lit-

eracy: high cognitive ability, having a university degree, and having a medical

practitioner in the family. Individuals with higher health literacy are equally

likely to attribute blood clots to the vaccine they received.

Our paper speaks to both behavioral economics and public health. First, we

relate to a literature on how individuals use past experiences in decision mak-

ing (Ashraf et al., 2024; Malmendier et al., 2021), including recent work that

studies how experiences shape vaccination decisions (Bordalo et al., 2022).

We contribute by focusing on high-stakes choices and by documenting how
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salient adverse events, accompanied by informational cues, spill over across

health domains.

Second, we contribute to a literature on how individuals infer causal re-

lationships from the temporal proximity of events, even when evidence of an

underlying link is weak or absent. While well established in cognitive psy-

chology—often described as an “illusion of causality”—this phenomenon and

its consequences have received limited attention in economics, though see, for

example, Malmendier and Tate (2005) and Espín-Sánchez et al. (2023) for

related examples in economic settings. Our focus is on the extent of such mis-

attribution in the healthcare domain.1

We add to a small literature studying how reports linking the AstraZeneca

COVID-19 vaccine to blood clots shaped vaccine attitudes during the pan-

demic. Agosti et al. (2022) and Deiana et al. (2022) analyze vaccine at-

titudes around the suspension of AstraZeneca. Using aggregate-level data

across Europe, they provide evidence that the AstraZeneca blood-clot episode,

and particularly the subsequent retraction, fueled skepticism extending beyond

the AstraZeneca vaccine itself. While these studies document cross-vaccine

spillovers, our individual-level data allows us to study how risk perceptions

are shaped at the individual level by exploiting personal exposure to blood

clots. Furthermore, we observe actual vaccination decisions rather than stated

preferences or intentions measured in surveys, as is common in other papers.

The paper proceeds as follows. Section 2.2 provides a background on

vaccine-induced blood clots and the AstraZeneca suspension. Section 2.3 de-

velops a framework predicting which health signals drive vaccine dropout and

who responds most. Section 2.4 introduces the register data and defines key

variables used to test the framework’s implications, and Section 2.5 details the

matching strategy. In Section 2.6 we present our findings, while Section 2.7

discusses implications for risk communication.

1The illusion of causality is related, but different from nocebo responses in the
medical literature, where expectations about adverse effects lead individuals to ex-
perience (psychosomatic) symptoms even in the absence of an active ingredient. A
substantial share of participants in the placebo arms of COVID-19 vaccine trials re-
port adverse events following vaccination (Haas et al., 2022). Pertinently, Asan et al.
(2024) show that reports of severe headache increased substantially after media cov-
erage of rare vaccine-induced blood clot cases and associated warning symptoms in
Germany.
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2.2 Vaccine-Induced Blood Clots

Sweden rolled out its first COVID-19 vaccines in December 2020 and, by

February 2021, had deployed vaccines from all three major suppliers in Eu-

rope: BioNTech/Pfizer, Moderna, and Oxford–AstraZeneca. Soon after market

access, the EMA received an unexpected number of reports of severe side ef-

fects following vaccination with AstraZeneca. Typically, patients would show

an unusually low count of blood platelets, internal bleeding, and blood clots

forming at unusual sites in the body, such as the brain’s dural venous sinuses.

By March 16, three Northern European countries suspended AstraZeneca’s

COVID-19 vaccine Vaxzevria alongside Sweden within a week.2 Pending a

formal investigation of the events, the EMA announced that the overall ben-

efits of vaccination still outweighed risks of suffering a rare blood clot. As

a result, the Public Health Agency of Sweden resumed vaccination with As-

traZeneca for people aged 65 and over on March 25. The EMA later confirmed

a causal link between Vaxzevria and vaccine-induced thrombosis with throm-

bocytopenia (VITT), an extremely rare but potentially fatal condition. There-

after, demand for AstraZeneca’s vaccine in Sweden collapsed, and by May

2021 it was phased out and the rollout continued almost entirely with mRNA

vaccines.

While the pathological mechanism of VITT is still under investigation, cur-

rent studies suggest that VITT is caused by an autoimmune response to com-

ponents specific to adenoviral vaccines. Consistent with this, the syndrome

is predominantly observed in patients vaccinated with J&J and AstraZeneca,

but not with common mRNA vaccines.3 Further evidence suggests that any

increased thrombotic risk after AstraZeneca is concentrated in rare TTS cases,

rather than reflecting a broad increase in thrombotic events.

The syndrome was both rare and clinically distinctive. Although differ-

2The vaccine held market access authorization for the entire European Union and
several other countries. Globally, in March 2021, more than 20 countries halted the
administration of the vaccine within a matter of days.

3This statement concerns VITT/TTS, not thromboembolic events in general.
Some observational studies report small increases in broader thromboembolic out-
comes after mRNA vaccination, but there is no conclusive evidence that common
mRNA vaccines cause an excess risk of blood clots comparable to the VITT/TTS sig-
nal observed after adenoviral-vector vaccines. See Zhao et al., 2024 and references
therein.
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ences in data acquisition between countries lead to varying estimates of in-

cidence, the European Medicines Agency suggested that, in aggregate, VITT

occurred in about 1 in 150,000 individuals vaccinated with AstraZeneca, in-

cluding UK cases (Franchini et al., 2021; Klok et al., 2022). To benchmark

this against other common types of blood clots, pulmonary embolism, another

severe clotting event, has an incidence of about 78 per 100,000 person-years in

the Swedish population (Johansson et al., 2014). The unusual clinical picture

of VITT, including thrombocytopenia and clotting in unusual locations, meant

that, once the syndrome became better known, clinicians could quickly rule

out VITT in the vast majority of post-vaccination blood clot cases.

Evidence on who was at risk of developing VITT is limited, but perceived

risk may nonetheless have varied across groups. UK safety monitoring sug-

gested that the event was more common among individuals below age 50 than

among those aged 50 and above, and early case reports appeared to involve

more women (MHRA, 2023). Further investigations revealed that these pat-

terns may partly have reflected differential rollout and reporting rather than

personal risk factors. Ultimately, studies have not identified individual charac-

teristics that predict VITT (Klok et al., 2022).

Experiencing a blood clot does not constitute a medical contraindication to

COVID-19 vaccination. For example, public health authorities did not advise

individuals with a history of common blood clots, such as deep-vein thrombo-

sis following surgery or during pregnancy, to avoid vaccination. However, in-

dividuals who developed a blood clot soon after vaccination with AstraZeneca

were recommended to complete their vaccination schedule with an mRNA

vaccine. Furthermore, the scientific consensus is that any vaccination against

COVID-19 is still highly beneficial even given the risk of general thrombotic

events. In particular, studies have shown that the risk of suffering a blood clot

is significantly higher following COVID-19 infection than following vaccina-

tion (Katsoularis et al., 2022; Zhao et al., 2024).

Our empirical strategy treats treatment as the interaction between media

coverage and personal exposure to a blood clot event. Public reporting is com-

mon to all, but personal exposure makes clot-related news more salient and

therefore more likely to affect behavior. A necessary precondition is that the

controversy received broad public attention. Previous studies have documented

a spike in public interest during the time around the AstraZeneca suspension,
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using Google searches as a proxy for awareness (Agosti et al., 2022; Deiana

et al., 2022), suggesting that the adverse events were part of a public debate.

In Sweden, we observe a similar pattern: Google searches related to blood

clots spiked in March, when national health authorities announced the sus-

pension of AstraZeneca (see Figure Figure 2.1). In Figure 2.2, we provide

further evidence on the attention the controversy received and on whether it

extended beyond the AstraZeneca vaccine. Specifically, we plot the number

of reported side effects for the three major vaccines alongside the number of

administered doses. On the day of suspension and shortly after, reported side

effects increased substantially for AstraZeneca and also Pfizer, which is com-

monly perceived as a safe option and has not come under scrutiny in the public

debate.4

2.3 Conceptual Framework

Motivation This section presents a simple model of how vaccination choices

are impacted by the experience of perceived side effects. Individuals begin by

choosing whether to get an initial vaccine dose, weighing benefits against the

perceived probability and severity of side effects. Following the initial dose,

they may experience a health event. Drawing on the type of illness, the time

from vaccination to onset, and possible links drawn between vaccination and

the symptoms by media and doctors, the individual estimates a probability that

their ailment was caused by the vaccine. They then update their risk assess-

ment of the vaccine before deciding whether to take the next dose.

The model, while simple, yields implications about which kinds of ail-

ments and information cues cause individuals to drop out of the vaccination

program, as well as which individuals are most responsive. We bring these

implications to the data.

Learning about vaccine risk Individuals are uncertain about the true proba-

bility of serious vaccine side effects θ ∈ [0,1]. Before vaccination, their belief

over θ is captured by a shared prior p(θ). After receiving the first dose, in-

4Note that although not as prominently discussed in public, the mRNA vaccines
Pfizer and Moderna have been linked to rare cases of myocarditis and pericarditis.
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dividuals may or may not experience a vaccine-induced illness—zi ∈ {0,1}—

where zi = 1 with probability θ .

Importantly, zi is unobserved by the individual. Instead, she observes a

health signal yi. The signal consists of (i) symptoms (or lack thereof), (ii)

time from vaccination to onset, and (iii) whether the condition has been linked

to the vaccine by media coverage or the treating clinicians. The distribution

of yi depends on whether the illness was truly vaccine-induced (zi = 1) or

not (zi = 0). We denote the respective conditional likelihood functions by g1

and g0. g0 can be thought of as the distribution of health outcomes absent

vaccination, whereas g1 represents the individual’s view of how vaccine side

effects tend to present.5

The individual uses the health signal yi to form a posterior distribution over

θ :

p(θ |yi) ∝ p(θ) · (θ ·g1(yi)+(1−θ) ·g0(yi)) (2.1)

which is then used to decide whether to take the next dose.

Vaccination choice Individuals base vaccination choices on beliefs about

side-effect risks, weighed against benefits. We denote the perceived benefits

of vaccination by B(xi), where xi is a vector of observable traits. These benefits

include both health and non-health considerations.

The costs of vaccination consist of the perceived risk of side effects, E[θ ],

multiplied by a common severity S. For the first dose, the expectation over θ is

computed with regards to the prior distribution p(θ), whereas for the second, it

is computed from the posterior p(θ |yi). Finally, we allow for an idiosyncratic

shock εi to account for attitudes toward vaccination not captured elsewhere.

The perceived net benefit of vaccination is

ui = B(xi)−E[θ ] ·S+ εi (2.2)

Individuals choose not to vaccinate if ui ≤ 0. If ui > 0, individual i gets

5Concretely, let yi ∈ { /0} ∪ Y where Y is the set of health events and /0 denotes
remaining healthy. Then g0( /0) will be relatively high whereas g1( /0)≈ 0. The degree
to which an event y is attributed to the vaccine is captured by the likelihood ratio
g1(y)/g0(y). The ratio is high for symptoms that occur soon after vaccination or
matching the individual’s prior about how side effects present. It is low for illnesses
with delayed onset or no plausible causal link to the vaccine— g1(broken arm)≈ 0.
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vaccinated ti days after the vaccine is made available to them, where ti|ui ∼
G(·|ui) such that higher ui implies earlier vaccination in distribution6.

Model implications The model delivers five implications that we bring to

the data. Implications 1–3 relate to which kinds of health signals trigger vac-

cination dropout, whereas 4 and 5 concern who responds more.

1. Attribution. Health events following vaccination reduce uptake of sub-

sequent doses only if the symptoms can plausibly be attributed to the

vaccine.

2. Timing. A shorter time from vaccination to symptom onset increases the

effect on vaccination uptake.

3. Salience and cues. Effects are larger when medical professionals or pub-

lic discourse reinforce the perceived link between the symptoms and the

vaccine.

4. Benefit gradient. Individuals with lower predicted benefit from the vac-

cine respond more to health events.

5. Hesitancy amplification. Individuals who delay their first vaccination

reduce their uptake of the next dose more in response to a health event.

The last two implications share a common logic. Among those who took

the first dose, individuals with lower B(xi) and/or higher ti have lower ui—

closer to the threshold ui = 0—and are therefore more likely to be tipped into

dropping out upon suffering a negative health event.

2.4 Data

2.4.1 Administrative Records

We combine data from several Swedish administrative sources covering the

entire Swedish population. We access the data through the Swedish Register-

based Research Program on COVID-19 (SWECOV) and permission to use it

6Formally, f (t|u) satisfies the monotone likelihood ratio property, i.e. that
f (t|u′)/ f (t|u) is decreasing in t for u′ > u.
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is obtained from Sweden’s Ethical Review Authority (permit numbers 2021-

02225, 2022-013550-02, 2022-06118-02, and 2024-02342-02).

COVID-19 vaccinations The Public Health Agency provides us with individual-

level data on all COVID-19 vaccinations in Sweden between December 2020

and March 2023. These records include the administration date for each dose

as well as the vaccine brand and manufacturer, allowing us to capture vac-

cine hesitancy through vaccination discontinuation, delays, and through vac-

cine brand switching.

Deaths, diagnoses & drugs We use the Swedish Death Register to identify

individuals who died, either due to their blood clot conditions or from other

causes. Furthermore, we exploit data on healthcare visits from the patient reg-

ister administered by the National Board of Health and Welfare. This data

includes detailed information on all specialist care visits within the period of

2005–2022, including the date and diagnoses. We use this data to identify

cases of blood clot, as well as other conditions, based on the ICD-10-SE diag-

nosis classification.

Socioeconomic & demographic characteristics We access information from

Statistics Sweden’s registers on individual socioeconomic and demographic

characteristics such as age, sex, region, and income. In addition, we rely on

three sources to create proxies for health literacy. (1) From the military archive,

we gather data from military tests that assess cognitive ability. (2) We use data

on educational attainment and occupations to identify individuals who have a

university degree or (3) who have a healthcare practitioner in their family.

Reported Side Effects We draw on individual-level records of suspected

adverse drug reactions (ADRs) reported to Sweden’s national spontaneous-

reporting system throughout the COVID-19 pandemic, obtained from the Swedish

Medical Products Agency between 2005 and 2022. Each entry contains the

date of onset, the suspected drug link (ATC drug code and brand name), and

the type of symptom, allowing us to identify individuals who had a blood clot

reported as a suspected adverse event following COVID-19 vaccination. We
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restrict the attention to suspected side effects reported for blood clot-related

symptoms as described in Section 2.D.2.

2.4.2 Variable Definitions and Sample Restrictions

Blood clots We are interested in the effect of experiencing a blood clot af-

ter vaccination on vaccine hesitancy. To this end, we first restrict our sam-

ple to individuals who have received at least one COVID-19 vaccine. This

leaves us with individuals who have a basic willingness to get vaccinated. We

further restrict the sample to adult individuals who were alive by 2023. We

use a broad definition of blood clot diagnoses. These events are highly un-

likely to have been caused by the vaccine and are instead intended to capture

blood clot–related conditions that individuals may have inferred were caused

by it. This allows us to draw conclusions about the generalization of the spe-

cific severe side effect of VITT to other blood clot conditions. We consider

individuals diagnosed with a blood clot within six weeks of their first or sec-

ond COVID-19 vaccination. Since the interval between the first and second

dose was generally about six weeks, cases occurring after longer intervals are

likely to represent a selected group of individuals who may already be hes-

itant, making the average effect in this group harder to interpret. Moreover,

vaccine-induced blood clots were typically observed within six weeks, mak-

ing the cases we study more comparable to VITT cases. We do not include

individuals who developed a blood clot after doses beyond the second. Deci-

sions about fourth or later doses are less consequential for immunization and

transmission than decisions about the first three doses.

Finally, We exclude individuals diagnosed with a blood clot in the five

years preceding the COVID-19 pandemic. This allows our treatment to more

closely mirror the actual VITT cases, which were unlikely to occur dispropor-

tionately among individuals with a prior history of blood clots. A back of the

envelop calculation suggests that nine individuals in Sweden developed VITT

from AstraZeneca. We account for potentially true cases of VITT by excluding

a handful of individuals from the dataset that had clinically diagnosed blood

clots along with low blood platelet levels. This leaves us with a total of 8,497

individuals who developed a blood clot soon after COVID-19 vaccination.

In Table 2.1 we display the diagnoses that we consider in our definition
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of blood clots.7 The most common diagnoses in Table 2.1—myocardial in-

farction (I21), stroke (I63), phlebitis/thrombophlebitis (I80), and pulmonary

embolism (I26)—are strongly related to underlying cardiovascular risk and co-

morbidities (including age as well as chronic and lifestyle-related conditions),

and they do not share the hallmark presentation of vaccine-induced thrombosis

at unusual sites together with thrombocytopenia. Nevertheless, patients may

find it plausible that their diagnosis is vaccine-related because these events all

involve the obstruction of blood flow. The displayed mortality rates refer to

the share of individuals that are excluded from the sample because they die at

some point after developing a blood clot and before 2023.8 As evident from

column (4) in Table 2.1, mortality differs markedly across diagnoses, but the

post-diagnosis mortality observed within two years indicates that these events

are severe in clinical terms.

In Figure 2.1 we display the number of first-time blood clot diagnoses per

month between 2019 and 2023. There was no aggregate increase in blood clot

incidence when COVID-19 vaccination was rolled out at scale. Blood clots are

common: each year, about 0.5% of individuals receive a first-time diagnosis.

This high baseline incidence implies that, even at the time, clinicians would

expect many post-vaccination blood clots to occur for reasons unrelated to

the vaccine. Out of the 22,957 individuals who developed a blood clot after

COVID-19 vaccination, 443 also had a serious adverse event report for blood

clot–like symptoms filed by a medical professional. The average age among

blood clot developers is 74, and men and women are represented in roughly

equal shares.

At the time of developing a blood clot, and in the midst of the pandemic,

individuals could nevertheless worry that rare vaccine-related cases were un-

derdetected or not yet reported. By March 2021, however, millions of As-

traZeneca doses had already been administered worldwide and only a small

number of suspected cases had been identified. Contemporaneous evidence

thus suggested that the probability of a newly diagnosed blood clot being

7Throughout the remainder of the paper, we refer to the diagnoses listed in Ta-
ble 2.1 collectively as “blood clots” for expositional convenience, although some of
these diagnoses are not blood clots in a strict clinical sense.

8We abstain from using available information on the cause of death to restrict our
sample, because the measure disregards that the primary cause of death may instead
be a comorbidity of the blood clot condition.
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vaccine-induced was very low. We take the view that individuals did not fully

incorporate this evidence, and it is precisely this discrepancy between best

available knowledge and individual beliefs that creates scope for personal ex-

periences to shape vaccination behavior.
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Figure 2.1: Timeline of Blood Clot Diagnoses

Notes: This figure displays first time blood clot diagnoses across time between
2019 and 2022 (left axis). The blue bars represent the total count of diagnoses.
The red bars represents individuals that developed blood clot within six weeks
after receiving either their first or second COVID-19 vaccine dose and hence
constitute our main treatment group. The black line represents the monthly num-
ber of first and second administered COVID-19 vaccine doses (right axis).

Other conditions Apart from blood clots, we construct a group of physical

injuries, consisting of all ICD-10 S-codes. These capture physical injuries to

the head, trunk and limbs—diagnoses unlikely to be attributed to the COVID-

19 vaccine. We expect any detectable effects among individuals with these

conditions to reflect an incapacitation effect where, for example, the physical

restrictions from breaking a leg make it more difficult to get another vaccine

dose.

We also construct a set of other acute conditions, aiming to capture diag-

noses similar to blood clots in severity, acuteness of onset, and ex ante plausi-

bility as a vaccine side effect, but without media links to the vaccine. To con-

struct this category, we first select any condition that is (1) treated primarily

in specialized care and (2) sufficiently common to be statistically analyzable.

We then exclude conditions that are non-acute in onset (e.g. cancer, nutritional
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deficiency) or that have a clearly identifiable non-vaccine-related cause (e.g.

surgical complications). See Section 2.D.1 for a more detailed description of

the selection procedure. The resulting set of 19 diagnoses includes conditions

such as acute kidney failure, pneumonia, and appendicitis—events that are

sudden, salient to the patient, and plausibly attributable to a recent vaccination

by a non-expert, but not linked to vaccines in public discourse.

In summary, we distinguish between three sets of diagnoses: (i) blood

clots, which may be conflated with VITT; (ii) physical conditions, which are

primarily incapacitating the range of movement and unlikely to be attributed

to the vaccine; and (iii) other severe acute conditions, which could plausibly

be attributed to the vaccine but for which no public discourse link existed.

Outcome variables We exploit the information on vaccination doses to de-

fine an outcome variable for subsequent vaccination, equal to one if an individ-

ual takes at least one more COVID-19 dose before March 2023, which marks

the end of our data but also the end of the acute phase of the COVID-19 pan-

demic, independent of the brand of that next dose. We also define switching,

equal to one if an individual continues vaccination but with a different brand

than the brand that preceded the blood clot.

2.5 Method

Challenges to Identification & Matching Our empirical strategy compares

immunization outcomes among individuals who developed a blood clot shortly

after receiving a COVID-19 vaccine to those who received the same vaccine

but did not develop a blood clot. The identifying assumption is that conditional

on observable characteristics, blood clot diagnosis is orthogonal to the latent

propensity to continue vaccinating. Two threats to our identification strategy

stand out. First, individuals may differ in their probability of developing a

blood clot in ways that correlate with their inclination to get vaccinated. For

example, individuals with comorbidities may be more likely to develop blood

clots and also benefit more from continued vaccination. Second, conditional

on developing a blood clot, individuals may differ in their propensity to receive

a formal diagnosis. For example, those who live far from a healthcare facility

or distrust the healthcare system may be less likely to receive a diagnosis and
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less likely to continue vaccinating. This concern is mitigated, however, by the

fact that the blood clot diagnoses we study are severe conditions that require

medical attention, making it unlikely that individuals experience them without

entering hospital care. In both examples, the treatment group would be pos-

itively selected on vaccination propensity, biasing our estimates toward zero.

The net direction of bias is, however, ambiguous, since other selection effects

could work in the other direction.

To address these endogeneity concerns, we deploy a two-step matching

procedure. The key idea is to match individuals with identical COVID-19

vaccination histories and similar ex-ante probabilities of a blood clot diagno-

sis. Concretely, each treated individual is first matched to a pool of potential

controls consisting of everyone who had taken the exact same vaccine brands

in the exact same months and years, and had not yet taken their next dose

by the time of the treated individual’s diagnosis.9 By matching on vaccine

brand together with vaccination timing, we address what is perhaps the most

important selection concern: individuals who are more worried about side ef-

fects selecting into vaccines perceived as safer and receive their doses later.

Within the matched control pool, we select the one nearest untreated neigh-

bor based on propensity scores estimated on the full sample using XGBoost.

Beyond remaining agnostic about functional form, this tree-based method cap-

tures nonlinearities and interactions that would require many additional terms

in a parametric logit model. The scores capture blood-clot risk using medical

histories, including the number of drugs taken and healthcare visits, together

with socioeconomic and demographic characteristics such as years of school-

ing and income. This step helps ensure that each pair of treated and control

individuals faced a similar ex-ante probability of being diagnosed with a blood

clot. Section 2.C explains the procedure in greater detail.

9As an example, consider a treated individual who is diagnosed with a blood clot
28 days after her second vaccine dose. Her control pool consists of all individuals
who took the same brands as her for their first and second doses, in the same calendar
months. Furthermore, the pool is limited to individuals who had not yet received their
third vaccine dose within 28 days after their second dose.
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Drug prescriptions

Healthcare visits
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Figure 2.2: Balance in Pre–Treatment Characteristics

Notes: This figure displays results from univariate regressions where the stan-
dardized covariates is regressed on treatment (diagnosed with blood clot). In the
“Dose history” sample we match on (i) vaccine brand(s) received, (ii) calender
month of vaccination. Each treated individual is, at random, matched to one
control individual who had not yet taken their next dose by the time the treated
individual is diagnosed with the blood clot. “Dose history + PS-matching” is
instead based on a sample where to each treated individual we match a control
individual based on propensity scores as described in Section 2.C. Horizontal
lines show 95% confidence intervals based on standard errors clustered at the
match-pair level.

In Figure 2.2, we display differences in a selection of predetermined char-

acteristics between treatment and control groups, before and after matching

on propensity scores. Matching solely on vaccine dose history leaves residual

imbalance in terms of individual health characteristics as measured through

healthcare visits and drug prescriptions. Notably, while there is little difference

in socioeconomic characteristics, individuals in the treatment group appear to

be sicker as measured by the number of drug prescriptions and healthcare vis-

its. To approximate conditional independence, we match individuals on char-

acteristics that may jointly predict both vaccine hesitancy and blood clot onset.

The propensity score matching does a good job at achieving balance, although

some residual imbalance remains. A concern is that latent vaccine hesitancy

may only be weakly correlated with standard observable health and socioe-

conomic characteristics. Fortunately, for a subset of the sample, we observe

swine flu vaccinations during the 2009–2010 pandemic.10 We observe no sta-

10We observe Swine flu vaccination records for 10 of 21 healthcare regions in Swe-
den and define individuals as abstaining from Swine flu vaccination if they lived in
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tistically significant differences in swine flu vaccination status neither before

or after matching. In other words, developing a blood clot after receiving a

COVID-19 vaccine is not associated with a reluctance to take the swine flu

vaccine 11 years prior to the COVID-19 pandemic.

2.6 Results

2.6.1 Which Conditions Cause Vaccine Dropout?

In Figure 2.3 we display our main results for the different blood clots along

with estimates for physical conditions and other severe acute conditions.
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Figure 2.3: Vaccine Hesitancy and Media Exposure

Notes: This figure displays coefficient estimates of regressions run on a matched
sample where the dependent variable is equal to 1 if an individual takes an ad-
ditional COVID-19 vaccine doses and 0 otherwise. We consider three types of
conditions: (i) Blood clot disorders that were unlikely to have been vaccine-
induced but plausibly believed to have been induced by the COVID-19 vaccine;
(ii) Physical conditions that were highly unlikely to have been adverse events and
where the individual is unlikely to infer that these were adverse events; (iii) other
severe acute conditions that could ex ante plausibly be attributed to vaccination
but were not salient in public discussion and were unlikely to be vaccine-induced.
Vertical lines show 95% confidence intervals based on standard errors clustered
at the match-pair level.

these regions in 2009 but did not take the vaccine.
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As shown in the top panel, we find an increase in dropout from subsequent

vaccine uptake of 3.5 percentage points among individuals who experienced a

blood clot soon after vaccination.11 There is some heterogeneity across spe-

cific blood clot diagnoses, although our data does not allow for sharp con-

clusions on this point. Most remarkably, the diagnoses most similar to VITT

in terms of clot location (venous embolism and portal thrombosis) return the

largest estimates.

There is virtually no heterogeneity between individuals who develop a

blood clot after the first dose and those who develop one after the second dose.

However, the control mean of the dependent variable differs: 99% of matched

controls continue the vaccination schedule after the first dose, whereas 90%

continue after the second dose. In this sense, the relative effect is substan-

tially larger after the first dose than after the second. A useful benchmark for

the magnitude of these effects is the difference in vaccination continuation be-

tween individuals with and without a university degree in our sample, which

is 1.8 percentage points after the first dose and 1.9 percentage points after the

second dose—almost half the size of the effect of developing a blood clot.

While our primary outcome is whether individuals ever receive another

dose, adverse events may also affect the timing of subsequent vaccination. Fig-

ure 2.3 shows the distribution of days until the next dose by treatment status.

Among individuals who develop a blood clot after the first dose, we observe

excess mass in the right tail of the distribution. Among individuals who de-

velop a blood clot after the first dose, we observe excess mass in the right tail

of the distribution, suggesting that many individuals delay vaccination rather

than drop out entirely.

In an alternative specification, we construct a control group where control

units are drawn from a donor pool of individuals who developed blood clot

before the COVID-19 pandemic. This approach directly creates comparable

units in terms of propensity to develop blood clot. However, this group of

11Given the high mortality associated with blood clots, one concern is survivorship
bias. Gauging the magnitude of this bias requires assumptions about the counter-
factual vaccination behavior of individuals who die following a blood clot, had they
instead survived. It seems unlikely that such individuals would have been more likely
to continue vaccination than individuals who experience a blood clot and survive. If
so, survivorship bias would, if anything, lead us to understate the effect of blood clots
on vaccine dropout.
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individuals is smaller, rendering it less feasible to target imbalances in other

characteristics such as socioeconomic characteristics. Furthermore, they differ

from the main candidate pool in that they selected into taking the first COVID-

19 dose despite developing blood clot in the past. Either way, the approach

yields identical results for blood clot diagnoses, see Figure 2.5.

We also find negative effects for other severe acute conditions (bottom

panel), for instance relating to the genitourinary system or the respiratory sys-

tem, albeit smaller in magnitude and mostly statistically insignificant. This

difference in results is unlikely to reflect differences to blood clots in terms

of severity: as shown in Table 2.2, these conditions are also severe and asso-

ciated with high mortality rates. These small effects are consistent with both

misattribution and temporary incapacitation: some individuals may attribute

acute conditions occurring soon after vaccination to the vaccine even in the

absence of media coverage on their particular condition, while the acute event

itself may also mechanically disrupt continued vaccination. The next sections

provide additional evidence on these mechanisms.

We do not detect an effect for individuals experiencing physical injuries,

such as a foot injury, consistent with individuals not viewing such diagnoses

as related to the vaccine and therefore not updating their beliefs about it.

Taken together, while there may be a small degree of misattribution stem-

ming from developing an unrelated disease soon after vaccination in itself the

media coverage of rare and specific blood clots amplifies hesitancy among in-

dividuals who experienced similar blood clots shortly after vaccination.

Spillovers to family members To capture the overall vaccine hesitancy re-

sponse to an additional blood clot case, regardless of whether it arises for the

affected individual or for others, we study spillovers within personal networks.

In Table 2.1, we report the estimates for partners, siblings, and children of the

diseased individual. The outcome variable is defined analogously to our previ-

ous approach, equaling 1 if a network member takes another vaccine dose after

the focal individual within their family is diagnosed with a blood clot, and 0

otherwise. We report our estimates separately for the case where the focal in-

dividual died or lived on after experiencing a blood clot. Overall, the estimated

effects are negative with the magnitude being about 30–60% of the magnitude

for diseased individuals themselves, although the estimates for children are
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virtually null. Effects among siblings, who share genes with the diseased in-

dividuals, are not larger than those for partners. This pattern suggests that the

responses we document are not solely driven by individuals updating beliefs

about their own predisposition to side effects, instead individuals use experi-

ences to infer the common risk of severe side effects from the next vaccine

dose. These results relate to Miltner and Riberth, 2026, who find that close

family members, including partners, of individuals developing narcolepsy after

receiving the swine-flu vaccine were significantly less likely to be vaccinated

during the COVID-19 vaccination campaign.

Accounting for the spillovers to family members, the point estimates in

Table 2.1 suggest that each blood clot case is associated with 0.08 individuals

dropping out of the vaccination schedule12 with roughly half of the effect on

stopping vaccination comes from the affected individual, and the other half

comes from family members not continuing vaccination.

2.6.2 Which Signals Matter Most?

Heterogeneity by time until blood clot Our explanation for why individ-

uals become more hesitant after experiencing a blood clot is that they form

an assessment of the risk of developing side effects from the next dose. This

assessment in turn depends on their perceived likelihood that the blood clot

they developed was induced by the previous vaccine dose. On this view, the

perceived link should be stronger for individuals who developed a blood clot

closer in time to vaccination. If, instead, dropout were driven by incapacitation

due to sickness, we would expect the opposite pattern: blood clots would have

a greater effect the closer they occur to the date of the planned next dose. We

test these hypotheses in Figure 2.4, where we split the sample by the number

of weeks elapsed between the COVID-19 vaccination and the diagnosis of the

blood clot. For comparison, we also display the corresponding estimates for

other acute conditions.

12The number comes from multiplying the estimated effect sizes in Table 2.1 with
the size of each network among the treated units (2.33 children, 2.1 siblings and 1
partner). For comparability to the main estimate, we focus on the case where the focal
individual survives.
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Figure 2.4: Heterogeneity by Time Elapsed Between Vaccine and Blood Clot

Notes: This figure displays coefficient estimates of regressions run on a matched
sample where the dependent variable is equal to 1 if an individual takes an ad-
ditional COVID-19 vaccine doses and 0 otherwise. The sample is split by the
number of weeks elapsed between the last COVID-19 vaccine dose and timing
of diagnosis. Error bars represent 95% confidence intervals based on standard
errors clustered at the match-pair level.

The results indicate that the dropout effect from blood clots decreases

sharply with the length of the latency period. This pattern is in line with the

hypothesis that dropout is due to causal attribution, and hard to reconcile with

alternative explanations. The gradient is absent for other acute conditions, in-

dicating that the small aggregate effect on continued vaccination from these

conditions may reflect general disruption from illness more than attribution to

the vaccine. In Figure 2.6 we display the corresponding results for the decision

to switch vaccine brand, showing qualitatively similar though less stark results.

Taken together, individuals appear to base their perceived risk of side effects

and hence the decision to continue vaccination on the perceived probability

that the blood clot was indeed vaccine induced.

The role of doctors’ communication Our results suggest that reports of sus-

pected side effects led to media coverage which caused individuals to attribute

unrelated blood clots to the vaccine. To shed further light on the role of exter-

nal cues, we consider effects among a subset of 394 individuals who, on top of

developing a blood clot after COVID-19 vaccination, had the event reported as

a suspected side effect by a healthcare professional. The premise is that doctors

communicate their decision to report to the patient, and that this communica-
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tion provides a cue akin to media coverage—signaling to the individual that

the blood clot is vaccine-induced. We find significantly larger effects in this

subset with an average effect of 16 percentage points compared to the effect of

solely developing a blood clot (4 percentage points). Our interpretation is that

doctors report it as a side effect and in doing so cues the patient perception that

the condition was vaccine-induced, increasing the perceived probability that

the individual will develop side effects from subsequent doses as well.13
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Figure 2.5: Role of doctors’ communication

Notes: This figure reports coefficient estimates from regressions estimated on the
matched sample. Diagnosed BC indicates individuals diagnosed with a blood clot
within six weeks of receiving a COVID-19 vaccine (or their matched controls), while
Reported BC further restricts the sample to cases reported as suspected adverse
events by a healthcare professional. Panel (a) uses a binary indicator for continued
COVID-19 vaccination as the dependent variable. Panel (b) uses a binary indicator
for switching vaccine brand as the dependent variable. Error bars represent 95%
confidence intervals based on standard errors clustered at the match-pair level.

These results speak to an important policy trade-off. While doctors need

to report suspected side effects to detect new ones, the act of reporting side

effects also causes individuals to become more hesitant, despite the fact that

the experienced health event was unlikely to have been a side effect.

13One might expect stronger responses among women because early reporting
around the AstraZeneca–blood clot episode often emphasized cases in younger
women, potentially making the side effect narrative more salient for females. Fig-
ure 2.7 shows no evidence of such gender heterogeneity in either continuation or
switching behavior.
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Heterogeneity across vaccine brands We study heterogeneity across vac-

cine brands to assess whether individuals’ responses were concentrated on

AstraZeneca—the vaccine linked to VITT—or whether concerns also spilled

over to other brands. Such spillovers would point to a broader misattribu-

tion. First, individuals may wrongly attribute their own blood clot to the vac-

cine, even though the diagnosis they experienced was unlikely to have been

vaccine-induced. Second, if responses are similar across brands, this suggests

that individuals either do not keep track of which vaccine brand they received

or do not distinguish between the brand they received and the brand associated

with blood clot risk in public discussion. In either case, they appear to infer

from the experience of a blood clot that the risk from another dose is higher.

We present the results of this exercise in Figure 2.6.
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Figure 2.6: Brand Heterogeneity

Notes: Sample split up by the brand the individual received prior to developing a blood
clot. Panel (a) uses an indicator for continued COVID-19 vaccination as the dependent
variable. Panel (b) uses an indicator for switching vaccine brand as the dependent vari-
able. Error bars represent 95% confidence intervals based on standard errors clustered
at the match-pair level.

For the decision to take the next dose, there is little heterogeneity across

brands: individuals attribute their blood clot also to the mRNA vaccines.

Many individuals, however, do not stop vaccinating altogether, but instead

continue with a different vaccine brand. Experiencing a blood clot after vac-

cination with AstraZeneca or Moderna significantly increases the probability
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of switching, with the largest effects following vaccination with AstraZeneca

(The control-group switching rates are 12% for Pfizer, 26% for Moderna, and

48% for AstraZeneca). We do not detect comparable switching responses from

blood clots following Pfizer. This is consistent with Pfizer being perceived as

the safest vaccine: while abstention effects look similar, the incentive to switch

away from Pfizer is comparatively smaller. Notably, unlike the results for con-

tinued vaccination, the switching results for other acute conditions point to

some degree of misattribution. While temporary incapacitation may reduce

continuation, it cannot by itself explain switching: conditional on taking an-

other dose, choosing a different vaccine brand is more consistent with a change

in risk perceptions.

Finally, switching effects are larger for AstraZeneca among those that de-

velop blood clot compared to the other acute conditions, whereas the differ-

ence is smaller for Moderna. This pattern suggests that media exposure played

a role in amplifying hesitancy and switching around AstraZeneca and recon-

ciles the small coefficient for AstraZeneca compared to Moderna and Pfizer

for the decision to take the next dose.

To account for compositional differences in who received the three brands,

we reweight observations in the Pfizer and Moderna groups by age, risk group

status and whether or not they have a doctor in their family to match the As-

traZeneca group following DiNardo et al., 1996. We display these results in

Figure 2.4. While the results are overall similar, it is worth noting that the

effects are generally smaller—especially for the decision to take the next dose

among individuals who experience a blood clot, and for the decision to switch

vaccines after developing a blood clot following Moderna. This difference

likely reflects that the AstraZeneca group is older and at higher risk of severe

COVID-19.

2.6.3 Who Responds Most?

Heterogeneity in benefits of vaccination Abstaining from vaccination en-

tails an excess risk of falling ill from COVID-19 and experiencing a severe

course of disease. Do individuals at higher risk of severe COVID-19 respond

less to exposure to side effects? In Figure 2.7, we use two proxies for the

perceived benefits of vaccination: age and how long the individual waited to



2.6. RESULTS 131

take the first dose after it became available to them. Older individuals face a

higher risk of severe COVID-19 and therefore benefit more from vaccination

than younger individuals. A similar argument applies to time since availability:

individuals who take the vaccine shortly after it becomes available are likely

those who perceive vaccination as more beneficial and are therefore less likely

to stop vaccination after developing a blood clot. Following the same logic,

individuals who delay vaccination have a baseline hesitancy, and are the ones

for whom a shock to perceived costs is more likely to tilt the decision toward

abstaining from future vaccination.

We find that older individuals and those who took their initial dose short

after availability react less than younger individuals or those who took their

first dose later.

Although media may have emphasized a higher likelihood of developing

VITT for younger individuals, combining the results from the two proxies in

(a) and (b) of Figure 2.7 reveals a benefit–cost trade-off: perceived side-effect

risk is similar across individuals experiencing a blood clot, but perceived ben-

efits vary, generating heterogeneity in the decision to stop vaccinating. Finally,

there is no gradient for other acute conditions than for blood clot diagnoses,

suggesting either an incapacitation effect or a noncompensatory misattribu-

tion effect among those who abstain from vaccination after experiencing these

other conditions.
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Figure 2.7: Eliciting the perceived benefits of vaccination

Notes: This figure displays coefficient estimates of regressions run on a matched
sample where the dependent variable is equal to 1 if an individual takes an additional
COVID-19 vaccine doses and 0 otherwise. Panel (a): Sample split up by birth year.
Panel (b) Sample split up by days elapsed since first date the COVID-19 vaccine is
available. Date of first availability is defined in Section 2.D.3. Error bars represent
95% confidence intervals based on standard errors clustered at the match-pair level.

Heterogeneity in health literacy Finally, we study heterogeneity by per-

sonal health literacy. We are interested in how health literacy interacts with

how individuals understand and interpret cues from media coverage of VITT.

For instance, having a doctor in the family may make it easier to understand

the lack of a clinical association between common blood clot conditions and

the rare cases of VITT. Figure 2.8 presents our main estimates by high and low

health literacy using three alternative measures of health literacy: IQ above

median, having a university degree, and having a healthcare practitioner in the

family.

We find no statistically significant heterogeneity with respect to health lit-

eracy. If anything, the coefficients are smaller for individuals with high health

literacy, suggesting that they react less to experiencing a blood clot. While

health literacy matters for vaccination uptake, our findings suggest that the in-

terpretation of personal experiences is remarkably similar across individuals.
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This pattern is consistent with Miltner and Riberth, 2026, who show that, irre-

spective of health literacy, exposure to vaccine-induced narcolepsy following

the swine flu vaccine led to substantial vaccine dropout during the COVID-

19 pandemic. Even though one might expect individuals with higher health

literacy to discount spurious signals, both high- and low-literacy individuals

appear to attribute such health events to the vaccine to similar extent.

These results are in line with Malmendier et al., 2021, who show that past

experiences of high inflation shape inflation expectations and voting behavior

on monetary policy even among highly educated and well-informed members

of the U.S. Federal Open Market Committee.
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Figure 2.8: Heterogeneity in Health Literacy

Notes: This figure displays coefficient estimates of regressions run on a matched
sample where the dependent variable is equal to 1 if an individual takes an ad-
ditional COVID-19 vaccine doses and 0 otherwise. We consider three proxies
for health literacy. Doctor in family is defined as “Yes” if an individual has a
parent or a sibling with a medical degree or a nursing degree. High Cognitive
Ability is based on cognitive tests completed by military conscripts. It is equal
to “Yes” if an individual had above median score on the test compared to peers
born the same year. University Degree is equal to “Yes” if an individual has at
least a bachelor degree, corresponding to three years of higher education. Error
bars represent 95% confidence intervals based on standard errors clustered at the
match-pair level.

2.7 Conclusions

This paper shows that experiencing an adverse health event after vaccina-

tion can lead individuals to falsely attribute symptoms to the vaccine. Infor-
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mational cues, such as salient media attention surrounding side effects or a

clinician’s decision to file a side-effect report, prompt this response. In our

setting, experiencing a blood clot—clinically distinct from the rare vaccine-

induced condition—shortly after COVID-19 vaccination reduces the proba-

bility of continuing the vaccination schedule. This pattern is consistent with

individuals generalizing from the most salient side-effect narrative to their own

symptoms. By contrast, we detect no meaningful change in vaccination behav-

ior after conditions that present differently from the blood clots, highlighting

the role of media coverage in the interpretation of symptoms following vacci-

nation.

Theoretically, our results highlight how people generalize information across

health domains: effects spill over not only to blood clot diagnoses that differ

from the specific adverse event of concern, but also across vaccine brands, even

when only one brand is linked to elevated risk. Taken together, this points to

substantial misattribution, with individuals extrapolating from a rare, brand-

specific adverse event to other blood clot diagnoses and to vaccines for which

no elevated risk was suspected.

From a policy perspective, the results suggest that the communication

about side effects carries risk for vaccine campaigns. The costs arise as soon as

news about a potential side effect breaks: the withdrawal of the AstraZeneca

vaccine shortly thereafter did not prevent a persistent increase in hesitancy

among those who experienced blood clots in the same period. The evidence

on clinician side-effect reporting also points to a similar trade-off. Reporting is

essential for detecting genuine adverse reactions, yet the act of reporting may

unintentionally reinforce patients’ beliefs that their condition was vaccine-

induced. Importantly, COVID-19 vaccination in Sweden was not broadly man-

dated. In settings where policies create stronger incentives to vaccinate, for

example through workplace mandates or vaccine passports, the behavioral re-

sponses documented here may lead to larger effects on vaccine hesitancy, as

such policies may induce vaccination among individuals with higher underly-

ing hesitancy who are more likely to react strongly to adverse health events.

The practical scope of our findings may be substantial. In the MMR–autism

case, a highly salient medical claim was later retracted, yet many people did

not fully revise their beliefs. Instead, vaccine confidence remained lower for

years following the retraction (Miltner & Riberth, 2026). Evidence of such
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durable effects, even after the underlying claim was discredited, suggests that

the AstraZeneca–blood clot episode may likewise generate persistent effects.

Public debates about vaccine side effects are not uncommon, but which

risks become “the” public story can be somewhat arbitrary. For example, my-

ocarditis and pericarditis were identified as very rare adverse events following

the mRNA vaccines, concentrated among young males, yet this risk did not

generate the same sustained debate as the AstraZeneca–blood clot episode.

This suggests that media, clinicians, and other stakeholders shape which risks

are amplified in public perception, and that salient outcomes such as blood

clots may be especially likely to dominate attention. The lesson for risk com-

munication is that when attention is driven by salience as much as by incidence,

some risks can be amplified out of proportion while other clinically important

risks remain underweighted. Future research should therefore focus on how

these narratives form and spread in increasingly digital information environ-

ments, and on how institutions can communicate safety signals in ways that

preserve trust while keeping perceived risks aligned with the underlying evi-

dence.
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Appendices

Appendix 2.A Medical background of vaccine-induced
blood clots

Vaccine-induced immune thrombotic thrombocytopenia (VITT), a form of throm-

bosis with thrombocytopenia syndrome (TTS), is an extremely rare adverse

event that has typically been observed within a few weeks of receiving the vi-

ral vector COVID-19 vaccines of AstraZeneca and Johnson & Johnson. The

mRNA vaccines Pfizer and Moderna have not been scientifically linked to an

excess risk of VITT (Klok et al., 2022).

The clinical presentation of VITT depends on the precise location of the

clot. The blood clots for VITT commonly form in unusual sites of the body

(mainly cerebral or sinus vein thromboses), although different presentations

are possible, i.e. a deep vein thrombosis.

Scientists only recently identified the cause for these strong but extremely

rare physical reactions (Wang et al., 2026). In case of VITT, the body produces

an immune responses against parts of the adenovirus, causing the hyperactiva-

tion and clumping of PF4. For this reason, a central diagnosis criteria for VITT

is low blood platelet count, which is in stark contrast to other blood clot condi-

tions. Medical practitioners are able to measure the count of blood platelets in

laboratory testing. In the absence of a competing potential cause for the obser-

vation of low blood platelets, i.e. heparin administration, VITT is confirmed

by determining the date of the last COVID-19 vaccine.

The course of therapy is similar for patients with common blood clots and

patients of vaccine-induced blood clots. The main target of therapy is the pre-

vention of further growth in clots and formation of new clotting. This is com-

monly achieved by administrating anticoagulant medication, blood thinners,

such as heparin injections or equivalent products for oral administration. Be-

cause of the distinct pathophysiology of VITT, heparin—often administrated

in regular blood clots—could exacerbate the clotting. It is therefore sometimes

exchanged for non-heparin based anticoagulants, which warrants medical per-

sonnel to test for low blood platelet count.
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Appendix 2.B Additional Descriptive Statistics & Re-
sults
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Appendix Figure 2.1: Timeline of Google Searches

Notes: This figure displays the daily count of google search index for Sweden
using the keyword “blodpropp” between January 1st and August 31st 2021. The
frequency of searches are indexed to the time of highest search volume (= 100).
The vertical dashed line represents the timing of the AstraZeneca vaccine sus-
pension in Sweden on March 16 2021. Data last accessed January 20, 2026.
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Appendix Figure 2.2: The Blood Clot Episode: Blood Clot Reports Over Time

Notes: This figure displays reported reported side effects for blood clot symp-
toms across time (bars). In addition, number of COVID-19 doses administered
are displayed (lines). The black line represents the first report of a potential link
between AstraZeneca and an excess risk of developing a blood clot.
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Appendix Figure 2.3: Delaying vaccination

Notes: This figure shows the distribution of days elapsed until the next vaccine dose,
separately by treatment status. The left panel shows individuals treated at dose 1, and
the right panel shows individuals treated at dose 2. Darker bars show the excess mass
in the respective distribution relative to the other group within the same bin.
Never-takers are individuals for whom no subsequent dose is observed. Dashed
vertical lines indicate group-specific medians.
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Appendix Table 2.1: Effect of Blood Clot on Network Members’ Vaccination
Decisions

Children Partners Siblings

Focal individual died = 0
Treated 0.003 -0.019 -0.013

(0.003) (0.003) (0.004)
n obs 84106 24590 59477
Focal individual died = 1

Treated 0.005 -0.009 -0.018
(0.004) (0.006) (0.008)

n obs 29190 6431 16155
Notes: This table reports estimates of the effect of exposure to a
family member developing a blood clot shortly after vaccination on
the vaccination uptake of network members. The sample of network
members is restricted to adults. Partners are defined as either mar-
ried or, if not married, cohabiting. Each column corresponds to a
separate regression. The dependent variable is equal to 1 if an in-
dividual takes at least one COVID-19 vaccine dose after the family
member is diagnosed with blood clot. Standard errors are clustered
at the match-pair level and by the focal individual.
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Appendix Figure 2.4: Brand Heterogeneity, DFL reweighted

Notes: This figure displays coefficient estimates of regressions where the sample is split
up by the brand that the individual received prior to developing a blood clot. Panel (a)
uses an indicator for continued COVID-19 vaccination as the dependent variable. Panel
(b) uses an indicator for switching vaccine brand as the dependent variable. Error bars
represent 95% confidence intervals based on standard errors clustered at the match-pair
level.
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Appendix Figure 2.5: Vaccine Hesitancy and Media Exposure, blood clot con-
trol group

Notes: This figure replicates the results in Figure 2.3, but contrasts coefficients
from regressions run on matched samples where the control individuals are drawn
from different candidate pools: (i) the full population (as in Figure 2.3), and
(ii) individuals diagnosed with any blood clot diagnosis before the COVID-19
pandemic. Horizontal lines show 95% confidence intervals based on standard
errors clustered at the match-pair level.
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Appendix Figure 2.6: Heterogeneity by Time Elapsed Between Vaccination and
blood Clot, switching

Notes: This figure displays coefficient estimates of regressions run on a matched
sample where the dependent variable is equal to 1 if an individual switches vac-
cine brand. The sample is split by the number of weeks elapsed between the last
COVID-19 vaccine dose and developing a condition. Error bars represent 95%
confidence intervals based on standard errors clustered at the match-pair level.
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Appendix Figure 2.7: Role of doctors’ communication, heterogeneity by gender

Notes: This figure reports coefficient estimates from regressions estimated on the
matched sample split up by gender. Diagnosed BC indicates individuals diagnosed
with a blood clot within six weeks of receiving a COVID-19 vaccine (or their
matched controls), while Reported BC further restricts the sample to cases reported
as suspected adverse events by a healthcare professional. Panel (a) uses an indicator
for continued COVID-19 vaccination as the dependent variable. Panel (b) uses an
indicator for switching vaccine brand as the dependent variable. Error bars represent
95% confidence intervals based on standard errors clustered at the match-pair level.
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Appendix 2.C Description of Matching

Propensity scores are computed using an XGBoost model with a binary logistic

objective. Categorical variables are one-hot encoded, including missing-value

indicators. The model is trained using 5-fold stratified cross-validation. To pre-

vent overfitting, we employ early stopping within each fold of cross-validation

after 10 rounds of no performance improvement on the test data set. Hyperpa-

rameters are set as follows: a learning rate (η) of 0.1, a maximum tree depth

of 4, a minimum child weight of 1, a subsample fraction of 0.8, and a column

subsampling fraction of 0.8. These settings provide moderate regularization

and control overfitting while capturing nonlinear relationships.

We match each treated unit to one control unit. The large number of can-

didate matches for each individual in combination with the tight blocking con-

ditions makes the global problem of finding close propensity score-neighbors

without replacement challenging. Instead, we implement matching with re-

placement. Given the large number of candidate control individuals, this is

unlikely to be a concern for inference.

The propensity scores are computed based on the following variables:

• Gender Indicator for male/female based on gender assigned at birth.

• Birth year Year of birth.

• Origin Defined as Sweden, EU, or rest of the world based on the country

of birth of the individual and their parents.

• Years of schooling Proxy for years of schooling based on highest degree

attained.

• Field of education. Two-digit education fields from Svensk utbild-

ningsklassifikation (SUN), resulting in 25 categories.

• Days unemployed Average number of days unemployed per year, com-

puted separately for 2006–2010, 2011–2015, 2016–2020.

• Income Average taxable income per year, computed separately for 2006–

2010, 2011–2015, 2016–2020.
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• Doctor in family Indicator equal to 1 if the individual or a family mem-

ber holds a medical (physician) or nursing degree, based on SUN.

• Municipality Municipality of residence (290 categories).

• Healthcare visits Average number of healthcare visits per year in 2015–

2020.

• Prescription drugs Average number of prescription drugs dispensed per

year in 2015–2020.

• Swine flu vaccine uptake Indicator equal to 1 if the individual received

the swine flu vaccine during the 2009–2010 pandemic (observed for

24% of the main sample).

• COVID-19 risk group Indicator equal to 1 if the individual belonged

to a COVID-19 risk group and was prioritized for vaccination, based on

prior diagnoses.
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Appendix 2.D Data & Variable Definitions

2.D.1 Defining Other Acute Conditions

To identify Other Acute Conditions, we begin by selecting diagnoses that are

sufficiently common to generate meaningful statistical power—those with at

least 1,000 cases per year on average between 2015 and 2022 (596 ICD-

10 codes). We then restrict to diagnoses for which more than half of cases

originate in specialized care (93 codes), ensuring that the conditions reflect

medically significant events rather than routine primary-care contacts. Next,

we exclude ICD chapters that are clearly unsuitable for our context: circu-

latory diseases targeted by specific treatments (chapter I), external causes of

injury (chapters S–Y), non-diagnoses such as symptoms or health-status fac-

tors (chapters R, U, Z), pregnancy-related and congenital conditions (chapters

O, P, Q), cancers (chapters C, D), and mental-health conditions (chapter F),

leaving 31 codes. Finally, we remove a small set of individual diagnoses that

are either dominated by COVID-specific patterns (e.g., certain respiratory in-

fections), reflect chronic or lifestyle conditions (e.g., diabetes complications,

COPD, nutritional deficiencies, alcohol-related liver disease), represent post-

surgical complications, or are too closely related to blood clots to serve as a

meaningful comparison. This results in a set of 19 ICD-10 codes that plausibly

could be mistaken for vaccine-related by a non-expert but are not known to be

mechanistically linked to COVID-19 vaccination.
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2.D.2 Defining blood clot-related side effects

The surveillance system contains brief descriptions of side effects following

the MedDRA classification system. We use these descriptions to classify re-

ports of suspected side effects as blood clot-related. In particular, we use the

following terms:

• Platelet disorders: thrombocytopenia

• Cardiac arrhythmias: atrial fibrillation

• Coronary artery disorders: acute myocardial infarction; myocardial

infarction

• Retina, choroid and vitreous haemorrhages and vascular disorders:
retinal artery occlusion; retinal vascular thrombosis; retinal vein occlu-

sion

• Infections, pathogen unspecified: sepsis

• Central nervous system vascular disorders: cerebral artery embolism;

cerebral infarction; cerebral thrombosis; cerebrovascular accident; is-

chaemic stroke; cerebral venous sinus thrombosis; transient ischaemic

attack

• Pulmonary vascular disorders: pulmonary embolism; pulmonary in-

farction

• Embolism and thrombosis: embolism; thrombosis; venous thrombo-

sis; deep vein thrombosis; peripheral embolism; superficial vein throm-

bosis; thrombophlebitis; venous thrombosis limb

Out of these reported symptoms, an overwhelming majority of symptoms in

our regression sample are for pulmonary embolism and deep vein thrombosis.

2.D.3 Defining date of availability

We adopt a data-driven approach to determine when the vaccine first becomes

available to an individual, defining availability dates separately for each birth-

year–by–healthcare-region combination. For each birth-year × region cell, let
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f (i) denote the vaccination date of the i-th individual to be vaccinated (exclud-

ing healthcare workers). We define the date of availability as f (i∗), where

i∗ = arg min
i≤N−50

{ f (i+50)− f (i)} .

That is, the availability date is the vaccination date at which the interval cover-

ing 50 subsequent vaccinations is shortest.
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EVIDENCE FROM SWEDEN’S GREAT REDUCTION OF 1680

3.1 Introduction

Historical upheavals such as the French Revolution, the Dissolution of the

Monasteries during the English Reformation, and the Oprichnina under Ivan

the Terrible in Russia often dismantle existing social structures, with elites

bearing much of the disruption. Yet elite families show remarkable resilience,

maintaining status and influence across generations. This persistence is re-

flected in the long-run prominence of elite surnames and in the continued social

standing of elite lineages even after transformative events such as the Chinese

Communist Revolution (Alesina et al., 2020; Clark, 2014).

Estimating the persistence of elite advantage across generations is difficult

because it requires two ingredients that rarely coexist: quasi-random variation

in family resources and genealogical data that follow descendants over many

generations. We overcome this challenge by studying the Great Reduction of

1680, one of the largest asset confiscations in Swedish history. The Reduc-

tion generated a large shock to noble wealth, while newly digitized genealog-

ical data allow us to trace affected families and their descendants over three

centuries. Linking these genealogies to detailed biographical information and

manor ownership records, we estimate how strongly ancestral wealth shapes

descendants’ wealth and broader socioeconomic status.

In seventeenth-century Sweden, the Crown financed its military campaigns

by granting fiefs to the nobility in return for military service. In 1680, how-

ever, King Charles XI staged a royal coup that abruptly ended this system of

enfeoffment. Through the subsequent Great Reduction, Charles XI, with sup-

port from the peasantry, clergy, and burgher estates, confiscated roughly half

of the nobility’s land and dismantled both parliament and the Privy Council.

This reform led to a dramatic shift in land distribution. The nobility’s share

of land ownership fell from 65 percent in 1655 to 33 percent by 1700, while

Crown and freeholder lands expanded.

We construct a new dataset covering the universe of noble individuals in

Sweden from roughly 1600 to 1900, which we link to detailed records of mano-

rial holdings. Drawing on genealogical sources, we combine large language

models with extensive manual work to extract biographical information, in-

cluding information on birth, death, education, occupation, and marriage pat-

terns. Unlike studies that infer persistence from shared surnames (e.g., Barone
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& Mocetti, 2021), our data record exact genealogical links, allowing us to

follow individuals and their wealth across several centuries with unusual pre-

cision.

We find substantial and persistent intergenerational effects of the Great

Reduction on wealth. Up to five generations later, descendants of those af-

fected hold fewer manors relative to otherwise comparable individuals. These

findings are robust across specifications that vary the controls, sample restric-

tions, and treatment definition. We benchmark our estimates against the ef-

fects implied by conventional intergenerational correlations and find effects on

descendant wealth that exceed these predictions, suggesting that such correla-

tions understate how strongly wealth in one generation predicts wealth in later

generations. We find virtually no effects along broader socioeconomic dimen-

sions, measured using a range of variables capturing demographic character-

istics, military careers, marriage outcomes, and human capital. We probe this

result in two ways. First, we show that wealth co-varies with these broader so-

cioeconomic outcomes. Second, we consider an alternative treatment, belong-

ing to the political elite during the period of the Great Reduction, and find that

descendants of these families were much more likely to hold high-status ad-

ministrative and political offices. Taken together, these exercises indicate that

the outcomes capture meaningful dimensions of socioeconomic status beyond

wealth. The absence of effects on these outcomes therefore suggests that the

long-run consequences of the Reduction were concentrated in landed wealth,

rather than reflected in broader changes in career paths, marriage patterns, or

social status.

Related Literature Our paper speaks to the same broad question through

two complementary literatures. The first studies the intergenerational conse-

quences of wealth shocks among elite families (Ager et al., 2021; Alesina

et al., 2020; Bleakley & Ferrie, 2016; Shiu & Keller, 2025). Relative to this

work, we directly observe wealth in descendant generations rather than relying

on wealth proxies or status markers. In addition, our census-like data allow us

to examine adjustment along other margins, by tracing how affected families

adapt in terms of occupational choices and marital patterns.

The second studies intergenerational mobility across multiple centuries

(Barone & Mocetti, 2021; Clark, 2014). Like us, this literature is concerned
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with the persistence of elite status, but it typically relies on descriptive cor-

relations in status markers such as surnames. We complement this work by

combining a quasi-exogenous wealth shock with precise genealogical links

across multiple centuries. This allows us to quantify the extent to which in-

equality is transmitted across generations and to ask whether long-run status

correlations reflect parent-child transmission, broader group-level factors, or

the causal persistence of family wealth.

We also revisit the literature on the economic history of the Great Reduc-

tion and the Swedish nobility (Bengtsson et al., 2019; Heckscher, 1935–1936;

Prytz, 2013; Svedelius, 1849–1851; Ågren, 1976). Our data allow us to study

the rise and decline of the nobility during the early modern period and its role

in the dissolution of the medieval political order in Sweden. Historians have

long viewed the Great Reduction as a central event in Swedish history, but its

social and economic consequences remain difficult to assess. Indeed, Ågren

(1976) notes that, despite their presumed importance, the social and economic

consequences of the Reduction had not been systematically assessed, including

how it weakened the economic position of the elite.

Outline The remainder of this paper is organized as follows. Section 2 pro-

vides historical background. Section 3 describes the datasets and sources. Sec-

tion 4 details the empirical strategy and presents results on the effects of the

Great Reduction among the generation whose manors were confiscated. Sec-

tion 5 documents the results on intergenerational effects among descendants of

affected individuals. Section 6 concludes.

3.2 Background

3.2.1 Land Grants to Nobles Before the Great Reduction

During the 17th century, Sweden emerged as one of the dominant powers in

Europe. The country engaged in significant military campaigns against Russia

and the Holy Roman Empire during the Thirty Years’ War and successfully

conquered important territories, including lands that had previously been un-

der the control of Denmark—Sweden’s long-standing rival. To a large extent,

warfare was funded by granting fiefs to the nobility in exchange for their alle-
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giance and commitment to provide military support to the Crown (Prytz, 2013,

p. 67). Granting fiefs in exchange for a modest monetary payment allowed the

Crown to convert in-kind revenues from Crown lands into liquid assets—while

also reflecting the belief that the nobility were better than the Crown at man-

aging agricultural estates and raising long-run revenues (Nilsson, 1958, p. 72).

This politics of enfeoffment caused the share of land owned by the nobility to

double, from approximately 30% to 60%, between 1570 and 1650.

These transfers continued into the mid-seventeenth century, when weak

royal authority further strengthened the nobility’s position. Queen Christina,

who abdicated and converted to Catholicism in 1655, showed little interest

in pursuing a more restrained enfeoffment policy. As the Swedish economic

historian Eli Heckscher observed:

Thus, the government of Gustavus Adolphus, Christina’s guardians,

and above all Christina’s own rule had, in essence, altered both

the position of the Crown, the nobility, and the peasants. One had

ended up with a drained state treasury, a ruling, feudally thinking

nobility, and a peasant estate that, in a fundamental respect, had

ceased to be self-owning. (Heckscher, 1943, authors’ translation)

Charles XI became king at the age of five in 1660, and his reign began

under a regency that lasted until 1672. This period was characterized by con-

tinued grants of fiefs to the nobility, as leading nobles used their control over

the Crown during Charles XI’s minority to secure material gains (Ågren, 1976,

pp. 55–56). Figure 3.1 displays the number manor alienated and families enno-

bled across time. The number of manors alienated started increasing already in

the late 16th century when Erik XIV established countships (grevskap) and ba-

ronies (friherreskap) that were granted to the old nobility. Sweden’s entry into

the Thirty Years’ War marked a sharp expansion in the number of noble fam-

ilies, a pattern that reappeared during the Great Northern War (1700–1721).

In both periods, ennoblement was closely tied to military service, as commis-

sioned officer positions were effectively reserved for nobles. However, many

individuals ennobled during the later war years received noble status primarily

as a title, without accompanying land endowments.
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Figure 3.1: Transfer of Economic and Political Power over time
Notes: Panel A shows the decadal number of fiefs granted. Panel B shows the decadal
number of families ennobled. Dashed vertical lines at the 1680s marks the beginning
of the Great Reduction. Data from Ulväng (2024) and Elgenstierna (1925–1936).

3.2.2 The Great Reduction of 1680

Reclaiming alienated fiefs to improve state finances had been discussed since

the 1640s, and there had also been earlier attempts by the Crown to reclaim

such estates. In 1655, the three non-noble estates allied with King Charles X

and decided on a smaller predecessor to the Great Reduction. It was clear that

those who had benefited most from the politics of enfeoffment were to bear the

main burden of restoring state finances. The question was whether this should

occur through confiscation or through higher taxes and the removal of tax ex-

emptions (Nilsson, 1958). Opponents argued that a reduction would place an

unfair burden on a small number of individuals, while proponents maintained

that it would fall precisely on those who had benefited disproportionately from

earlier enfeoffments. In fact, a majority of representatives in the noble estate

supported the Great Reduction. To a large extent, this support reflected that the

reform was accompanied by changes to the military system, which reduced the

nobility’s obligation to participate in future wars.

The issue was finally settled in 1680, when the monarchy had become

strong enough to undertake a large-scale recovery of estates that had been do-

nated or sold at deep discounts to the nobility over the preceding decades. With

support from the lower nobility and freeholders, Charles XI successfully im-

plemented the Great Reduction through the Riksdag of the Estates, decisively

ending the growing power of the nobility. The essence of the bill was that

properties granted in fief during the previous century should be returned to the

Crown. Notably, the rules did not formally target particular families, although
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they emerged from fierce political conflict and negotiation within the Riksdag.

The Reduction implied that the surplus, the feudal rent, accrued to the

Crown rather than to feudal lords from the point at which a farm was confis-

cated. How much this flow of income to the Crown increased as a result of

the Great Reduction is to large extent unknown. To the best of our knowledge,

Svedelius, 1849–1851 remains the most comprehensive attempt at quantify-

ing the scope of the Great Reduction and the revenues it generated. Svedelius

estimates that the Great Reduction brought in an annual 1.6 million daler sil-

vermynt. A back-of-the-envelope calculation would suggest that this amounts

to 3% of GDP at the time. The bill targeted specific categories of property,

most importantly all fiefs in newly conquered territories, which accounted for

the largest share of Svedelius’s estimated revenues, but also allodial donations

and countships and baronies. The manors we study are likely concentrated in

the latter two categories.1 By 1700, the nobility had lost almost half of the land

that they owned by the 1650s (from around 65% to around 33%).

Svedelius (1849–1851) describes the Great Reduction as an extensive ad-

ministrative investigation. Although the commission sat in Stockholm, it relied

on local governors in the provinces to search local records, investigate estates,

and carry out orders of confiscation (Svedelius, 1849–1851, pp. 251–255). In

practice, decisions were made case by case and often depended on what ev-

idence could be assembled. Deeds and older land records were frequently

missing or scattered across offices and private hands, sometimes even abroad,

forcing ad hoc searches. As a result, outcomes could hinge as much on the

availability of records as on the formal rules. Svedelius writes:

But with the allodial donations, the same situation arose as with

the Norrköping resolution estates, namely that some had been

transferred through purchase from man to man. The Reduction

Commission did not know where to find the sellers, nor whether

they still owned the estates, how large they were, or where they

were located. (Svedelius, 1849–1851, pp. 295–296, authors’ trans-

lation)

Table 3.1 reports the distribution of land across cadastral categories at se-

lected dates from the early sixteenth to the late nineteenth century, based on
1See Table 3.B.1 for the types of confiscated properties.
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cadastral registers as compiled in prior work. The figures should be interpreted

as best-available approximations, but they suggest a pronounced rise in the no-

ble share during the seventeenth century, from about 23 percent in 1560 to

roughly 65 percent by 1655, followed by a sharp decline to around one-third

by 1700, consistent with the timing of the Great Reduction. From 1700 on-

ward, the noble share appears broadly stable in the aggregate. Nor is there

much to suggest large redistribution within the nobility.

Table 3.1: Distribution of Land

Cadastral Category

Noble Ecclesiastical∗ Crown Freehold

1520 25 25 6 45
1560 23 30 47
1655 65†

1700 33 35 32
1750 33
1825 33 13 54
1878 32 8 60

Notes: ∗Ecclesiastical land is Crown land after the Re-
duction of Gustav I of Sweden. †Refers to the nobility’s
right to tax and collect revenue. Data for 1520 and 1655
from Myrdal (1996), and data for 1560, 1700, 1750,
1825, and 1878 from Gadd (2020).

3.2.3 Aftermath and Shifting Regimes

Noble families appealed the confiscation decisions well into the eighteenth

century, highlighting that the Great Reduction constituted a substantial finan-

cial shock rather than merely a change of ownership on paper. These petitions

typically invoked long possession, prior investment in land, and compliance

with established legal norms, such as vigilance in defending rights and the re-

sponsible management of estates. Although the overall success of such appeals

is largely unknown, they illustrate how the Great Reduction was contested in

both legal and moral terms (Prytz, 2013, pp. 205–208).

The Great Reduction coincided with major institutional changes in politi-

cal governance. In 1680, the Privy Council was dissolved and replaced by the
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Royal Council (kungliga rådet). Unlike its predecessor, the Royal Council as-

sumed a more restricted role, serving only to provide counsel when requested

by the king. These institutional changes were also reflected in the composi-

tion of political elites. A handful of individuals were dismissed from the privy

council in direct relation to the Great Reduction. In Figure 3.4 we display the

tenures of privy council members between 1600 and 1800. Red lines repre-

sent individuals directly affected by the Great Reduction, while light red lines

denote their descendants and ancestors. Before 1680, a large share of council

members belonged to a small number of lineages that would later be affected

by the Great Reduction; after 1680, only a few members came from families

that had previously dominated the council. This pattern highlights a shift from

what some historians refer to as a “Privy Council aristocracy” toward a more

inclusive political system.

The nobility enjoyed only limited political rights up until 1719. The losses

of the Great Northern War, the death of King Charles XII, and the uncertain

succession that followed marked another critical juncture. Absolutism ended

abruptly, and the nobility once again gained a more substantial role in political

decision-making through the estate parliament and the privy council, a position

it would retain until 1772.

One potential complication for our analysis concerns property rights in

the post-Reduction period, since differential post-Reduction property regimes

could affect the interpretation of our results if descendants of affected families

faced less secure property rights than those not affected. The Great Reduction

applied to fiefs that had been granted under different ownership conditions.

For example, allodial property and baronies could freely be transferred to a

son, whereas fiefs under the Norrköping decree faced greater restrictions. In

general, the fiefs that were confiscated during the Great Reduction likely had

more secure property rights than fiefs that were not confiscated. However,

after the Great Reduction, property rights across different estates stabilized.

The abolition of countships and the Noble Rights Act of 1723 introduced more

standardized conditions governing the transfer and alienation of property.
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3.3 Data

Nobility The House of Nobility (Riddarhuset) maintained detailed handwrit-

ten family trees of the entire Swedish nobility.2 These records formed the basis

for the extensive work done by the Swedish genealogist Gustaf Elgenstierna

(1871–1948). Expanding upon the original family trees, Elgenstierna (1925–

1936) incorporated comprehensive biographical details, drawing on the semi-

nal work of Anrep (1858–1864) and a wide range of primary sources, includ-

ing church records, university registries, and military archives. The House of

Nobility OCR-scanned Elgenstierna’s work in the 1990s, and a private crowd-

sourced initiative made it available online in the early 2000s (Adelsvapen,

2015).3 This online version serves as our data source.4

Processing the structured biographical text in Adelsvapen (2015), we com-

pile a dataset of over 116,000 individuals from 2,897 families introduced to the

House. For each title-holding father (men alive in the 1600s and later, follow-

ing the agnatic tradition), the source provides detailed biographies.5 From

these biographies, we extract key variables such as names, birth year, oc-

cupation, education, partner, and death places using regular expressions and

2The Swedish nobility consisted of families formally introduced to the House of
Nobility. Until the dissolution of the Riksdag of the Estates in 1866, only members of
these introduced families held political rights and representation there. The unintro-
duced nobility, meaning those granted titles after 1748 without introduction and noble
immigrants who became citizens without introduction, did not enjoy these rights. Each
introduced family was represented in the Estate Parliament by its head, typically the
eldest son. In the 1700s, disputes over this position became common. Consequently,
the House required families to submit genealogies for verification. This requirement
is a major reason why the genealogical records we use exist today.

3Figure 3.C.4 shows an example family tree from Elgenstierna (1925–1936). The
corresponding entry in Adelsvapen (2015) appears in Figure 3.C.5.

4There are issues with using Adelsvapen (2015) that need to be highlighted. First,
modern genealogists have shown that Elgenstierna (1925–1936) contains numerous
errors, particularly incorrect dates and missing individuals; many of these were ad-
dressed in two supplementary volumes published in 2008 (Elgenstierna, 2008). Sec-
ond, the OCR process introduced typographical errors into the extracted text (Lund-
holm, 2019). Third, information added by private contributors to the online database
may contain inaccuracies. An updated edition of Elgenstierna (1925–1936), incorpo-
rating the 2008 supplements and additional work by the chief genealogist at the House
of Nobility and research assistants, is scheduled for release in 2026. We will update
our dataset once this edition becomes available.

5Thus, families drop out of the data only when a male heir has no known sons.
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large language models. This information extraction is a key component of

our dataset and we provide an in-depth description of the extraction in Sec-

tion 3.C.4 and a description of the variables that we construct based on the text

in Section 3.C.5.

A key contribution of the dataset is the construction of father–son links for

all individuals for whom a father can be identified. These links are established

both within noble families and across families when fathers and sons belong to

different noble families. We recover these relationships using regular naming

and formatting conventions in Adelsvapen (2015), complemented by extensive

manual cleaning and verification.

Manors Economic historian Ulväng (2024) has compiled the most extensive

database of historical manors (herrgårdar) in Sweden and Finland, drawing on

a wide range of primary and secondary sources.6 It covers all properties ever

classified as manors and their ownership chains, using a broad definition that

includes manor houses, manor and estate farms, seat farms, estates, fiefs, and

castles. The definition captures all the major types of properties owned by the

landed nobility but overlooks the smaller or less significant farms (strögårdar)

that are also part of their holdings. Thus, data on a specific farmhouse may

only be included if the recorded manor originally began as a simple farmhouse

or was later converted into one.7

By scraping this online resource, we compile a dataset of 15,719 manors in

Sweden and Finland, spanning the Middle Ages to the 20th century. The full

panel dataset contains 130,167 property-event records, each with a specific

name and location, with at least one event identifying the property as a manor

at some point in time. Events record the start of ownership and include details

such as the start year; property type; land registry type (e.g., if registered as

noble or Crown land); ownership type (tenant or de facto owner); transaction

type (e.g., if the manor has been transferred by inheritance or enfeoffment);

owner’s name and title; and the name and title of the owner’s partner. An

example of the manor Läckö in West Gothland, Sweden is displayed in Figure

6The database is available at https://www.svenskaherrgardar.se/. Its contents and
construction are described in Ulväng (2023).

7A collection of smaller or less significant farms has been entered into the database
by Ulväng (2024), though it remains far from comprehensive.

https://www.svenskaherrgardar.se/
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3.C.6.

We supplement this source with a comparable database, Europeana Heraldica,

assembled from the holdings of the Finnish National Archives. The database

records estates held by prominent noble families across Finland, Karelia (today

part of the Republic of Karelia), and Ingria (today part of Leningrad Oblast).8

The Finnish database contain 3,071 manors and 15,675 property-event records.

We merge the Swedish and Finnish databases, removing duplicate farms

identified by name, to obtain 140,689 property-event records covering 17,996

manors.

The Great Reduction Our database on manors allows us to classify a manor

as seized in the Great Reduction if it was recorded as confiscated by the Crown

between 1680 and 1717.9 We then manually link the last observed owners of

seized manors to nobles. Using these links, we classify a noble as affected by

the Great Reduction if they were the last observed owner of a manor seized

during the Great Reduction and held the manor after 1640. This yields a set of

nobles inferred to have been affected by the Great Reduction. We describe the

manual linking in detail in Section 3.C.1.

The main data challenge of this paper is ensuring that the inferred set of

affected nobles aligns with those actually affected by the Great Reduction. To

assess the accuracy of our classification, we consult a wide range of primary

sources. These materials are limited, difficult to access, and often ambigu-

ous; the full scope of the Great Reduction remains imperfectly documented.

Nonetheless, they represent the most authoritative accounts available prior to

our own reconstruction.

While our approach extends and improves on Svedelius (1849–1851), mea-

surement remains complicated by negotiations between fief-holders and the

Crown. In some cases, families successfully challenged decisions by the Re-

duction Commission by exchanging smaller, less significant farms, likely un-

8The Finish database is available at https://heraldica.kansallisarkisto.fi/index.
html?lang=en

9Nearly all confiscations occurred within the first decade, although the reduction
process formally continued until 1717, when the reduction commissions were dis-
solved. The policy determining which manors were to be confiscated did not change
with Charles XII’s accession in 1697, but the process slowed as the Great Northern
War (1700–1721) intensified.

https://heraldica.kansallisarkisto.fi/index.html?lang=en
https://heraldica.kansallisarkisto.fi/index.html?lang=en
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registered by Ulväng (2024), to prevent the confiscation of their manors (Prytz,

2013).

However, a few back-of-the-envelope calculations can provide a rough

sense of our ability to detect those affected by the Great Reduction. First,

Ulväng (2024) includes all manors classified in Almquist (1931–1976).10 The

underlying source material in Almquist (1931–1976) provides a comprehen-

sive overview of manorial holdings in Sweden from the 16th to early 18th

century over a significant geographical area, as shown in Figure 3.3. This re-

gion represents approximately 41% of the total taxable land (mantal) in Swe-

den around 1700.11 Furthermore, roughly 52% of the total monetary value of

the manorial holdings in Sweden confiscated in the Great Reduction occurred

within this region.12

Manors of the Nobility To measure wealth among the nobility over time, we

link individuals in our database of the nobility of Sweden to owners of manors

in our database of manors in Sweden and Finland as combined from Ulväng

(2024), compiled from Ulväng (2024) and the Finnish Europeana Heraldica.

The linking procedure is done using full names with harmonized versions of

last names (i.e., similar surnames are assigned a canonical form), while block-

ing on the first letter of the first name, and whether the individual was alive at

the start of ownership. For manor posts that match multiple individuals with

similar name string distances, we use a large language model to incorporate

richer contextual information, such as details about spouses, to identify the

correct noble owner.

To evaluate the quality of the matching procedure, we use the 772 manu-

ally matched “reduction-entries” that we use to identify individuals who had

manors confiscated.13

Figure 3.C.1 displays how the matching procedure performs for different

candidate blocking conditions as well as different string distance threshold in

10Email correspondence with Göran Ulväng, 29 January 2025.
11Calculation based on Table 3 and 5 in Gadd (2020).
12Calculation based on county-level estimates in Svedelius (1849–1851).
13We focus on these 772 entries for practical reasons rather than drawing a random

sample. Because these manors were owned by more prominent individuals, about
whom more biographical information is available, the matching procedure is likely to
perform somewhat better for this group than it would for a random set of entries.
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terms of recall (the share of true matches successfully recovered) and precision

(the share of proposed matches that are correct). we pick the string distance

threshold that maximizes the harmonic mean of recall and precision—F1. In

Figure 3.C.2, we trace out the recall-precision trade-off for the chosen blocking

conditions and show how the performance increases after using an LLM to

discriminate between candidate matches with similar string distance.

Our preferred matching method achieves a recall rate of 72% and a preci-

sion of 89% among the manually matched entries.14 The linking procedure is

described in further detail in Section 3.C.2. Summary statistics for the resulting

linked sample is presented in Table 3.B.2. Overall, 23,850 noble individuals

(20.4%) are matched to at least one manor, and 60,456 property-event records

(43%) are linked to noble individuals.

Other We construct a measure of political influence by manually matching

Privy Council members to our dataset using Lewenhaupt (1962), identifying

368 members of the nobility who served as members of the privy council be-

tween 1600 and 1791.

3.4 Empirical Analysis

3.4.1 Empirical Strategy

To estimate the effects of the Great Reduction, we use a selection-on-observables

design and estimate the following model:

yilg = β Confiscatedil + γγγ
′XXX ilg + εilg. (3.1)

Here, yilg denotes the percentile rank of noble i in lineage l and generation g

in the wealth distribution, defined as the distribution of the number of manors

held among nobles of the same generation and birth decade.15 Generation g

14Although our setting differs, a useful benchmark is linkage across adjacent full-
count U.S. censuses. In Price et al. (2021), linking 1900–1910 and 1910–1920 yields
match rates of about 68–71%, with a precision of around 88%, very close to our
numbers.

15The reason for using percentile rank over alternative transformations (e.g. levels,
logarithms, or the inverse hyperbolic sine) is that rank differences are invariant to scale
changes and insensitive to changes in the shape of the underlying distribution of manor
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of i is defined relative to the index father (with g = 0), where the index father

is the last-born ancestor of i who was alive during the Great Reduction and is

either affected or unaffected by confiscation. Confiscatedil = 1 if i in lineage

l has an index father who owned at least one manor confiscated during the

Great Reduction, and zero otherwise. XXX ilg is a vector of controls. We use a

binary indicator rather than the number of confiscated manors, as the latter is

measured with greater error. The specification compares outcomes between

affected and unaffected nobles, capturing both direct exposure and indirect

exposure through intergenerational links to affected ancestors. Standard errors

are clustered at the lineage level.

Our sample includes 1,086 of 2,850 index fathers for whom a father and at

least one child can be observed. Only 140 are affected by confiscation. Among

the 897 observed fathers of index fathers (index grandfathers), only 40 link

both an affected and an unaffected index father. This limited overlap rules out

a difference-in-differences style design with index-grandfather fixed effects.

Within-index-grandfather variation is too limited to deliver meaningful statis-

tical power. We therefore control parametrically for grandfather characteristics

rather than exploiting within-grandfather comparisons.

To identify the causal effect of the Great Reduction, Confiscatedil must be

exogenous. This assumption is plausible for two reasons. First, the reform did

not target specific lineages or nobles but aimed to return previously granted

fiefs to the Crown. Although some prominent nobles were disproportionately

affected, Rystad (2003) argues that such cases were rare. Confiscation may

proxy for changes in political power, as the reform weakened the high nobil-

ity relative to the Crown. However, affected nobles remained among the most

powerful in Sweden, and few were removed from the privy council during

the reform period, as shown in Figure 3.1. Estimates are therefore unlikely

to reflect changes in political influence. Second, as discussed in Section 3.2,

implementation, depended heavily on the availability of documentation. Con-

temporary accounts describe missing or dispersed land records, such that con-

fiscation could depend as much on record availability as on formal rules.

Nonetheless, to address remaining concerns about pre-existing differences,

we focus on the characteristics of index fathers. We condition on character-

holdings. Given the 300-year horizon of our study, this improves the comparability
and interpretability of coefficients across generations.
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istics that capture their economic and political status: birth decade; manors

owned before 1680; number of children; father characteristics, defined as in-

dex grandfather characteristics; and dynasty characteristics, including indica-

tors for high nobility and privy council membership.

Figure 3.2 compares affected and unaffected index fathers along these di-

mensions by reporting normalized differences. We report these differences

both unadjusted and after inverse probability weighting (IPW) using three pre-

dictors: pre-1680 manorial holdings, number of children surviving to age 18,

and birth decade. The dashed lines at ±0.25 indicate a common rule-of-thumb

threshold; values outside this range may signal meaningful imbalance and war-

rant further scrutiny (Imbens & Rubin, 2015, p. 277). The reweighting is in-

tentionally parsimonious and substantially reduces imbalance, with most co-

variate differences falling within the ±0.25 band. This suggests that a small set

of predictors explains much of the differences between affected and unaffected

nobles and yields good balance on observables.

Has HISCAM (any)
HISCAM (max)

High Military (ever)
Bureaucrat (ever)

University Student (ever)
Manors

Enfeoffed Manors
High Noble
Old Noble

Privy Council Member
Privy Council Lineage

Number of Children
Number of Surviving Children

Birthdecade
Lifespan

Latitude of Deathplace
Longitude of Deathplace
Stockholm is Deathplace

-1 -.75 -.5 -.25 0 .25 .5 .75 1
Normalized Difference

Unadjusted IPW

Figure 3.2: Balance in pre-determined characteristics
Notes: This figure reports normalized differences, defined as affected minus unaf-
fected means scaled by the average within-group standard deviation, for predeter-
mined characteristics. The comparison sample is restricted to individuals born in the
same birth decades as the affected group. “Unadjusted” shows raw differences, while
“IPW” reweights observations using only pre-Reduction manorial holdings, the num-
ber of children surviving to age 18, and birth decade. Dashed lines at ±0.25 denote a
common balance threshold.
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3.4.2 Effects on Wealth in the Confiscated Generation

We first estimate the direct impact of the Great Reduction on manor ownership

among affected nobles. Following Kleven et al. (2019), we implement the

following event study specification:

yist = ∑
j ̸=−1

α j[ j = t]+∑
k

βk[k = ageis]+∑
y

γy[y = s]+ εist . (3.2)

Here, yist denotes the number of manors held by noble i in calendar year s

at event time t, defined relative to the first confiscation. Nobles remain in

the sample after death, when any remaining manors are held by their estate,

although recorded holdings typically drop to zero at death. The specification

omits event time −1 and includes indicators for all other event times, along

with age and calendar year fixed effects.

Figure 3.3 reports estimates of equation (3.2), restricting event time to the

window [−20,20]. The baseline, shown in thick blue, plots the coefficients on

the event-time fixed effects, which trace the average number of manors owned

relative to the first confiscation, net of age and calendar-year effects. Prior to

the first loss, ownership rises gradually, consistent with life-cycle accumula-

tion. At the event, affected nobles lose about 0.8 manors on average, from a

pre-treatment mean of 2.7. After the confiscation, ownership does not recover

through exchange or compensation, and declines little further, consistent with

most confiscations occurring in the first decade of the Great Reduction, in the

1680s.

To assess whether this pattern could arise mechanically from the data or

from arbitrary treatment timing, we conduct a randomization exercise. We

repeat the procedure 1,000 times. In each run, we randomly assign placebo

confiscation years to 355 nobles, matching the number treated in the original

data, by sampling from the empirical distribution of confiscation years. The

figure plots each resulting event study path in gray, along with the median

across placebo draws in thick red. The median placebo path shows no sys-

tematic effect, and the baseline estimates lie well outside the distribution of

randomized paths, indicating that the Reduction effect is real and statistically

meaningful.
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Figure 3.3: Effect on Wealth in the Confiscated Generation
Notes: Figure shows event study estimates from equation (3.2) of the effect of the
Great Reduction on the number of manors held by affected nobles. The thick blue line
shows coefficient estimates using the actual timing of the first confiscation. Grey lines
show coefficient paths from placebo assignments. In each draw, we randomly select
355 individuals, equal to the number of treated individuals in the data, and assign them
a placebo first-confiscation year drawn from the empirical distribution of confiscation
years. We then re-estimate equation (3.2) and plot the resulting estimates. We repeat
this procedure 1000 times. The thick red line reports the median coefficient across
placebo draws at each event time. Parenthetical next to 0 reports the sample mean
number of manors one year before the first confiscation.

3.5 Effects on Descendants

This section presents the main results. First, we show that the Reduction has

large and persistent effects on wealth, measured by the number of manors

owned (Section 3.5.1). Equating manors owned with wealth is not unprob-

lematic. Using probate inventories, Bengtsson et al. (2019) shows that perhaps

half of assets held by the nobility were unrelated to manorial holdings. Sec-

ond, we show that these effects are robust to a wide range of sensitivity checks

(Section 3.5.2). Third, we relate our estimates to benchmarks from the in-

tergenerational mobility literature (Section 3.5.3). Fourth, we show that the

Reduction has little effect on other outcomes, including marriage and career

choices (Section 3.5.4). Fifth, we show that these null results are informative
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rather than driven by noisy measures by validating that these outcomes capture

meaningful variation in socioeconomic status and demographic characteristics

in our setting (Section 3.5.5 and Section 3.5.6). We close with a brief discus-

sion of remaining concerns (Section 3.5.7).

3.5.1 Effects on Descendants’ Wealth

Table 3.2 displays our main results. We display coefficient estimates for the

effect across five generations of descendants. The analysis is restricted to in-

dividuals who reached at least the age of 18. The outcome variable is defined

as the percentile rank of manors owned where ranks are computed within birth

decades.

Table 3.2: Effect of Reduction across generations: Wealth Rank

Gen. Obs. Mean dep. var. (1) (2) (3)

1 3,683 55.99 -5.48 (2.19) -4.94 (2.26) -4.63 (2.24)

2 3,777 57.94 -6.81 (2.28) -6.31 (2.27) -6.07 (2.30)

3 3,938 58.23 -8.97 (3.02) -7.38 (3.08) -6.90 (3.07)

4 4,026 58.36 -14.46 (4.59) -12.90 (4.63) -12.30 (4.56)

5 3,727 57.53 -10.11 (4.98) -9.05 (5.18) -7.90 (4.87)

Controls
Birth decade FE ✓ ✓ ✓

Father characteristics ✓ ✓ ✓

Grandfather characteristics ✓ ✓

Dynasty characteristics ✓

Notes: Birth decade FE refers to fixed effects for the birth decade of the index fathers.
Father characteristics include number of manors owned before the Great Reduction
and number of children of the index father. Grandfather characteristics include num-
ber of manors owned and the number of children for the father of the index father and
an interaction term between the father’s and the grandfather’s number of manors. Dy-
nasty characteristics include indicators equal to 1 if the family belonged to the high
nobility and if the family had a privy council member. Standard errors clustered by
index father are in parentheses.

We refer to fathers as those who were affected by the Reduction and their

corresponding control individuals. Gen. 1 denotes their children, 2 their grand-



174
CHAPTER 3. INTERGENERATIONAL EFFECTS OF WEALTH CONFISCATION:

EVIDENCE FROM SWEDEN’S GREAT REDUCTION OF 1680

children, and so on. We provide summary statistics of the regression sample

in Table 3.B.4. The fifth generation is on average born around 1830, 150 years

after the Great Reduction. We restrict the analysis to five generations of de-

scendants, as the number of treated lineages decreases sharply with each gen-

eration such that only a few treated lineages remain beyond five generations.

Since surviving lineages branch out, the number of treated descendants, how-

ever, remains stable across generations.

Column 1 includes father birth-decade fixed effects, the father’s number of

children, and a linear control for his pre-Reduction wealth rank. Column 2 ad-

ditionally includes a linear control for the grandfather’s pre-Reduction wealth

rank as well as an interaction between the father’s and grandfather’s wealth

ranks. Column 3 further adds indicators for whether the father belonged to the

Privy Council and to the high nobility in 1680, together with their interaction,

as well as controls for the father’s birth order and partner status. The coeffi-

cients are stable across these three specifications, showing almost no sign of

attenuation as more controls are added.

Children of those affected by the Reduction own about 5 percentage points

fewer manors compared to similar children whose fathers were not affected.

Our main finding is that this effect does not fade over time but remains re-

markably constant: five generations later, descendants of affected individuals

are still less wealthy, as measured by the number of manors owned. The per-

sistence suggests that noble families maintained their relative wealth rankings

across generations following the Great Reduction.

Interpreting the persistent effects The results need to be understood in

light of the prevailing institutional features. The fact that the Great Reduc-

tion was followed by a relatively peaceful era of gradual progress rather than

stark upheavals, during which the nobility’s overall share of manors remained

broadly stable, likely contributes to the persistent effects. As Bengtsson et al.

(2019) points out, this stability was likely reinforced by the Noble Rights Act

of 1723 which reaffirmed the nobility’s control over their estates and limited

state interference in how noble land was managed.16

16Interestingly, in stark contrast to the period of the Great Reduction, the Noble
Rights Act of 1723 introduced explicit constraints on Crown appropriation of noble
land. §24 commits the Crown not to acquire or remove noble estates in ways that
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Furthermore, Dackling et al. (2025) emphasize how the land-owning nobil-

ity established inheritance arrangements aimed at keeping property intact and

securing the material basis of the lineage. Manorial wealth remained central

to noble status, giving families strong incentives to preserve and consolidate

what remained of their estates across generations.

3.5.2 Robustness Checks

Alternative Treatments. In our main specification we focus on descendants

of individuals who had a manor confiscated. As an alternative, we also include

descendants of individuals whose female partner had manors confiscated, since

descendants of affected women are often also descendants of the affected indi-

vidual herself but are not always directly observed as such in our data. While,

the preferred treatment definition yields 381 treated progenitors, this alterna-

tive definition yields 545 treated progenitors. We display these results in Ta-

ble 3.B.5.

Including Children. Because many of our outcomes, such as occupation,

are only meaningful for adults, our main specification restricts the sample to

individuals who survive to age 18. As a robustness check, we instead include

all individuals, despite the fact that many die before reaching adulthood. As

shown in Table 3.B.6, the results remain largely unchanged.

A common pattern in the landed nobility is that the eldest son inherited a

disproportionate share of family wealth. This would suggest focusing the anal-

ysis on eldest sons only. However, as shown in Figure 3.2, first-born sons are

only modestly more likely than later-born sons to own a manor, by roughly 5

percentage points, suggesting that inheritance was not so strongly concentrated

in the eldest son that restricting the analysis to him alone is warranted.

Restricting to Linked Sample. The effect in generation k can be understood

as a combination of the transmission from generation k−1 to generation k as

well as a compositional change between generations, stemming from lineages

would weaken the nobility, and §25 stipulates that such land, if taken, must be re-
deemed back into noble ownership. This settlement likely reflects the legacy of the
Reduction.
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dying out. To isolate the intergenerational transmission of wealth, we con-

sider an alternative version where we restrict the sample to lineages where we

observe at least five generations in Table 3.B.7. This restriction induces a sur-

vivorship bias that is problematic if the lineage survival itself is an outcome of

the reduction. In Table 3.B.3 we directly assess whether affected lineages sur-

vive fewer generations and find no evidence that would support this, although

the point estimates are pointing in that direction.

3.5.3 Benchmarking Against Measures of Intergenerational Mo-
bility

We interpret our estimates by asking how they relate to standard measures of

intergenerational mobility. A large literature summarizes persistence in so-

cioeconomic status using rank-rank regressions of the form

Rig = αg +φgRi0 + εig, (3.3)

where Ri0 denotes wealth or income rank for the index generation and Rig is

the corresponding rank for a descendant in generation g, see Stuhler, 2024 for

a summary of recent studies on multi-generational mobility.

The coefficient φg is a measure of persistence—capturing the extent to

which families that are high-ranked in the index generation have high-ranked

descendants g generations later—but it does not necessarily identify the causal

effect of an exogenous shift in R0, since it may also reflect shared traits, assor-

tative matching, and other confounding family characteristics.

We benchmark the causal propagation of a the wealth shock against the

propagation that would be implied by Equation (3.3).

This comparison serves two purposes. First, it provides a useful bench-

mark for whether our causal estimates are of a plausible order of magnitude

relative to widely used mobility statistics. Second, and more importantly, it

allows us to assess whether descriptive intergenerational rank correlations can

be interpreted as reflecting causal wealth transmission.

Let ∆R0 denote the change in wealth rank for the index generation implied

by the wealth shock. We obtain ∆R0 by taking the average number of manors

lost among treated index individuals from Section 3.4.2 and mapping this loss
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into rank points using the empirical distribution of manors in the index gener-

ation. For descendants, let ∆Rg denote our reduced-form estimate of the effect

of treatment exposure in generation 0 on the descendant’s wealth rank in gen-

eration g.

To benchmark these estimated effects, we estimate the rank-rank persis-

tence coefficient φg from (3.3) for each g using the same rank definition. Given

φg and ∆R0, a simple mobility-implied prediction for the effect of the shock on

generation g wealth rank is

∆̂Rg
impl

≡ φg ·∆R0. (3.4)

Finally, we summarize the comparison between the estimated effects and

the mobility-implied prediction using

κg ≡
∆Rg

φg∆R0
. (3.5)

If rank-rank persistence primarily reflected causal wealth transmission, one

would expect κg to be close to one. Values of κg below one would indicate that

the shock propagated less than implied by the mobility correlation, consis-

tent with the concern that φg partly reflects persistent family traits rather than

wealth itself. Conversely, values κg above one indicate that the causal prop-

agation of the shock is larger than what would be implied by the descriptive

rank-rank slope.

Table 3.3 reports estimates of the causal effects ∆Rg, the estimated persis-

tence parameters φg, the mobility-implied predictions φg∆R0, and the result-

ing ratios κg. Across descendant generations, the causal effects are negative

and sizable in ranks across generations. In contrast, the estimated rank rank

coefficients φg are comparatively small and decay over generations, although

more slowly than predicted by an AR(1) process, implying modest mobility

predicted effects. As a result, κg is substantially greater than one for all g,

indicating that the causal propagation of the wealth shock is much larger than

what would be suggested by the descriptive rank-rank persistence.

A natural interpretation for the large effects relative to the mobility im-

plied estimates is that the estimated φg values understate true persistence due

to attenuation bias.



178
CHAPTER 3. INTERGENERATIONAL EFFECTS OF WEALTH CONFISCATION:

EVIDENCE FROM SWEDEN’S GREAT REDUCTION OF 1680

Table 3.3: Benchmarking estimated wealth effects against rank-rank persistence

Generation
g

Causal effect
∆Rg (SE)

rank-rank
φg (SE)

Mobility-implied
φg∆R0

Ratio
κg

1 -4.63 (2.24) 0.1861 (0.0048) -2.01 2.30
2 -6.07 (2.30) 0.1074 (0.0050) -1.16 5.23
3 -6.90 (3.07) 0.0660 (0.0051) -0.71 9.68
4 -12.30 (4.56) 0.0418 (0.0055) -0.45 27.27
5 -7.90 (4.87) 0.0224 (0.0060) -0.24 32.70

Notes: Wealth ranks R are percentile ranks constructed within birth-decade
cohorts. ∆R0 = −10.8 is the implied rank shift for the index generation,
computed by mapping the average manor loss among treated index indi-
viduals into rank points using the pre-shock distribution of manors. ∆Rg
reports estimates of treatment exposure in generation 0 on wealth rank in
generation g; standard errors (in parentheses) are clustered at the lineage
level (column 3 in Table 3.2). φg is estimated from rank-rank regressions
of descendant rank Rg on ancestor rank R0, controlling for birth-decade
fixed effects for the descendant generation and clustering by ancestor. The
mobility-implied prediction is φg∆R0, and κg = ∆Rg/(φg∆R0).

It is well known that intergenerational mobility estimates, including rank-

rank estimates, can be substantially attenuated by measurement error in the

proxy used for economic status, especially in historical settings with discrete

and noisy wealth measures (Nybom & Stuhler, 2017). Such attenuation would

reduce φg and therefore shrink the mobility-implied benchmark φg∆R0 in (3.4),

pushing κg upward even if the underlying causal propagation were more mod-

est.

Viewed through this lens, our results are consistent with substantial inter-

generational persistence not captured by measures of intergenerational correla-

tions: the causal effects ∆Rg remain large across descendant generations, while

the descriptive rank-rank slopes may be biased toward zero.

3.5.4 Effects on Potential Mediating Outcomes

Beyond wealth measures, we study a broad set of outcomes capturing other

dimensions of socioeconomic status and life chances in the noble population.

We focus on four sets of outcomes: demographic characteristics, military ca-

reer, marriage market outcomes, and occupation and human-capital outcomes.

Across all these analyses, we generally find small effects insignificantly differ-
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ent from zero. Overall, the effects are fairly precisely estimated, although we

return in the next section to the effect sizes one may expect to detect. Descen-

dants of affected families marry at the same age, are equally likely to have a

partner and, conditional on having a partner, are equally likely to have a noble

partner and, conditional on having a noble partner, have a wealthy noble part-

ner. We likewise find no evidence of adjustment along demographic or military

margins.

Although not statistically significant, the coefficients are negative across

the human-capital and career outcomes. These patterns provide little support

for the idea that the wealth shock pushed descendants toward a service-nobility

trajectory centered on administrative careers or other prestige occupations. If

anything, the estimates point in the opposite direction suggesting that landed

wealth and elite careers are complementary components of the same underly-

ing social status in our setting.

The combination of large wealth effects and near zero effects on many

other dimensions is surprising. To interpret this credibly, however, we need to

show that the non-wealth outcomes measure something real in this historical

context rather than being mostly noise.

3.5.5 Benchmarking Against Cross-Sectional Wealth Gradients

As a first validation exercise, we examine how our wealth proxy, manor rank,

co-varies with the outcomes studied in Section 3.5.4.17 To increase statistical

power, we pool the analysis across the first five descendant generations. This

pooling is natural in our setting because the estimated effects of the Reduction

on wealth are fairly similar across these generations. Rather than relying on

raw correlations, we estimate a, pooled, conditional wealth gradient that con-

trols for parent birth decade and descendant generation. This provides a de-

scriptive benchmark for how outcomes vary with wealth among broadly com-

parable individuals, without imposing the full set of controls from the treat-

ment specification. For each outcome Y , we estimate its pooled conditional

relationship with manor rank, denoted γ̂Y , and combine this with the pooled

17The benchmarking exercise in this subsection is reminiscent of similar exercises
in Bleakley and Ferrie (2016) and Cesarini et al. (2017).
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treatment effect on manor rank, ∆̂M. This yields an implied change,

∆̂Y
impl

= γ̂Y · ∆̂M, (3.6)

which can be compared to the corresponding pooled treatment effect on the

outcome. We display the results of this exercise in panel (a) of Figure 3.4,

where we compare the estimated treatment effects with the implied changes.

Died in episcopal city

HISCO (1−digit)

Clerical

Father−in−law HISCAM

Freemason

Age at first marriage

Went to war

Privy council in family

Military

HISCAM

Student

Administrative elite

Has noble partner

Father−in−law manors (rank)

Life span (years)

Has partner

Number of children

Word count

0.0 0.1 0.2 0.3
Association with manors rank (SD−to−SD)

(a)  Cross−sectional wealth gradient  γ̂Y

−0.1 0.0 0.1
Standardized effect

∆̂Yimpl = γ̂Y ⋅ ∆̂M1

∆̂YRF

(b)  Treatment effects vs. implied change  ∆Ŷ
impl

Figure 3.4: Cross-sectional wealth gradients and implied effects
Notes: Panel (a) plots coefficients from regressions of standardized outcomes on stan-
dardized manor rank, estimated on the pooled sample of descendant generations 1–5
with parent birth-decade and generation fixed effects. Panel (b) compares the esti-
mated pooled treatment effect for each outcome to the implied change obtained by
multiplying the pooled conditional wealth gradient by the estimated pooled treatment
effect on manor rank. Horizontal lines show 95% confidence intervals based on stan-
dard errors clustered at the lineage level.

Figure 3.4 helps put the null results for the outcome variables, other than

manors, in perspective. Panel (a) reports standardized estimates of γ̂Y : the out-

comes covary with manor rank in the expected directions, but the gradients are

modest. Panel (b) combines these gradients with the estimated, pooled across

descendant generations, effect of the Reduction on manor rank. Although the
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Reduction had a large and persistent effect on manorial wealth, the implied

effects on other outcomes are small—typically well below 0.1 standard devi-

ations. In this sense, the absence of statistically significant effects on most

non-wealth outcomes is not surprising. In a model where the effects of the Re-

duction on these outcomes operated through descendants’ wealth, the resulting

changes would be difficult to detect in our sample. The exercise suggests that

the wealth shock was large enough to persist in the distribution of manorial

wealth, but not large enough to generate major shifts in other dimensions of

status.

3.5.6 Shifting Regimes: Validation Using Royal Council Lineages

We provide a second validation exercise by examining whether the outcomes

respond to an alternative measure of elite status. To do so, we re-estimate the

same specifications as in the main analysis, but replace the Great reduction in-

dicator with an indicator for being a descendant of an individual who served on

the Royal Council (i.e., the Privy Council during the period following the Great

Reduction and up to 1719). These councilors constituted a post-Great Reduc-

tion political elite that replaced the older political elite around the time of the

Reduction, although the older elite was not necessarily adversely affected by

the wealth shock. Lineages in which someone attains Royal Council member-

ship are likely on systematically different trajectories than lineages in which

no one does. Even so, the patterns are informative in three ways. First, associ-

ations that persist across descendant generations provide evidence of durable

status transmission. Second, it provides a direct validation of our measures:

if outcomes such as marriage-market assortative matching, occupational pres-

tige, and elite administrative careers respond to this measure of elite status, that

suggests that these outcomes capture meaningful dimensions of elite standing

rather than noise. Third, it offers suggestive evidence consistent with a shift

in elite composition. Following the Great Reduction, the Privy Council was

gradually replaced by individuals who did not belong to the old nobility that

had dominated it throughout the seventeenth century, as shown in Figure 3.4.

The status of this new elite persisted beyond the formal power associated with

council membership.

Table 3.B.8 reports the results. The results suggest that royal-council lin-



3.5. EFFECTS ON DESCENDANTS 183

eages were characterized by higher political and administrative status rather

than by landed wealth. Relative to other high-nobility families, their descen-

dants were more likely to die in Stockholm and much more likely to enter elite

administrative careers. Within the very top of Swedish society, royal-council

families may have been tied more closely to the central state bureaucracy than

to landed wealth.

Some of the other patterns are harder to interpret. The negative coeffi-

cients on age at first marriage and the positive coefficients on noble partner

and father-in-law wealth are consistent with stronger status-based assortative

matching, but it is not obvious why these families would marry into wealthier

families while not appearing wealthier themselves on manor ownership. One

interpretation is that they belonged to a relatively new elite whose status de-

rived less from inherited landholding and more from political office, yet who

still had sufficient prestige to marry into more landed noble families. The neg-

ative, though mostly imprecise, life-span coefficients are also somewhat puz-

zling; one possibility is that living in Stockholm and other cities was associated

with less favorable disease environments. By contrast, the small differences in

military outcomes are easier to understand, since military service was common

across the nobility.

3.5.7 Interpretation and Remaining Concerns

Taken together, We find substantial and persistent effects of the Great Reduc-

tion on wealth. At the same time, we find essentially no effects on a broad

range of other outcomes. The validation analyses show that these non-wealth

outcomes are meaningful measures of socioeconomic position in our context.

It is therefore reasonable to interpret the null findings as real: beyond the

wealth dimension, the nobility appears to display considerable resilience to

the Great Reduction’s consequences.

A remaining concern is that while manors correlate with many dimensions

of status, owning manors was, frankly, not that important. However, extensive

historical work describing the Reduction as a genuine and substantial wealth

loss for affected families that left a deep negative impact.

For example, Wienberg, 2025 draws on contemporaneous letters from the

household of Magnus Gabriel De la Gardie—famously among those who lost
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the most manors in the Reduction. De la Gardie’s secretary, Jonas Lorin, de-

scribed the period as a “very evil, hard, and dangerous” time, and asked rhetor-

ically that if even “the highest in the realm” were being so crushed, what hope

could remain for the wretched and dependent.

Relation to existing wealth shock papers The papers closest to ours are

Ager et al. (2021), Bleakley and Ferrie (2016), and Shiu and Keller (2025),

which also study intergenerational effects of wealth shocks. A comparison

with these papers reveals common patterns but also important differences. Like

Ager et al. (2021) and Shiu and Keller (2025), we find that descendant genera-

tions show little movement in broad proxies for social status, which is consis-

tent with substantial persistence in family position. Unlike those papers, our

data allow us to follow landed wealth directly. This matters because, as we

show, wealth shocks may persist in wealth even when they leave other status

outcomes largely unchanged.

In contrast to our findings, Shiu and Keller (2025) find that treated lineages

eventually recover and even surpass untreated ones in elite status, similar to

how Becker et al. (2020) find that descendants of dislocated Jews invest more

in human capital. We find no such mechanisms of readjustment.

Bleakley and Ferrie (2016) come closest to our design in that they also

study a shock to land and observe descendants’ wealth. A key difference is

liquidity: lottery winners could, and often did, sell their land soon after receiv-

ing it. Our shock, by contrast, affected landed wealth in a setting where manors

remained central to noble status and were often kept within the family.

3.6 Conclusion

This paper studies the long-run consequences of a large wealth shock among

elite families. We use the Great Reduction of 1680, a major confiscation of

noble estates in Sweden, together with newly digitized genealogical and data

on manorial holdings that allow us to follow affected families over three cen-

turies. We find substantial and persistent effects on landed wealth: descendants

of affected families hold fewer manors for up to five generations. By con-

trast, we find limited effects on broader socioeconomic outcomes, including
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demographic characteristics, military careers, marriage outcomes, and human

capital.

The contrast between wealth and other outcomes is relevant for how studies

of intergenerational mobility measure persistence. Much of this work treats

different measures of status as proxies for the same underlying process. Our

results suggest that a shock to landed wealth can persist across generations

without producing comparable changes in careers, marriage patterns, or human

capital.

The paper contributes to the literature on long-run persistence of inequal-

ity and intergenerational mobility. Existing evidence from both causal wealth

shocks and long-run status correlations is mixed. Our findings point to greater

persistence of wealth shocks than some previous studies have found. At the

same time, this persistence is unlikely to be a universal feature of wealth

shocks. The pattern may partly reflect a setting with relatively stable political

and economic institutions, together with a tradition of keeping landed wealth

within the family.
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Appendices

Appendix 3.A Appendix Figures
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Appendix Figure 3.1: Privy Council Members Over Time
Notes: Figure displays the number of members of the Privy Council over time, as well
as the number of dismissals from office (as opposed to deaths while still serving). No
distinction is made between the Privy Council and the Royal Council (1680–1719).
Data from Lewenhaupt (1962).
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Appendix Figure 3.2: Primogeniture and Manor Ownership Across Cohorts
Notes: Probability of owning at least one manor by sons’ birth cohort, separately by
whether the father owned no manors or at least one manor, and by whether the son
was the first-born or a later-born son. The sample is restricted to families with at least
two sons who survived to adulthood. First-born and later-born sons are defined within
the set of adult sons, ordering brothers by birth year.
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Appendix Figure 3.3: Area covered by Almquist (1931–1976)
Notes: Map of Nyköping, Småland, Stockholm, Uppsala, and Östergötland coun-
ties, and the Livgedinge judicial district in Södermanland County, showing the area
covered by the documentation of noble manors based on the extensive land registers
(landsböcker) reviewed by Almquist (1931–1976), and included in the manor database
of Ulväng, 2024.
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Appendix Figure 3.4: Tenure of Privy Council Members
Notes: Each line represents the tenure of one member of the Privy Council. Red lines
denote individuals affected by the Great Reduction. Orange lines denote ancestors
and descendants of affected individuals. Teal lines denote all other council members.
Data on privy council tenures are from Lewenhaupt (1962) and are manually matched
to our data to infer reduction status among the members.
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Appendix 3.B Appendix Tables
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Appendix Table 3.B.2: Linked Noble Individuals and Manorial Holdings by Century

All 1600s 1700s 1800s

Panel A. Linkage outcomes
Individual level

Noble individuals born in century 116,884 14,835 36,119 38,410

Noble individuals linked to at least one manor 23,850 5,723 8,726 5,491

Avg. unique manors owned 0.48 1.08 0.46 0.24

Avg. unique manors owned | at least one 2.34 2.80 1.90 1.68

Manor level

Manor entries in database 140,689 33,125 27,500 37,949

Manor entries linked to nobility 60,456 17,874 17,108 14,215

Panel B. Sample characteristics
Share high nobility 0.18 0.08 0.14 0.25

Share surviving past age 15 0.48 0.74 0.63 0.54

Share father observed 0.97 0.96 0.99 0.99

Share died in Stockholm 0.19 0.21 0.18 0.21

Share ever married to a noble spouse 0.18 0.36 0.22 0.10

Note: This table describes the sample obtained by linking the dataset of the Swedish no-
bility to manor entries in the manor database. In Panel A, individual-level rows refer to
noble individuals and manor-level rows refer to manor-database entries. Noble individu-
als linked to at least one manor denotes individuals matched to at least one manor entry,
and manor entries linked to nobility denotes entries successfully linked to a noble indi-
vidual. Avg. unique manors owned reports the mean number of distinct manors linked to
an individual, while the conditional measure restricts attention to individuals linked to at
least one manor. Panel B reports descriptive characteristics of the noble sample. The All
column counts all observations, while the century columns classify noble individuals by
birth century and property-event observations by entry start year. The century columns
need not sum to the All column, since some entries fall outside 1600–1899 or have miss-
ing start or birth years.
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Appendix Table 3.B.3: Lineage survival

(1) (2) (3)

Panel A: OLS (generations survived)
Treated -0.242 -0.200 -0.081

(0.187) (0.271) (0.272)

Panel B: Lineage survival hazard ratios
Treated 1.131 1.094 1.028

[0.979, 1.306] [0.885, 1.351] [0.829, 1.276]

Lineages 2850
Mean generations survived 4.707

Controls
Generation FE (hazard only) ✓ ✓ ✓

Birth decade FE ✓ ✓ ✓

Father characteristics ✓ ✓ ✓

Grandfather characteristics ✓ ✓

Dynasty characteristics ✓

Notes: Panel A reports OLS estimates where the dependent variable is the number of gen-
erations the lineage survives. Panel B reports hazard ratios (with 95% confidence intervals
in brackets) from a discrete-time hazard model. Generation fixed effects flexibly control
for duration dependence in the hazard. Birth-decade fixed effects refer to the birth decade
of the index generation. The unit of observation is a male lineage. Standard errors are
clustered by index generation.
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Appendix Table 3.B.4: Sample composition by generation

Gen N. Treated N. Treated lineages Median Birth Year

0 140 140 1643
1 606 140 1684
2 494 80 1725
3 474 61 1763
4 513 51 1802
5 555 41 1835

Notes: The table reports the composition of the main sample (used
in Table 3.2) by generation. A lineage is defined by the index father.
Generation 0 refers to the index generation. N. Treated reports the
number of descendants of treated individuals in the index generation
in each generation. N. Treated Lineages reports the number of index
fathers in each generation. This numbers varies by generation since
lineages die out and thereby dissapear from the data.



198
CHAPTER 3. INTERGENERATIONAL EFFECTS OF WEALTH CONFISCATION:

EVIDENCE FROM SWEDEN’S GREAT REDUCTION OF 1680

Appendix Table 3.B.5: Effect of Reduction, extended treatment definition

Gen. Obs. Mean dep. var. (1) (2) (3)

1 4,516 55.82 -3.72 (1.95) -3.56 (1.98) -3.39 (1.97)

2 4,621 57.71 -5.31 (2.00) -5.06 (1.97) -4.45 (2.03)

3 4,741 57.49 -9.31 (2.73) -8.60 (2.78) -8.21 (2.79)

4 4,803 57.40 -15.70 (4.09) -14.40 (4.11) -14.14 (4.08)

5 4,195 56.92 -12.31 (4.58) -11.43 (4.77) -10.97 (4.48)

Controls
Birth decade FE ✓ ✓ ✓

Father characteristics ✓ ✓ ✓

Grandfather characteristics ✓ ✓

Dynasty characteristics ✓

Notes: Birth decade FE refers to fixed effects for the birth decade of the index fathers.
Father characteristics include number of manors owned before the Great Reduction
and number of children of the index father. Grandfather characteristics include num-
ber of manors owned and the number of children for the father of the index father and
an interaction term between the father’s and the grandfather’s number of manors. Dy-
nasty characteristics include indicators equal to 1 if the family belonged to the high
nobility and if the family had a privy council member. Standard errors clustered by
index father are in parentheses.
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Appendix Table 3.B.6: Effect of Reduction, including children

Gen. Obs. Mean dep. var. (1) (2) (3)

1 13,006 51.01 -7.14 (1.40) -6.58 (1.37) -6.29 (1.38)

2 14,961 50.86 -7.56 (1.56) -6.94 (1.49) -6.72 (1.44)

3 16,050 51.16 -8.54 (1.97) -7.73 (1.87) -7.37 (1.85)

4 15,465 52.21 -10.65 (2.72) -9.61 (2.60) -9.45 (2.52)

5 15,301 52.73 -10.10 (3.35) -9.13 (3.14) -8.84 (3.00)

Controls
Birth decade FE ✓ ✓ ✓

Father characteristics ✓ ✓ ✓

Grandfather characteristics ✓ ✓

Dynasty characteristics ✓

Notes: Birth decade FE refers to fixed effects for the birth decade of the index
fathers. Father characteristics include number of manors owned before the Great
Reduction and number of children of the index father. Grandfather characteristics
include number of manors owned and the number of children for the father of the
index father and an interaction term between the father’s and the grandfather’s num-
ber of manors. Dynasty characteristics include indicators equal to 1 if the family
belonged to the high nobility and if the family had a privy council member. Stan-
dard errors clustered by index father are in parentheses.
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Appendix Table 3.B.7: Effect of Reduction, surviving lineages

Gen. Obs. Mean dep. var. (1) (2) (3)

1 367 70.13 -8.77 (4.24) -9.09 (4.28) -8.64 (4.51)

2 1,701 60.74 -7.95 (3.25) -8.04 (3.17) -7.24 (3.22)

3 2,783 60.02 -8.27 (3.70) -7.30 (3.77) -6.17 (3.85)

4 3,611 59.16 -15.23 (4.92) -13.46 (4.96) -13.05 (4.88)

5 3,727 57.53 -10.11 (4.98) -9.05 (5.18) -7.90 (4.87)

Controls
Birth decade FE ✓ ✓ ✓

Father characteristics ✓ ✓ ✓

Grandfather characteristics ✓ ✓

Dynasty characteristics ✓

Notes: Birth decade FE refers to fixed effects for the birth decade of the index fathers.
Father characteristics include number of manors owned before the Great Reduction
and number of children of the index father. Grandfather characteristics include num-
ber of manors owned and the number of children for the father of the index father and
an interaction term between the father’s and the grandfather’s number of manors. Dy-
nasty characteristics include indicators equal to 1 if the family belonged to the high
nobility and if the family had a privy council member. Standard errors clustered by
index father are in parentheses.
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Appendix 3.C Data Appendix

3.C.1 Manual Linking of Reduced Manors

We start from 976 entries classified by Ulväng (2024) as reduced. For each

entry, we use the recorded owner information together with biographical ma-

terial and (when needed) additional sources to link the reduction entry to a spe-

cific person. In cases where the owner is listed as dödsbo (estate) or arvingar

(heirs), we attribute the event to the individual who died (i.e., the underlying

person rather than the estate/heirs).

We use the manual linking to assign each reduced entry to a noble individ-

ual whenever a unique and defensible identification can be established from

the recorded owner information and supporting sources. We exclude 218 en-

tries that either correspond to non-individual entities, to non-noble individuals

(and individuals without a noble partner), or to noble individuals for whom we

cannot uniquely identify the correct person.

We define treatment in two ways. Under a narrow definition, we classify

as treated the 556 noble individuals who are directly linked to a reduction en-

try. Under an extended definition, we additionally classify as treated the noble

male partner in the 211 cases where the reduction entry is linked to a female

individual with a noble husband (for a total of 556+211 treated individuals

under this definition).

Two implementation details are worth noting. First, in a small number of

cases the relevant affected person is not the name that appears in the reduction

entry (defined as the entry preceding the reduction event) but instead a nearby

individual in the ownership chain; our linking therefore uses the full owner his-

tory rather than the single recorded label. Second, when the affected individual

is female and there are multiple potential partners, assigning the relevant part-

ner is sometimes ambiguous; we primarily follow the partner recorded in the

entry and otherwise rely on auxiliary identifying information when available.

3.C.2 Automatically Linking Manors

We start by harmonizing last names in both Ulväng, 2024 and Adelsvapen,

2015 by removing suffixes such as “–Ätten” and “–Släkten,” as well as trailing

identifiers like “nr 123”. In a second step, we concatenate first and last names
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so that each individual is represented by a single string in each source. We

then perform fuzzy string matching, using Jaccard similarity to quantify name

similarity, in order to link each manor event to a potential owner. Because

computing similarity scores for all individuals × manor events is infeasible,

we use probabilistic record linkage with blocking.

We consider three candidate blocking conditions: (i) first letter of the first

name, (ii) harmonized family name, and (iii) the event start year must fall

between the individual’s birth and death year. We then evaluate all eight com-

binations of these candidate blocking rules, together with different similarity

thresholds, on our manually matched sample. To summarize performance, we

report F1, precision, and recall. As expected, a lower similarity cutoff yields

more matches but a lower share of correct matches, while a higher cutoff yields

fewer matches with higher precision.

We choose the similarity threshold and blocking rules that maximize F1 on

the manually matched sample. As is seen in Figure 3.C.1, this selects blocking

on first initial and the year restriction, although the difference compared to

blocking also on harmonized family name is negligible.
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Appendix Figure 3.C.1: Record Linkage Quality Under Alternative Blocking
Strategies

Notes: The figure reports match quality measured by precision, recall, and the F1-
score for alternative values of the string-distance parameter λ , which is normalized
such that higher values correspond to greater name similarity, while lower values in-
dicate more distant name matches. Blocking on first letter restricts comparisons to
individuals sharing the same initial in the given name; blocking on family name uses
harmonized surnames; and the year restriction requires that the recorded start year of
manorial holding falls within the individual’s observed lifespan.
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LLM-Augmented Manor Linking Among the set of manor-events that matches

to multiple noble individuals, we consider a set of candidate noble individuals

whose Jaccard similarity is no less than 0.1 of the highest Jaccard similarity of

manor-event p. Among these candidate individuals we use language models to

find a single match. We use two pieces of information that we do not account

for in the “normal” automatic matching. 1. The biography of the candidate

noble individuals, 2. the full description of the manor-event as well as the pre-

ceding manor-event (i.e. information about the previous owner of the manor).

Typically, GPT is able to exploit information on e.g. spouses in the respec-

tive texts to pin down the correct owner. Figure 3.C.2 illustrates the trade-off

between recall and precision in action and shows that the LLM augmentation

strictly improves both recall and precision in the manual sample, increasing

the F1 score from 0.75 to 0.81.

Max F1 = 0.75

λ = 0.51

Max F1 = 0.81

λ = 0.48

String matching

String matching + LLM augmentation
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Appendix Figure 3.C.2: Match Quality: Precision-Recall Curve
Notes: This figure shows match quality in a manually matched sample of 772 manor
entries, measured by recall (the share of true matches successfully recovered) and
precision (the share of proposed matches that are correct), and the F1 score (their
harmonic mean). Matching uses our preferred method, which blocks on the first letter
of the first name and restricts candidates to nobles alive at the manor-entry start year.
λ denotes the Jaccard similarity.
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3.C.3 LLM-Augmented Partner Linking

We begin by extracting partner names from the biographical text. For each

individual, we concatenate the extracted first and family names into a single

string and treat these as linkage targets. We then link these targets to the uni-

verse of nobility individuals using a two-stage procedure. In the first stage,

we apply a fuzzy matching based on the Jaro–Winkler string distance after

standardizing names (lowercasing and removing punctuation/whitespace) and

blocking on the first letter of the first name, just as how we match manors to

owners. For each target partner name we keep the closest candidate(s) within

the block and keep only candidate links with distance below a chosen threshold

(0.15).

In the second stage, we discriminate between these candidate links using

an LLM that exploits the richer biographical information. For each focal indi-

vidual and the associated set of candidate partners, we provide the model with

(i) the focal record’s name and biography text and (ii) each candidate’s name,

biography text, and the string distance from stage one. The model returns a

probability-like score in [0,1] for each candidate together with a brief justifi-

cation. We then assign the focal individual to the candidate with the highest

score, provided that this score exceeds 0.9.

3.C.4 LLM-Extraction of Key Variables

Each entry in our dataset on the Swedish nobility contains a short biogra-

phy with relevant information but lacks a consistent structure, making regu-

lar expressions unsuitable for reliable extraction. To address this limitation,

we employ the GPT-4o mini large language model to identify and extract the

desired variables. For each individual, the procedure involves supplying a sys-

tem prompt followed by the corresponding biography. The prompts are listed

below.

Occupation Extraction

This text potentially contains information about occupations or titles

held by one individual.

Extract the occupations or titles that the individual held and any
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associated years if these are stated.

Important rules:

– Do not include education.

– Do not include workplace employer or place information.

– Do not translate occupations or titles and keep the original language

as written Swedish or English.

– The text may sometimes refer to a partner a child or a parent. Exclude

occupations or titles that belong to someone else.

Year rules using the string field year:

– If a single year is stated return that year for example 1712.

– If an interval is stated for example 1712–1716 1712–1716 or 1712

till 1716 return only the start year for example 1712.

– If a decade or approximation is stated for example 1680-talet ca 1712

or omkr 1712 return it exactly as written without conversion.

– If no year is stated set year to Unknown.

If no occupations are found return an empty array occupations empty.

If an occupation or title is mentioned but cannot be resolved use

Unknown.

Return only JSON that conforms to the required schema.

Education Extraction

This text potentially contains information about education undertaken

by one individual.

Extract the education or educations completed by the individual and

any associated years if these are stated.

Provide both the field of education and the place of education when

available.
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Note that education may sometimes refer to a partner a child or a

parent of the individual. In such cases do not include it.

Do not include occupations and do not include any military titles or

military duties.

Return only JSON that conforms to the required schema.

Partner Extraction

This text potentially contains information about partners or spouses of

the focal individual.

Extract the partner or partners of the focal individual and if stated the

year of marriage.

Rules:

– Only include partners of the focal individual and not partners of

children parents siblings or other individuals.

– If multiple marriages or partners are listed output one object per

partner.

– Output names exactly as written and do not translate.

– If a marriage date is given as a full date extract only the year YYYY.

– If the marriage year is not stated set year to Unknown.

– If a first name or family name is missing set that field to Unknown.

– If no partner is mentioned return an empty array partners empty.

Return only JSON that conforms to the required schema.

Death Place Extraction

From the following historical passages, extract the place of death. Fol-

low these rules: If the name of the place does not uniquely identify a

location, use other geographical or contextual information provided in

the passage to infer which place the name is most likely referring to.

Assume the place of burial (if mentioned) is the same as the place of

death unless explicitly contradicted. Provide as detailed information as
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possible about the location. In particular, try to infer the correct parish

and region. Output the place as a single string with the place name and

where it is located (parish, region, etc.), or "Unknown" if not resolv-

able. Do NOT output anything else than this. Here is the text:

Death Place Coordinates Extraction

Try to provide the coordinates for this place.

Output the result as a JSON object with:

"latitude": The geographic latitude or "Unknown" if not resolvable.

"longitude": The geographic longitude or "Unknown" if not resolvable.

Here is the place:

Birth Place Extraction

From the following historical passage, extract the place of birth.

Your task is to extract:

– place of birth

Rules:

– If the place name is ambiguous, infer the most likely location using

context.

– Assume the place of baptism equals place of birth unless explicitly

contradicted.

– Try to infer parish and region if possible.

– Output a single string describing the place.

– If not resolvable, return Unknown.

Return only JSON that conforms to the required schema.

Birth Place Coordinates Extraction

Try to provide the coordinates for this place.

Output the result as a JSON object with:

"latitude": The geographic latitude or "Unknown" if not resolvable.



210
CHAPTER 3. INTERGENERATIONAL EFFECTS OF WEALTH CONFISCATION:

EVIDENCE FROM SWEDEN’S GREAT REDUCTION OF 1680

"longitude": The geographic longitude or "Unknown" if not resolvable.

Here is the place:

Birth Year & Death year Extraction

This text potentially contains information about the birth year and

death year of one focal individual.

Your task is to extract:

– birth year (YYYY)

– death year (YYYY)

Rules:

– Only extract years that refer to the focal individual in the passage.

– If the passage mentions years for a partner child parent or other

person ignore those.

– Prefer explicit birth and death years.

– If not explicitly stated you may infer a year using nearby evidence

such as baptism year funeral or burial year or other clearly linked

events but only if this evidence strongly indicates the birth or death

year.

– Output must be exactly four digits (YYYY) or the string Unknown.

– Do not output ranges months or full dates.

– Ensure the year lies between 1000 and 2025. In very rare instances

the year may fall outside this interval. In such cases you may infer a

plausible year but only if the extracted year clearly lies outside this

range.

Return only JSON that conforms to the required schema.

War Participation Extraction

You are an information extraction system.
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Task:

Given a biographical passage (often Swedish), determine whether

there is fairly clear textual evidence that the individual personally went

on a military campaign, expedition, or war-related journey, including

foreign military service.

Output (strict):

Return ONLY JSON matching this schema:

{

"went_to_war": 0 or 1,

"evidence": "short quote or paraphrase from the text that justifies the

decision (max ∼25 words), or empty string if went_to_war=0"

}

Decision rule:

Set went_to_war = 1 ONLY if the passage explicitly indicates personal

participation in a war-related movement, campaign, battle, siege,

expedition, or service in an army or navy in a way that implies the

person was present or active. Otherwise set went_to_war = 0.

Critical constraint:

Do NOT infer war participation from military rank or title alone

(e.g., “överste”, “kapten”, “amiral”, “hövitsman”) unless the text also

describes campaign participation, movement, or command in a specific

operation.

Positive triggers (examples, not exhaustive):

– Campaign or field service: “följde . . . i fält”, “i fält”, “fälttåg”, “på

tåget mot . . . ”, “tågade” or “marscherade till . . . ” (clearly military)

– Participation in operations: “deltog i . . . ”, “landstigningen på . . . ”,

“slaget vid . . . ”, “träffning”, “belägring(en)”

– Command in a named operation: “förde befäl vid . . . ”, “anföll . . . ”,
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“slog . . . ”, “erövrade . . . ” in clear war context

– Naval expedition or service: “på skeppet . . . ”, “i . . . flotta” when tied

to an expedition or operation

– Capture or surrender: “kapitulation(en) i . . . ”, “gav sig fången”,

“krigsfånge”

– Foreign military service: explicit statements such as “begav sig

utrikes för att söka utländsk krigstjänst”, “tjänst i . . . armé eller flotta”,

“i främmande härar” (counts even if no battle is named)

Negative examples (went_to_war = 0):

– Only lists titles or offices without any campaign or operation

wording.

– Only indicates the person was a soldier or officer in general, without

describing participation.

– Mentions wartime period generally without linking the person to

participation.

Evidence field:

– If went_to_war = 1: include one short supporting excerpt or a tight

paraphrase naming the operation, campaign, or service.

– If went_to_war = 0: evidence must be "".

If ambiguous, default to went_to_war = 0.

Return only JSON that conforms to the required schema.

We provide an example illustration of how the LLM extracts information

in the case of occupation, education and death place for Johan De la Gardie

(1582) in Figure 3.C.3.

3.C.5 Variable Definitions

Below we describe the variables that we use as outcome variables in the anal-

ysis. These variables are all derived from the biographical text using large

language models.
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Appendix Figure 3.C.3: Illustration of extracting key information using LLM
Notes: This figure displays how the LLM extracts occupation, partners and place of
death from biographical text data in the case of Johan De la Gardie (1582).

Wealth

Number of manors owned. We define manors owned as the number of

manors ever owned during an individual’s lifetime. This limits issues due to

uncertainties regarding exact years of ownership. The drawback is that an indi-

vidual that changes properties across her lifetime is treated as equally wealthy

as an individual that owns many manors in a given year. Individuals who are

not matched to the database Historical Manors in Sweden and Finland are

assigned zero Manors owned.

Demographic

Died in episcopal city. Equal to 1 if coordinates of death place are within

boxes that we define for the following cities: Stockholm, Uppsala, Linköping,

Skara, Strängnäs, Västerås, Växjö, Lund, Göteborg, Karlstad, Härnösand, Visby,

Kalmar, Åbo.

Died in Stockholm. Equal to 1 if coordinates of death place are within boxes

that we define for Stockholm (a roughly 25×25 box around Stockholm city

centre).
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Military

Military officer. Equal to 1 if an individual held an “occupation” with the 3-

digit HISCO code 583. In our data, the most common occupations in this cat-

egory are Lieutenant (sv. Löjtnant), Captain (sv. Kapten), Ensign (sv. Fänrik),

Sergeant (sv. Sergeant), Major (sv. Major), Second Lieutenant (sv. Underlöjt-

nant), Lieutenant Colonel (sv. Överstelöjtnant), Rittmeister / Cavalry Captain

(sv. Ryttmästare), and Cadet (sv. Kadett). Note that these occupations corre-

spond primarily to commissioned officer ranks, which were disproportionately

held by members of the nobility during this period.

Went to war. Equal to 1 if the biographical text contains explicit evidence

that the individual personally participated in a military campaign, expedition,

battle, siege, or foreign military service as defined by the LLM.

Marriage

Any Partner. Equal to 1 if an individual had a partner (noble or not) as

defined by the LLM.

Noble Partner | partner. Equal to 1 if an individual had a partner that we

successfully match to another noble individual in our dataset as described in

Section 3.C.3. In other words, it is only defined conditional on having a part-

ner.

Age at first marriage. Age at first marriage, independent of partner’s nobil-

ity status.

Wealth (father-in-law). Number of manors owned by the father-in-law. De-

fined conditional on partner being noble.

Human capital and career outcomes

HISCAM. We construct a measure of occupation based status in the follow-

ing way. Each word of each string that the language model identifies as an

occupation is matched to HISCO, a historical occupation classification, using
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a key from raw occupation-strings to HISCO codes constructed in the Swed-

Pop research infrastructure (SwedPop, 2026). Each HISCO occupation is then

linked to a unidimensional social stratification index, HISCAM, based on a

key constructed by Lambert et al. (2013). For each individual, we assign the

highest HISCAM score that the individual had that was not associated with

a military rank. Johan de la Gardie in Figure 3.C.3 serves as an illustrative

example. GPT finds nine occupations of which the following words are occu-

pations in SwedPop: Guvernör, hovrättsråd, landshövding, riksråd, ståthållare

and åbo. Both riksråd and hovrättsråd have a HISCAM value of 99 (the highest

value), and he is hence assigned 99.

Tax Capacity. Based on the occupational information, we derive an occupation-

based proxy for tax capacity. The measure is based on a one-time tax levied

in 1604 to finance a ransom payment to Denmark, under which the Crown as-

signed occupations to 26 taxable classes. We use a large language model to

classify occupations into these categories. Using the tax-capacity values re-

ported in Andersson and Molinder (2024) and the occupational descriptions in

their Appendix I, we map our LLM-extracted occupations, and hence individ-

uals, into tax-capacity bins.

Student. Equal to 1 if an individual was enrolled as a student. This infor-

mation primarily comes from student records and mostly lacks information on

field of study. Furthermore, among the nobility it was common to register chil-

dren as students at a young age without necessarily implying that they actually

pursued higher studies.

Administrative Clerical. Equal to 1 if an individual ever had an occupa-

tion with one of the following 2-digit HISCO codes: 11, 30, 32, 33, 39. The

most common LLM extracted occupation strings (rough translation to english)

are Chancellor (sv. Kanslist), Secretary (sv. Sekreterare), Amanuensis (sv.

Amanuens), Clerk (sv. Kammarskrivare), Civil Servant (sv. Tjänsteman),

Bookkeeper (sv. Bokhållare), Copyist (sv. Kopist), Cameralist / Treasury Of-

ficial (sv. Kamrerare), Registrar (sv. Registrator), Cashier (sv. Kassör), and

Office Clerk (sv. Kontorsskrivare).
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Administrative elite. Equal to 1 if an individual ever had an occupation with

one of the following 2-digit HISCO codes: 12, 20, 31. The most common LLM

extracted occupation strings (rough translation to english) are Chamberlain (sv.

Kammarherre), Valet de chambre (sv. Kammarjunkare), Deputy District Judge

(sv. Vice häradshövding), District Judge (sv. Häradshövding), Extraordinary

Notary (sv. Extra ordinarie notarie), Assessor (sv. Assessor), and Privy Coun-

cil Member (sv. Riksråd).

3.C.6 Data Excerpts
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Appendix Figure 3.C.4: Extract from Elgenstierna (1925–1936): Family Tree
for De la Gardie, nr. 3
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Appendix Figure 3.C.5: Extract from Adelsvapen (2015): Entry corresponding
to Figure 3.C.4
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Appendix Figure 3.C.6: Extract from Ulväng (2024): Manor Läckö in
Västergötland, Sweden
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4.1 Introduction

Immigration has reshaped the demographic and economic landscape of ad-

vanced Western economies. As of 2020, 281 million people—about 3.6 per-

cent of the global population—were international migrants, and migratory

pressures are likely to intensify as geopolitical conflict and climate change con-

tinue. Disparities in education and labor-market outcomes across immigrant-

origin groups and their descendants therefore remain a central concern for pol-

icymakers and researchers (OECD, various; OECD/European Union, 2018),

particularly given mounting evidence that such gaps can persist across multi-

ple generations.

A large empirical literature following Borjas (1992, 1995) interprets these

patterns as evidence that ethnic capital, the human capital of the ethnic or im-

migrant group, exerts an independent influence on intergenerational mobility

and long-run assimilation.1 This conclusion typically relies on regressions

that include both parental characteristics and group averages of characteristics

based on the ethnic or country-of-origin of the parents or the parents’ ances-

tors,2 and find significant coefficients on each. We show that such estimates

can arise mechanically when extended-family influences are omitted. When-

ever human capital is correlated within dynasties beyond the nuclear family,

specifications that condition only on parental and group-level variables can

attribute part of the family effect to the ethnic group. In this case, standard

estimates need not identify group effects at all.

We revisit the question posed by Borjas (1992) of why convergence across

immigrant groups is slower than expected from individual-level Markovian

models. To do so, we extend the dynastic human capital framework of Ader-

mon et al. (2021) to incorporate ethnic capital, thereby integrating two influen-

tial strands of research: the ethnic-capital literature and recent work modeling

intergenerational mobility through latent human-capital factors using extended-

family data (Adermon et al., 2021; Braun & Stuhler, 2018; Collado et al.,

2023). This framework allows us to jointly estimate parental, extended-family,

1See e.g. Aydemir et al., 2009, Sweetman and Dicks, 1999, Bauer and Riphahn,
2007, Nielsen et al., 2003, Ward, 2020, among others.

2From here on, we mostly use the term country of origin instead of ethnic when
referring to ethnic capital.
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and group-level components of persistence, correcting standard ethnic-capital

estimates for bias arising from measurement error in human capital and from

omitted extended-family influences.

Our empirical analysis uses population-wide administrative data covering

all individuals born in Sweden between 1972 and 2006. We link each individ-

ual to parents, grandparents, and extended family members, defining country

of origin by grandparents’ country of birth. Our main outcome is the Grade

Point Average (GPA) at the end of compulsory schooling—a standard proxy

for human capital for the child generation—and years of schooling for the

parental generation (e.g., Adermon et al., 2021).

Sweden provides a particularly suitable setting to study intergenerational

human-capital assimilation—both between immigrants and natives and across

immigrant groups of different origins—for at least two reasons. First, because

Sweden remained neutral during World War II, large-scale immigration be-

gan shortly after the war, making it possible to observe third-generation out-

comes today. Second, Sweden’s administrative registers, notably the Multi-

Generation Register linking the entire population across generations, com-

bined with detailed education data, permit a comprehensive empirical analysis

of intergenerational assimilation.

Figure 4.1 illustrates the stakes by showing the slow intergenerational con-

vergence in schooling between immigrants and natives, and across immigrant

groups. First-generation gaps are large—up to 4.5 years between East Asian

and Middle Eastern/North African migrants. Convergence occurs across gen-

erations but is incomplete: nontrivial differences remain in the third gener-

ation, even among individuals fully educated in Sweden, which contradicts

Becker and Tomes’ (1986) idea that all human capital differences disappear in

three generations in “open” societies (see also, e.g., Gielen & Webbink, 2025;

Solon, 2018).

Our results indicate that dynastic human capital is the primary driver of

third-generation outcomes. In our preferred specification, parental education

accounts for roughly two-thirds of observed group-level persistence, extended-

family factors account for between one-quarter and one-third, while ethnic

capital explains approximately five percent. These patterns are robust to al-

ternative specifications, including adjustments for measurement error and the

inclusion of neighborhood fixed effects. Thus, what has often been interpreted
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Figure 4.1: Convergence Between Ethnic Groups

Note: Average years of schooling relative to Swedes born the same year for dif-
ferent origin groups. 1 = Migrants, 2 = Children, 3 = Grandchildren. Second- and
third-generation individuals are weighted by ancestral country group. Sample re-
stricted to dynasties where second-generation immigrants were born in Sweden
or arrived before age 9.

as evidence of group-level ethnic capital appears largely to reflect intergenera-

tional transmission within families.

We further examine mechanisms that could amplify persistence among im-

migrants. Limited institutional access may increase reliance on intra-family

transmission; initial settlement patterns may generate persistent neighborhood

effects; and our measure of extended-family networks may be a proxy for a a

poorly measured ethnic capital variable. We assess these channels by estimat-

ing the model separately for different immigrant-origin groups as well as for

natives, incorporating neighborhood fixed effects, and decomposing dynastic

capital by country of origin.

Taken together, the results suggest that persistent disparities in immigrant

integration are driven primarily by dynastic channels operating through the

nuclear and extended family. While group heterogeneity and neighborhood

influences are present, they do not materially alter this conclusion. A policy

implication of our findings is that welfare-state policies aimed at equalizing
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outcomes across immigrant groups may be insufficient to speed long-run as-

similation if dynastic transmission remains the dominant channel.

This paper reinterprets the ethnic-capital framework of Borjas (1992) by

showing that conventional estimates of group effects may partly reflect dynas-

tic transmission within extended families rather than group-level influences.

Borjas noted already in his 1992 article that errors in the measure of fathers’

human capital could bias the estimated ethnic-capital coefficient upward. As

emphasized by Katz (2024), he also showed that implausibly large measure-

ment error would be required to fully account for the ethnic-capital component

estimated in his paper.3 Ward (2020) examine related sources of spurious cor-

relation, emphasizing measurement error in grandparental characteristics and

persistence in settlement patterns. In contrast, we embed the ethnic-capital

component in a framework that jointly models transmission operating through

parents, extended families, and ethnic groups.

This perspective connects three literatures that have largely developed sep-

arately. Evidence on ethnic capital across countries—including Canada, Switzer-

land, and Denmark—has been mixed (Aydemir et al., 2009; Bauer & Riphahn,

2007; Nielsen et al., 2003; Sweetman & Dicks, 1999). A related literature

documents heterogeneous patterns in the evolution of native–immigrant and

racial gaps, particularly in the limited set of studies using three-generation

data (Abramitzky et al., 2021; Boustan et al., 2025; Chetty et al., 2020; Gielen

& Webbink, 2025; Hammarstedt & Palme, 2012; Prokic-Breuer et al., 2026;

Ward, 2020; Zhao & Drouhot, 2024; Zorlu & van Gent, 2024). Finally, recent

work using extended-family data has developed methods to estimate latent in-

tergenerational transmission parameters (Adermon et al., 2021; Braun & Stuh-

ler, 2018; Collado et al., 2023). By integrating these approaches, we provide a

framework that allows ethnic-capital effects to be estimated while accounting

for dynastic transmission.

The remainder of the paper is organized as follows. Section 4.2 presents

the empirical framework. Section 4.3 describes the data and institutional con-

text. Section 4.4 reports the main findings, and Section 4.5 concludes.

3Subsequent papers, e.g., Card et al. (2000), among others, have raised related
concerns in the broader literature on intergenerational mobility among immigrants.
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4.2 Empirical Framework

Our aim is to measure the rate of intergenerational human capital convergence

between immigrant groups with different national origins and decompose this

parameter into its underlying components. The rate of intergenerational con-

vergence between country-of-origin groups is captured by the parameter α1 in

the model

ȳc
e = α0 +α1ȳp

e +ue, (4.1)

where ȳc
e and ȳp

e are country-of-origin group averages of outcome y in the child

and parent generations, respectively. A value of 0 ≤ α1 < 1 indicates conver-

gence between groups, while α1 > 1 indicates divergence—i.e., groups drifting

apart over time. Figure 4.1 shows evidence of convergence among descendants

of immigrants to Sweden. In the following, we discuss how we estimate α1,

and how we can learn about its underlying components.4

4.2.1 Extending the Ethnic Capital Model of Borjas

We build on Borjas (1992), who estimated the model

yc
i = γ0 + γ1ȳp

f (i)+ γ3ȳp
e(i)+ εi, (4.2)

where yc
i is (a measure of) human capital for individual i; ȳp

f (i) is average human

capital of individual i’s parents, indexed as family f ; and ȳp
e(i) is average human

capital in individual i’s country-of-origin group, e(i).5 Taking ethnic group

averages of eq. (4.2), we see that α1 = γ1 + γ3, allowing for the role of ethnic

capital in explaining the slow convergence between immigrant groups.

There are several reasons why OLS estimates of γ1 and γ3 may be biased.

These include selective patterns in the timing and location of immigration, as

well as imperfect measurement of parental human capital (discussed below).

A less explored concern is an overly narrow definition of the family. In the

4Since our framework takes the individual as the unit of observation, and since
country-of-origin groups e vary in size, we work with a weighted version of eq. (4.1)—
or equivalently, an individual-level regression where we replace ȳc

e by individual out-
comes yc

i .
5The functions f (i) and e(i) assign to each individual i a family f and a country-

of-origin group e, respectively.
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standard Borjas framework, factors operating through the extended family may

be incorrectly attributed either to parents or to the ethnic group, thereby biasing

the estimated coefficients.6

Leveraging our ability to identify extended-family links for all individu-

als in the sample, we adopt an approach similar to Adermon et al. (2021) to

explicitly model extended-family human capital. This enables us to separate

ethnic capital effects from extended-family influences in the intergenerational

transmission of outcomes.7

This approach can be generalized to include any set of nested averages.

We extend eq. (4.2) to also incorporate the role of the extended family:

yc
i = γ0 + γ1ȳp

f (i)+ γ2ȳp
d(i)+ γ3ȳp

e(i)+ εi, (4.3)

where ȳp
f (i) is the average education of the parents, ȳp

d(i) is the average education

of the members of the extended family (denoted as d for “dynasty”) in the

parents’ generation, and ȳp
e(i) is the average education of the members of the

country-of-origin group in the parental generation.

Assuming that i ⊂ f ⊂ d ⊂ e, we can again average eq. (4.3) by country-

of-origin group to obtain

ȳc
e = γ0 +(γ1 + γ2 + γ3)ȳp

e + ε̄e. (4.4)

This approach thus allows us to decompose group-level convergence into three

channels: the nuclear family, the extended family, and the country-of-origin

group.

Section 4.A formally shows that omitting the variable measuring extended-

family human capital leads to an upward bias in the estimated coefficient on

6Different arguments for that ignoring other family members is likely to affect
comparisons of intergenerational mobility between natives and immigrants have ap-
peared in the previous literature—see e.g. Card et al. (2000) and Dustmann and Glitz
(2011).

7A key difference relative to Adermon et al. (2021) is that their objective is to es-
timate the intergenerational transmission of latent human capital from parents to chil-
dren, whereas the present paper aims to decompose the components of a group-level
convergence parameter. Accordingly, we adopt a different standardization: whereas
they normalize each group average to unit variance, we allow group averages to retain
their original dispersion.
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average human capital of the country-of-origin group, under the weak as-

sumptions that, conditional on parental human capital, (i) country-of-origin

group human capital is correlated with extended-family human capital, and

(ii) extended-family human capital is positively associated with the child’s ed-

ucational outcome. Section 4.A also establishes the analogous result for the

coefficient on parental education.

If observed education in the parental generation fails to fully capture the

human capital that is transmitted to children, the models discussed so far can

yield misleading estimates. Classical measurement error of parents’ educa-

tion will bias an estimate of γ1 downward and γ3 upward.8 Although we have

excellent administrative data on the education of children, parents and the ex-

tended family, we also examine this by specifying a latent variables model

(see section 4.B), and use observable proxies to get alternative estimates of the

parameters in this model.9

Due to intermarriage, members of the same extended family may belong to

different country-of-origin groups, making the assumption of perfectly nested

groups ( f ⊂ d ⊂ e) unlikely to hold in the data. In this case, eq. (4.4), where

we have α1 = γ1 + γ2 + γ3, does not hold exactly. Since a large share of par-

ent couples are formed outside the country-of-origin group (mostly natives,

sometimes immigrants from other countries of origin), our main analyses in-

clude measures of human capital for the parents and the extended family that

includes these individuals.

To take into account that groups can be non-nested, we also decompose the

group level convergence parameter α1 using the approach outlined in Gelbach

(2016). Using the coefficients from the individual-level version of the baseline

model from eq. (4.1), and the full model from eq. (4.3), the underlying sources

8This holds if measurement error is averaged out of the country-of-origin mean
and parents’ and country-of-origin mean schooling are positively correlated.

9This type of latent variable model has been discussed by, e.g., Adermon et al.
(2021), Braun and Stuhler (2018), Clark (2014), Collado et al. (2023), and Stuhler
(2012). The additional proxies we use are measures of mid-life labor income and
an occupation-based index of social status (see section 4.3.3). Accordingly, our esti-
mates of the relationship between children’s GPA and parental, extended-family, and
country-of-origin group “human capital” (or social status) should be interpreted as
capturing broader mechanisms not reflected in years of schooling alone. These in-
clude employers’ valuation of human capital (including potential discrimination), oc-
cupational choice, and access to job networks.
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of the intergenerational group persistence parameter can be decomposed as:

α1︸︷︷︸
ethnic group
convergence

= γ1δ f︸︷︷︸
parents’

human capital

+ γ2δd︸︷︷︸
dynastic

human capital

+ γ3︸︷︷︸
ethnic

human capital

, (4.5)

where δ f is the coefficient from regressing ȳp
f (i) on ȳp

e(i), and δd is the coef-

ficient from regressing ȳp
d(i) on ȳp

e(i). Note that if the observations are nested,

then δ f = δd = 1, and we are back to the simple model we discussed above,

where α1 = γ1 + γ2 + γ3.

4.2.2 Other Specification and Inference Issues

In the models above, we include additional controls for observable characteris-

tics beyond human capital to make immigrant families comparable along other

dimensions. To account for variation in arrival timing, we include individual

birth-year fixed effects and anchor immigrants’ human capital to that of natives

by subtracting the mean human capital of natives born in the same year.10

As pointed out in several previous studies (see, e.g., Borjas, 1995; Bratu

& Bolotnyy, 2023; Ward, 2020), endogenous geographical sorting might play

an important role in explaining patterns of intergenerational mobility among

immigrant groups. If immigrants are not conditionally randomly assigned to

neighborhoods and segregation is persistent across generations, group conver-

gence might be driven by initial neighborhood location. Using detailed data

on the first neighborhood at arrival for immigrant ancestors, we control for en-

dogenous sorting of immigrant groups to regions with more or less potential

for integration at the time of arrival. We do this by including fixed effects for

first location.

To increase the precision of our estimates, we employ a feasible general-

ized least squares (FGLS) estimator with random effects at the country-group

level, with standard errors clustered at the same level. This specification fol-

lows the recommendations of Wooldridge (2003, 2010) and Cameron and

Miller (2015), who note that combining an explicit error-components model

10This adjustment is important because average years of schooling among natives
trend upward over time. It also allows our estimates to be interpreted directly as
convergence relative to natives.
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with cluster-robust inference can deliver efficiency gains while remaining ro-

bust to misspecification of the covariance structure.11 Importantly, the FGLS

and OLS point estimates are very similar and yield identical qualitative con-

clusions, while FGLS yields more precise estimates for the coefficient on the

ethnic mean variable, with standard errors roughly 20 percent smaller in our

baseline specifications.

4.3 Data and Brief Historical Background

Our dataset is constructed by linking individual-level data from several Swedish

administrative registers. We use three generations of linked individuals, which

we refer to as the child, parent, and grandparent generations. We observe ed-

ucational outcomes for the child and parent generations, while the grandparent

generation is used to assign country of origin, arrival neighborhood, and to

identify extended family relationships.12

Our main sample consists of children born in Sweden between 1972 and

2006, the cohorts for which grade point average (GPA) at the end of com-

pulsory school is observed. Using the Swedish Multi-generation Register, we

identify each child’s grandparents, which allows us to reconstruct extended

family networks—including aunts, uncles, and their spouses. In Figure 4.2,

we show the average number of individuals in each family category for the

18 most common countries of origin. Two patterns stand out. First, for al-

most all countries, we observe many relatives over whom we average educa-

tion. Second, most individuals are born in Sweden, regardless of dynasty cate-

gory. Taken together, although individuals have foreign ancestry, we measure

parental-generation human capital using many relatives who largely received

11Cluster-robust standard errors allow for very general forms of heteroskedastic-
ity and within-group dependence but may reduce statistical power, whereas GLS-type
estimators can improve efficiency when the error structure is reasonably well approx-
imated. Cameron and Miller (2015) note: “It is remarkable that current econometric
practice with clustered errors ignores the potential efficiency gains of FGLS” (p. 326).
The approach has been shown to lead to potentially large gains in power in the case
of heteroskedasticity (Romano & Wolf, 2017) and difference-in-differences (Brewer
et al., 2018), without compromising robustness.

12Siblings are identified via shared parentage. For immigrants, sibling links are
typically observed only if individuals migrated to Sweden together with a parent be-
fore age 18.
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their education in Sweden.

We include children who have at least one parent who: (i) was born in Swe-

den; (ii) is of foreign background, defined as having both parents born outside

the Nordic countries; and (iii) has at least one sibling in the data, which im-

plies that the child has at least one aunt or uncle of foreign origin. About 9%

of these children have missing GPA in our data. Missingness is weakly neg-

atively related to parental education, and appears largely driven by migration:

31.5% of children with missing GPA have a recorded migration event (in- or

out-migration), compared to about 6% among those with observed GPA.

The country composition of our sample reflects historical immigration flows.

Most arrivals for the grandparent (first) generation occurred between 1945 and

1980.

4.3.1 Migration to Sweden 1945–1980

Sweden provides a valuable setting for studying long-term migration effects,

having emerged as a stable and attractive destination country for migrants after

World War II. The period from 1945 to 1980 encompasses three distinct phases

of migration, shaped by geopolitical developments and domestic labor market

needs (Lundh, 2005; OECD, various).

1945–1950s: Post-war humanitarian and Nordic migration. Sweden ini-

tially received refugees and displaced persons from the Baltic states (Estonia,

Latvia, Lithuania), Finland, Germany, and Poland. Following the creation of

the Nordic Passport Union in 1954, migration from neighboring Nordic coun-

tries increased substantially (Nordic Council, 1954). The Cold War and in-

creased political repression in Eastern Europe also triggered new refugee in-

flows from these countries (Byström, 2012).

1950s–1960s: Labor migration and industrial expansion. Sweden’s eco-

nomic boom created a demand for labor, prompting government-led recruitment—

especially from Italy, Yugoslavia, Greece, and Turkey. Migrants often worked

in construction and manufacturing, under regulated bilateral labor agreements

(Lundh, 2005).
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Late 1960s–1970s: Policy restriction and humanitarian turn. With ris-

ing unemployment in the late 1960s, Sweden imposed restrictions on labor

immigration. Work permit requirements were introduced in 1967, and labor

recruitment ended in 1972. The focus shifted toward family reunification and

refugee admissions. Notable groups included refugees from Chile (after the

1973 coup), Uganda (expelled Asians), and Southeast Asia (post-Indochina

wars). In 1975, Sweden adopted an official integration policy promoting mul-

ticulturalism and equal rights (Borevi, 2002).

Figure 4.1 plots the year of immigration for ancestors from different coun-

try groups in our sample. The different immigration waves described above

are all represented.

4.3.2 Ancestry Composition and Country of Origin Assignment

Our analysis excludes individuals of Nordic ancestry (i.e., those with grand-

parents from Denmark, Finland, Iceland, or Norway), as these populations

are relatively similar to Sweden in terms of culture, language, and appear-

ance.13 Table 4.1 presents the distribution of countries of origin for the child

generation in our dataset. The largest groups originate from other European

countries, with Germany and former Yugoslavia being particularly prominent.

Turkey also constitutes a major group, while the US and Chile represent the

largest non-European origins.

We assign country of origin to children based on their grandparents’ coun-

tries of birth. If all observed grandparents are born in the same country, the

child is assigned that country. If grandparents are born in different non-Nordic

countries, the child is assigned proportional weights for each country. For

example, a child with one set of grandparents from Germany and another

from Poland is included in the analysis twice—once under each origin—with

a weight of 0.5 in each case. This weighting scheme enables us to include

children from mixed-background families without losing statistical represen-

tativeness or comparability across groups.

Our focus on third-generation immigrants allows us to study long-term

outcomes without conditioning on parental marital patterns. In many cases,

children have one native-born parent and one foreign-born parent. Figure 4.2

13In section 4.4.3, we show that our results are robust to including them.
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displays the distribution of foreign and native ancestry across children in the

sample.

For nearly all children in the dataset, we observe both parents. Approxi-

mately 86% of children are assigned a single country of origin, while 13% are

assigned two countries, and fewer than 1% are assigned three or more.

4.3.3 Variable Definitions

For the child generation, human capital is measured using Grade Point Av-

erage (GPA), defined as the average across all compulsory subjects in ninth

grade—the final year of compulsory schooling (typically at age 16). We con-

vert this measure into within-cohort percentile ranks.

For the parental generation, we use years of schooling to measure human

capital. This measure is based on educational attainment recorded in the Na-

tional Education Register (1985–2020) and census data from 1960, 1970, and

1990. Individuals educated outside Sweden report their education to the Mi-

gration Agency upon arrival.14

We calculate three sets of group averages of the human capital variables

in the parental generation. First, parental outcomes are simply averaged over

both parents. Second, we define the extended family as the child’s aunts and

uncles, their spouses, and those spouses’ siblings. Siblings are defined as in-

dividuals sharing both biological parents. Third, the country-of-origin mean

captures the average outcome for individuals in the parental generation with a

given ancestry.

For each parent, the country mean is defined as the average human capital

among individuals who (i) have the same ancestry as the parent,15 (ii) are born

within five years of the parent, (iii) are not members of the child’s extended

family, and (iv) are born in Sweden or moved to Sweden before age 9. The

country mean assigned to the child is then the mean of the two parents’ country

means.16 By focusing on individuals who are born in Sweden or came before

14In a robustness analysis, we also use lifetime income and an occupation-based
social stratification index for the parental generation—see sections 4.B and 4.4.3

15Ancestry is defined as grandparents’ country of birth or own country of birth if
the individual is born outside Sweden.

16If a parent has two countries of origin (e.g., if the maternal grandparents were
born in two different countries), we assign the parent one of these origins at random,
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age nine, we mitigate issues related to differences in age of arrival to Sweden

between different country groups.17

We also define a child’s neighborhood as the first parish that a foreign-born

ancestor lived in when they first came to Sweden.

4.4 Results

This section presents our results. The results from the core specification (see

section 4.2), which measures the excess intergenerational persistence from eth-

nic and dynastic human capital, are presented in section 4.4.1. Section 4.4.3

assesses the robustness of our key findings, while section 4.4.4 presents sepa-

rate estimates by country-of-origin groups.

4.4.1 Parents, Extended Family and Ethnic Capital

Figure 4.2 highlights the paper’s central motivation: slow convergence in hu-

man capital across country-of-origin groups. It plots average years of school-

ing in the second generation against that of the third generation by country

group, defined by the first-generation immigrants (see eq. (4.1)). The estimated

slope implies that over 60 percent of the educational advantage observed in the

second generation persists into the third—substantially higher than persistence

typically found in individual-level Swedish data.

Table 4.1 presents our main results: a decomposition of group-level persis-

tence into parental, extended-family, and country-of-origin components. Each

column reports estimates from a separate specification in which children’s ed-

ucational outcomes are regressed on different combinations of human capital

measures defined at these levels. All specifications include fixed effects for

birth year, grandparents’ initial neighborhood, and grandparents’ year of mi-

gration to Sweden.

For interpretability, the coefficient on parental schooling is expressed in

standard-deviation units. In column 2, for instance, a one-SD increase in

parental schooling is associated with a 0.4-SD increase in child GPA. The

and then proceed to calculate their country mean.
17Böhlmark (2008) shows that arriving after age nine has a strong negative impact

on school performance.



4.4. RESULTS 235

AF

AL

AT

BD

BE

BO

BA

BR

BG

CA

Centr. Am.

Centr. Asia, rest

CL

CN

CO

CG

HR

CZ

E. Afr., rest

E. Asia, rest

EG

ER

EE
ET

FR

GM

DE

GR

HU

IN

IR

IQ

IE

IT

JP

JO

KE
LV

LB

LT

MA

NL

NG

N. Afr., rest

MK
Oceania

PK

PS

PE

PH

PL

PT RO

RU

RS

SK

SI

S. Am., rest

S. Am., rest

S.E. Asia, rest

S. Afr.

ES

LK

SD

CH

SY

TH TN

TR

UG
UA

GB
US

VN

W. Afr., rest
W. Indies

W. Asia, rest

W. Eur., rest

Yug.

−1.0

−0.5

0.0

0.5

1.0

−1.0 −0.5 0.0 0.5 1.0
Years of Schooling, Ethnic group

G
PA

 (
A

ge
 1

5)

Europe

Rest of world

Figure 4.2: Country-Level Scatter Plot

Note: This figure plots average GPA against average country group means by
country of origin. Circle sizes are proportional to the logarithm of the number of
children in our sample from each country group. Nordic countries are excluded.

extended-family and country-mean schooling variables are scaled using the

same standard deviation, allowing direct comparison across coefficients.

Column 1 mirrors the approach in fig. 4.2, but applies it at the individual

level rather than the group level. As expected, the results confirm strong in-

tergenerational persistence, with the GPA of the child closely related to the

average years of schooling of their country group in the parental generation.

Column 2 estimates a Markovian AR(1) model, widely used in research on

intergenerational mobility since Becker and Tomes (1986). The point estimate

of 0.44 is in line with previous Swedish studies (e.g., Adermon et al., 2021).

Column 3 presents results from the canonical model of Borjas (1992) (see

eq. (4.2)), which includes the (leave-out) average educational attainment among

individuals in the parental generation from the same country of origin. The co-

efficient on parental education remains similar to that in column 2, while the

estimate for ethnic capital is moderate, substantially below the levels reported

in some earlier studies using data on three generations (e.g., Borjas, 1992;

Ward, 2020) that found ethnic capital to be comparable in magnitude to the
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Table 4.1: GPA schooling regressions

(1) (2) (3) (4) (5)
Parents 0.433 0.430 0.362 0.361

(0.012) (0.012) (0.007) (0.007)

Extended family 0.200 0.199
(0.016) (0.016)

Country-of-origin mean 0.540 0.090 0.029
(0.058) (0.042) (0.045)

Sum 0.540 0.433 0.520 0.561 0.589
(0.058) (0.012) (0.041) (0.018) (0.043)

R2 0.085 0.230 0.230 0.241 0.241

Num. Ind 36 305 36 305 36 305 36 305 36 305

Note: Each column shows results from separate specifications where standard-
ised Grade Point Average (GPA) is regressed on years of schooling. The years of
schooling variables are divided by the standard deviation of years of schooling for
parents. All regressions include fixed effects for birth year, age at migrating to
Sweden and first parish of arrival of the ancestors. Each parental generation out-
come is the average across all members of the given category of relatives. Models
are estimated using FGLS to allow for country group random effects estimated us-
ing the method of Amemiya (1971). Standard errors clustered by country group in
parentheses.
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coefficient for parental human capital. Although the coefficient is imprecisely

estimated, the data rule out similarly large ethnic capital effects in this context.

Column 4 extends the baseline model by incorporating the mean schooling

of extended family members, following the dynastic human capital framework

of Adermon et al. (2021). This allows us to capture broader familial influ-

ences beyond the nuclear household. The results confirm that extended family

education is a strong predictor of child outcomes, even after accounting for

parental education, underscoring the importance of extended family networks

in shaping educational attainment.

Finally, column 5 includes all three components: parental, extended fam-

ily, and country-of-origin group, as in eq. (4.3). In this full specification, the

coefficient for ethnic capital becomes very close to zero, suggesting that once

family-level human capital is accounted for, country-of-origin effects are no

longer important for explaining differences in third-generation outcomes.18

As discussed in section 4.2.1, we decompose the overall group conver-

gence parameter into contributions from parents, the extended family, and eth-

nic capital. We implement this in two complementary ways: the first simply

sums the relevant regression coefficients to recover the share of convergence

explained by each channel (sums are reported at the bottom of table 4.1), while

the second applies a Gelbach decomposition, which accounts for the overlap-

ping nature of family and group characteristics by reweighting the coefficients

accordingly (see eq. (4.5)).19

Using the estimates in column 5, the direct approach attributes 61 percent

of group convergence to parents, 34 percent to the extended family, and 5 per-

cent to ethnic capital. The Gelbach decomposition, based on the overall coun-

try mean in column 1, yields similar results: parents account for 70 percent,

the extended family for 25 percent, and country-of-origin for 5 percent.

Taken together, the results shown in table 4.1 imply that the observed

group-level differences in human capital across country-of-origin groups in

18As discussed in section 4.2.2, Table 4.1 is estimated using a combination of FGLS
and cluster-robust standard errors. In table 4.3, we present corresponding estimates
using OLS with cluster-robust standard errors. With the exception of a somewhat
larger country-of-origin coefficient in Column 1, estimates are very similar, although
with substantially larger standard errors on the country-of-origin mean.

19The Gelbach weights are estimated by regressing parental and extended family
education on the country mean, controlling for cohort and neighborhood fixed effects.
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the third generation are not driven by ethnic capital effects, such as culture,

norms, or ethnic peer effects. Rather, the persistence seen in fig. 4.1 appears

to reflect initial disparities in human capital and the strength of intergenera-

tional transmission within families broadly defined, which have been ignored

in previous studies.

4.4.2 The Extended Family as a Proxy for Ethnic Capital

An alternative interpretation of our results is that ethnic capital is absorbed by

extended-family controls not because extended-family influences are omitted

in the standard framework, but because the country-of-origin measure of ethnic

capital is measured with error, and extended-family variables provide a better

proxy for ethnic capital than the country mean.20 Under this interpretation, our

estimates would understate the importance of ethnic capital.

We assess this possibility in table 4.2 by estimating specifications that dis-

tinguish between extended-family members of foreign and native origin. If

extended-family variables primarily capture ethnic capital, we would expect

(i) larger coefficients for relatives of foreign origin and (ii) a stronger attenu-

ation of the country-mean coefficient when controlling for foreign-origin rel-

atives than when controlling for native-origin relatives. We find neither pat-

tern. Instead, the coefficient on native-origin relatives is at least as large as

that on foreign-origin relatives, both when included separately (columns 2–3)

and together (column 4). Furthermore, the country-mean coefficient is iden-

tical whether we include only native-origin or only foreign-origin extended

family members (columns 2–3). We therefore conclude that extended-family

variables capture family-specific factors distinct from ethnic capital.21

20One reason is that a single country of origin may comprise multiple ethnic groups,
which may be more accurately captured by extended-family links.

21The sample used differs slightly from that in table 4.1. In the main analysis, we
require at least one observation for each type of extended family member (i.e., aunts
and uncles, their spouses, and the spouses’ siblings). Applying this restriction to the
separate extended family variables in this analysis would be too restrictive, so we
instead require at least one observation for any extended family member of native and
foreign origin, respectively.



4.4. RESULTS 239

Table 4.2: Separate extended family variables by origin

(1) (2) (3) (4)
Parents 0.360 0.387 0.387 0.363

(0.008) (0.010) (0.008) (0.008)

Extended family 0.189
(0.015)

Extended family (Natives) 0.122 0.097
(0.011) (0.011)

Extended family (Foreign Origin) 0.103 0.081
(0.012) (0.012)

Country-of-origin mean 0.041 0.064 0.065 0.040

(0.044) (0.044) (0.042) (0.045)

R2 0.235 0.231 0.232 0.235

Num. Ind 39 556 39 556 39 556 39 556

Note: Each column shows results from a separate regression of GPA on years of
schooling averages. Column 1 corresponds to column 5 of table 4.1, while columns
2–4 show results where we include separate the extended-family measures for rel-
atives born in Sweden (native) versus born outside Sweden (foreign origin). Vari-
able definitions, control variables, and estimation method otherwise corresponds
to our main results. See the note to table 4.1 for details.
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4.4.3 Robustness of Key Results

We assess the robustness of our main estimates using five sensitivity checks:

1. Neighborhood effects. To examine whether our results are driven by

neighborhood composition, we include fixed effects for children’s neigh-

borhoods.

2. Inclusion of Nordic immigrants. The main analysis excludes immigrants

from other Nordic countries (Denmark, Finland, Iceland, and Norway),

who could be ethnically relatively similar to Swedes.22 As a robustness

check, we expand the sample to include these groups.

3. Reweighting of country groups. To reduce the influence of larger origin

groups, we reweight each observation by the inverse of the number of

individuals in the group, so that each country of origin is given the same

weight in the regressions.

4. Multiple proxies for parental human capital. Parental, extended family,

and country-of-origin schooling measures are imperfect proxies for the

respective groups’ latent human capital. Since they are averages of the

same underlying variable (years of schooling in the parental generation)

over different sample sizes, they also differ in the extent of measurement

error,23 which may bias the estimated relative contributions.24 We fol-

low the proxy-variable framework in Lubotsky and Wittenberg (2006),

combining years of schooling, labor income, and occupation-based so-

cial stratification to form a broader measure of parental human capital

and to mitigate attenuation bias. See section 4.B for details.

5. Excluding arrival neighborhood controls. The main analysis includes

fixed effects for the parish of arrival of the first ancestor to immigrate

22However, Finnish immigrants and their descendants—who make up the vast ma-
jority of this group—had a distinct ethnic identity and were a socially disadvantaged
group in Sweden well into the 1990s (see, e.g., Koivunen, 2017; Saarela & Finnäs,
2007; Saarela & Rooth, 2006; Weckström, 2011).

23If the error is classical, it will average out more in the country mean than in the
extended family and parental means.

24Ward (2020) documents this in US data.
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to Sweden. We check the sensitivity of our estimates by dropping these

controls.
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Figure 4.3: Robustness to alternative specifications

Note: This figure displays results for five alternative specifications. Each sub-
figure corresponds to one column in Table 4.1. Child nbhd. F.E. displays co-
efficients where we include neighborhood fixed effects for the children. Incl
Nordics displays results where we include children of Nordic descent. Group-
level displays coefficients where we weight each observation by the inverse of
the number of individuals in each country group. Multiple proxies displays
coefficients based on Lubotsky-Wittenberg index constructed based on years of
schooling, income and an occupation stratification index. Exl. arrival nbhd F.E.
displays coefficients where we exclude fixed effects for ancestors’ first neighbor-
hood of arrival. All models are estimated using FGLS with random effects and
cluster-robust standard errors at the country-of-origin level.

Figure 4.3 shows the results of each of these sensitivity checks.25 The

boxes correspond to the columns in table 4.1, with rows showing the different

human capital variables. Coefficients from the different sensitivity analyses

25These estimates are also presented in table 4.4.
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outlined above are delineated using different shapes and colors.

Overall, our findings are robust across specifications. Ethnic capital plays

only a modest role in explaining the slow convergence across groups, espe-

cially once dynastic human capital is incorporated into the Borjas framework.

In addition to these checks, table 4.2 reports results using alternative prox-

ies for ethnic human capital. We consider education and cultural indices from

the World Values Survey (WVS) as well as average years of schooling in the

descendants’ country of origin from Barro and Lee (2013) as alternative prox-

ies for ethnic human capital. These measures yield a somewhat larger coeffi-

cient on the country mean. When we combine all proxies, including the coun-

try mean, the estimated contribution of ethnic human capital is very similar to

that in the baseline model and the alternative proxies are jointly statistically

insignificant.26

Finally, we estimate separate models by gender in the child generation.

Results are qualitatively similar (see table 4.5). For men, the country-mean co-

efficient falls by half when controlling for the extended family, from 0.150 to

0.086. For women, the country-mean coefficient is negligible even before con-

trolling for the country-of-origin mean, indicating that ethnic capital is more

important for men than for women.

4.4.4 Between-Group Heterogeneity

Cross-country differences in intergenerational mobility are well documented

(Corak, 2013; Manduca et al., 2024; Solon, 2004). Explanations typically

emphasize inequality, welfare-state institutions, and cultural norms. Similar

mechanisms may also operate across immigrant or ethnic groups within a given

society. Immigrants often face language barriers and weaker networks, which

may limit access to public institutions that facilitate human capital formation,

such as schools and libraries. As a result, the family may play a larger role

in the transmission of human capital, potentially leading to stronger intergen-

erational persistence within ethnic groups. If so, slower convergence across

groups with different national origins may reflect differences in family-based

transmission rather than an independent effect of ethnic capital.

26The p-value from an F-test for the hyphotesis that all the alternative proxies in
column (5) is equal to zero is 0.629.
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Table 4.3 reports dynastic human capital models estimated separately by

country-of-origin groups. We distinguish between parental education, the ex-

tended family, and the full family (our measure of within-group persistence).

Estimates are shown for natives, all immigrants, and immigrant subgroups by

region of origin. This allows us to compare how the strength of family-based

transmission varies across groups.

The results provide limited support for the hypothesis that higher overall

intergenerational persistence is the primary mechanism behind slow conver-

gence across origin groups, or that cultural distance to the destination country

drives this pattern. First, the point estimates for immigrants (0.559) and na-

tives (0.554) are virtually identical. Second, we find no systematic evidence

of higher persistence among groups originating from culturally more distant

countries. For instance, immigrants from Southern Europe, Latin America,

and MENA countries all fall in the lower half of the persistence ranking shown

in Table 4.3.

4.5 Conclusions

This paper shows that estimates of ethnic capital are highly sensitive to model

specification and can largely reflect omitted extended-family influences rather

than independent group-level effects. Using data that allow us to observe com-

plete multigenerational family networks, we demonstrate that once extended-

family human capital is accounted for, the apparent role of ethnic capital is

substantially reduced. This pattern arises mechanically whenever human cap-

ital is correlated within dynasties beyond the nuclear family. Our findings

therefore suggest a reinterpretation of existing evidence: standard specifica-

tions may conflate group effects with dynastic transmission. Distinguishing

between these mechanisms is essential for understanding the sources of per-

sistence and for designing policies aimed at reducing inequality across groups.
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Table 4.3: Heterogeneous transmission of dynastic human capital

Parents Extended
Family

Parents +
Extended Family

Obs.

Swedish Origin 0.351 0.203 0.554 53 193
(0.005) (0.007) (0.006)

Foreign Origin 0.363 0.195 0.559 36 305
(0.006) (0.008) (0.006)

Nordics 0.405 0.251 0.656 70 433
(0.005) (0.007) (0.006)

North America/ 0.359 0.206 0.565 9 919
Western Europe (0.011) (0.015) (0.013)

Southern Europe 0.381 0.182 0.563 9 811
(0.012) (0.016) (0.014)

Eastern Europe 0.369 0.245 0.614 8 004
(0.012) (0.016) (0.012)

Northern Europe 0.349 0.120 0.469 4 524
(0.015) (0.022) (0.019)

MENA 0.343 0.151 0.495 3 144
(0.019) (0.031) (0.027)

Latin America 0.412 0.127 0.540 507
(0.047) (0.074) (0.070)

East Asia 0.320 0.284 0.604 300
(0.055) (0.075) (0.063)

Note: Each row shows results from a separate OLS regression. The depen-
dent variable is standardised GPA. All regressions include controls for birth
year fixed effects. Robust standard errors in parentheses.
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Appendices

Appendix 4.A Omitted Variable Bias

The true model is:

yc
i = γ0 + γ1ȳp

f (i)+ γ2ȳp
d(i)+ γ3ȳp

e(i)+ εi, (4.1)

Suppose ȳp
d(i) is unobserved and we instead estimate the short regression

yc
i = γ

′
0 + γ ′1ȳp

f (i)+ γ
′
3ȳp

e(i)+ui. (4.2)

Let all variables be expressed in deviations from their sample means and

define

σ
2
f =

(
ȳp

f (i)

)
,

σ
2
e =

(
ȳp

e(i)

)
,

ρe f =
(

ȳp
e(i), ȳ

p
f (i)

)
,

ρd f =
(

ȳp
d(i), ȳ

p
f (i)

)
,

ρde =
(

ȳp
d(i), ȳ

p
e(i)

)
,

and

D = σ
2
f σ

2
e −ρ

2
e f . (4.3)

Then the omitted variable biases can be shown to be

γ̂
′
1 − γ1 = γ2

σ2
e ρd f −ρe f ρde

D
, (4.4)

γ̂
′
3 − γ3 = γ2

σ2
f ρde −ρe f ρd f

D
. (4.5)

By assumption, γ2 ≥ 0. The denominator D is always non-negative due to

the Cauchy-Schwarz inequality. The signs of the biases then depend only on

the numerators.



250
CHAPTER 4. ETHNIC CAPITAL OR DYNASTIC HUMAN CAPITAL? EVIDENCE

FROM MULTIGENERATIONAL DATA

We start with eq. (4.4). Divide the numerator by σ2
e to get

ρd f −
ρe f ρde

σ2
e

= ρd f − (λ̂ f |eȳp
e(i), λ̂d|eȳp

e(i)), (4.6)

where

λ̂ f |e =
ρe f

σ2
e

λ̂d|e =
ρed

σ2
e

are coefficients from regressing ȳp
f (i) and ȳp

d(i), respectively, on ȳp
e(i).

The second term in eq. (4.6) is thus the covariance between the bivariate

linear projections of the country-level mean ȳp
e(i) on the parental and extended

family means ȳp
f (i) and ȳp

d(i). If the parental and extended family means are only

related through their respective covariance with country-level means, then this

term would fully capture their covariance ρ f d , and the two terms would cancel

out. In this scenario, γ̂1 is unbiased.

If, as is more plausible, parental and extended family means are directly

positively related, we have

ρd f > (λ̂ f |eȳp
e(i), λ̂d|eȳp

e(i)),

so that γ̂1 is upwards biased.

The analogous argument shows that γ̂2 is upwards biased if the extended

family and the country mean covary positively beyond the link through their

respective association with the parental mean.
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Appendix 4.B Latent Variables Model

We here specify the latent variables model, which we estimate in section 4.2.

Specifically, let the observed child outcome be determined as

yc
i = β0 +β1yp∗

f (i)+β2yp∗
d(i)+β3yp∗

e(i)+ ε, (4.1)

where yp∗
f (i) is the parents’ latent human capital, yp∗

d(i) latent human capital of the

extended family, and yp∗
e(i) latent human of the ethnic group. While these latent

variables are fundamentally unobservable, we observe a set of proxy variables

yp
j = yp∗

j + v j, for j ∈ { f ,d,e}, where v j is an i.i.d. measurement error term.

We can view eq. (4.3) above as an empirical version of this model, where we

use average level of education among parents, the extended family, and the

ethnic group as proxies for the corresponding latent variables.

If we have access to multiple proxies, yp
jk, for yp∗

j , we can improve our es-

timates by using the approach proposed by Lubotsky and Wittenberg (2006).27

This approach proceeds in three steps: first, we estimate an extended model by

regressing child outcome on the full set of proxies,

yc
i = ∑

j
∑
k

b jkyp
i jk + εi. (4.2)

We then calculate weighted averages of the coefficients from eq. (4.2) as

β̂ j = ∑
k

ρ jkb̂ jk, (4.3)

where the weights are functions of covariances ρ jk =
(yc,yp

jk)

(yc,yp
j1)

. Notice that the

weights are normalized to the scale of one of the proxies (yp
j1)—we normalize

to years of schooling, so that the Lutbotsky-Wittenberg coefficients can be

interpreted on the same scale as our main years of schooling regressions.28

The additional proxies we use are lifetime income, including unemploy-

27For each latent variable j, the measurement errors for each proxy k are assumed
to be uncorrelated with the latent variable, but are allowed to be correlated with each
other.

28The Lubotsky and Wittenberg estimator has previously been used to improve
estimates of intergenerational mobility by, e.g., Adermon et al. (2021), Vosters (2018),
and Vosters and Nybom (2017).
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ment insurance and sickness benefits29; and a social stratification index based

on the Swedish version of the occupation-based CAMSIS index (Lambert &

Bihagen, 2012).30 We assign the index using each individual’s occupation at,

or as close as possible to, age 50.

This means that our resulting estimates of the relationship between child’s

GPA and parents’, extended families’, and ethnic groups’ “human capital” (or

social status) should be interpreted as capturing broader channels not captured

by years of schooling, including employers’ valuation of human capital (in-

cluding discrimination), individuals’ occupational choices, and job networks.

29We first regress annual log income on a full set of gender, birth-year, and
calendar-year controls using the full income panel observed between ages 35 and 55.
Lifetime income is then defined as the individual-level average of the residuals from
this regression.

30CAMSIS measures social distance based on the occupations of married couples.
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Appendix 4.C Additional Tables and Figures
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Appendix Figure 4.1: Year of immigration for the grandparent generation.

Note: This figure shows the distribution of first arrival years to Sweden for the
grandparents of individuals in our sample split up by broad country groups.
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Appendix Figure 4.2: Composition of native and foreign-born individuals per
child.

Note: Green bars indicate the average number of foreign-born individuals (with
observed schooling) per child; blue bars indicate native-born individuals; gray
bars represent foreign-born individuals for whom schooling data is missing.
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Appendix Table 4.1: Number of observations by country

Countrygroup N. Ind. N. Origin mean Countrygroup N. Ind. N. Origin mean

Germany 8 900 3 912 Chile 392 2 756
Yugoslavia 6 601 6 172 Romania 379 866
Estonia 3 979 1 920 Switzerland 310 893
Hungary 3 257 1 670 Bosnia 304 1 667
Poland 2 488 1 757 Syria 302 1 310

Turkey 2 480 4 004 United Kingdom 289 782
Czechia 1 973 1 296 North Macedonia 274 2 060
Austria 1 883 1 486 Lebanon 254 1 350
Russia 1 824 1 177 France 243 975
Greece 1 413 2 468 Portugal 213 481

Italy 1 149 1 101 Slovenia 203 1 785
Croatia 899 2 342 Morocco 178 596
Latvia 832 670 South America, rest 168 1 271
Netherlands 763 904 Palestine 129 387
Spain 606 713 Bulgaria 101 1 669

USA 401 1 021 Others (50 regions) 1 455 925

Note: N. ind reports the number of children in the main sample by countrygroup. N. origin mean
reports the average number of individuals used to compute the country-of-origin mean for each par-
ent of children in the sample. The table reports the number of child-country observations by country
which is slightly higher than the number of individuals in the sample. Category "Others" include the
following countries: Lithuania, Ireland, Belgium, Slovakia, Western Europe (rest), Ukraine, Eastern
Europe (rest), Serbia, Albania, Canada, Central Asia (rest), Jordan, Iraq, Western Asia (rest), Iran,
Afghanistan, Pakistan, India, Bangladesh, Sri Lanka, Tunisia, Egypt, Sudan, North Africa (rest), Nige-
ria, Gambia, West Africa (rest), Congo, Eritrea, Ethiopia, Somalia, Uganda, Kenya, East Africa (rest),
Southern Africa, Central America, Colombia, Brazil, Peru, Bolivia, China, South Korea, Japan, East
Asia (rest), Vietnam, Thailand, Philippines, South east Asia (rest), Oceania, West Indies.
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Appendix Table 4.2: Alternative Ethnic Capital Proxies

(1) (2) (3) (4) (5)
Parents 0.367 0.367 0.367 0.367 0.367

(0.006) (0.006) (0.006) (0.006) (0.006)

Extended family 0.197 0.197 0.197 0.197 0.197
(0.029) (0.029) (0.029) (0.029) (0.029)

Country-of-origin mean 0.024 0.027 0.026 0.015 0.018
(0.078) (0.077) (0.077) (0.079) (0.078)

WVS education index 0.006 0.030
(0.021) (0.042)

WVS culture index 0.008 0.010
(0.016) (0.021)

Barro Lee Years of schooling 0.015 0.036
(0.019) (0.028)

R2 0.253 0.253 0.253 0.253 0.254

Num. Obs 19 698 19 698 19 698 19 698 19 698

Note: Each column shows results from separate regressions. The dependent variable is
standardised GPA in both panels. WVS education index, WVS culture index and Barro
and Lee (2013) years of schooling are standardised. Models are estimated using FGLS
to allow for country group random effects estimated using the method of Nerlove (1971).
Standard errors clustered by country group in parentheses.



4.C. ADDITIONAL TABLES AND FIGURES 257

Appendix Table 4.3: GPA schooling regressions, OLS

(1) (2) (3) (4) (5)

Parents 0.436 0.432 0.365 0.365
(0.009) (0.011) (0.007) (0.007)

Extended family 0.196 0.196
(0.013) (0.014)

Country-of-origin mean 0.631 0.089 0.014
(0.063) (0.055) (0.056)

Sum 0.631 0.436 0.521 0.561 0.574
(0.063) (0.009) (0.049) (0.015) (0.048)

R2 0.096 0.236 0.237 0.247 0.247
Num. Ind. 36305 36305 36305 36305 36305

Note: Each column shows results from separate specifications where standard-
ised Grade Point Average (GPA) is regressed on years of schooling. The years of
schooling variables are divided by the standard deviation of years of schooling
for parents. All regressions include fixed effects for birth year, age at migrating
to Sweden and first parish of arrival of the ancestors. Each parental generation
outcome is the average across all members of the given category of relatives.
Standard errors are clustered by country group in parentheses.
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Appendix Table 4.4: Alternative specifications

(1) (2) (3) (4) (5)

Child nbhd F.E.
Parents 0.389 0.387 0.337 0.336

(0.006) (0.007) (0.006) (0.006)

Extended family 0.075 0.075
(0.004) (0.005)

Country-of-origin mean 0.399 0.063 0.013
(0.042) (0.036) (0.038)

Excl. arrival nbhd F.E.
Parents 0.441 0.438 0.363 0.362

(0.012) (0.012) (0.007) (0.007)

Extended family 0.090 0.089
(0.007) (0.007)

Country-of-origin mean 0.618 0.096 0.029
(0.064) (0.045) (0.047)

Group-level
Parents 0.430 0.428 0.352 0.353

(0.005) (0.005) (0.005) (0.005)

Extended family 0.099 0.099
(0.003) (0.003)

Country-of-origin mean 0.478 0.036 -0.041
(0.022) (0.021) (0.021)

Incl. Nordics
Parents 0.415 0.414 0.346 0.346

(0.013) (0.013) (0.015) (0.015)

Extended family 0.099 0.099
(0.004) (0.004)

Country-of-origin mean 0.337 0.089 0.054
(0.041) (0.030) (0.032)

Multiple proxies
Parents 0.485 0.483 0.425 0.425

(0.011) (0.011) (0.008) (0.008)

Extended family 0.165 0.163
(0.011) (0.012)

Country-of-origin mean 0.581 0.091 0.040
(0.063) (0.043) (0.045)

Note: This table reports the coefficient point estimates and corresponding
standard errors underlying the point estimates and confidence intervals in Fig-
ure 4.3. See the note to that figure for a description of the robustness checks.
All models are estimated using FGLS with random effects and cluster-robust
standard errors at the country-of-origin level.
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Appendix Table 4.5: Regressions by gender

(1) (2) (3) (4) (5)

Panel A: Men
Parents 0.448 0.443 0.376 0.375

(0.012) (0.013) (0.010) (0.010)

Extended family 0.198 0.196
(0.018) (0.018)

Country-of-origin mean 0.610 0.150 0.086
(0.071) (0.063) (0.064)

Sum 0.610 0.448 0.593 0.574 0.656
(0.071) (0.012) (0.060) (0.018) (0.058)

Num. Ind 18 722 18 722 18 722 18 722 18 722

R2 0.108 0.260 0.260 0.271 0.271

Panel B: Women
Parents 0.433 0.432 0.358 0.358

(0.015) (0.015) (0.011) (0.011)

Extended family 0.207 0.208
(0.018) (0.018)

Country-of-origin mean 0.516 0.037 -0.026
(0.055) (0.042) (0.044)

Sum 0.516 0.433 0.469 0.565 0.540
(0.055) (0.015) (0.041) (0.022) (0.045)

Num. Ind 17 583 17 583 17 583 17 583 17 583

R2 0.115 0.256 0.256 0.269 0.269

Notes: Each column shows results from a separate regression of GPA on
years of schooling averages. Panel A shows results for men in the child
generation, while Panel B shows results for women. Variable definitions,
control variables, and estimation method otherwise corresponds to our main
results. See the note to Table 1 for details.
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Sammanfattning

Denna avhandling består av fyra kapitel inom hälsoekonomi och offentlig eko-

nomi. De två första kapitlen studerar beteendemässiga aspekter av efterfrågan

på sjukvård. Jag studerar hur individer använder erfarenheter för att fatta be-

slut om sin hälsa och i synnerhet vad som förklarar att somliga undviker att

vaccinera sig. Det tredje och det fjärde kapitlet studerar båda långsiktig ojäm-

likhet. Jag anlägger ett intergenerationellt perspektiv och studerar hur ojämlik-

het överförs mellan generationer, i det tredje kapitlet genom en stor historisk

förmögenhetschock inom den svenska adeln, och i det fjärde kapitlet bland

ättlingar till migranter i Sverige.

Det första kapitlet, Adverse Health Events and Vaccine Hesitancy, för-

fattat tillsammans med Svenja Miltner, studerar hur negativa hälsoerfarenheter

påverkar efterfrågan på vård och i synnerhet vaccinskepsis. Med hjälp av nya

svenska administrativa data som sammanlänkar individers vaccinationsregis-

ter, rapporter om misstänkta läkemedelsbiverkningar och detaljerade uppgifter

om vårdnyttjande studerar jag hur individer använder tidigare hälsoerfarenhe-

ter när de fattar beslut om att vaccinera sig. Kapitlet analyserar först ett avgrän-

sat och allvarligt fall: narkolepsi, en kronisk neurologisk sjukdom som med

största sannolikhet orsakades av svininfluensavaccinet Pandemrix 2009–2010.

Jag analyserar hur denna erfarenhet påverkade vaccinationsbenägenheten un-

der covid-19-pandemin mer än ett decennium senare. Den empiriska strategin

jämför individer som utvecklade och rapporterade narkolepsi som en biverk-

ning av svininfluensavaccinet med i övrigt liknande vaccinerade individer som

inte utvecklade narkolepsi, samtidigt som jag även jämför med individer som

diagnostiserades med narkolepsi redan före svininfluensavaccinationen. Denna

metod identifierar effekten av att uppleva en allvarlig vaccininducerad biverk-

ning på senare vaccinskepsis, rensat från eventuella effekter som är förknip-
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pade med narkolepsisymtomen i sig. Jag visar att narkolepsi ledde till stora

effekter på covid-19-vaccination: sannolikheten att överhuvudtaget vaccinera

sig minskar, färre doser tas och den första dosen tas senare. Dessa effekter

spiller också över till familjemedlemmar. Jag visar vidare att resultaten i hu-

vudsak inte drivs av förändringar i upplevda fördelar med vaccination, oro för

genetisk predisposition för biverkningar eller låg hälsolitteracitet. Det finns

dock stöd för att omfattande tidigare erfarenheter av vården dämpar effekten.

Den andra delen av kapitlet studerar de bredare samhälleliga kostnaderna av

återkommande biverkningar genom att analysera allvarliga biverkningar från

samtliga godkända läkemedel som rapporterats i svenska biverkningsdata. Jag

jämför individer som upplevt en biverkning med observerbart liknande indi-

vider som fått samma läkemedel samma år men inte upplevt en biverkning,

med hjälp av rik information om socioekonomiska egenskaper, tidigare dia-

gnoser och läkemedelsanvändning. Resultaten visar att erfarenheter endast i

begränsad omfattning spiller över till andra domäner: biverkningar från andra

läkemedel än vacciner har liten effekt på senare vaccination, medan allvarli-

ga vaccinrelaterade biverkningar minskar vaccinationsbenägenheten påtagligt.

I kapitlets sista del visar jag att liknande mönster återkommer även för väl

etablerade barnvacciner, både för familjer som drabbats av narkolepsi och för

andra vaccinrelaterade biverkningar, medan biverkningar från andra typer av

läkemedel inte ger upphov till liknande reaktioner. Sammantaget tyder resul-

taten på att allvarliga vaccinrelaterade biverkningar kan få långvariga effekter

på vaccinationsbeteende och kan urholka tilliten till myndigheters rekommen-

dationer, även om den samlade effekten av återkommande biverkningar tycks

vara begränsad.

Det andra kapitlet, Post Hoc Ergo Propter Hoc? Side Effect Misattribu-
tion and Vaccine Hesitancy, författat tillsammans med Anton Arbman Han-

sing och Svenja Miltner, går närmare in på hur generalisering av erfarenheter

sker mellan sjukdomar och vaccinsorter. Med hjälp av liknande data som i

föregående kapitel analyserar jag hur sjukdom som utvecklas kort efter vac-

cination påverkar beslutet att fortsätta vaccinera sig. Den empiriska kontexten

är den period då kopplingar mellan AstraZenecas vaccin och sällsynta blod-

proppar fick stor medial uppmärksamhet och ledde till tillfälliga avbrott i an-

vändningen. Jag visar att individer som drabbas av en blodpropp kort efter en

vaccindos—trots att händelsen kliniskt inte är relaterad till det vaccininducera-
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de syndromet—avbryter vaccination i nästan dubbelt så hög utsträckning som

jämförbara kontrollindivider. I linje med felaktig tillskrivning av symptomet

till vaccinationen så är effekten starkast när diagnosen inträffar kort efter vac-

cination och blir betydligt större när vårdpersonal rapporterar händelsen som

en misstänkt biverkning. Andra allvarliga akuta tillstånd ger inte upphov till

jämförbara reaktioner. Jag visar också att effekterna är lika starka för mRNA-

vacciner, som aldrig vetenskapligt kopplades till vaccininducerade blodprop-

par. Effekterna är störst bland yngre individer, som stod inför lägre risk från

covid-19, och bland dem som dröjde med sin första dos, vilket tyder på star-

kare reaktioner bland individer med lägre upplevda fördelar med vaccination

eller större initial skepticism. Mer allmänt illustrerar resultaten en central po-

licyavvägning: även om snabbt agerande från myndigheter och transparens är

viktigt, så kan denna typen av signaler också förstärka upplevda risker och

därmed minska framtida vaccinationsbenägenhet.

Det tredje kapitlet, Intergenerational Effects of Wealth Confiscation:
Evidence from Sweden’s Great Reduction of 1680, författat tillsammans

med Monir Bounadi, studerar de intergenerationella effekterna av en stor för-

mögenhetschock. Jag konstruerar en ny datamängd om den svenska adeln som

sträcker sig över tre århundraden genom att länka genealogiska register till

detaljerade uppgifter om godsinnehav i Sverige, Finland och de baltiska pro-

vinserna. För att bygga datamaterialet kombinerar jag tekniker för att matcha

namn mellan historiska källor med språkmodeller och omfattande manuell va-

lidering för att extrahera och harmonisera biografisk information om utbild-

ning, yrke och äktenskapsmönster. En särskiljande egenskap i datamaterialet

är att det innehåller exakta genealogiska länkar snarare än härledda länkar ba-

serade på efternamn, vilket gör det möjligt att följa individer, deras ättlingar

och deras förmögenhet över flera generationer med ovanligt hög precision. Jag

använder dessa data för att studera de långsiktiga konsekvenserna av Karl XI:s

stora reduktion 1680, då kronan drog in omkring hälften av adelns gods i vad

som ofta beskrivs som en av de största förmögenhetsomfördelningarna i svensk

historia. Genom att utnyttja tämligen slumpmässig variation i vilka familjer

som drabbades av konfiskationer skattar jag både kort- och långsiktiga effekter

på förmögenhet och bredare mått på socioekonomisk status. Jag finner bety-

dande och varaktiga effekter på förmögenhet: upp till fem generationer senare

innehar ättlingar till drabbade familjer färre gods än jämförbara adelsfamiljer,
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vilket tyder på starkare persistens än vad vanliga intergenerationella korrela-

tioner skulle förutspå. Däremot finner jag i stort sett inga effekter på bredare

utfall, såsom demografiska egenskaper, militära karriärer, äktenskapsmönster

och humankapital. Sammantaget tyder resultaten på att den stora reduktionen

framför allt fick långsiktiga konsekvenser för förmögenhet bland ättlingar till

de drabbade, men inte för social status i bredare mening.

Det fjärde kapitlet, Ethnic Capital or Dynastic Human Capital? Evi-
dence from Multigenerational Data, författat tillsammans med Adrian Ader-

mon, Mikael Lindahl och Mårten Palme, studerar hur humankapital överförs

mellan generationer i familjer med invandrarbakgrund. Ett vanligt resultat i

litteraturen är att intergenerationell konvergens mellan invandrargrupper går

långsammare än vad traditionella förälder–barn-modeller skulle förutspå, och

en framträdande förklaring är att etniskt kapital—mätt som den genomsnittli-

ga humankapitalnivån i ursprungsgruppen—för sig påverkar individers utfall.

Med hjälp av svenska administrativa register med fullständiga multigeneratio-

nella familjenätverk visar kapitlet att sådana skattningar kan vara missvisande

när påverkan från den utvidgade familjen utelämnas, eftersom standardspeci-

fikationer mekaniskt kan tillskriva familjeöverföring till gruppeffekter. Jag de-

komponerar persistens i utbildningsutfall i komponenter som kan hänföras till

föräldrar, utvidgad familj och ursprungsland. När den utvidgade familjens hu-

mankapital beaktas blir effekter kopplade till ursprungsland försumbara. Fak-

torer relaterade till föräldrar och utvidgad familj förklarar nästan all observerad

persistens, vilket innebär att det som ofta tolkas som etniskt kapital i stället kan

spegla dynastiskt humankapital som överförs genom familjenätverk.
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