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Modern reinforcement learning dazzles in demonstrations yet flounders
in practice; agents waste millions of trials, swamp networks with
updates, and skid when each device sees a different world. This thesis
delivers a triple remedy. Lightweight curricula and soft heuristic hints
slash the interactions a single agent needs; compressed, momentum-
fortified aggregation cuts federated communication by tenfold; and
new theory guarantees stable learning even when data and dynamics
diverge across participants. Six papers blend proofs with extensive
experiments, charting a path toward reinforcement learning that is
frugal with samples, sparing with bandwidth, and resilient to real-
world diversity.
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Abstract
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Abstract

Reinforcement learning (RL) holds the promise of autonomous decision-
making in robotics, energy management, and personalized healthcare,
yet three practical obstacles curb its impact. A solitary agent typically
needs an impractically large number of interactions before useful behavior
emerges; distributing the workload across many learners shortens the
wall-clock time but burdens the network with costly model exchanges,
and once experience is gathered on diverse devices, differences in local
data and dynamics erode the guarantees enjoyed by standard federated
algorithms.

This thesis offers a unified response that advances sample efficiency,
communication awareness, and heterogeneity robustness in tandem.
For single-agent settings, it introduces two complementary forms of
lightweight guidance: an automatically annealed curriculum of auxil-
iary goals that accelerates exploration in sparse-or-composite-reward
tasks, and a decaying surrogate loss that soft-injects imperfect heuristic
controllers during early training. In distributed scenarios, a new conver-
gence analysis proves that momentum-based optimization remains stable
even when updates are aggressively compressed, leading to a federated
Q-learning framework that preserves linear progress while transmitting
an order-of-magnitude fewer bits. Finally, the work establishes conver-
gence bounds for federated optimization without tying step-size choices
to explicit data similarity constants and extends them to collaborative
value estimation when each learner operates in a perturbed environ-
ment, revealing precisely how mismatch and communication frequency
shape residual error. Experiments across tabular and high-dimensional
decision-making domains confirm that interaction demands plummet,
bandwidth usage drops sharply, and learning degrades gracefully un-
der severe non-IID conditions. Collectively, the six papers assembled
here chart a coherent route toward sample-efficient, communication-
constrained, and heterogeneity-robust RL, advancing the feasibility of
real-world deployment on resource-limited, privacy-sensitive platforms.





Sammanfattning

Förstärkningsinlärning (reinforcement learning, RL) utlovar självgående
beslutsfattande inom områden som robotik, energihantering och per-
soncentrerad sjukvård. Tre praktiska hinder begränsar dock teknikens
genomslag. En ensam agent behöver ofta ett orimligt stort antal inter-
aktioner innan användbart beteende uppstår. När flera agenter tränas
parallellt blir visserligen väggklocktiden kortare, men nätverket belastas
i stället av omfattande modellutbyten. Dessutom undergrävs teoretiska
garantier när lärandet sker på heterogena enheter med skilda datakällor
och dynamik.

Avhandlingen presenterar ett samlat angreppssätt som samtidigt höjer
proveffektiviteten, minskar kommunikationsbehovet och ökar robustheten
mot heterogenitet. För enskilda agenter introduceras två kompletterande,
lättviktiga styrmekanismer: dels ett automatiskt avtonande målkurriku-
lum som påskyndar utforskningen i glesa eller sammansatta belönings-
miljöer, dels en avtagande surrogatförlust som injicerar ofullkomliga
heuristiska kontrollregler under de tidiga träningsfaserna. I distribuerade
scenarier visar en ny konvergensanalys att momentumbaserad optimering
förblir stabil även när uppdateringar kraftigt komprimeras. Resultatet
är ett federerat Q-lärningsramverk som bibehåller linjär inlärningstakt
samtidigt som det sänder en storleksordning färre bitar. Vidare härleds
konvergensgränser för federerad optimering utan att steglängden behö-
ver kopplas till någon datasimilaritetskonstant, och dessa utvidgas till
kollaborativ värdeestimering när varje agent verkar i en perturberad
miljö, vilket klargör hur modellskillnader och synkroniseringsfrekvens
påverkar kvarstående fel. Experiment på såväl tabellära som högdimen-
sionella beslutsproblem bekräftar analysen: interaktionskraven sjunker
drastiskt, bandbreddsanvändningen minskar kraftigt och inlärningen de-
graderas kontrollerat även under starkt icke-IID-betingade förhållanden.
Sammantaget utstakar de sex inkluderade studierna en tydlig väg mot
proveffektiv, kommunikationssnål och heterogenitetstålig RL och för där-
med tekniken ett steg närmare verklig tillämpning på resursbegränsade
och integritetskänsliga plattformar.
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1. Introduction

The introduction sets the stage for the dissertation. It begins by locat-
ing reinforcement learning (RL) within the broader machine learning
(ML) landscape and by highlighting sample inefficiency as the field’s
central bottleneck. Surveying early remedies motivates the move from
a single-agent viewpoint to distributed and federated settings where
communication and heterogeneity become new challenges. Against this
backdrop, the chapter formulates three research aims, each paired with a
precise sub-question (SQ), and states the overarching research question
(RQ) that guides the thesis. It then summarizes the six core papers and
explains how each maps to the aims while also listing additional research
outputs produced during the PhD that, although not included in the
main body of the thesis, provide further context for the reader. The
chapter closes with a roadmap of the remaining chapters to help the
reader navigate the rest of the work.

1.1 Background
ML has revolutionized a wide spectrum of industries by providing al-
gorithms that learn from data instead of relying on handcrafted rules.
From personalized health care to high-frequency trading and large lan-
guage models, the ability to generalize from experience has become a
central technological driver. Within this landscape, RL occupies a unique
niche: it endows an autonomous agent with the ability to learn through
interaction. Formally, an RL agent observes a state, chooses an action,
receives a numerical reward, and adjusts its policy so as to maximize the
expected long-term return [7; 8]. The paradigm excels whenever explicit
supervision is impractical or decision rules are too complex to specify
manually.

RL has produced landmark results across domains such as robotics [9],
optimal control [10], game playing [11–14], finance [15–17], health care [18;
19], and recommender systems [20]. Agents have learned to drive [21], play
Go at a super-human level [22], or tune data-center cooling budgets [23],
tasks for which labeled data are either scarce or non-existent.

1



1.1.1 Sample Inefficiency: The Central Bottleneck

Despite such headline successes, modern RL is notoriously sample hun-
gry. While a supervised model may converge after a few epochs over a
fixed dataset, an RL agent typically requires millions of environment
interactions before converging to a useful policy [24; 25]. The root cause
is the combination of sparse, delayed rewards and vast state-action spaces.
Imagine a mobile robot that receives a reward only when it reaches
the charging dock. During the long sequence of intermediate steps, the
feedback signal is silent. Consequently, the agent must guess blindly
which early state–action pairs eventually contributed to success. This
credit-assignment dilemma, coupled with a huge problem space, forces
modern RL algorithms to execute millions of interactions before any
progress becomes visible [24]. The problem is even worse when learning
starts tabula rasa, ignoring coarse but informative priors such as linear
controllers or expert demonstrations that may already exist.

1.1.2 Early Remedies

Early work focused on overcoming the exploration side of the problem.
Count-based bonuses [26; 27] and curiosity-driven objectives [28; 29]
push an agent towards novel states yet require careful scale tuning, and
they still offer no guarantee of ever hitting the rare extrinsic reward.
Curriculum learning, originally proposed for supervised tasks [30] and
later surveyed for RL [31], takes a different route: expose the agent
to a sequence of increasingly difficult subtasks. Building on this idea,
Paper I introduces Teacher-Assisted Exploration (TA-Explore), in which
a teacher module produces a temporally ordered sequence of auxiliary
goals. These goals gradually steer the agent toward the primary task,
markedly accelerating the initial discovery of external rewards [1].

A complementary line of research asks the following: can we recycle
imperfect controllers instead of starting tabula rasa? While traditional RL
discards such heuristics and wastes interactions rediscovering them, earlier
work in imitation learning [32] and hybrid approaches such as DQfD
[33] or policy distillation [34; 35] pre-train the agent on (near-)optimal
trajectories and then switch to RL fine-tuning. On the other hand, Paper
II injects imperfect prior knowledge during learning instead of collecting
costly expert demonstrations upfront [2]. Thus, it keeps the optimization
purely reinforcement and uses the prior only as an online exploration
guide. Our framework distills these sub-optimal heuristic controllers
(e.g., a proportional–integral–derivative (PID) rule or linearized feedback
law) into soft labels that accelerate actor–critic learning while retaining
asymptotic optimality.
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1.1.3 Scaling Up: Distributed and Federated RL

To shorten the wall-clock time, recent work in distributed RL and feder-
ated RL (FedRL) parallelizes data collection over many workers [36; 37]:
each learner samples its own trajectories and periodically synchronizes
with a parameter server in the spirit of federated averaging (FedAvg)
[38]. In practice, however, two immediate obstacles arise; they are open
issues that have received scant attention in the existing literature:

• Communication budget. Raw gradients and value functions are
inherently high-dimensional, and transmitting them uncompressed
rapidly exhausts available bandwidth. Lossy compression methods,
such as sparsification [39] and quantization [40], are therefore in-
dispensable, yet the bias they introduce can hinder convergence
[41; 42]. Achieving a principled balance between the communica-
tion cost and learning accuracy is therefore a core distributed-RL
challenge. Paper III offers an analytical treatment of parallel
momentum under biased gradients, rigorously quantifying the accu-
racy–communication trade-off in a general distributed setting [3].
Leveraging these insights, Paper IV presents Compressed FedRL
(CompFedRL): a compressed, federated Q-learning algorithm that
preserves linear convergence while reducing communication costs
by an order of magnitude [4].

• Cross-agent heterogeneity. In federated deployments, each
device or robot may operate under slightly different dynamics or
data distributions. For example, in a robot fleet, one device may
learn on carpeted floors while another trains on tiles; even identical
policies experience different transition dynamics. Such effects
motivate heterogeneity-robust analysis. However, most existing
convergence proofs assume a strong data similarity condition that
rarely holds in practice [43–45]. Paper V develops a unified
descent-inequality framework without this assumption [5], and
Paper VI extends it to temporal-difference (TD) policy evaluation
when each agent faces a perturbed Markov decision process (MDP)
[6].

1.1.4 Thesis Scope

In the context of this thesis, efficiency refers primarily to sample efficiency,
i.e., reducing the number of environment interactions required for learning.
Scalability denotes the ability of learning algorithms to operate effectively
in distributed and federated settings with many agents and limited
bandwidth. Robustness captures resilience to practical deviations from
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idealized assumptions, including biased compression, data non-IIDness,
and heterogeneous environment dynamics.

This dissertation tackles sample inefficiency head-on by developing
algorithms and theory in a cohesive manner:

1. Single-agent acceleration. Curriculum design and
imperfect-knowledge transfer, which both dramatically shrink
interaction counts (Papers I–II).

2. Communication-aware FedRL. Algorithms and theory that
strike a principled accuracy-vs.-bandwidth balance in the presence
of biased, compressed updates (Papers III–IV).

3. Foundations under heterogeneity. Tight convergence bounds
for federated optimization and value estimation when agents operate
under non-identical data or dynamics (Papers V–VI).

Together, these contributions chart a path towards sample-efficient,
robust, communication-constrained RL in real-world, resource-constrained
environments, where every trial, and every communicated byte, matters.

1.2 Research Aims
Building on the challenges surveyed in Section 1.1, this thesis pursues
three research aims, each aligned with one of the paper blocks summarized
in Subsection 1.1.4. The aims progress from a single learner to many
learners, and from concrete algorithmic design to general theoretical
guarantees:

Aim 1 – RL sample efficiency. Establish methods for sharply re-
ducing the number of environment interactions required by a single
learner to achieve competent performance. This aim targets im-
proved data efficiency in sequential decision-making problems, par-
ticularly during early learning phases. The contributions addressing
this aim are presented in Papers I–II.

Aim 2 – Communication-efficient federation under compres-
sion bias. Develop a theoretical and algorithmic foundation for
generic federated optimization and FedRL under severe communi-
cation constraints, including settings where communicated updates
are biased due to compression or sparsification. The objective is
to enable reliable convergence while substantially reducing com-
munication overhead in distributed learning systems. This aim is
addressed in Papers III–IV.
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Aim 3 – Federated foundations under heterogeneity. Provide
general convergence theory for federated optimization and collabora-
tive value-function estimation in the presence of heterogeneous data
distributions or environment dynamics. This aim explicitly moves
beyond restrictive data similarity assumptions to characterize the
impact of heterogeneity on learning behavior. Theoretical results
supporting this aim are developed in Papers V–VI.

Together, Aims 1–3 form a coherent progression that bridges single-
agent and federated RL. Aim 1 begins with the solitary learner, seeking
to reduce the number of required interactions and thereby improve sample
efficiency. Building on this foundation, Aim 2 and Aim 3 address the
challenges that arise when learning becomes distributed, most notably
constrained communication and heterogeneous environments. In the
federated setting, wall-clock speedups from parallelism must be balanced
against communication limits and divergence across clients. Consequently,
the focus shifts from purely improving sample efficiency to developing
compression-aware optimization methods (Aim 2) and establishing
principled convergence guarantees under heterogeneous dynamics (Aim
3). Together, these aims form a complementary whole: curriculum-
guided or prior-informed agents from Aim 1 reduce per-device learning
burdens, while the methods and analyses in Aim 2 and Aim 3 ensure
that learning remains efficient and reliable at scale.

1.3 Research Questions
The aims above translate into one overarching RQ and three narrower
SQs:

RQ. How can reinforcement learning agents achieve high
sample efficiency and, when scaled to federated deployments,
do so with minimal communication overhead and provable
robustness to biased compression and cross-agent heterogene-
ity?

SQ 1. How, and to what extent, can curriculum-based exploration or the
online use of imperfect prior knowledge accelerate learning for an
RL agent?

SQ 2. What accuracy-versus-bandwidth trade-offs are achievable in fed-
erated settings when the communicated updates are biased by spar-
sification or clipping, and how do these theoretical limits translate
to a practical FedRL algorithm?
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SQ 3. What theoretical guarantees can be derived for federated optimiza-
tion and collaborative value estimation when participating agents
collect data from heterogeneous sources or dynamics?

1.4 Contributions
This thesis addresses the overarching RQ through six distinct contri-
butions. The six papers and the specific SQs each one tackles, also
summarized in Figure 1.1, are outlined below.

Paper I: TA-Explore SQ1

Paper II: Prior-Knowledge RL

Paper III: Biased Momentum SQ2

Paper IV: CompFedRL

Paper V: FL w/o Similarity SQ3

Paper VI: FedTD(0) Mismatch

Figure 1.1: List of papers and the corresponding SQs.

Paper I — TA-Explore: Teacher-Assisted Exploration for Fa-
cilitating Fast Reinforcement Learning.
International Conference on Autonomous Agents & Multi-Agent
Systems (AAMAS 2023) [1].
This work tackles the cold-start problem in RL that arises when
the external reward is either sparse or derives from a complex
combination of factors. It proposes a teacher module that syn-
thesizes an ordered curriculum of auxiliary goals whose reward
signals are combined with the primary objective through a sched-
uled annealing factor. We show that the mixed-reward Markov
chain shares the optimal policy with the original task. Empirically,
TA-Explore accelerates the time-to-first-reward by up to 3× in
n-state Random-Walks [46] and reduces the sample complexity
ten-fold on an energy-constrained data-center cooling benchmark
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[23]. By enabling rapid discovery of the external reward, the pa-
per directly fulfills Aim 1 and answers SQ 1, demonstrating that
curriculum-based exploration is an effective route to single-agent
sample efficiency.

Paper II — Accelerating Actor-Critic-Based Algorithms via
Pseudo-labels Derived from Prior Knowledge.
Information Sciences (2024) [2].
While Paper I designs external curricula, this study asks whether
a learner can exploit sub-optimal heuristics online. We introduce
a time-decaying quadratic surrogate that treats the heuristic con-
troller as a soft label; the surrogate augments the policy loss of
any actor-critic variant. We show that the additional gradient
bias vanishes geometrically with a user-set decay rate. On five
challenging continuous control tasks from the OpenAI Gym bench-
mark suite [47], the method drastically reduces the number of
environment interactions needed. This contribution complements
TA-Explore and jointly completes Aim 1/SQ 1: it shows that
imperfect prior knowledge, if injected in a principled fashion, is a
powerful accelerator yet does not hamper the ultimate performance.

Paper III — Parallel Momentum Methods Under Biased Gra-
dient Estimations.
IEEE Transactions on Control of Network Systems (2025) [3].
The paper tackles a central obstacle in large-scale learning: bias
introduced when gradients are compressed, clipped, or obtained
via shuffled/composite sampling. We develop a unified analysis
for a server–worker architecture showing that momentum remains
provably convergent, even when every local gradient estimate is bi-
ased. The theory covers both general nonconvex objectives and the
Polyak–Łojasiewicz (PL) regime, and it subsumes three practical
bias sources: (i) top-K compression, (ii) gradient clipping used
to stabilize deep-network training, and (iii) stochastic composite
gradients that arise in meta-learning. Extensive experiments on dis-
tributed MNIST [48] and FashionMNIST [49] image classification
confirm the analysis: parallel momentum with top-K compression
reaches a target accuracy faster than bias-affected stochastic gradi-
ent descent (SGD) while communicating the same number of bits.
By proving that bias and momentum can coexist without sacrificing
convergence speed, the study supplies the theoretical backbone for
the communication-efficient RL algorithm that follows in Paper
IV; it therefore realizes Aim 2 and directly answers SQ 2.

Paper IV — Compressed Federated Reinforcement Learning
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with a Generative Model.
European Conference on Machine Learning and Knowledge Discov-
ery in Databases (ECML-PKDD 2024) [4].
This study closes the gap between bias-aware optimization theory
and practical communication-efficient FedRL. We design CompFe-
dRL, the first federated Q-learning framework that jointly employs
periodic aggregation and sparsification, and we analyze it under
a generative-model sampling regime where each agent can query
a local simulator. Two compression modes are supported: biased
(top-K) and unbiased (sparsified-K). The finite-time theory shows
that both modes enjoy linear convergence to a bounded neighbor-
hood whose radius decreases with the compression budget and
aggregation interval. Across a suite of noisy grid-world bench-
marks, our method slashes the communication volume by an order
of magnitude while preserving the sample efficiency achieved by
full-precision federated Q-learning. By turning the bias-tolerant
momentum insight of Paper III into a concrete RL algorithm,
Paper IV fulfills Aim 2: it delivers a bandwidth-aware FedRL
scheme that answers SQ 2.

Paper V — On the Convergence of Federated Learning Algo-
rithms Without Data Similarity.
IEEE Transactions on Big Data (2025) [5].
Most FL analyses hinge on a bounded dissimilarity constant; Pa-
per V discards this requirement. We introduce a general descent
inequality that decouples algorithmic progress from gradient dis-
similarity and prove convergence for FedAvg, federated proximal
(FedProx), and error-feedback variants under fixed, diminishing,
and step-decay step sizes. Our theoretical findings are verified on
deep convolutional neural network (CNN) training over MNIST
[48] and FashionMNIST [49], considering three different ways to
partition data among the workers. These results lay the mathe-
matical foundation for heterogeneous federated systems, thereby
fulfilling Aim 3 and partially answering SQ 3.

Paper VI — Collaborative Value Function Estimation Under
Model Mismatch: A Federated TD Analysis.
European Conference on Machine Learning and Knowledge Discov-
ery in Databases (ECML-PKDD 2025) [6].
Paper VI extends the framework of Paper V to TD learning.
We model each agent’s dynamics as a perturbation of a latent
ground-truth MDP, derive the linear convergence of federated
TD learning with zero-step bootstrapping (FedTD(0)) to a bias
neighborhood, and expose the precise trade-off between the pertur-
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bation magnitude, communication period, and value-error bias. A
randomly generated MDP with 10 states and controlled friction per-
turbations corroborates the theory and shows that even moderate
levels of collaboration significantly reduce bias and accelerate con-
vergence to the true value function. This study completes Aim 3
and fully answers SQ 3, demonstrating that rigorous guarantees
persist even when agents observe different worlds.

1.5 Summary of Contributions
The six papers collected in this thesis answer the overarching RQ in three
successive stages that mirror the aims and SQs introduced in Sections
1.2 and 1.3. Each stage deepens the analysis, progressing from a single
learner to many learners communicating over bandwidth-limited links
and finally to markedly heterogeneous federated environments.

From blind exploration to informed agent learning (SQ 1,
Aim 1). The first stage tackles the cold-start barrier posed by sparse
or compositionally complex rewards in an isolated agent. Paper I pro-
poses TA-Explore, a curriculum mechanism that injects a time-ordered
scaffold of auxiliary goals without altering the optimal policy of the
underlying task; empirical results show up to a ten-fold reduction in
the time-to-first-reward. Paper II tackles the same sample efficiency
bottleneck from a complementary angle: rather than inventing goals, it
re-uses sub-optimal heuristic controllers as decaying pseudo-labels inside
an actor–critic update. The method cuts interaction counts on different
benchmarks while converging to the same asymptotic return. Together,
the two studies demonstrate that carefully structured guidance, either via
curricula or imperfect priors, can dramatically accelerate agent learning
without sacrificing final performance.

Communication-efficient multi-agent optimization (SQ 2,
Aim 2). Scaling up to a fleet of learners introduces a new obstacle:
biased information caused by gradient compression. Paper III provides
the theoretical foundation, proving that parallel momentum methods
enjoy the same convergence guarantees as SGD even when every local
update is biased by sparsification, clipping, or a composite. Building
directly on that insight, Paper IV delivers CompFedRL, the first
federated Q-learning algorithm that combines periodic aggregation
with compression and an error-feedback mechanism. The algorithm
retains linear convergence while cutting communicated bits by an order
of magnitude, a concrete demonstration of the accuracy–bandwidth
trade-off predicted by the analysis in Paper III.
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Rigorous guarantees under cross-agent heterogeneity (SQ 3,
Aim 3). Finally, the thesis addresses the lack of theory for federated
optimization when local data or dynamics diverge substantially. Paper
V discards the ubiquitous data similarity assumption and derives a gen-
eral descent inequality that yields explicit rates for FedAvg, FedProx, and
error-feedback variants under realistic step-size schedules. Paper VI
carries this framework into the RL arena, revealing how transition-model
perturbations bias FedTD(0) and demonstrating that periodic collabora-
tion can still steadily shrink the value-function error. Together, the two
studies show that principled learning remains viable even when every
agent experiences a different world.

Across the three stages, the thesis (i) shrinks interaction requirements
for a single learner, (ii) preserves learning speed under severe commu-
nication constraints, and (iii) extends convergence theory to markedly
heterogeneous federated settings.

1.6 Additional Research Contributions
In addition to the six core papers that form the foundation of this
dissertation, I have been actively involved in a range of other research
activities throughout my PhD studies. These efforts have resulted in
several additional papers that explore adjacent or complementary themes
within the broader domain of ML and distributed systems. Although
these works contribute meaningfully to the academic discourse and reflect
the breadth of my scholarly engagement, they have not been included in
the main body of this dissertation. This decision was made to ensure
a clear and coherent narrative centered around the specific aims and
RQs that define the scope of this thesis. A list of these supplementary
publications is provided below to acknowledge their relevance and to
highlight the wider context of my doctoral research:

1. Comparing NARS and Reinforcement Learning: An Anal-
ysis of ONA and Q-Learning Algorithms [50]
Ali Beikmohammadi, Sindri Magnússon, In Proceedings of the Ar-
tificial General Intelligence, pp. 21–31 (2023).
DOI: 10.1007/978-3-031-33469-6_3

2. Human-Inspired Framework to Accelerate Reinforcement
Learning [51]
Ali Beikmohammadi, Sindri Magnússon, The Journal of Supercom-
puting, vol. 81 (2025).
DOI: 10.1007/s11227-025-07737-2
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3. A Cost-Sensitive Transformer Model for Prognostics
Under Highly Imbalanced Industrial Data [52]
Ali Beikmohammadi, Mohammad Hosein Hamian, Neda
Khoeyniha, Tony Lindgren, Olof Steinert, Sindri Magnússon,
Cluster Computing, vol. 29 (2026).
DOI: 10.1007/s10586-026-06080-2

4. SWP-LeafNET: A Novel Multistage Approach for Plant
Leaf Identification Based on Deep CNN [53]
Ali Beikmohammadi, Karim Faez, Ali Motallebi, Expert Systems
with Applications, vol. 202 (2022).
DOI: 10.1016/j.eswa.2022.117470

5. Automatic Fused Multimodal Deep Learning for Plant
Identification [54]
Alfreds Lapkovskis, Natalia Nefedova, Ali Beikmohammadi, Fron-
tiers in Plant Science, vol. 16 (2025).
DOI: 10.3389/fpls.2025.1616020

6. The Impact of SMOTE and ADASYN on Random Forest
and Advanced Gradient Boosting Techniques in Telecom
Customer Churn Prediction [55]
Mehdi Imani, Zahra Ghaderpour, Majid Joudaki, Ali Beikmohammadi,
10th International Conference on Web Research (ICWR), pp.
202–209 (2024).
DOI: 10.1109/ICWR61162.2024.10533320

7. Comprehensive Analysis of Random Forest and XGBoost
Performance with SMOTE, ADASYN, and GNUS Under
Varying Imbalance Levels [56]
Mehdi Imani, Ali Beikmohammadi, Hamid Reza Arabnia, Tech-
nologies, vol. 13 (2025).
DOI: 10.3390/technologies13030088

8. Customer Churn Prediction: A Systematic Review of
Recent Advances, Trends, and Challenges in Machine
Learning and Deep Learning [57]
Mehdi Imani, Majid Joudaki, Ali Beikmohammadi, Hamid Reza
Arabnia, Machine Learning and Knowledge Extraction, vol. 7
(2025).
DOI: 10.3390/make7030105

9. Deciphering Conductivity in PEDOT Guided by Machine
Learning: From Solvent Baths to Charge Paths [58]
Najmeh Zahabi, Ioannis Petsagkourakis, Nicolas Rolland,
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Ali Beikmohammadi, Xianjie Liu, Mats Fahlman, Eleni
Pavlopoulou, Igor Zozoulenko, Physical Review Materials,
vol. 9 (2025).
DOI: 10.1103/5h7d-yvsd

10. Socio-technical Aspects of Agentic AI [59]
Praveen Kumar Donta, Alaa Saleh, Ying Li, Shubham Vaishnav,
Kai Fang, Hailin Feng, Yuchao Xia, Thippa Reddy Gadekallu,
Qiyang Zhang, Xiaodan Shi, Ali Beikmohammadi, Sindri Magnus-
son, Ilir Murturi, Chinmaya Kumar Dehury, Marcin Paprzycki,
Lauri Lovén, Sasu Tarkoma, Schahram Dustdar, Under Review, pp.
1–34.

11. Rule-Based Grid World Exploration Under Uncertainty
[60]
Patrick Hammer, Peter Isaev, André N. Costa, Ali Beikmohammadi,
Sindri Magnússon, Under Review, pp. 1–24.

12. BLADE-TD: Bayesian Linear Approximation of Delayed
Rewards for On-Policy TD Control [61]
Guilherme Dinis Junior, Ali Beikmohammadi, Sindri Magnússon,
Under Review, pp. 1–16.

13. Trust-Aware Topology Learning for Dynamic Decentral-
ized Federated Learning Under Adversaries [62]
Shubham Vaishnav, Murtaza Rangwala, Ali Beikmohammadi, Sin-
dri Magnússon, Rajkumar Buyya, Under Review, pp. 1–15.

14. Power Converter Control via Model Predictive Control-
Guided Fast Reinforcement Learning [63]
Mohsen Amiri, Ali Beikmohammadi, Yihao Wan, Ali Tayyebi,
Qianwen Xu, Sindri Magnússon, Under Review, pp. 1–10.

15. PriPG-RL: Privileged Planner-Guided Reinforcement
Learning for Partially Observable Systems with Anytime-
Feasible MPC [64]
Mohsen Amiri, Mohsen Amiri, Ali Beikmohammadi, Sindri
Magnússon, Mehdi Hosseinzadeh, Under Review, pp. 1–8.

16. GICA: The Gap-Index Compositional Arm Framework for
Sample-Efficient Test-Time Scaling [65]
Mohsen Amiri, Venktesh V, Ali Beikmohammadi, Sindri Magnús-
son, Under Review, pp. 1–42.

17. Brief Announcement: Generative Markov Model for
Distributed Computing Systems [66]
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Alfreds Lapkovskis, Ali Beikmohammadi, Sindri Magnússon,
Praveen Kumar Donta, Under Review, pp. 1–7.

18. User-Assisted Distributed Collaborative Inference for
QoS-Aware Infrastructure-Efficient Autoscaling [67]
Alfreds Lapkovskis, Ali Beikmohammadi, Sindri Magnússon,
Praveen Kumar Donta, Under Review, pp. 1–15.

19. Active Inference for Adaptive Traffic Signal Control in
Noisy Nonstationary IoT Environments [68]
Dénes Toth, George Ambroladze, Edwin Sundberg, Ali Beikmohammadi,
Alfreds Lapkovskis, Under Review, pp. 1–6.

20. Exposure, Not Disagreement: Auditing Fault Containment
in LLM–RL Trading Agents [69]
Shivam Gera, Ali Beikmohammadi, Alfreds Lapkovskis, Under
Review, pp. 1–8.

21. Evidence-Grounded Explainable Antimicrobial Peptide
Prediction Using Protein Language Models and RAG [70]
Reena Richard, Samyah Ramadan A Ahmadaldeen, Ali Beikmohammadi,
Alfreds Lapkovskis, Under Review, pp. 1–8.

1.7 Disposition
The dissertation is arranged so that the reader moves smoothly from con-
text and core concepts, through methodological foundations and research
results, to an integrative reflection on what the work contributes and
how it can be extended. Chapter 2 gathers the theoretical and technical
preliminaries on RL, distributed optimization, communication-efficient
learning, and federated learning (FL) that underpin all subsequent work.
Chapter 3 details the research philosophy, methodological framework,
data sources, evaluation protocols, and ethical considerations adopted
throughout the thesis. Chapter 4 synthesizes the results of the six papers
in three thematic blocks that map 1-to-1 to the research aims: (i) single-
agent sample efficiency, (ii) communication-efficient federation, and (iii)
learning under heterogeneity. It highlights the motivation, methods, and
key findings. In addition, Chapter 4 provides a detailed comparative
positioning of the proposed approaches against representative state-of-
the-art methods. Chapter 5 closes the main text with a comprehensive
reflection on how the included studies answer the RQ, highlights their
limitations, outlines avenues for future inquiry, and distills the principal
conclusions. The appended part of the dissertation reproduces Papers
I–VI in their published form, ordered so as to mirror the thematic
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progression of Chapter 4 and allowing the interested reader to examine
each contribution in full detail.

14



2. Extended Background

This chapter assembles the technical background and selected state-of-
the-art perspectives required for the rest of the thesis. It starts with
the formalism of MDPs and classical value-based RL, and then revisits
the agent–environment interaction loop and tabular TD/Q-learning to
ground later discussions. Building upward, it surveys deep RL (DRL)
algorithms and the function-approximation machinery that makes them
work, before turning to the sample-inefficiency bottleneck that motivates
much of this dissertation. The latter half of the chapter broadens the
scope to distributed and federated optimization: we review full-precision
FedAvg/FedProx, communication-efficient compression schemes, and the
core challenges of data and model heterogeneity. Finally, we introduce
FedRL, highlighting the open problems—communication cost and cross-
agent mismatch—that the subsequent research aims to solve.

2.1 MDP and Value-Based RL
In RL, an agent interacts with an environment by taking actions and
observing the resulting states and rewards. A convenient abstraction
for such sequential decision-making problems is the MDP [7]. An MDP
consists of the following:

• a set of states in which the environment can be,

• a set of actions the agent can choose from,

• a (possibly stochastic) state-transition mechanism that describes
how actions move the environment between states,

• an immediate reward obtained when taking an action in a state,
and

• a discount factor that governs the importance of future rewards.

Solving an MDP means finding a strategy (or policy) for the agent that
maximizes the sum of (possibly discounted) rewards over time.
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s1 s2

s3

a/r1,2

b/r2,1

c/r1,3a/r3,1 c/r2,3

Figure 2.1: Illustration of a three-state MDP: circles are states; labeled
arrows indicate “action / reward”.

MDP. We now formalize this notion. A finite, discounted MDP is a
tuple

M =
(
S, A, P, R, γ

)
,

where

• S is a finite set of states;

• A is a finite set of actions;

• P : S×A×S→ [0,1] is the (unknown) transition kernel, where

P (s′ | s,a) = Pr
{
st+1 = s′ | st = s, at = a

}
;

• R : S×A→ R is the expected one-step reward,

R(s,a) = E
[
rt | st = s, at = a

]
;

• γ ∈ [0,1) is the discount factor, controlling the present value of
future rewards.

Policy. A policy π : S×A→ [0,1] specifies a distribution over actions
in each state, π(a | s) = Pr{at = a | st = s}. Under π, for continuing tasks
the return from time t is

Gt =
∞∑

k=0
γk rt+k.
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In an episodic task, the horizon is finite: if τ denotes the (random) time
of episode termination, the return is instead

Gt =
τ−t−1∑

k=0
γk rt+k,

with γ often set to 1 when rewards are naturally accumulated over the
episode. Both definitions coincide when τ→∞.

Value function. The state-value function V π : S→ R and the state-
action value function Qπ : S×A→ R are defined by

V π(s) = Eπ
[
Gt | st = s

]
, Qπ(s,a) = Eπ

[
Gt | st = s, at = a

]
.

These satisfy the Bellman expectation equations [7; 8]:

V π(s) = Rπ(s)+γ
∑
s′∈S

P π(s′ | s)V π(s′),

Qπ(s,a) = R(s,a)+γ
∑
s′∈S

P (s′ | s,a)
∑

a′∈A

π(a′ | s′)Qπ(s′,a′),

where Rπ(s) =
∑

a π(a | s)R(s,a) and P π(s′ | s) =
∑

a π(a | s)P (s′ | s,a).

Optimal control. In value-based RL we seek the optimal policy π∗

that maximizes the expected return:

π∗ = argmax
π

V π(s), ∀s ∈ S.

If we define the optimal state-action value function Q∗(s,a) =
maxπ Qπ(s,a), it satisfies the Bellman optimality operator(

TQ
)
(s,a) = R(s,a)+γ

∑
s′

P (s′ | s,a) max
a′

Q(s′,a′),

and is the unique fixed point of (2.1), i.e., TQ∗ = Q∗. Standard re-
sults guarantee that iterating (2.1) converges geometrically to Q∗ in the
supremum norm [8].

2.1.1 The Agent–Environment Interaction Loop

In model-free RL, the agent has no access to the environment’s internal
dynamics; instead, it learns solely by trial and error. At each discrete
time step t, the agent

1. observes the current state st ∈ S,
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2. selects an action at ∈A according to its policy π(at |st),

3. executes at, upon which the environment emits an immediate
reward rt ∈ R and transitions to a new state st+1,

4. receives (rt,st+1), and the cycle repeats.

Agent Environment

action at

reward rt

state st

rt+1

st+1

Figure 2.2: Agent–Environment interaction loop illustrating transitions
at time t and the generation of st+1 and rt+1 after time t.

Figure 2.2 summarizes this loop. By continuously collecting transi-
tions (st,at, rt,st+1), the agent can estimate value functions and improve
its policy over time.

2.1.2 Tabular TD(0) and Q-Learning

In the small-scale discrete, commonly referred to as the tabular, set-
ting, two foundational algorithms illustrate the core principles of policy
evaluation and control.

TD(0) for policy evaluation. Given a fixed policy π, we wish to
estimate its state-value function

V π(s) = E
[ ∞∑

k=0
γkrt+k

∣∣∣ st = s

]
,

where γ ∈ [0,1) is the discount factor. TD(0) bootstraps from the observed
one-step return:

rt +γ V (st+1)︸ ︷︷ ︸
TD target

− V (st)︸ ︷︷ ︸
old estimate

= δt =⇒ V (st) ← V (st)+αδt,

with a learning rate α > 0. By repeatedly sampling trajectories under π
and applying this update, V converges to V π (see [7], Ch. 6).
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Q-learning for optimal control. To discover an optimal policy with-
out knowing P or R, Q-learning maintains an estimate Q(s,a)≈Q∗(s,a)
and uses the max-over-actions TD target:

rt +γ max
a′

Q(st+1,a′)︸ ︷︷ ︸
TD target

−Q(st,at) = δt, Q(st,at) ← Q(st,at)+αδt.

Under an appropriate exploration schedule (e.g., ε-greedy), Q(s,a)→
Q∗(s,a) and one recovers the optimal policy π∗(s) = argmaxa Q(s,a) (see
[7], Ch. 6).

For completeness, Algorithms 1 and 2 state both methods in pseu-
docode.

Algorithm 1 TD(0) Policy Evaluation (Tabular)
1: Input: step size α ∈ (0,1], discount γ ∈ [0,1)
2: initialize V (s) arbitrarily for each s ∈ S

3: for each episode do
4: s← initial state
5: while s non-terminal do
6: sample action a∼ π(· |s)
7: observe reward r and next state s′

8: δ← r +γV (s′)−V (s)
9: V (s)← V (s)+αδ

10: s← s′

11: end while
12: end for

2.2 Deep RL
While tabular methods (e.g., TD(0), Q-learning) offer clear convergence
guarantees and simple intuition in small, discrete environments, they
quickly become infeasible as state and action spaces grow. The curse of
dimensionality renders lookup tables impractical, and handcrafted fea-
tures cannot capture the rich structure of high-dimensional observations
(e.g., images, sensor arrays).

DRL addresses these challenges by replacing explicit value tables with
neural function approximators that can generalize across similar states
and actions. By combining classical update rules (such as policy gradients
or TD errors) with representation learning, DRL unlocks scalable learning
in continuous, partially observable, and high-dimensional domains. In
this section, we first review the core algorithms (i.e, policy gradients
and actor–critic-based algorithms) and then consider the underlying
function-approximation machinery that makes them work.
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Algorithm 2 Q-Learning (Tabular, ε-Greedy)
1: Input: step size α ∈ (0,1], discount γ ∈ [0,1), exploration ε
2: initialize Q(s,a) arbitrarily for each (s,a) ∈ (S,A)
3: for each episode do
4: s← initial state
5: while s non-terminal do
6: if rand()< ε then
7: pick a random a
8: else
9: a← argmaxa′ Q(s,a′)

10: end if
11: observe reward r and next state s′

12: δ← r +γ maxa′ Q(s′,a′)−Q(s,a)
13: Q(s,a)←Q(s,a)+αδ
14: s← s′

15: end while
16: end for

2.2.1 Policy Gradients vs. Actor–Critic

DRL methods for stochastic policies fall into two broad categories.

REINFORCE (Monte Carlo policy gradient) [71]. Here, one
directly optimizes the expected return

J(θ) = Eτ∼πθ

[ ∞∑
t=0

γtrt

]
= Es,a∼πθ

[
Qπθ (s,a)

]
,

using the gradient estimator

∇θJ(θ) = Es,a

[
∇θ logπθ(a |s)

(
Gt− b(s)

)]
,

where πθ(a |s) is a policy network parameterized by θ, Gt is the empirical
return, and b(s) an optional baseline for variance reduction [72]. All
updates wait until episode end and use full returns; this can be high
variance but remains unbiased.

Vanilla actor–critic (online policy gradient) [73]. To reduce
variance and allow bootstrapping, actor–critic introduces a learned critic
network with parameters ϕ; Qϕ(s,a). At each step, the following occurs:

1. Critic update: minimize TD error

δt = rt +γ Qϕ(st+1,at+1)−Qϕ(st,at), ϕ ← ϕ+β δt∇ϕQϕ(st,at),

where β is the critic’s step size.
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2. Actor update: ascend the critic-evaluated policy gradient

θ ← θ +α∇θ logπθ(at |st) Qϕ(st,at).

By bootstrapping the return estimate from Qϕ, the actor–critic achieves
lower variance and online updates, at the cost of potential bias from the
critic’s approximation.

2.2.2 Modern DRL Algorithms

Building on the actor–critic backbone, several advances improve stability
and sample efficiency.

Trust region policy optimization (TRPO) [74]. TRPO maximizes
a surrogate objective subject to a constraint on the Kullback–Leibler
(KL) divergence between the new and old policies:

max
θ

E
[ πθ(at | st)
πθold(at | st)

Ât

]
,

s.t. E
[
DKL

(
πθold(· | st)∥πθ(· | st)

)]
≤ δ,

where

Ât =
T −t∑
k=0

γk rt+k − Vϕ(st)

is an empirical advantage estimate, where the first term is the Monte-
Carlo return and Vϕ(st) is a learned baseline. The KL constraint is
enforced via a conjugate-gradient step and a line search, ensuring stable
and monotonic policy improvement.

Proximal policy optimization (PPO) [75]. PPO replaces hard
KL-constraints with a clipped surrogate objective. Let

rt(θ) = πθ(at |st)
πθold(at |st)

.

PPO then optimizes the clipped surrogate

LCLIP(θ) = E
[
min

(
rt(θ)Ât, clip

(
rt(θ),1−ε,1+ε

)
Ât

)]
.

By clipping rt to [1− ε,1 + ε], PPO prevents excessively large policy
updates and thus stabilizes learning.
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Deep deterministic policy gradient (DDPG) [76]. DDPG com-
bines the deterministic policy-gradient theorem [72] with off-policy learn-
ing and target networks. We maintain the following:

• a critic Qϕ(s,a), trained by minimizing the Bellman error

L(ϕ) = E(s,a,r,s′)∼D

[(
Qϕ(s,a)−y

)2]
, y = r +γ Qϕ̄

(
s′, µθ̄(s′)

)
,

where ϕ̄, θ̄ are target networks (slowly tracked copies of ϕ,θ) and
D is the replay buffer;

• an actor µθ(s), updated to maximize the critic’s value via

J(θ) = Es∼D

[
Qϕ

(
s,µθ(s)

)]
,

∇θJ(θ) = Es∼D

[
∇θµθ(s)∇aQϕ(s,a)

∣∣
a=µθ(s)

]
.

After each critic and actor step, the targets are updated by

ϕ̄← τ ϕ+(1− τ) ϕ̄, θ̄← τ θ +(1− τ) θ̄,

with τ ≪ 1. These ingredients—replay, target networks, and a determin-
istic policy gradient—yield stable learning in continuous-action domains.

Twin-delayed DDPG (TD3) [77]. TD3 refines DDPG to counteract
Q-value overestimation and improve stability via three key components.
Denote target networks by θ̄, ϕ̄1, ϕ̄2 and let replay buffer D supply tran-
sitions (s,a,r,s′). At each training step, the following occurs:

1. Target policy smoothing. Generate a noisy target action

a′ = clip
(
µθ̄(s′)+ ϵ,−c, c

)
, ϵ∼ clip(N(0,σ2),−c, c).

This prevents the critics from exploiting narrow peaks in Q.

2. Clipped double-Q target. Compute the TD target using two critics
to reduce overestimation:

y = r +γ min
i∈{1,2}

Qϕ̄i

(
s′, a′).

3. Critic updates. For each critic Qϕi
, minimize the mean squared

error (MSE):

L(ϕi) = E(s,a,r,s′)∼D

(
Qϕi

(s,a)−y
)2

, i = 1,2.
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4. Delayed actor update. Every d critic steps, update the actor by
ascending the deterministic policy gradient:

∇θJ(θ) = Es∼D

[
∇θµθ(s)∇aQϕ1(s,a)

]
a=µθ(s).

5. Target network Polyak averaging. After each update,

ϕ̄i← τ ϕi +(1− τ) ϕ̄i, θ̄← τ θ +(1− τ) θ̄,

with small τ ≪ 1.

Together, these modifications, i.e., noisy target smoothing, clipped
double-Q targets, delayed policy updates, and Polyak-averaged targets,
significantly reduce function-approximation bias and variance, yielding
more reliable continuous-control learning.

Soft actor–critic (SAC) [78]. SAC frames RL as a maximum-entropy
problem, maximizing

J(π) = E
[ ∞∑

t=0
γt(rt +αH(π(· |st))

)]
,

where H(π(· |s)) =−Ea[logπ(a |s)]. The critic minimizes

L(ϕ) =E(s,a,r,s′)
[(

Qϕ(s,a)−
(
r+γEa′∼π[min

i=1,2
Qϕ̄i

(s′,a′)−α logπθ(a′ |s′)]
))2]

,

and the actor minimizes

L(θ) = Es∼D

[
α logπθ(a |s)−min

i=1,2
Qϕi

(s,a)
]

a∼πθ

.

Entropy regularization encourages robust exploration and prevents pre-
mature convergence.

2.2.3 Deep Learning Primer

We now turn to deep function approximation, which underpins all the
mentioned DRL methods. At its core is the back-propagation algorithm
[79], which computes gradients of a scalar loss L(θ) with respect to
network parameters θ via repeated application of the chain rule. In
practice, mini-batch SGD and its variants (e.g., Adam [80] or root mean
square propagation (RMSProp) [81]) trade off bias and variance in
the gradient estimates, influencing stability when optimizing the non-
stationary, trajectory-dependent losses of RL.

A well-known challenge in deep learning (DL) is the vanishing or
exploding gradient phenomenon: as gradients propagate through many

23



layers, their magnitude can shrink or grow exponentially, impeding learn-
ing in early layers. Modern solutions include careful weight initialization
schemes (e.g., He initialization for rectified linear unit (ReLU) networks
[82]) and the widespread use of ReLU(x) = max(0,x) activations, which
preserve gradient flow for positive pre-activations and mitigate saturation.

CNN. When states are raw images, such as Atari frames, fully con-
nected networks become prohibitively large. CNNs address this by
replacing dense layers with convolutional filters that scan local patches.
Formally, for an input feature map X ∈RH×W ×C and a filter K ∈Rk×k×C ,
the convolution at spatial location (i, j) is

(X ∗K)i,j =
k∑

u=1

k∑
v=1

C∑
c=1

X i+u−⌊k/2⌋, j+v−⌊k/2⌋, c Ku,v,c.

Two key benefits emerge: local receptive fields focus on small, spatially
contiguous patterns (such as edges and corners), and weight sharing
across spatial locations drastically reduces the number of parameters. In
practice, CNNs for RL stack multiple convolutional layers, often inter-
leaved with pooling or strided convolutions, to distill high-dimensional
pixels into a compact embedding vector, which then feeds into policy or
value heads.

Stability enhancements. Training DRL agents directly with these
networks often diverges without additional mechanisms in place. One
critical ingredient is the target network, first introduced in DQN [11],
where a slowly updated copy of the critic Qϕ̄ is used to compute TD
targets, smoothing out rapid fluctuations in Qϕ. Double-estimator tech-
niques, such as those in TD3 [77], further reduce overestimation bias by
taking the minimum of two critics. Additionally, layer normalization or
batch normalization can stabilize the distribution of activations across
layers and time steps, while experience replay breaks temporal correla-
tion by sampling transitions uniformly from a large buffer. Collectively,
these stability tricks enable the deep networks to approximate complex
value functions and policies without catastrophic divergence, forming
the backbone upon which PPO, DDPG, TD3, SAC, and other DRL
algorithms reliably build.

2.3 Sample Inefficiency in Single-Agent RL
Modern RL methods, especially DRL variants, while powerful, are no-
toriously sample-inefficient, often requiring millions of environment in-
teractions before converging to effective policies. This section surveys
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three main streams of work aimed at improving sample efficiency in the
single-agent setting.

2.3.1 Off-Policy Actor–Critic DRL

On-policy actor–critic methods (e.g., TRPO [74], PPO [75], A3C [37])
combine value-based and policy-gradient updates and enjoy stability
on large-scale tasks, but they suffer from poor sample complexity when
paired with deep networks. Deterministic policy-gradient algorithms such
as DDPG [76] address this by learning off-policy via a replay buffer and
target networks, at the cost of potential instability [83]. Subsequent en-
hancements, including TD3’s twin critics and delayed actor updates [77],
and SAC’s maximum-entropy framework [78], have improved stability
and efficiency, yet DRL remains data-hungry for many practical problems.

2.3.2 Incorporating Prior Knowledge

A complementary approach is to leverage external suboptimal or heuristic
knowledge to guide learning. Prior work includes the following:

• Model-based action fusion. Combining an RL-proposed action with
that of a numerical controller in mobile robotics [84].

• Credit-assignment modules. Selecting between RL actions and
heuristic suggestions via a supervisory block [85; 86].

• Ensemble-style decision fusion. Blending outputs from A3C and
knowledge-based modules using Q-learning [87].

• Fuzzy-logic refiners. Using fuzzy rules plus a trainable refiner
network to merge human knowledge with policy-based RL [88].

These methods typically combine heuristics and RL at decision time
without altering the RL training dynamics. By contrast, other lines
of work employ task-incremental or meta-learning paradigms, transfer
learning [89; 90], continual learning [91], meta-RL [92], or curriculum
learning [31; 93] to extract reusable structure from related tasks, thereby
accelerating new task learning under assumptions of task similarity.

2.3.3 Intrinsic Motivation and Enhanced Exploration

Rather than imposing external priors, intrinsic motivation methods seek
to reshape the agent’s reward to promote more efficient exploration:

• Count-based bonuses. Reward novel state visits via inverse-count
terms [26; 27].
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• Curiosity-driven objectives. Train a predictive model of environment
dynamics and reward the agent for high prediction error [28; 29; 94].

• Optimism in the face of uncertainty. Add exploration bonuses
proportional to estimated value uncertainty [95–97].

• Reward shaping and meta-gradients. Learn an auxiliary reward sig-
nal or potential function that steers exploration toward informative
states [98–100].

While these intrinsic motivations can dramatically speed up the discovery
of sparse extrinsic rewards, they typically require careful tuning of shaping
parameters and may still fail to guarantee reaching the task-relevant
regions in very large state spaces.

Collectively, these three research streams (i.e., off-policy deep
actor–critic methods, incorporation of external priors, and intrinsic-
motivation exploration) have pushed the frontiers of sample-efficient
single-agent RL. In the next section, we turn to complementary
techniques that exploit distributed and federated settings to further
reduce the per-agent sample burden.

2.4 Foundations of Federated Optimization
Federated optimization enables many clients to collaboratively train
a shared model without revealing their private data. Particularly, in
federated optimization, the objective is to minimize the global loss

min
θ∈Rd

F (θ), F (θ) =
N∑

i=1

ni

N
Fi(θ),

where N is the number of participating clients and ni is the local sample
count on client i. Each local objective is

Fi(θ) = Eξ∼Di

[
f(θ;ξ)

]
,

where

• Di is the data distribution stored on client i, and

• f(θ;ξ) is the instantaneous loss incurred when model parameters θ
are evaluated on datum ξ.

Federated algorithms alternate multiple local update steps on each client,
keeping data private, followed by a global aggregation of the resulting
model deltas on a central server.
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2.4.1 Full-Precision Methods

FedAvg. The prototypical algorithm FedAvg [101] proceeds in commu-
nication rounds indexed by t = 0,1,2, . . . . At the beginning of round t,
the server holds the global model θt ∈Rd and broadcasts it to all N
clients. Each client i then performs E steps of local SGD with a step
size η:

θ t,k+1
i = θ t,k

i −η∇Fi
(
θ t,k

i

)
, k = 0, . . . ,E−1, θ t,0

i = θt.

After the E local updates, client i forms the model delta

∆ t
i = θ t,E

i −θt,

and sends it to the server, which aggregates the weighted sum

θt+1 = θt +
N∑

i=1

ni

N
∆ t

i .

Viewed as a single fixed-point update on the global objective F , full-
precision FedAvg is equivalent to applying the operator

Tη,F (x) = x−η∇F (x)

once per communication round, with the work of computing ∇F amor-
tized over the clients.

FedProx. To bound client drift under non-IID data, FedProx [43]
replaces each local step with

θt,k+1
i = argmin

θ

{
Fi(θ)+ µ

2 ∥θ−θt,k
i ∥

2
}

,

i.e., a proximal update. In the fixed-point operator form,

Tη,F (x) = proxη,F (x) = argmin
y

{
F (y)+ 1

2η∥y−x∥2
}

.

Both FedAvg and FedProx converge under mild smoothness and convexity
assumptions; FedProx remains stable even when client objectives differ
substantially.

Other variants. Control-variate methods, such as SCAFFOLD [102]
and FedSVRG [43], introduce local correction terms to further miti-
gate heterogeneity, while adaptive schemes adjust local step sizes or
aggregation weights [103].

The full-precision FL algorithms are described formally in Algorithm
3.
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Algorithm 3 Full-Precision Federated Learning
1: Inputs: θ0, local steps E, step size η, rounds T
2: for t = 0, . . . ,T −1 do
3: server → all clients: broadcast θt

4: for each client i in parallel do
5: θt,0

i = θt

6: for k = 0, . . . ,E−1 do
7: θt,k+1

i ← Tη,Fi(θ
t,k
i )

8: end for
9: client i→ server: send ∆t

i = θt,E
i −θt

10: end for
11: server aggregates: θt+1← θt +

∑
i

ni
N ∆t

i

12: end for

2.4.2 Communication-Efficient Compression

In large-scale FL, each client’s model update is a high-dimensional vector
of size d, and transmitting these full-precision updates (∆t

i ∈ Rd) over
bandwidth-limited networks can become the primary bottleneck. To
alleviate this, compression operators

C : Rd −→ Rd

are employed to sparsify, quantize, or clip the raw update before commu-
nication, drastically reducing the number of bits sent.

Why compression? Each communication round in Algorithm 3 sends
N updates of dimension d, costing O(Nd) floats. With d∼ 106–109 in
modern deep models, even low-precision (32-bit) ones, this can saturate
links. Compression reduces this to O(N K) or O(N logm) bits if only
K ≪ d entries or m quantization levels are used. The trade-off is that
naive compression introduces bias or variance into the aggregated update,
potentially harming convergence.

Common compressors. Compression schemes fall broadly into two
categories:

1. Unbiased compressors satisfy

E
[
C(x)

]
= x, E

[
∥C(x)−x∥2

]
≤ (1−ω)∥x∥2, ω ∈ (0,1],

and examples include the following:

• Sparsified-K. Choose a random subset of K coordinates and
scale them by d

K [40].

28



• Stochastic quantization (QSGD). Each coordinate is rounded
to one of m levels with probability chosen to preserve expec-
tation [40].

2. Biased compressors may not preserve the mean:

E[C(x)] ̸= x, ∥C(x)−x∥2 ≤ (1− δ)∥x∥2, δ ∈ (0,1].

Popular examples include the following:

• Top-K. Keep the K largest-magnitude entries and zero out
the rest [104].

• Sign compression (signSGD) [105]. Send only the sign of each
coordinate, C(x) = sign(x).

• Clipping. Threshold the norm of the update to at most τ > 0,
C(x) = x min{1, τ/∥x∥}, to prevent extremely large messages
[106].

Tighter compression (smaller K, fewer bits) reduces communication at
the cost of a larger approximation error, manifesting as higher variance
for unbiased schemes and as bias (plus possibly variance) for biased
schemes.

Error feedback. Biased compressors can break convergence: repeated
bias accumulation leads to a steady drift. Error feedback corrects this by
remembering each client’s past compression error in a residual vector rt

i .
The protocol for client i on round t is as follows:

1. Compute the raw local update via E SGD steps:

∆t
i = θt,E

i −θt, θt,0
i = θt.

2. Form the compensated update

ut
i = ∆t

i + rt
i ,

combining new and residual errors.

3. Compress:
ũt

i = C(ut
i).

4. Update the residual:
rt+1

i = ut
i− ũt

i,

so that future rounds can correct the lost information.
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5. Send ũt
i to the server.

After aggregation, that is, θt+1 = θt +
∑

i
ni
N ũt

i, each client retains
rt+1

i . This scheme provably controls the bias introduced by C, restoring
convergence to rates on par with uncompressed FedAvg under standard
L-smoothness and bounded-variance assumptions [107]. A formal speci-
fication of the error-feedback FL algorithms is presented in Algorithm
4.

Algorithm 4 Error-Feedback Federated Learning
1: Inputs: initial θ0, local steps E, step size η, rounds T
2: each client i: initialize residual r0

i ← 0
3: for t = 0, . . . ,T −1 do
4: server → all clients: broadcast θt

5: for each client i in parallel do
6: θt,0

i ← θt

7: for k = 0, . . . ,E−1 do
8: θt,k+1

i ← Tη,Fi(θ
t,k
i )

9: end for
10: ∆t

i← θt,E
i −θt

11: ut
i←∆t

i + rt
i

12: ũt
i← C(ut

i)
13: rt+1

i ← ut
i− ũt

i

14: client i→ server: send ũt
i

15: end for
16: server aggregates: θt+1← θt +

∑
i

ni
N ũt

i

17: end for

Convergence guarantees. Under the contraction condition E∥C(x)−
x∥2≤ (1−ω)∥x∥2, error-feedback FedAvg (EF-FedAvg) converges at O

( 1
T

)
for convex objectives and to a stationary point at O

( 1√
T

)
for nonconvex

losses, nearly matching full-precision rates, despite sending only O(NK)
numbers per round [107].

By combining these compression and error-feedback techniques, mod-
ern federated optimizers achieve both tight communication and ro-
bust convergence, forming the foundation upon which we can build
communication-efficient FedRL algorithms.

2.4.3 Robustness to Data Heterogeneity

In practical FL deployments, each client’s dataset often differs in distri-
bution, leading to non-IID heterogeneity. When local objectives Fi(θ)
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diverge substantially from the global objective F (θ) =
∑

i
ni
N Fi(θ), the

averaged update can oscillate or even diverge unless the algorithm ac-
counts for this drift. Early convergence analyses, therefore, imposed a
bounded dissimilarity (or data similarity) assumption of the form

∥∇Fi(θ)−∇F (θ)∥ ≤ ζ, ∀i,θ,

which ensures that each client’s gradient lies within a known radius of
the global gradient [44; 45]. Under this condition, both FedAvg [101]
and FedProx [43] were shown to converge, albeit with step sizes that
shrink as ζ grows; they are often impractically small when heterogeneity
is severe.

Recent advances prove that federated methods converge under mere
smoothness and variance bounds, without requiring any explicit similarity
parameter: Gorbunov et al. [108] establish FedAvg’s convergence on
(strongly) convex objectives, and Gong et al. [109] show FedADMM
converges on nonconvex problems with fixed step sizes.

2.5 FedRL
Modern RL methods often demand enormous numbers of environment in-
teractions, posing significant challenges in domains such as edge robotics,
IoT control, and healthcare, where data collection is costly or privacy-
sensitive. FedRL extends the FL paradigm to sequential decision-making:
multiple agents each interact with their own copy of an environment,
perform several local RL updates, and periodically communicate model
updates (e.g., value tables or network weights) to a central server for
aggregation. By sharing knowledge across agents without exchanging
raw trajectories, FedRL aims to do the following:

• Reduce the per-agent sample complexity, as each agent benefits
from others’ experience,

• Preserve privacy, since only model deltas, not sensitive data, are
transmitted, and

• Scale RL to many devices, trading local computation for fewer
communication rounds.

Two prototypical FedRL instantiations are federated Q-learning [110]
and FedTD(0) [111; 112].

Federated Q-learning. Each of N agents maintains its own Qi(s,a)
estimate (tabular or parametric). In each communication round t, the
following occurs:
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1. Local updates. Each agent i collects E samples (e.g., via an on-policy
or ε-greedy exploration) and applies Q-learning or an off-policy TD
update to its local Qt

i.

2. Aggregation. Agents send either their full Qt
i or compressed ∆Qt

i

to the server.

3. Server update. The global estimate is formed by weighted averaging,

Qt+1(s,a) =
N∑

i=1

ni

N
Qt

i(s,a),

which is broadcast back to all agents to initialize their next local
Qt+1

i .

Federated TD(0). Analogously, in the policy-evaluation setting, each
agent i maintains a value estimate Vi(s) for a fixed policy π. In each
round, the following occurs:

1. Local evaluation. Agent i runs E TD(0) updates,

V t
i (s) ← V t

i (s)+α
(
r +γ V t

i (s′)−V t
i (s)

)
,

over trajectories sampled from its local MDP.

2. Aggregation. The server collects the V t
i (or residuals) and computes

V t+1(s) =
N∑

i=1

ni

N
V t

i (s),

which is then redistributed to all agents.

2.5.1 Communication-Efficient FedRL

As in federated optimization for supervised learning, the communication
of full-precision model updates is a critical bottleneck in FedRL when
agents must transmit large value tables or high-dimensional policy/value
network weights. Over the past few years, a rich body of work in the
federated learning community has developed and analyzed both unbiased
(e.g., QSGD [40], TernGrad [113], ATOMO [114]) and biased (e.g., top-
K [3; 104], signSGD [105], norm-clipping [106]) compression schemes to
sparsify or quantize model deltas, often combined with error-feedback
mechanisms [5; 104; 115; 116] that correct for the bias introduced by
aggressive compression, as discussed in Subsection 2.4.2.

In the FedRL setting, these communication-efficient techniques have
only begun to be explored. The sole prior study is by Mitra et al. [117],
who apply error-feedback compression to distributed TD learning with
linear function approximation and asynchronous updates.
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2.5.2 FedRL Under Heterogeneous Environments

In many real-world multi-agent applications, such as robotic fleets travers-
ing diverse terrains, sensor networks deployed in varying climates, or
personalized recommendation systems serving users with different behav-
ior patterns, each learner naturally interacts with its own instantiation of
the environment, whose transition dynamics and reward functions need
not coincide. Despite this inherent heterogeneity, the bulk of theoretical
and algorithmic work in FedRL has continued to assume a shared MDP
across all agents.

Indeed, the predominant line of research has tackled communica-
tion efficiency under the homogeneous-MDP assumption, where clients
perform multiple local updates before synchronizing. Representative ex-
amples include federated TD learning with linear function approximation
[110–112], off-policy TD methods [110], and federated Q-learning [110],
as well as extensions that address behavior-policy heterogeneity [118].
While these contributions yield significant improvements in sample and
communication efficiency, their convergence guarantees rely critically on
all agents solving the same MDP.

Only very recently have a few works begun to tackle FedRL in hetero-
geneous environments. Jin et al. [119] establish asymptotic convergence
for tabular federated Q-learning when each client’s MDP differs, but do
not provide non-asymptotic rates. Xie et al. [120] analyze the limiting
behavior of distributed Q-learning under model mismatch, again without
finite-time guarantees. Zhang et al. [121] derive explicit finite-time
bounds for federated SARSA with linear function approximation, using
a worst-case total-variation bound to quantify heterogeneity in clients’
transition kernels. Wang et al. [122] prove convergence for federated TD
learning under Markovian sampling and periodic averaging, but their
analysis depends on function approximation, a multiplicative deviation
bound on dynamics, and a proof technique that does not directly extend
to the tabular setting.
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3. Scientific Approach

This chapter presents the methodological foundations underpinning the
research carried out in this thesis. It articulates the research philosophy,
approach, paradigm, strategies, techniques, and methodology adopted,
providing justifications for the choices made in light of the objectives
and nature of the work. Given the multi-faceted nature of the thesis
(spanning theoretical analyses, novel algorithm design, and empirical
validation), a hybrid methodological approach was deemed necessary.
Moreover, we describe our data sources and the preprocessing steps that
ensure transparency and reproducibility. Next, the empirical evaluation
framework defines key performance metrics and evaluation methods. The
fifth section on rigor addresses internal and external validity, reliability
protocols, and overall trustworthiness. Finally, we cover our ethical foun-
dations and responsibilities, from ethical data usage and environmental
impact to social accountability and open-science practices.

3.1 Methodological Approach
This section is organized around the five concentric layers of the research
onion proposed by Saunders et al. [123]. The outermost layer, the
research philosophy that underpins all subsequent choices, is discussed
in Subsection 3.1.1. Moving inward, the research approach adopted for
theory development and artifact design is detailed in Subsection 3.1.2,
followed by the research paradigm that frames our view of what consti-
tutes valid knowledge in Subsection 3.1.3. The next layer, Subsection
3.1.4, explains the integrated strategy that combines analytical proof,
design-science iteration, and controlled experimentation. Finally, the
innermost layer, which contains the concrete techniques for data genera-
tion, analysis, and interpretation, is presented in Subsection 3.1.5. In
this way, the chapter peels inward through all five layers, showing how
philosophical commitments cascade into practical methodological choices
for the research reported in this thesis.

Figure 3.1 presents an overview of our adapted research onion, high-
lighting the methodological layers selected and integrated in this thesis.
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Figure 3.1: Our research onion summarizing the methodological layers
adopted in this thesis.

3.1.1 Research Philosophy

The research philosophy denotes the set of beliefs and assumptions that
underpin how we conceive of, generate, and validate knowledge [123]. It
comprises two closely related dimensions:

• Ontology, assumptions about the nature of reality (what exists),
and

• Epistemology, assumptions about how we can know that reality
(what counts as valid knowledge) [124].

In this thesis, two complementary philosophical strands guide our
work. First, we embrace a positivist stance, grounding our results in for-
mal logic, mathematics, and objective measurement. Second, we temper
that with a post-positivist recognition that all models and measurements
are necessarily provisional and fallible when faced with complex, real-
world RL deployments.

Positivism

Positivism holds that the only authentic knowledge is that which is
“positively” verified through logical and mathematical proof or direct
empirical observation [125]. Its key ontological commitment is to an
objective reality, here, the mathematically defined MDPs and associated
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value-function operators. Its epistemology privileges formal deduction
(proofs of convergence rates and bias bounds) and quantification (sample-
complexity metrics and performance metrics).

In practice, the positivist thread of this work manifests as follows:

• Axiomatic formulation of MDPs and FL problems;

• Rigorous derivation of convergence theorems under clearly specified
assumptions (e.g., Lipschitz continuity, PL inequalities);

• Empirical measurement of performance metrics (e.g., sample com-
plexity, communication rounds) using controlled simulation envi-
ronments.

These choices align with the traditional scientific ideal of replicability
and neutrality; proofs and experiments can be independently checked
and are, in principle, theory-neutral.

Post-Positivism

While positivism seeks certainty through logical proof and measurement,
post-positivism acknowledges the limits of both our observations and our
models [126]. It concedes the following:

• All measurements are fallible; sampling noise, partial observabil-
ity, and simulator mismatches mean empirical results are always
approximate.

• All theories are conjectural; proofs require idealized assumptions
that real systems may only partially satisfy.

• Observers (researchers) bring their own interpretive frameworks
and priorities to the work.

In the context of RL, the post-positivist perspective reminds us of the
following:

• Real-world MDPs often violate stationarity or perfect observability.

• Federated settings introduce heterogeneity and non-i.i.d. noise that
cannot be captured fully by neat theoretical bounds.

• Our choice of simulators, hyperparameters, and performance met-
rics reflects pragmatic and value-laden decisions about what “good”
learning means in practice.

By acknowledging these limitations, we guard against over-claiming on
the generality of our proofs, and we motivate robustness checks (ablation
studies, sensitivity analyses, and cross-validation in diverse environments)
that probe the boundaries of our methods’ applicability.
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Why a Hybrid Stance?

The complexity of this thesis, spanning formal convergence analysis,
algorithm design, and large-scale simulation, demands both philosophical
strands. The positivist element provides the rigor needed to derive crisp,
quantitative insights into sample efficiency and communication trade-offs.
The post-positivist element keeps us grounded, reminding us to do the
following:

• State all assumptions transparently (e.g., data similarity bounds,
compression contraction factors).

• Validate theory with empirical stress tests that mimic real hetero-
geneity and noise.

• Report limitations and failure modes openly, to inform future
extensions and practical deployments.

This integration of positivist rigor with post-positivist humility produces
a research philosophy that is both robust (grounded in proof and measure-
ment) and responsible (attentive to the messiness of real applications).

3.1.2 Research Approach

The choice of research approach determines how knowledge claims are
developed, tested, and refined [123]. In this thesis, we blend two comple-
mentary logics of inquiry, deduction and abduction, to align the diverse
components of our work. Deduction underpins our mathematical analy-
ses, ensuring that the convergence theorems follow inexorably from stated
assumptions. Abduction guides the creative leaps involved in artifact
design, allowing us to propose and iteratively refine novel algorithmic
structures that address observed shortcomings in existing methods.

Deductive Approach

Definition and rationale. A deductive approach proceeds from gen-
eral premises to specific conclusions. In the context of this thesis, we
begin with clearly articulated axioms and modeling assumptions, such as
Lipschitz smoothness, PL inequalities, and the contraction properties of
compression operators, and derive precise statements about algorithmic
behavior [127]. The validity of each inference is guaranteed by formal
logic, so that if the premises hold, the conclusions (e.g., “Algorithm X
converges at rate O(1/T ) to within error ε”) are necessarily true.
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Application in theoretical analyses.

• Convergence proofs. In Papers III–VI, we employ a strictly deduc-
tive methodology to prove non-asymptotic bounds. We postulate
general “descent inequalities” (e.g., Lemma 1 in Paper III) and, by
a sequence of algebraic manipulations and telescoping arguments,
arrive at explicit convergence rates (e.g., for parallel momentum
methods under various biases).

• Parameter sensitivity. The deductive framework also allows us to
trace how performance depends on the hyperparameters, step size,
momentum factor, and compression contraction parameter, and
thus to derive theoretically grounded guidelines for their selection.

• Assumption hierarchy. By systematically relaxing or strengthening
axioms, we can deduce which conditions are truly necessary for
convergence. For example, Paper V demonstrates that step-size
choices no longer need to depend on data similarity bounds, while
Paper VI shows that the Bellman-operator contraction alone is
already sufficient for linear rates in FedTD(0).

Strengths and limitations. Deduction confers analytic rigor and
clarity: readers can verify each logical step and understand exactly which
premises underpin each result. However, it relies on the realism of the
premises: if real-world systems deviate materially from the mathematical
idealizations, the theorems may lose direct applicability. Hence, deduc-
tive work must be complemented by empirical validation to confirm its
practical relevance.

Abductive Elements

Definition and rationale. Abduction, as originally characterized by
Charles Peirce [128], is the form of reasoning that generates plausible
explanations for surprising observations. It lies between induction (gen-
eralizing from data) and deduction (deriving consequences from axioms):
abduction proposes a candidate hypothesis that, if true, would account
for observed anomalies.

Application in artifact design. In Papers I, II, IV, and VI, we
encountered empirical and conceptual “anomalies” in standard RL and
FedRL algorithms, such as protracted cold-start exploration, unexplained
performance degradation under biased compression, or failure under en-
vironment heterogeneity. Guided by abductive reasoning, we formulated
novel algorithmic artifacts whose key features are designed to resolve
those anomalies:
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• TA-Explore. The sluggish initial exploration of tabular and deep
RL agents suggested the need for an inductively constructed “cur-
riculum” module (Paper I). We hypothesized that interleaving
auxiliary goals with the main reward would accelerate cold-start
learning. This abductive leap inspired the curriculum scheduler
design, which was then evaluated and refined.

• Pseudo-label surrogates. Noting that real-world domains often in-
clude imperfect controllers or heuristics, we abductively conjectured
that these could serve as soft targets within actor–critic updates.
The resulting quadratic surrogate loss (Paper II) emerged as a
hypothesis that could explain and enhance sample efficiency when
integrated into standard policy-gradient algorithms.

• CompFedRL and FedTD under model mismatch. Observing prior
FL and distributed RL schemes’ brittleness under compression
and heterogeneity, we hypothesized specific aggregation and error-
feedback mechanisms that would mitigate bias. The CompFedRL
architecture (Paper IV) and the specialized value-averaging proto-
cols (Paper VI) represent abductions: their design was anchored
in a desire to reconcile communication efficiency with theoretical
robustness.

Iterative refinement and inductive feedback. Each abductive
proposal was subjected to iterative evaluation:

1. Prototype implementation. We coded minimal working versions of
each artifact.

2. Exploratory experiments. We collected learning curves, bias esti-
mates, and communication logs to test whether the artifact indeed
resolved the target anomaly.

3. Theory integration. Successes and failures from these experiments
fed inductively into new theoretical questions, e.g., “Under what
assumptions does error-feedback compression provably restore con-
vergence?”, thereby enabling further deductive analysis.

4. Design revision. Unanticipated failure modes (e.g., sensitivity to
hyperparameter decay schedules) prompted refinements: annealing
functions were adjusted, surrogate weights re-scaled, and aggrega-
tion intervals re-tuned.

Strengths and limitations. Abduction fosters creative, problem-
driven leaps essential for artifact innovation. It embraces the messiness
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of practice; observations of poor empirical behavior become the seed
for new algorithmic structures. However, abductive hypotheses require
rigorous testing: without subsequent deductive proof or systematic ex-
perimentation, they risk remaining unsubstantiated conjectures.

Synergy of Deduction and Abduction

The interplay of deductive and abductive reasoning is the methodological
engine of this thesis. Abductive insights generate the artifacts whose
behavior we then subject to deductive analysis; deductive results, in turn,
inform and constrain further abductive design. This dialectic ensures that
our contributions are both innovative, grounded in the real challenges of
RL and FL, and rigorous, anchored in mathematically sound guarantees.

3.1.3 Research Paradigm

A research paradigm is a constellation of beliefs and practices that defines
the nature of reality (ontology), the form of knowledge (epistemology),
and the appropriate methods for inquiry (methodology) in a given field
of study [129; 130]. In this thesis, we operate predominantly within
a quantitative paradigm, complemented by a minor element of mixed-
methods pragmatism to ensure that theoretical deductions are fully
grounded in empirical observation.

Quantitative Paradigm

The quantitative paradigm presumes that phenomena of interest, here,
the behavior of RL and FL algorithms, can be measured numerically,
modeled mathematically, and subjected to statistical and logical analysis
[125]. Its core tenets include the following:

• Objective measurement. Algorithmic performance (e.g., sam-
ple complexity, convergence rate, communication overhead) is ex-
pressed in precise metrics that admit comparison across experimen-
tal runs.

• Hypothesis testing. Deductive proofs generate hypotheses (e.g.,
“CompFedRL converges linearly under BiasedComp with rate ρ”),
which are then validated through controlled simulation studies.

• Generalizability. Findings are intended to hold beyond specific
codebases or random seeds; theoretical bounds articulate perfor-
mance guarantees for broad classes of problems and hyperparameter
settings.
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• Replicability. All experiments follow a standardized protocol
(fixed random seeds, common benchmark suites, open-source imple-
mentations) so that independent researchers can reproduce results
with minimal ambiguity.

These principles align naturally with the post-positivist stance (Sub-
section 3.1.1) and the deductive research approach (Subsection 3.1.2).
By quantifying every aspect of algorithmic behavior, we minimize inter-
pretive drift and situate our contributions within the rigorously testable
domain of computational science.

Mixed-Methods Considerations

While the core of this work is quantitative, the complexity of real-world
RL deployments (and the iterative, abductive design of novel artifacts)
occasionally calls for qualitative or exploratory insights:

• Algorithmic debugging. Early prototypes of TA-Explore and
CompFedRL were evaluated through informal case studies and the
visual inspection of learning-curve anomalies, guiding subsequent
formal experiments.

• Hyperparameter sensitivity. Preliminary workshops with do-
main experts informed our choice of realistic compression ratios
and federated aggregation frequencies.

These elements introduce a pragmatic “mixed-methods” flavor, where
qualitative observations seed abductive hypotheses, which are then for-
malized and tested quantitatively [131]. Nonetheless, all final claims
in this thesis are substantiated primarily via numerical measurement,
(partially) formal proof, and empirical evaluation, in keeping with the
overarching quantitative paradigm.

Rejection of Purely Qualitative Paradigms

Alternative paradigms (such as phenomenology or grounded theory)
emphasize a rich, contextualized understanding of social or human phe-
nomena through interviews, observations, and thematic coding [132].
While invaluable in domains like human–computer interaction or AI
ethics, such approaches lie outside the scope of the present work, which
is centered on algorithmic performance and theoretical guarantees. By
clearly articulating this boundary, we ensure conceptual coherence and
methodological focus.
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3.1.4 Research Strategy

A research strategy specifies the overall plan for how one will go about
answering the RQs and achieving the aims of the study [123; 125]. Given
the tripartite nature of this thesis, comprising theoretical analysis, artifact
design, and empirical validation, we adopt a composite strategy that
draws on three complementary strands: an analytical strategy for formal
proofs, a design-science strategy for algorithmic innovation, and an
experimental strategy for quantitative evaluation. Each strand is chosen
to align with the specific epistemological and methodological requirements
of the corresponding research activity.

Analytical Strategy

Definition. An analytical strategy centers on deductive reasoning:
starting from clearly stated axioms or assumptions, one derives lemmas
and theorems that characterize the behavior of algorithms under idealized
conditions [127; 133].

Purpose. We employ this strategy to establish convergence guaran-
tees, bias-and-variance bounds, and rate-of-decay results for RL and FL
algorithms (Papers III–VI). By proving these properties in a mathe-
matically rigorous framework, we ensure that the artifacts we design rest
on solid theoretical foundations.

Key steps.

1. Axiom specification. We articulate precise regularity conditions
on objective functions (e.g., Lipschitz continuity, PL condition),
compression operators (e.g., contraction factors), and data hetero-
geneity measures.

2. Lemma formulation. Building block inequalities, such as one-step
descent lemmas for biased updates or aggregation drift for federated
schemes, are proved individually.

3. Theorem derivation. Lemmas are composed via telescoping argu-
ments or induction to yield global, non-asymptotic bounds on error
quantities (e.g., O(1/T ) or O(ρT ) convergence).

4. Parameter sensitivity. We analyze how algorithmic choices (step
size, momentum coefficient, number of agents) influence the theo-
retical rates, thus guiding practical hyperparameter tuning.

This strategy follows the tradition of theoretical research in applied
mathematics and control systems, where formal models are analyzed by
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logic and induction to reveal fundamental limits and guiding design prin-
ciples [134]. Classic treatments of this style can be found in optimization
theory [127] and MDP [8]. Recent examples in RL include [46] for TD
analysis and [43] for federated convergence.

Design-Science Strategy

Definition. Design science research (DSR) is a methodology for creat-
ing and evaluating novel artifacts intended to solve practical problems,
iterating between build and test cycles [135–138].

Purpose. We leverage the DSR paradigm to conceptualize, implement,
and refine new algorithms, including TA-Explore (Paper I), Accelerated
Actor–Critic (Paper II), CompFedRL (Paper IV), and FedTD(0) under
model mismatch (Paper VI), that address specific bottlenecks in sample
efficiency, communication efficiency, and robustness.

Key steps.

1. Problem diagnosis. Precisely identify a gap or concrete bottlenecks
(e.g., cold starts caused by sparse or compositionally complex
rewards, biased compression, or cross-agent model mismatch) and
express them formally.

2. Artifact conception. Propose a concrete algorithmic module or
framework, drawing on domain analogies (e.g., auxiliary-goal sched-
ulers, pseudo-label surrogates, compressed update protocols).

3. Prototyping. Implement initial versions in modular code, ensuring
reproducibility and configurability.

4. Iterative refinement. Perform rapid “micro-experiments” (e.g.,
n-state random walks) to uncover stability issues or parameter sen-
sitivities, and then adjust design elements (e.g., annealing schedules,
error-feedback loops).

5. Documentation of design choices. Record the rationale behind each
architectural decision (such as network synchronization intervals,
decay rates, compression ratios) to enable reproducibility.

This algorithmic design strategy ensures that each artifact is both
innovative and implementable, bridging the gap between abstract theory
and practical application. The seminal description of design science in
information systems is provided by [135], with process models in [136].
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Experimental Strategy

Definition. An experimental strategy in quantitative research entails
rigorous, controlled trials that measure the impact of one or more in-
dependent variables on key performance metrics, under reproducible
conditions [139].

Purpose. We adopt this strategy to validate both the practicality of
our artifacts and the fidelity of our theoretical predictions. Controlled
simulations quantify sample complexity, communication overhead, and
learning stability across diverse environments.

Key steps.

1. Benchmark selection. Choose representative tasks that isolate the
phenomena of interest and probe each algorithm’s strengths and
limitations, from simple tabular MDPs for cold-start exploration to
high-dimensional continuous-control benchmarks for Actor–Critic
acceleration and federated grid worlds for CompFedRL.

2. Metric definition. Define clear quantitative measures such as the
episodes-to-threshold, total bytes transmitted, and mean squared
value-error.

3. Experimental protocol. For each method and baseline, run multiple
independent trials (fixed seeds), isolate one variable at a time (e.g.,
compression ratio, number of agents), and collect learning curves
and communication statistics.

4. Ablation studies. Remove or vary key components (e.g., error
feedback, pseudo-label term) to attribute observed gains to each
design element.

5. Visualization and interpretation. Plot learning curves, bar charts,
and heatmaps to reveal trends, convergence behavior, and parame-
ter sensitivities.

By adhering to this rigorous empirical protocol, we ensure that our
artifacts not only satisfy theoretical desiderata but also deliver measurable
benefits in practice. Best practices for experimental design in software
engineering and ML are surveyed in [140–145].

Alignment of Strategies

Each strategy plays a distinct but interlocking role:

45



• The analytical strand ensures that artifacts meet provable perfor-
mance guarantees.

• The design-science strand drives the creative invention and iterative
improvement of new algorithms.

• The experimental strand confirms that both theory and artifacts
hold under realistic simulation conditions.

By weaving these strategies together, we achieve a research methodology
that is simultaneously rigorous, innovative, and empirically grounded.

3.1.5 Research Techniques

Research techniques are the concrete methods and procedures by which
data are generated, analyzed, and interpreted in order to answer the
RQs and test the hypotheses of the study [123; 125]. The thesis draws
on a tightly integrated set of concrete procedures that operationalize
the broader strategies outlined earlier. At the theoretical end of the
spectrum, results are established through classical mathematical proof :
starting from clearly stated assumptions on smoothness, contraction
parameters, or PL conditions, lemmas are proved (e.g., one-step descent,
error-accumulation bounds) and then chained into global convergence
and bias bounds in the spirit of [8; 127]. These deductive arguments
form the backbone of Papers III–VI and ensure that all claims rest on
logically sound foundations.

Turning abstract ideas into executable artifacts requires systematic
prototyping. All algorithms, including TA-Explore (Paper I), Acceler-
ated Actor–Critic (Paper II), CompFedRL (Paper IV), and FedTD(0)
under model mismatch (Paper VI), are implemented in a shared, version-
controlled Python codebase that builds on PyTorch and OpenAI Gym
for automatic differentiation and environment handling [47; 146; 147].
A modular design allows each component to be swapped or ablated
without altering the rest of the stack, greatly simplifying replication and
extension.

With code in place, hypotheses are examined through carefully
scripted simulation campaigns. Synthetic or benchmark environments
(e.g., random-walk MDPs for proof of concept, OpenAI Gym continuous
control for DRL acceleration, federated grid worlds for compressed aggre-
gation) are chosen so that key variables, including the exploration sched-
ule, compression ratio, number of agents, and degree of model mismatch,
can be varied independently and their effects on dependent measures
(e.g., sample complexity, communication cost) can be observed, following
the best practice for numerical experimentation in computational science
[134]. Each configuration is rerun under multiple random seeds under
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fixed protocols to separate the algorithmic signal from stochastic noise.
This technique provides the inductive evidence underpinning our artifact
evaluations (Papers I–VI).

Finally, raw traces are distilled into numerical summaries and visual-
izations (Papers I–VI). Learning curves, communication profiles, and
error trajectories are aggregated as means with shaded standard-deviation
bands; headline metrics such as the episodes-to-threshold or bytes per
convergent round are discussed alongside the underlying data to pro-
vide context. These straightforward descriptive statistics, recommended
in empirical-methods guides such as [125], make performance trends
immediately apparent without relying on heavy inferential machinery.

Taken together, formal proof for idealized behavior, clean prototyping
for reproducible execution, controlled simulation for empirical stress
testing, and transparent summarization for interpretation ensure that
every contribution in the thesis is simultaneously rigorous, executable,
and evidence-driven.

3.2 Research Methodology Frameworks
This thesis synthesizes three complementary methodological frameworks,
each underpinning one of the research strategies laid out in Subsec-
tion 3.1.4.

3.2.1 Mathematical Research Methodology

This provides the deductive, axiomatic foundation for our analytical
strategy (Subsection 3.1.4). Through formal definitions, lemmas, and
theorems, we establish convergence rates, bias bounds, and other theo-
retical guarantees under precisely stated assumptions (Papers III–VI).

3.2.2 Design Science Research Methodology

This structures our algorithm design and development strategy (a.k.a.
design-science strategy) (Subsection 3.1.4). The build–evaluate–revise
cycle of the design science research methodology (DSRM) guides the
creation of novel artifacts (Papers I, II, IV, and VI), ensuring each
design decision is driven by identified research objectives and validated
in practice.

3.2.3 ML Experimentation Framework

This underlies our experimental strategy (Subsection 3.1.4). By follow-
ing best practices, task and baseline selection, hyperparameter tuning,
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systematic ablations, and clear performance metrics, we ensure our em-
pirical studies are reproducible, interpretable, and directly comparable
to existing work.

3.2.4 Integrated, Iterative Methodological Framework

The three frameworks interlock in a continuous loop, as illustrated in
Figure 3.2, as follows:

Mathematical Research
Methodology
- Define assumptions & objectives
- Derive lemmas/theorems
- Establish rates & bias bounds

Design Science Research
Methodology
- Artifact design & prototyping
- Parameterization from theory
- Implementation & iteration

ML Experimentation
Framework
- Micro-experiments & ablations
- Learning/return & error curves
- Analyze stability & efficiency

inspires

yields

feedback

Figure 3.2: An integrated methodological cycle: theoretical analysis via
the Mathematical Research Methodology informs artifact design via DSR,
implementations are empirically validated through the ML Experimentation
Framework, and the results feed back to refine the theory.

1. Analytical insights (e.g., allowable step-size regimes, bias–variance
trade-offs) suggest new artifact parameters or architectures.

2. Design artifacts (e.g., new exploration curricula or compression
protocols) embody those insights and are implemented.

3. Experimental results confirm, refine, or refute the theoretical pre-
dictions, revealing practical considerations (e.g., sensitivity to hy-
perparameters, emergent instabilities).

4. Refinement flows back into the analytical layer (amended assump-
tions, tighter lemmas), driving the next iteration of artifact design.

This integrated framework guarantees that no strand (mathematical
rigor, artifact innovation, or empirical validation) operates in isolation;
instead, each continually informs and strengthens the others.

It is worth contrasting this integrated design with more narrowly
scoped methodological traditions in RL research. Purely theoretical stud-
ies (e.g., those focusing exclusively on convergence analysis) offer strong
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guarantees but often lack empirical grounding, while simulation-only ap-
proaches may achieve high empirical performance without formal insight
or generalizability. Unlike such single-strand methodologies, this thesis de-
liberately integrates analytical, design-science, and experimental strands
to ensure that theoretical assumptions are continually stress-tested in
practice, and that empirical findings, in turn, refine the theoretical mod-
els. This comparative stance underlines the value of methodological
pluralism in advancing both rigor and applicability within RL research.

Table 3.1 provides a consolidated view of how each major strand of
the thesis (theory, design, experimentation) maps onto its corresponding
methodological framework and purpose.

Table 3.1: Mapping thesis components to research frameworks

Thesis Compo-
nent

Framework Primary Purpose

Theoretical analy-
ses; Papers III–
VI

Mathematical Re-
search Methodol-
ogy

Formulate precise assumptions, de-
rive lemmas and theorems, and es-
tablish convergence/bias bounds
rigorously.

Algorithm design;
Papers I, II, IV,
VI

DSRM Invent, prototype, and refine new
RL and FedRL artifacts in a struc-
tured build–evaluate–revise cycle.

Empirical valida-
tion; Papers I–
VI

ML Experimenta-
tion Framework

Systematically measure sample ef-
ficiency, communication cost, and
performance across benchmarks,
baselines, and ablations.

Limitations of the Integrated Framework

While this tripartite methodology ensures both rigor and relevance, we
note several limitations:

• Theoretical assumption gaps. Mathematical proofs rely on idealized
conditions (smoothness, contraction factors) that may not hold
in all real-world RL settings, limiting direct applicability without
further robustness analysis.

• Artifact generalizability. DSR produces domain-specific solutions.
Artifacts optimized for benchmark tasks may require nontrivial
adaptation for entirely different environments or application do-
mains.

• Empirical reproducibility. Despite careful experimental design, DRL
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is sensitive to random seeds, hardware variability, and simulator
versions.

• Resource constraints. The iterative cycle demands substantial
computational and development effort, balancing proof derivations,
artifact coding, and large-scale experiments, potentially limiting
extension to very large-scale or time-constrained projects.

By making these limitations explicit, we both qualify the scope of
our contributions and highlight avenues for future work in strengthening
theoretical robustness, broadening artifact applicability, and enhancing
experimental reproducibility.

Beyond these technical considerations, several practical trade-offs
accompany the integrated methodology adopted in this thesis. First,
the tripartite framework is resource-intensive: maintaining synchronized
cycles of theoretical analysis, artifact design, and empirical evaluation
demands substantial time, computational resources, and interdisciplinary
coordination. Such depth of iteration is feasible in an academic re-
search setting but may require simplification or parallelization for in-
dustrial or large-scale deployments. Second, generalizability must be
approached cautiously. While the methodology scales conceptually to
other domains, such as real-world robotics, the practical adaptation
of the build–evaluate–revise cycle may face domain-specific constraints,
including hardware heterogeneity, limited simulator fidelity, and stricter
real-time requirements. Recognizing these trade-offs clarifies that the cho-
sen methodology prioritizes analytical completeness and cross-validation
over absolute efficiency, a design decision aligned with the exploratory
nature of this research.

3.3 Data Sources
All empirical work in this thesis relies on publicly available or easily
reproducible environments; no proprietary or sensitive data are used.
Below, we detail the data sources, any environment-specific noise models
or partitions, and the preprocessing applied for each of the six constituent
papers.

Random-Walk MDP (Paper I). This is a classic n-state random-
walk chain [148], with sparse terminal rewards at the far ends. We vary
n ∈ {5, 33} to probe both small and moderate chain lengths.

Data-Center Cooling Simulator (Paper I). This is the benchmark
from Recht et al. [23]: a deterministic, continuous-state MDP modeling
temperature control in an energy-constrained data center.
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Continuous-Control Gym Tasks (Paper II). These are five
standard control tasks drawn from the OpenAI Gym benchmark
suite [47]: CartPole-v1, BipedalWalker-v3, LunarLanderContinuous-v2,
MountainCarContinuous-v0, and Pendulum-v1. We introduce a modified
version of CartPole-v1, called CartPoleContinuous-v1, in which the
action space is continuous (ranging from -1 to 1) rather than discrete.
All other environments are used exactly as defined in [47], with no
changes to their dynamics or reward functions.

MNIST & FashionMNIST (Papers III & V).

• Origin & size. Each of the datasets MNIST [48] and FashionMNIST
[49] comprises 60 000 training and 10 000 test 28×28 grayscale
images across ten classes.

• Federated splits (Paper V).

– IID. Each worker receives an equal-sized, uniformly class-
balanced partition.

– Non-IID2. Each worker holds samples from exactly two
randomly assigned classes.

– Non-IID1. Each worker holds samples from exactly one
class.

Validation of Theoretical Bias–Variance Trade-off (Paper III).
We evaluate the alignment of our convergence bounds for SGD with
momentum (SGDM) under biased gradients by introducing controlled
bias and noise, following the methodology in [149].

Grid-World Environments (Papers IV & VI).

• Noisy Grid-World (Paper IV). Five variants of a basic 2D Grid-
World [46] (e.g., 8×8 or 10×10 layouts) with walls, empty cells,
and a single goal are used. Transition noise is added via a clipped
Gaussian:

P̃ (s′ | s,a) = clip
{

P (s′ | s,a)+ ϵ ;−0.5,0.5
}
, ϵ∼N(0,0.5).

• Synthetic Tabular Mismatch MDPs (Paper VI). These are ran-
domly generated, tabular MDPs with 10 states and binary actions,
inspired by [150]. Each agent’s transition kernel is a ∆-perturbation
of the ground-truth chain. Rewards are bounded in [0,1].
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3.4 Empirical Evaluation
In the empirical component of this thesis, we assess algorithmic perfor-
mance along multiple complementary dimensions. This section defines
the core performance metrics, describes the evaluation methods used to
generate and visualize results, and lists the comparison methods (baselines
and ablations) employed to isolate the impact of each methodological
innovation.

The selection of metrics and evaluation procedures follows established
conventions in contemporary RL and FL research. The chosen measures
are consistent with community standards for assessing efficiency, stability,
and scalability. At the same time, the evaluation framework extends
these norms by emphasizing communication efficiency and robustness
under heterogeneous conditions, reflecting the specific focus of this thesis.

3.4.1 Performance Metrics

We organize our empirical measures into four broad categories.

Accuracy.

• Definition: for classification tasks (e.g., MNIST), the fraction of
correctly predicted labels on a held-out test set.

• Rationale: standard supervised-learning measure for Papers III
& VI.

• Calculation: compute the test accuracy after each global aggrega-
tion (federated case) or epoch (centralized case).

Return / error curves.

• Definition: the agent’s average return (or value-function error)
plotted against training progress (steps or episodes).

• Rationale: visualizes learning dynamics, convergence speed, stabil-
ity, and final performance.

• Calculation: we plot mean ± standard error over multiple seeds
(typically 5–10) every fixed interval (e.g., every 100 steps). This
characterizes variability and robustness across runs [151].

Communication cost.

• Definition: the total number of floating-point values (or bytes)
transmitted between agents and/or a server in federated settings.
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• Rationale: quantifies bandwidth requirements; critical for on-device
or resource-constrained deployments.

• Calculation: for each communication round, multiply the model-
update dimension by the number of machines involved, summed
across training.

Sample complexity.

• Definition: the number of environment interactions (steps or
episodes) required for an agent to reach a prespecified performance
threshold (e.g., 90% of the asymptotic return).

• Rationale: a direct measure of learning speed; lower sample com-
plexity indicates more data-efficient algorithms.

• Calculation: we record the first time t (in steps or episodes) that
the smoothed return curve exceeds the threshold for a fixed number
of subsequent evaluations.

3.4.2 Evaluation Methods

Our methodological rigor relies on consistent, transparent evaluation
protocols.

Holdout test. In supervised experiments on MNIST and FashionM-
NIST (Papers III & V), we leverage the predefined 60,000/10,000
train/test split provided by the datasets. No separate validation set is
carved from the official test partition; instead, we perform hyperparam-
eter tuning via cross-validation on the 60,000-sample training set and
report final accuracy on the untouched 10,000-sample test set, ensuring
a fully held-out evaluation.

Learning curves. In sequential decision-making tasks (Papers I, II,
IV & VI), we plot the agent’s performance, either cumulative return
or prediction error, against the number of environment interactions
(steps or episodes) or communications rounds (counts or bits). To reduce
stochastic noise, in cases explicitly noted in each paper, we smooth curves
with a moving-average window (e.g., 10 episodes) and overlay the mean
± standard-error envelope across random seeds.

In supervised classification experiments (Papers III & V), we
similarly track two curves over training epochs:

• Training loss curve. This is the average cross-entropy loss computed
on each mini-batch.
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• Test accuracy curve. The classification accuracy is measured on
the held-out 10,000-sample test set after each epoch.

Parameter sensitivity sweeps. Key hyperparameters (step size,
momentum coefficient, compression sparsity, and annealing rate) are
explored via coarse-to-fine grid searches. For each setting, we report both
best-case and average performance to illustrate the trade-off between
optimality and robustness.

3.4.3 Comparison Methods

To isolate the contributions of our proposed techniques, we compare
them against the following.

Established baselines. These include standard algorithms such as
vanilla TD(0) and Q-learning (and their federated variants), PPO, DDPG,
TD3, SAC, FedAvg, FedProx, EF-FedAvg, error-feedback FedProx (EF-
FedProx), and SGD implemented with default hyperparameters drawn
from published literature [38; 75–78; 148; 152].

Ablation & sensitivity studies. We systematically disable or vary
one component at a time to quantify its impact:

• Auxiliary goal & pseudo-labeling. Remove the auxiliary-goal shaping
(Paper I) or pseudo-label loss term (Paper II) to measure gains
in sample efficiency.

• Annealing schedule variants. Compare linear vs. exponential mixing
schedules for weighting auxiliary vs. main objectives (Papers I &
II).

• Compression sparsity levels. In federated compression, sweep the
fraction of transmitted parameters (e.g., top-K from 0.1% up to
100%) to trace the bandwidth–performance trade-off (Papers III
& IV).

• Data/environment heterogeneity. For federated experiments under
non-IID conditions, we either (i) introduce perturbations of ∆ in
the transition kernels to assess resilience to heterogeneity (Paper
VI), or (ii) employ the alternative data splits detailed in Section
3.3 (Paper V).

All comparisons use the same evaluation protocols (learning-curve
plotting, seeds, and smoothing) to ensure fairness.
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3.5 Rigor of the Study
Rigor in research refers to the systematic strengthening of a study’s
design, execution, and reporting to ensure that its findings are credible,
reproducible, and generalizable [139]. We organize our discussion around
four classic dimensions: internal validity, external validity, reliability, and
trustworthiness.

3.5.1 Internal Validity

Internal validity gauges the degree to which observed effects can be
attributed to our interventions (e.g., algorithmic innovations) rather than
confounding factors [153]. To bolster internal validity, we adopt the
following practices:

• Controlled experimentation. Each experiment is designed as a “one-
factor-at-a-time” comparison. When evaluating, for instance, a new
annealing schedule or compression ratio, all other hyperparameters
and environmental conditions remain fixed. This eliminates spuri-
ous attributions of performance differences to unintended variables.

• Randomization. We randomize seeds at model initialization, data
splits (where applicable), and simulator resets. This ensures that
order or partitioning artifacts do not skew results and that perfor-
mance gains are robust to different random draws.

• Deterministic software stack. We fix library versions (e.g., PyTorch
1.12.0, Gym 0.21.0) and record environment hashes. All random
seeds (across the CPU, GPU, and simulator) are logged to guarantee
bit-level reproducibility.

3.5.2 External Validity

External validity concerns the generalizability of our findings beyond
the specific benchmarks and settings used [153]. We strengthen external
validity through the following:

• Diverse benchmark suite. Our empirical evaluation spans tabu-
lar MDPs (random walks, grid worlds), continuous-control tasks
(CartPoleContinuous, BipedalWalker, LunarLander, etc.), and fed-
erated learning scenarios (MNIST/FashionMNIST splits, synthetic
mismatch MDPs). Success across this varied suite suggests broad
applicability.

• Scenario variations. We systematically inject noise (e.g., Gaussian
perturbations in grid-world transitions) and heterogeneity (IID
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vs. non-IID federated splits) to mimic real-world irregularities.
Algorithms that maintain performance under these stress tests are
more likely to transfer to practical deployments.

• Detailed protocol publication. We publish exhaustive methodological
details, including environment versions, hyperparameter ranges,
and file paths, so that other researchers can replicate and extend
our work to new domains.

3.5.3 Reliability

Reliability reflects the consistency of findings under repeated trials and
slight variations in conditions [154]. Our measures include the following:

• Replicated trials. Every experimental condition is run for at least
five independent seeds. We report the mean performance along
with the standard error to convey variability.

• Code and data availability. All code, environment wrap-
pers, and logs are open-source and available at https:
//github.com/AliBeikmohammadi, ensuring that others can
reproduce our exact setup.

3.5.4 Trustworthiness

Trustworthiness encompasses ethical transparency, methodological open-
ness, and community engagement [155]. We foster trust through the
following:

• Ethical data usage. We use only publicly available simulators
and datasets; no proprietary or sensitive data are involved (see
Subsection 3.6.1).

• Transparent reporting. We adhere to the Machine Learning Repro-
ducibility Checklist [156], disclosing compute budgets and hardware
details for all experiments.

• Peer review and open discussion. Each constituent paper has
undergone rigorous peer review.

• Ethical oversight. Although no human subjects are involved, we fol-
low self-imposed best practices for responsible AI and environmental
stewardship, such as using energy-efficient compute configurations
and ensuring all code and data remain open and accessible (see
Section 3.6).
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3.6 Ethical Foundations and Responsibilities
Building on our commitments to rigor (Section 3.5), this section outlines
the ethical considerations guiding our research, encompassing data ethics,
environmental stewardship, societal impact, and responsible scholarship.
We draw on established guidelines in AI ethics [157], European research
integrity [158], and human–social responsibility [159].

3.6.1 Ethical Data Usage

• Public benchmarks only. All experiments use publicly available
datasets and simulators (Section 3.3); no personal or proprietary
data are collected. This eliminates risks of privacy breaches and
obviates the need for data encryption or secure storage protocols.
We respect each dataset’s license terms and cite all sources.

• FAIR principles [158]. We publish our code, experimental configu-
rations, and processed data splits under open licenses, ensuring that
all artifacts are Findable, Accessible, Interoperable, and Reusable.

• Full transparency. Detailed preprocessing steps, random seeds, and
environment versions are documented to enable exact replication
of the results.

3.6.2 Environmental Responsibility

• Compute-efficient design. Early-stopping criteria, parallelized sim-
ulation, and cost-aware hyperparameter sweeps limit unnecessary
training runs.

• Algorithmic efficiency. Our focus on sample-efficient and
communication-constrained RL algorithms (e.g., TA-Explore,
CompFedRL) directly reduces the environmental footprint of
model development and deployment.

3.6.3 Human and Social Responsibility

• Safety enhancement. While our research does not directly tackle
safety certification or risk-mitigation protocols, improving sample
efficiency in RL algorithms indirectly contributes to safer and more
reliable autonomous systems by reducing the number of real-world
trials and associated hazards.

• Robustness to real-world variability. By evaluating under non-IID
splits and environment perturbations (Section 3.3), we ensure, as
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far as possible, that our methods maintain performance across
diverse deployment contexts.

• Interdisciplinary collaboration. We encourage reuse of our artifacts
in adjacent domains (e.g., control theory, cognitive science) by
providing well-documented codes and tutorials, fostering integrated
solutions to societal challenges.

3.6.4 Responsible Research and Publication

• Proper attribution. All prior works, datasets, and software libraries
are rigorously cited to acknowledge contributions and avoid plagia-
rism.

• Open peer scrutiny. We include complete proofs, hyperparameter
logs, and negative or inconclusive results (e.g., suboptimal an-
nealing schedules from ablation studies) in appendices or online
supplements to guard against publication bias.
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4. Summary of Papers

4.1 Results Overview

4.1.1 Recap of Aims and SQs

In Chapter 1, we defined three overarching aims (see Section 1.2) for this
thesis, each tied to an SQ (see Section 1.3):

• Aim 1 – Improve the sample efficiency of an RL agent.

– SQ 1. How, and to what extent, can curriculum-based explo-
ration or the online use of imperfect prior knowledge accelerate
learning for an RL agent?

• Aim 2 – Design communication-efficient federated meth-
ods.

– SQ 2. What accuracy–versus–bandwidth trade-offs are achiev-
able in federated settings when the communicated updates are
biased by sparsification or clipping, and how do these theoreti-
cal limits translate to a practical FedRL algorithm?

• Aim 3 – Establish federated methods under heterogeneity.

– SQ 3. What theoretical guarantees can be derived for fed-
erated optimization and collaborative value estimation when
participating agents collect data from heterogeneous sources
or dynamics?

4.1.2 Roadmap of Chapter 4

This chapter presents the core empirical and theoretical results, organized
by combined pairs of papers under each aim:

1. Section 4.2 (Aim 1 & SQ 1). Single-agent speedups via
curriculum-based exploration and online prior-knowledge infusion
(Papers I+II).

2. Section 4.3 (Aim 2 & SQ 2). Accuracy–bandwidth trade-off
analysis for compressed federated optimization and a practical
FedRL algorithm (Papers III+IV).
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3. Section 4.4 (Aim 3 & SQ 3). Convergence guarantees for
heterogeneous federated optimization and collaborative TD-value
estimation (Papers V+VI).

Each major section follows a uniform structure:

• Motivation: Contextualize the challenge and its practical impor-
tance.

• Study Design: Describe experimental or theoretical setups and key
metrics.

• Methods: Summarize the core algorithmic or analytical contribu-
tions.

• Main Findings: Highlight the principal results and their implica-
tions.

4.2 RL Agent Sample Efficiency
This section addresses Aim 1 of the thesis: to improve sample efficiency
in RL for single-agent settings, where learning from limited interactions
is a critical bottleneck. Specifically, we respond to SQ 1:

How, and to what extent, can curriculum-based exploration or
the online use of imperfect prior knowledge accelerate learning
for an RL agent?

To answer this question, we synthesize the findings of Paper I and
Paper II, with each paper proposing a different but complementary
strategy to guide learning: the former develops a goal-based curriculum
shaped by a teacher module, while the latter proposes a pseudo-labeling
scheme that injects imperfect priors online during training. Together,
these contributions offer concrete mechanisms to reduce environment
interaction requirements and accelerate convergence.

4.2.1 Motivation

RL has shown impressive success across a broad spectrum of domains,
from robotic manipulation and autonomous driving to game playing
and healthcare [11; 12; 18; 20; 21]. Despite this progress, a major
roadblock persists: the severe sample inefficiency of modern RL methods
[24; 25]. Agents typically require an enormous number of environment
interactions before converging to a useful policy. This limitation is
especially problematic in real-world scenarios, such as cyber-physical
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systems, medical decision-making, and energy-efficient control, where
each interaction may be costly, time-consuming, or unsafe [160; 161].

The problem is further compounded in environments where the reward
is either sparse or arises from a complex blend of factors, leaving the
agent with little or no informative feedback for long stretches and causing
protracted cold-start phases. Efficient exploration mechanisms, therefore,
become critical. Existing work in this area spans both single-environment
techniques, such as count-based exploration bonuses [26; 27], optimism
in the face of uncertainty [95], and curiosity-driven exploration [28; 29],
and multi-environment paradigms such as meta-learning [92], continual
learning [91], and curriculum learning [31].

One promising direction draws inspiration from human learning:
learners often begin with simpler, related subtasks that build toward the
main goal [162]. This motivates curriculum-based methods, where agents
are exposed to structured sequences of auxiliary goals. However, many
existing approaches rely on manually defined subgoals or distributions,
making them brittle and task-specific.

A second direction asks whether imperfect prior knowledge, such as
heuristic controllers based on linearizations or physical intuition, can be
exploited online. While traditional methods, such as imitation learning
[32] or offline pretraining, offer one route, they often require expert
trajectories and risk enforcing suboptimal behavior. An alternative is
to inject prior knowledge softly into the RL agent’s training process,
allowing it to benefit from early guidance without constraining long-term
performance. Nevertheless, principled frameworks for doing so remain
scarce.

The central hypothesis explored in this section is that structured
guidance during learning, either via curriculum-based auxiliary goals or
the online injection of imperfect priors, can significantly reduce sample
complexity without harming asymptotic performance. Papers I and II
tackle this from complementary directions to respond to Aim 1 and its
associated SQ 1.

The first study, presented in Paper I, introduces TA-Explore, a
framework that enables curriculum learning without requiring multiple
separate MDPs or predefined goal sequences. Instead, a teacher module
constructs a sequence of auxiliary goals that are gradually annealed
toward the primary objective. This allows the agent to solve a series of
related tasks with increasing difficulty, reducing the time-to-first-reward
in settings where feedback is either sparse or rooted in a complex blend
of factors.

The second study, detailed in Paper II, proposes a general mechanism
for incorporating prior knowledge into policy-gradient and actor–critic
methods. Specifically, it introduces a time-decaying quadratic surrogate
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that treats a heuristic controller as a soft pseudo-label. This surrogate
biases the actor updates early in training but vanishes over time, pre-
serving the asymptotic optimality of the learned policy. The method
is compatible with both on-policy and off-policy RL algorithms and
accelerates convergence across continuous-control tasks from the OpenAI
Gym benchmark suite [47].

Together, these contributions aim to answer SQ 1 by demonstrating
that RL sample efficiency can be substantially improved through carefully
structured guidance, whether in the form of auxiliary-goal curricula or
soft prior constraints, without sacrificing learning flexibility or final
performance.

4.2.2 Study Design

To evaluate the impact of structured guidance mechanisms on improving
sample efficiency in single-agent RL, Papers I and II conduct extensive
experimental studies across both synthetic and realistic environments.
The experiments are carefully designed to highlight the effectiveness
and generality of the proposed approaches in addressing Aim 1 and
answering SQ 1.

Paper I focuses on evaluating the proposed TA-Explore framework
in both tabular and DRL contexts. The first set of experiments uses a
generalized version of the classic Random Walk Markov reward process
(MRP) [46], in which agents receive sparse feedback only upon reaching
a designated terminal state. The simplicity of the setup allows a clear
interpretation of the exploration dynamics. Environments with 5 and
33 states are tested, and learning performance is assessed based on the
root mean square error (RMSE) between the learned and true value
functions. TD(0) learning [163] is used with a fixed step size, and value
functions from auxiliary tasks are transferred to subsequent tasks to
demonstrate sample reuse. Each configuration is repeated 100 times to
ensure statistical robustness.

To extend the findings to realistic settings, Paper I further applies
TA-Explore to a data center cooling problem modeled after constrained
optimal control [23]. The goal is to minimize control energy while
maintaining temperatures within safety bounds. The assistant reward
encourages constraint satisfaction, while the target reward incorporates
both energy minimization and a penalty for constraint violation. The
PPO algorithm [75] is used as the learning backbone, and transfer learning
is achieved via policy initialization across stages. The performance is
evaluated based on the convergence speed and final average return, with
experiments demonstrating consistent gains over the baseline PPO.

Paper II evaluates a complementary approach in which prior
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heuristic knowledge is integrated into the training process of DRL
agents. Experiments are conducted using continuous control tasks
from the OpenAI Gym suite [47], including BipedalWalker-v3,
LunarLanderContinuous-v2, MountainCarContinuous-v0, Pendulum-v1,
and a modified CartPoleContinuous-v1 (converted from its original
discrete version). The heuristics used for prior guidance are either taken
from a public repository [164] or constructed analytically, such as the
linear quadratic regulator (LQR) for CartPoleContinuous-v1.

Two state-of-the-art off-policy RL algorithms, SAC [78] and TD3
[77], are augmented with a decaying surrogate loss derived from heuristic
solutions, yielding Accelerated SAC and Accelerated TD3. The modified
methods are implemented in Stable Baselines3 [165], and hyperparameters
are initialized from the RL Baselines3 Zoo [166]. The performance is
averaged over five random seeds for each environment, and learning
curves are presented with shaded regions showing min-max bounds or
standard deviations. Additional ablation studies explore the sensitivity
of the proposed approach to key hyperparameters, including the decay
rate of the surrogate term and the access level to prior knowledge.

Overall, the experimental setup across both papers ensures method-
ological rigor and diverse task coverage, from tabular MDPs and con-
strained control to high-dimensional continuous environments. The
consistency of improvements across these varied settings provides strong
empirical support for the hypothesis that structured guidance improves
learning efficiency without degrading final policy performance.

4.2.3 Methods

This subsection presents the two methodological contributions that ad-
dress Aim 1 and the associated SQ 1, which asks how curriculum-based
exploration or the online use of imperfect prior knowledge can improve
the sample efficiency of single-agent RL.

TA-Explore framework (Paper I). Inspired by how humans tackle
complex tasks by mastering simpler subtasks first, the TA-Explore
framework introduces a principled mechanism for auxiliary-goal shaping
through reward blending. Rather than requiring a sequence of distinct
MDPs, TA-Explore defines a single MDP with a gradually changing
reward structure. Specifically, it augments the target reward RT with
an auxiliary reward RA, forming a composite reward at episode e:

Re(st,at,st+1) = β(e)RA(st,at,st+1)+(1−β(e))RT (st,at,st+1),

where β(e) ∈ [0,1] is a time-decaying schedule controlling the annealing
from auxiliary to target reward. This generates a series of increasingly
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target-focused tasks, implicitly defining a curriculum. Learning is unified
and continual, and knowledge is transferred across episodes via policy
or value function initialization, enabling sample-efficient training even
when external feedback is extremely sparse or derives from a complex
blend of reward factors.

TA-Explore is algorithm-agnostic and compatible with both tabular
and deep RL algorithms. Its key strength lies in simplicity: it avoids
explicit task engineering or subgoal design, requiring only a well-aligned
auxiliary reward and a suitable decay schedule for β(e) (e.g., exponential
or linear). As β(e)→ 0, the agent converges to the optimal policy of the
original MDP under RT . This framework was empirically validated on
both classical and real-world control problems, as discussed earlier.

Soft prior guidance via pseudo-labels (Paper II). While TA-
Explore shapes learning by structuring the environment, the second
contribution focuses on shaping the learning signal directly through prior
knowledge. Many real-world tasks admit heuristic controllers, based on
physical intuition, simplified dynamics, or legacy rules, that are imprecise
but informative. Instead of enforcing imitation, Paper II proposes to
use these heuristics to generate pseudo-labels â, which are injected into
the actor’s objective as soft constraints.

Given a stochastic or deterministic heuristic policy f(s), the pseudo-
label â is defined as a clipped, noise-augmented version of f(s) to ensure
exploration:

â = clip(F (s)+clip(c2N(µf ,1),am,aM ),am,aM ) ,

where F (s) is either f(s) or a noise sample from N(µf ,1) with probability
ϵ, am and aM are the upper and lower bands of permissible actions, and
µf := (am +aM )/2. This pseudo-label is then incorporated into the actor
objective as a quadratic penalty:

Jπ(θ) = E
[
Qπ(s,a)+ 1

2βe(a− â)2
]
,

where βe is a decaying coefficient that anneals the influence of the prior
knowledge. This formulation can be used with any policy-gradient or
actor–critic algorithm, including SAC [78] and TD3 [77]. It encourages
the policy to align with heuristic actions early in training, thus accelerat-
ing learning, while allowing it to diverge later as more accurate experience
accumulates.

Together, these two frameworks (TA-Explore and soft prior guidance)
offer complementary strategies for boosting sample efficiency. The for-
mer organizes the environment into an implicit curriculum, while the
latter enriches the learning signal with domain-informed regularization.

64



Both methods are lightweight, broadly compatible, and effective without
sacrificing asymptotic performance.

4.2.4 Main Findings

The experiments across Papers I and II provide compelling evidence
that curriculum-based exploration and the online use of imperfect prior
knowledge can substantially enhance sample efficiency in RL, directly
addressing SQ 1.

In Paper I, the proposed TA-Explore framework was first validated
in a simplified tabular setting using the Random Walk environment [46].
The agent’s goal was to learn a value function from sparse reward signals,
a process typically requiring many episodes due to the delayed feedback.
By introducing a well-aligned auxiliary reward and annealing the influence
of this reward through a decaying function β(e), the agent was able to
converge significantly faster. For example, in Random Walk with 33
states, TA-Explore nearly halved the number of episodes required to
achieve a low root mean square (RMS) error in value estimates compared
to a standard baseline (see Figure 1 in Paper I). Importantly, these
gains were consistent across different values of λ in the β(e) = β(0)λe

schedule.
The method’s scalability was demonstrated by applying TA-Explore

to a real-world optimal control task: temperature regulation in data cen-
ters under safety constraints [23]. In this setting, constraint satisfaction
was used as the auxiliary goal. By structuring the learning process to
prioritize safety early on and gradually shift toward energy minimization,
TA-Explore enabled PPO to converge significantly faster without any
additional tuning (see Figure 1 in Paper I). The policy transfer across
auxiliary tasks further contributed to the sample-efficiency gains, and the
agent outperformed the PPO baseline in terms of reward maximization
and stability.

In Paper II, the proposed soft injection of prior knowledge via
pseudo-labels was evaluated on five continuous-control tasks from the
OpenAI Gym benchmark [47] (see Figure 1 in Paper II). The heuristic
policies were either derived from linearization (e.g., via LQR for CartPole)
or taken from publicly available implementations [164]. By embedding
pseudo-labels into the actor’s objective and decaying their influence with
a schedule, both Accelerated SAC and Accelerated TD3 outperformed
their original versions in terms of convergence speed, sample efficiency,
and robustness (see Figure 3 and Figure 4 in Paper II).

Across all five environments, the modified algorithms converged faster
and exhibited less variance across seeds. Notably, even with rough
heuristics, the guidance was beneficial in the early training stages and
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did not hurt long-term performance. Ablation studies confirmed that the
method is relatively robust to hyperparameter choices, especially when
intermediate values of β0, ϵ, and noise scaling coefficients were used.

In summary, both contributions offer strong empirical support that
guided exploration, whether through reward shaping or soft prior con-
straints, can drastically improve the learning efficiency of single-agent RL
without compromising on asymptotic performance. Together, they pro-
vide complementary strategies to answer SQ 1 and advance the broader
goal of sample-efficient RL.

4.3 Communication-Efficient Federated Methods
This section addresses Aim 2 of the thesis: to design communication-
efficient methods for FedRL, where multiple agents learn cooperatively
without exchanging raw experience data. The key challenge lies in reduc-
ing communication costs without significantly degrading the performance
of the learned policies. We address this challenge through the following
specific question (SQ 2):

What accuracy-versus-bandwidth trade-offs are achievable in
federated settings when the communicated updates are biased
by sparsification or clipping, and how do these theoretical
limits translate to a practical FedRL algorithm?

We answer this question by synthesizing insights from Paper III
and Paper IV. Paper III develops worst-case convergence bounds
for parallel momentum methods under biased gradient estimators, a
setting that arises naturally when using compression or gradient clipping.
Though not limited to RL, this work provides a foundational understand-
ing of how bias impacts convergence in distributed settings. Paper IV
builds directly on these insights and proposes a communication-efficient
federated Q-learning algorithm that supports both biased and unbiased
compressors. It further provides finite-time convergence guarantees, es-
tablishing formal trade-offs between communication savings and learning
accuracy. Together, these contributions provide both the theoretical
and algorithmic foundations, and accompanying empirical validation, for
designing and analyzing communication-efficient FedRL methods.

4.3.1 Motivation

FedRL enables multiple agents to learn collaboratively while keeping
their local data private, a property that is vital in privacy-sensitive or
bandwidth-constrained domains such as healthcare, autonomous driving,
and distributed robotics [38; 122]. In FedRL, each agent independently
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collects environment interactions, performs local policy updates, and
periodically communicates with a central server to synchronize their
models. A key advantage of this setup is that raw trajectories are never
transmitted, preserving data locality and security.

However, as the number of agents and the dimensionality of the
models grow, communication becomes the dominant bottleneck. Each
agent must repeatedly upload large parameter or gradient vectors, leading
to significant overhead on constrained networks. These limitations can
critically delay learning or render federated solutions impractical for
real-time systems. A promising strategy to address this challenge is
to apply lossy compression, such as sparsification or quantization, to
the transmitted updates, thus reducing the bandwidth required per
communication round.

While communication-efficient learning has been extensively explored
in supervised and unsupervised settings [40; 41; 114], relatively little is
known about its impact in RL, particularly under the complexities of non-
stationary dynamics, delayed rewards, and heterogeneous agent behavior.
In FedRL, where each agent operates in its own (possibly non-identical)
environment, communication-efficient methods must carefully balance
compression against convergence speed and policy quality. Additionally,
many practical compression schemes, such as top-K sparsification or
sign-based quantization, introduce biased updates, which can destabilize
training if not properly accounted for.

The central hypothesis investigated in this section is that commu-
nication efficiency in FedRL can be achieved through carefully designed
compression schemes, both biased and unbiased, without sacrificing con-
vergence guarantees or policy accuracy. This requires new algorithmic
frameworks that integrate compression with federated updates, as well as
theoretical tools to analyze how compression affects learning dynamics
in multi-agent RL.

Papers III and IV address this challenge from complementary
perspectives. Paper III provides a general theoretical framework for
analyzing biased gradient estimators in distributed optimization, offering
convergence bounds for parallel momentum methods. While not specific
to RL, these results offer key insights into how update bias impacts
learning under compression and motivate algorithmic safeguards such as
error feedback.

Building on this, Paper IV introduces CompFedRL, a federated
Q-learning algorithm that explicitly supports both biased and unbiased
compression operators. The method combines local updates with periodic
aggregation and includes optional error-feedback mechanisms to correct
for biased compression. Through non-asymptotic convergence analysis,
the paper establishes formal bounds that quantify how compression and
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federated hyperparameters jointly affect learning accuracy and sample
complexity.

Together, these two contributions form a complete answer to
SQ 2 by establishing both theoretical and practical foundations for
communication-efficient FedRL. They demonstrate that substantial
communication savings can be achieved via sparsification and structured
aggregation without compromising policy performance, thus advancing
the feasibility of scalable, distributed RL systems.

4.3.2 Study Design

To investigate how communication-efficient mechanisms can support Fe-
dRL without sacrificing convergence speed or policy quality, Papers III
and IV provide both theoretical and empirical studies. The methodolo-
gies address Aim 2 and its guiding question, SQ 2, by first establishing
formal convergence bounds under biased gradient estimators and then
proposing a concrete algorithm for FedRL that integrates compression
within a provably efficient training pipeline.

Paper III lays the theoretical foundation by analyzing parallel
stochastic optimization methods under biased gradient estimation. These
biases naturally arise in practical scenarios where gradients are com-
pressed (e.g., via sparsification), clipped, or constructed through nested
optimization such as meta-learning. The study formalizes this through
a general stochastic momentum framework and derives non-asymptotic
convergence bounds under standard assumptions, including gradient
smoothness and PL conditions. A novel descent lemma is introduced,
and worst-case convergence rates are obtained for both general non-
convex and PL-structured objectives. The analysis quantifies the impact
of gradient bias and variance on convergence, enabling insight into the
accuracy-vs.-bias trade-offs inherent to compressed or clipped updates.

To validate these theoretical results, Paper III conducts two sets of
empirical evaluations. The first involves the distributed training of deep
neural networks (DNNs) on the MNIST [48] and FashionMNIST [49]
datasets under biased gradient updates. Two model architectures are used:
a fully connected neural network (FCNN) for MNIST and a ResNet-18
[167] for FashionMNIST, covering both simple and high-capacity models.
The evaluation compares standard SGD against momentum-based SGD
(SGDM) under various gradient compression techniques, namely top-K
sparsification (with multiple compression levels) and norm-based clipping
(with multiple thresholds). Metrics include the training loss, test accuracy,
and standard deviation across five random seeds, allowing the assessment
of both speed and robustness.

The second set of experiments focuses on validating the theoreti-
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cal convergence bounds via synthetic optimization tasks. A controlled
quadratic objective (as in [149]) is optimized under varying levels of noise
(σ2), bias (δ), and the compression ratio (K), reflecting key terms in the
theoretical error bounds. Metrics include convergence speed and residual
error.

Together, these empirical studies complement the theoretical contri-
butions by demonstrating that momentum methods not only achieve
provable robustness to bias in distributed settings but also offer practical
advantages in real-world neural network training and synthetic controlled
environments. This dual perspective reinforces the applicability of the
proposed theory and supports the broader goal of communication-aware
optimization in federated and parallel learning systems.

Building on these insights, Paper IV proposes CompFedRL, a feder-
ated Q-learning algorithm that incorporates lossy compression (either
biased or unbiased) into the update exchange mechanism. The algo-
rithm supports both direct compression and error-feedback schemes and
allows for flexible aggregation through periodic synchronization. A non-
asymptotic convergence analysis is provided under both compression
regimes, yielding finite-time bounds that quantify trade-offs between
the number of agents, compression levels, synchronization frequency,
and learning accuracy. The analysis explicitly distinguishes the residual
error due to compression from that due to stochasticity and reveals that
unbiased compression methods incur bounded additive error, while error
feedback can cancel out long-term bias in certain regimes.

The empirical component of Paper IV evaluates CompFedRL on a
suite of grid-world environments with varying sizes and noise levels. The
experiments examine the impact of different compression strategies (e.g.,
top-K and sparsified-K), learning rates, and federated hyperparameters
such as the number of local update steps and the aggregation coefficient.
Metrics include the RMSE compared to the ground-truth Q-function
and the number of communicated bits per agent. Ablation studies
explore robustness to the agent count, local epochs, and compression
level, showing strong empirical alignment with theoretical expectations.
In particular, the results demonstrate that communication costs can be
significantly reduced, by orders of magnitude, without degrading policy
accuracy, provided appropriate trade-offs are maintained.

Together, the study designs in Papers III and IV offer a rig-
orous and comprehensive approach to understanding and designing
communication-efficient FedRL methods. Paper III abstracts the core
mathematical challenges posed by biased gradient estimators, while Pa-
per IV delivers a practical algorithm with formal guarantees and strong
empirical backing. This dual approach provides a compelling answer
to SQ 2, establishing both the feasibility and the theoretical limits of
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communication-efficient FL in RL.

4.3.3 Methods

To address the challenge of communication efficiency in FedRL, this aim
integrates a theoretical analysis of biased stochastic optimization with
the development of a practical algorithm that compresses communication
during Q-learning. The methodology builds on the convergence theory
for biased gradient methods (Paper III) and extends it to the design
of a scalable and provably convergent federated Q-learning framework
(Paper IV).

Theoretical analysis of biased gradient methods (Paper III).
This paper introduces a unified momentum-based framework for parallel
stochastic optimization with biased gradient estimators. This framework
is general enough to capture scenarios where the gradients are modified
by compression (e.g., sparsification) or clipping or arise from nested
objectives such as in meta-learning. The key iterative updates are
defined by

xk+1 = xk−γvk,

vk = vk−1 +β(∇̃f(xk)−vk−1),

where ∇̃f(xk) denotes a biased estimator of the true gradient ∇f(xk).
The bias term is explicitly modeled as ηk = ∇̃f(xk)−∇f(xk), and its
influence on convergence is quantified under the affine variance assump-
tion:

E∥ηk∥2 ≤BE∥∇f(xk)∥2 +C.

Under standard smoothness and PL assumptions, the analysis derives
non-asymptotic convergence rates for both non-convex and PL-structured
objectives. A key contribution is a novel descent lemma that incorporates
both bias and momentum, allowing the precise characterization of the
trade-offs between communication savings and convergence speed. The
resulting bounds reveal that biased momentum methods retain O(1/K)
or linear convergence rates, depending on the problem structure, up to
residual errors governed by C, the irreducible bias variance.

The framework is instantiated in three canonical scenarios:

• Compressed gradients, where stochastic gradients are sparsified
or quantized before communication. The compression operator is
characterized by a contractive property, and convergence bounds are
derived as a function of the compression ratio and noise variance.
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• Clipped gradients, which mitigate exploding gradients in DL.
The analysis covers deterministic norm clipping and bounds the
resulting gradient distortion.

• Composite gradients, which model nested optimization tasks
such as meta-learning. Here, bias arises from subsampling in inner
and outer objective components, and the bounds explicitly reflect
the sample size and Lipschitz continuity constants.

This theoretical framework establishes general-purpose tools to ana-
lyze communication-biased updates, which are then used to inform the
design of a FedRL algorithm.

Communication-efficient FedRL via compressed Q-learning (Pa-
per IV). Building upon the theoretical insights from Paper III, Pa-
per IV proposes CompFedRL, a communication-efficient federated Q-
learning algorithm that incorporates lossy compression into local-to-global
update transmission. The algorithm supports both unbiased compres-
sion (e.g., sparsified-K sampling) and biased compression (e.g., top-K),
and is designed to maintain convergence while significantly reducing
communication.

Each agent maintains a local Q-table, which it updates for K local
epochs via the Bellman operator:

Q
(i)
t,k+1(s,a) = (1−η)Q(i)

t,k(s,a)+η

[
r(s,a)+γ max

a′
Q

(i)
t,k(s′,a′)

]
,

where s′ ∼ P (·|s,a) is sampled from a generative model. After local
updates, each agent transmits a compressed delta h

(i)
t between its local

Q-table and the global model:

h
(i)
t = Compress

(
Q

(i)
t,K −Qt +e

(i)
t

)
,

where e
(i)
t is an error-feedback term used only in biased compression

modes. The server aggregates the compressed updates and performs a
weighted average update:

Qt+1 = Qt + β

I

I∑
i=1

h
(i)
t ,

where β ∈ (0,1] is the aggregation coefficient (a.k.a. federated parameter)
and I is the number of agents.

The algorithm is formally analyzed under both unbiased and biased
compression regimes. For unbiased schemes, the residual error is shown
to be additive and bounded, while for biased schemes, error feedback
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is shown to asymptotically cancel the accumulated bias under suitable
contraction conditions. The analysis yields high-probability convergence
bounds that depend explicitly on the number of agents; the compression
characteristics (e.g., variance, distortion); the learning and federated
parameters (step size, aggregation coefficient, local-update length); and
the discount factor.

To ensure well-behaved updates, the algorithm assumes bounded
initialization (∥Q0∥∞ ≤ rmax/(1−γ)) and standard boundedness of re-
wards. These assumptions guarantee that all iterates remain within a
valid range during training.

Taken together, Papers III and IV provide a comprehensive method-
ology for communication-efficient FedRL. The theoretical foundation from
Paper III quantifies the cost of gradient bias in distributed learning
and justifies the use of momentum-based updates under compression
and clipping. Paper IV operationalizes these insights into a federated
Q-learning algorithm that is both communication-aware and provably
convergent.

4.3.4 Main Findings

The theoretical and experimental results across Papers III and IV
provide compelling evidence that momentum-based optimization and
carefully structured communication strategies can substantially improve
convergence and communication efficiency in FedRL, directly addressing
SQ 2. Our main findings are as follows.

Theoretical guarantees for momentum with biased gradients.
We derived convergence guarantees for parallel momentum methods with
biased gradients under standard assumptions of smoothness and the
PL condition. The key result (see Theorem 1 in Paper III) shows
that, even in the presence of bias characterized by an affine variance
assumption, the algorithm achieves sublinear convergence for general
non-convex objectives and linear convergence for PL problems. Notably,
this analysis introduces a Lyapunov function that couples the objective
gap with the momentum residual, allowing us to establish rate-optimal
bounds under various noise structures. Importantly, the residual error
depends explicitly on the bias term and can be mitigated by tuning the
federated parameter, offering a trade-off between the convergence rate
and final accuracy.

Unification of biased gradient models. Our framework encapsu-
lates several practical sources of gradient bias, compressed, clipped, and
composite gradients, within a common analytical structure. We proved

72



that for each setting (see Propositions 1–3 in Paper III), the bias mag-
nitude E∥ηk∥2 satisfies the affine variance condition required for the
general convergence result, thereby validating the applicability of the the-
ory across multiple realistic scenarios. Notably, our composite gradient
model also encompasses meta-learning objectives such as model-agnostic
meta-learning (MAML), illustrating the framework’s extensibility (see
Proposition 4 in Paper III).

Empirical validation on DL and control tasks. Our numerical
experiments confirmed the theoretical findings in Paper III by demon-
strating that parallel momentum methods consistently outperform their
SGD counterparts across both DL and control tasks. For DL, in training
DNNs on MNIST and FashionMNIST with biased gradients induced by
clipping and top-K compression, SGDM achieved faster convergence, a
higher test accuracy, and reduced variance across trials compared to SGD
(see Figure 1 in Paper III). The benefits were particularly evident under
aggressive compression and large-scale settings, highlighting robustness
to bias. For control, as mentioned earlier, we conducted experiments on
a synthetic quadratic objective where the bias and variance levels could
be precisely tuned. These experiments validated the convergence rate
predicted by Theorem 1 in Paper III, revealing that the residual error
decreased with lower bias and that SGDM, unlike SGD, retained the
ability to modulate the final accuracy through the federated parameter.
The results also demonstrated how the compression level and gradient
noise interact to influence convergence behavior, in agreement with the
bounds derived in Proposition 1 in Paper III.

RL in federated settings. In FedRL, we developed CompFedRL, a
communication-efficient Q-learning algorithm that incorporates compres-
sion and periodic local updates. Theoretical results (Theorems 1–2 in
Paper IV) showed that both unbiased and biased compression schemes
achieve non-asymptotic linear convergence with high probability. Notably,
CompFedRL with biased compression enjoys provable bounds without
residual error terms under certain parameter settings, underscoring the
advantage of error-feedback mechanisms.

Communication-accuracy trade-offs and scaling behavior. In
the numerical experiment part of Paper IV, we observed experimentally
that increasing the number of agents and local update steps accelerates
convergence and reduces communication per agent. Our experiments
on grid-world tasks showed that CompFedRL matches the accuracy of
full-precision federated Q-learning while transmitting significantly fewer
bits (see Figure 1 in Paper IV). Furthermore, tuning the learning rate
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and federated parameter revealed a speed-accuracy trade-off consistent
with our theory (see Figure 3 and Figure 4 in Paper IV): higher values
promote faster convergence but may increase residual error, particularly
in biased compression.

In summary, our findings support the hypothesis that communication-
efficient FedRL is possible through principled compression schemes, both
biased and unbiased, without degrading convergence or policy perfor-
mance. The theoretical results provide general tools to analyze learning
dynamics under bias, while the empirical findings validate the practical
gains in different tasks. These theoretical and empirical results jointly
advance SQ 2, offering practical strategies for scalable and effective
FedRL.

4.4 Federated Methods Under Heterogeneity
This section addresses Aim 3 of the thesis: to establish robust theoretical
guarantees for federated optimization and collaborative value estimation
when agents interact with heterogeneous environments or data sources.
In contrast to many existing methods that rely on strong assumptions
of data similarity or shared dynamics, our goal is to understand and
mitigate the effects of heterogeneity on learning performance. We pursue
this goal through the following specific question (SQ 3):

What theoretical guarantees can be derived for federated opti-
mization and collaborative value estimation when participating
agents collect data from heterogeneous sources or dynamics?

We address this question by integrating insights from Paper V and
Paper VI. Paper V develops a unified convergence framework for
FL algorithms that tolerates arbitrary levels of data similarity without
making the step size depend on that similarity, so the same tuning remains
effective across varying degrees of heterogeneity. Paper VI focuses on
the FedRL setting and establishes finite-time convergence guarantees
for collaborative value estimation under model mismatch, where each
agent may operate in a slightly perturbed environment. It shows how
systematic biases introduced by heterogeneous dynamics can be mitigated
through periodic value sharing. Together, these contributions provide
the theoretical foundation for FL and FedRL in settings that reflect
real-world heterogeneity, directly addressing SQ 3.

4.4.1 Motivation

As mentioned earlier, FL offers a powerful framework for decentralized
model training in settings where data privacy, communication constraints,
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or computational resources prohibit the centralized aggregation of raw
data [38; 43]. However, most theoretical analyses and algorithmic designs
in FL, and in its extension to RL (FedRL), make strong assumptions about
the homogeneity of data or dynamics across agents. In practice, these
assumptions are often violated. Devices may collect data from different
distributions, or agents in RL may operate in distinct environments with
slightly mismatched transition dynamics due to physical, geographical,
or systemic differences [168; 169].

When such heterogeneity is present, standard federated methods
like FedAvg can fail to converge or require excessively conservative
step-size tuning that depends on unknown data similarity metrics [44;
102]. Moreover, in RL-specific applications, model mismatch can induce
persistent bias in value function estimates, even in the limit of infinite data
or vanishing step sizes [119; 122]. These limitations raise a fundamental
question: can we develop FL and FedRL algorithms that remain stable
and efficient even when participating agents are heterogeneous?

The central hypothesis investigated in this section is that robust
theoretical guarantees and practical convergence can still be achieved in
heterogeneous federated settings, both in supervised optimization and in
value-based RL, by designing algorithms that decouple convergence rates
from similarity assumptions and account explicitly for model mismatch.
Achieving this requires new analytical tools that go beyond worst-case
smoothness or convexity assumptions, and can accommodate arbitrary
variations in local data distributions or transition dynamics.

Papers V and VI address this challenge from complementary angles.
Paper V develops a unified convergence framework for a broad class of
federated optimization algorithms, including FedAvg and FedProx, that
does not rely on any data similarity assumptions. It introduces a general
descent inequality that characterizes convergence under fixed, diminishing,
and step-decay step-size schedules, regardless of the heterogeneity level,
offering practical guidance for hyperparameter selection.

Paper VI focuses on the FedRL setting and examines the impact
of model mismatch on collaborative value estimation. It shows that
even when agents interact with perturbed dynamics, the periodic sharing
of value estimates enables the system to recover accurate global value
functions. The analysis quantifies how the degree of mismatch, network
connectivity, and communication frequency influence convergence in TD
learning.

Together, these contributions offer a unified response to SQ 3 by
showing that principled algorithm design and analysis can overcome the
limitations imposed by agent heterogeneity. They expand the scope of
FL to more realistic and diverse deployment settings, where environment
mismatch and non-identically distributed data are the norm rather than
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the exception.

4.4.2 Study Design

To investigate how FL algorithms can remain robust under heterogeneous
data and transition dynamics, Papers V and VI provide complementary
theoretical and empirical studies. These contributions directly address
Aim 3 and its guiding question, SQ 3, by establishing convergence
guarantees for FL and federated TD learning algorithms in settings
where data or environment similarity assumptions are relaxed or absent.

Paper V develops a unified analytical framework for FL that cir-
cumvents the common requirement of data similarity across clients. The
central technical tool is a general descent inequality that models itera-
tive optimization under stochastic updates and non-convex objectives.
Building on this inequality, the paper derives non-asymptotic conver-
gence bounds for three widely used step-size regimes: fixed, diminishing,
and step decay. These results are instantiated for a broad class of FL
algorithms, including FedAvg, FedProx, and their error-feedback coun-
terparts, under both full-precision and communication-efficient settings,
with the latter employing contractive compressors such as top-K spar-
sification. The analysis supports flexible, similarity-agnostic step-size
schedules and shows that error feedback mitigates the long-term effect
of biased compression.

The experimental setup in Paper V involves the federated training
of CNNs on the MNIST [48] and FashionMNIST [49] datasets. Data
are partitioned among clients under three regimes reflecting varying
levels of heterogeneity: IID (high similarity; uniform class distribution),
Non-IID2 (moderate similarity; two classes per client), and Non-IID1
(extreme heterogeneity; single class per client). The four aforementioned
algorithms are benchmarked across all data regimes under three step-size
schedules (fixed, diminishing, and step decay). Structured communication
constraints are incorporated using top-K sparsification to simulate lossy
update transmission. Performance is measured using two metrics: the
training loss and test accuracy over communication rounds, averaged
across five independent random seeds to assess robustness.

Complementing this, Paper VI focuses on FedRL under environment
heterogeneity, modeled as transition dynamic mismatch across agents.
The study begins by analyzing the convergence behavior of the single-
agent TD(0) algorithm under model mismatch, where the observed
transition kernel deviates from the true environment. Convergence is
characterized under both i.i.d. and Markovian sampling regimes, revealing
a residual error that depends on the severity of the mismatch.

This framework is then extended to the multi-agent federated setting

76



via the FedTD(0) algorithm, where agents perform local TD updates
using their individual transition models and periodically synchronize with
a central server. The convergence analysis incorporates factors such as
the number of agents N , synchronization frequency, and mixing behavior,
and establishes bounds under both i.i.d. and Markovian sampling.

In Paper VI, empirical validation uses synthetic MDPs with con-
trolled levels of perturbation to the true transition dynamics. Key
metrics include the RMSE between the estimated and ground-truth value
functions. The experiments confirm that collaboration across agents
reduces value estimation error, even under substantial heterogeneity, and
illustrate the robustness of the FedTD(0) algorithm to hyperparameter
choices such as the learning rate, synchronization frequency, and number
of local steps.

In Paper VI, empirical validation is conducted using synthetic MDPs
with 10 states. Every agent interacts with a perturbed transition matrix
P̂i derived from a shared ground-truth model Pµ. The perturbation
is generated by randomly modifying Pµ while enforcing the Frobenius-
norm constraint ∥P̂i−Pµ∥2 ≤ ∆, where the parameter ∆ controls the
desired level of heterogeneity. Experiments are used to evaluate the
proposed FedTD(0) algorithm under both i.i.d. and Markovian sampling
regimes, and vary the number of agents, learning rate, synchronization
frequency (parameterized by the number of local steps), and aggregation
coefficient. The primary performance metric is the RMSE between the
learned global value estimate V (t) and the ground-truth value function
computed via the Bellman fixed-point equation. All experiments were
run with five different random seeds, and the results were averaged to
ensure robustness.

Together, the study designs in Papers V and VI provide a robust
answer to SQ 3. Paper V offers a general-purpose analytical framework
for optimization-based FL algorithms without tying the step-size schedule
to any explicit data similarity constant. Paper VI develops and evaluates
collaborative value estimation methods under model mismatch in RL,
offering theoretical insights and practical guidance for FedRL systems
deployed in heterogeneous real-world environments.

4.4.3 Methods

To investigate the theoretical robustness of FL algorithms under data
and environment heterogeneity, this aim builds on general convergence
frameworks for both optimization and value estimation. Papers V
and VI form the methodological foundation by developing (i) a unified
sequence inequality framework applicable to federated optimization that
decouples the step size from data similarity, and (ii) a federated TD
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learning algorithm designed to tolerate transition mismatch across agents.

General convergence framework for federated optimization (Pa-
per V). This paper introduces a versatile analytical framework based
on the inequality

Vk+1 ≤ (1+ b1γ2
k)Vk− b2γkWk + b3γ2

k ,

where Vk captures suboptimality, Wk reflects stationarity (e.g., gradient
norm), and γk is the learning rate. This inequality accommodates a range
of step-size schedules, fixed, diminishing, and step decay, and provides
iteration complexity bounds while decoupling the step-size choice from
any client similarity assumption.

The framework is instantiated for four federated learning algorithms:
FedAvg, FedProx, and their error-feedback counterparts. For each, the
constants b1, b2, and b3 are derived under standard assumptions such as
Lipschitz continuity and bounded gradient variance. Communication-
efficient variants use contractive compressors (e.g., top-K sparsification)
and incorporate error-feedback mechanisms to correct for bias introduced
by lossy communication.

The descent inequality is combined with appropriate step-size
choices, γk = c/

√
K for fixed, γk = c/(k + 1)ν for diminishing, and

γk = c/α⌊k/T ⌋ for the step-decay schedule (with c > 0, ν ∈ (1/2,1), α > 1,
T = 2K/ logα K, and K ∈ N), to analyze convergence uniformly across
algorithms and compression settings, without coupling hyperparameters
to data heterogeneity.

Federated value estimation under model mismatch (Paper VI).
This paper develops a theoretical framework for federated TD learn-
ing under transition heterogeneity, where each agent operates under
a perturbed transition model P̂i instead of the true environment Pµ.
The analysis begins with the single-agent TD(0) algorithm, under both
i.i.d. and Markovian sampling. Transition perturbations are modeled
as bounded deviations (∥P̂i−Pµ∥ ≤∆), and their influence is tracked
through the TD updates.

The federated extension, FedTD(0), considers N agents performing
K local TD(0) updates using their individual transition models before
aggregating at a central server:

V (t+1) = V (t) + β

N

N∑
i=1

(
V

(t,K)
i −V (t)

)
,

where β is the aggregation coefficient. The theoretical analysis models
how transition mismatch and temporal dependencies propagate through
local updates and global synchronization.
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The method incorporates assumptions on the mixing properties of
Markov chains and bounds on average model deviation (∥ 1

N

∑
i P̂i−Pµ∥≤

Λ/
√

N), where the constant Λ≥ 0 quantifies the overall level of transition
mismatch across agents. It provides a layered decomposition of the
error dynamics in terms of system parameters such as the learning rate,
synchronization frequency, number of agents, and aggregation weight.

Taken together, Papers V and VI provide a unified methodology
for analyzing FL robustness under data and transition heterogeneity. Pa-
per V provides convergence tools for optimization-based FL algorithms
that decouple step-size selection from data similarity assumptions, while
Paper VI develops and analyzes value-based algorithms under model
mismatch. Together, they establish principled foundations for FL in
non-identical and decentralized environments.

4.4.4 Main Findings

Theoretical and experimental results across Papers V and VI demon-
strate that federated optimization and value estimation algorithms can
achieve provable convergence under heterogeneity while keeping step-
size choices independent of explicit data similarity constants, directly
addressing SQ 3. Our key findings are as follows.

General convergence guarantees for FL under heterogeneity.
We established non-asymptotic convergence guarantees for a broad class
of federated optimization algorithms using a unified sequence inequality
framework (see Theorems 1–3 in Paper V). This framework charac-
terizes the evolution of suboptimality and the gradient norm through
a generic recursive inequality and supports multiple step-size regimes,
including fixed, diminishing, and step-decay schedules. Applied to Fe-
dAvg, FedProx, and their error-feedback variants, this analysis yields
stationarity bounds of O(1/

√
K), O(1/K1−ν), and O(logK/

√
K), re-

spectively, without requiring coupling between the step size and data
similarity. The convergence holds under standard assumptions (smooth-
ness, bounded variance) and extends to communication-efficient settings
with contractive compressors and error feedback.

Federated optimization decoupled from data similarity. Unlike
prior work that assumes bounded dissimilarity between local and global
objectives in order to pick a stable step size, our results in Paper V hold
without requiring any such assumption. Specifically, the convergence
of FedAvg and FedProx is guaranteed under fixed step sizes that are
independent of any data similarity constant. We also showed that
error-feedback variants converge under the same framework, even when
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compressed updates are biased, as long as error compensation is used.
This establishes a general-purpose theoretical tool for analyzing FL
algorithms under arbitrary heterogeneity.

Empirical validation on DL tasks. We empirically validated the
theoretical predictions in Paper V by benchmarking all four algorithms,
FedAvg, FedProx, EF-FedAvg, and EF-FedProx, on image classification
tasks using the MNIST [48] and FashionMNIST [49] datasets. Exper-
iments were conducted under three levels of data heterogeneity (IID,
Non-IID1, Non-IID2) and across all step-size regimes. The results confirm
that FedAvg generally outperforms FedProx when the data are highly
similar, while the opposite can occur under strong heterogeneity (see,
for example, Figure 6 in Paper V). Moreover, error-feedback variants
showed slower convergence and higher variance under non-IID data,
highlighting the practical cost of biased compression. These trends are
fully consistent with the theoretical bounds derived from the unified
framework.

Robust value estimation under model mismatch. In Paper VI,
we studied the problem of federated policy evaluation when each agent
interacts with a perturbed transition model. We first characterized the
convergence of TD(0) under both i.i.d. and Markovian sampling, showing
that the algorithm converges linearly up to a residual error that depends
on the transition perturbation ∆. We then extended this analysis to the
federated setting, proposing the FedTD(0) algorithm, in which agents
perform local TD updates and synchronize with a central server using
momentum-based aggregation. Theoretical results (Theorems 3–4 in
Paper VI) show that collaboration leads to a O(1/

√
N) reduction in

error due to averaging, while maintaining linear convergence. Importantly,
these guarantees hold under both sampling regimes and explicitly quantify
the role of mismatch variance Λ and the environment’s mixing properties.

Empirical validation on federated MDPs. We validated the the-
oretical results in Paper VI using synthetic MDPs with controlled
perturbations. Experiments demonstrate the following: (i) increasing
the number of agents reduces the residual estimation error, confirming
the predicted

√
N -speedup (see Figure 2 in Paper VI); (ii) increasing

local update steps improves communication efficiency without sacrificing
accuracy (see Figure 3 in Paper VI); and (iii) smaller learning and
aggregation rates lead to lower steady-state error but slower convergence
(see Figure 4 in Paper VI). These observations align closely with our
non-asymptotic bounds and reinforce the robustness of FedTD(0) under
heterogeneous transition dynamics.
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In summary, our findings support the hypothesis that robust conver-
gence is achievable in heterogeneous federated settings through principled
algorithm design. The analytical tools developed in Papers V and VI
demonstrate that convergence rates for both supervised optimization
and value estimation can be decoupled from similarity assumptions while
explicitly accounting for model mismatch across agents. Empirical re-
sults confirm the predicted benefits of collaboration, step-size strategies,
and multi-agent averaging across diverse scenarios. These theoretical
and empirical results jointly advance SQ 3, providing a foundation for
scalable and reliable FL under non-identical data and dynamics.
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5. Concluding Remarks

This chapter reflects on the full arc of the thesis, synthesizing the key
insights developed across six papers and three overarching research aims.
It begins by critically discussing the main findings along thematic lines
corresponding to the aims: single-agent sample efficiency, communication-
efficient federated methods, and federated methods’ robustness under
data and environment heterogeneity. The discussion emphasizes common
themes, theoretical advances, and empirical insights while acknowledging
limitations and trade-offs. The chapter then concludes by revisiting
the overarching RQ, showing how it has been addressed through the
progression of aims and SQs. A dedicated section on limitations and
scope then consolidates the boundaries of the present work and situates
its contributions within broader research and practical contexts. Finally,
directions for future work are proposed, highlighting opportunities for
extending the current contributions and exploring open problems in
scalable, communication-aware, and heterogeneity-robust RL.

A high-level overview of how the RQ, aims, and SQs map to individual
papers and their outcomes is provided in Figure 5.1.

Research Question:
How can RL agents achieve high sample-efficiency and scalable convergence under

communication constraints and heterogeneity?

Aim 1/SQ1:
Single-Agent Sample Efficiency

Aim 2/SQ2:
Communication-Efficient FedRL

Aim 3/SQ3:
FedRL under Heterogeneity

Paper I:
TA-Explore

Paper II:
Prior-Knowledge RL

Paper III:
Biased Momentum

Paper IV:
CompFedRL

Paper V:
FL w/o Similarity

Paper VI:
FedTD(0) Mismatch

Outcome:
Fast & Guided Exploration

Outcome:
Efficient & Robust FedRL

Outcome:
Convergence under Heterogeneity

Answer to Research Question:
Scalable, robust, sample-efficient, and communication-aware RL with theoretical guarantees.

Figure 5.1: Visual summary of thesis structure, aims, papers, and out-
comes.
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5.1 Discussion
This section critically reflects on the findings presented in Chapter 4,
grouped by the three research aims. For each aim, we consider the
motivation, methodological strengths, limitations, and broader implica-
tions. The discussion brings together theoretical and empirical insights,
identifying unifying principles and cross-cutting trade-offs that emerged
from the studies.

5.1.1 RL Agent Sample Efficiency (Aim 1)

The work under Aim 1 addressed the long-standing issue of sample
inefficiency in RL, particularly in environments where rewards are sparse
or compositionally complex and the state space is high-dimensional. Both
TA-Explore and the pseudo-label guidance framework proposed strategies
that inject structured guidance into the learning process. The discussion
of these contributions highlights several important themes.

First, both methods retain compatibility with standard RL algo-
rithms and do not compromise asymptotic optimality. This is a crucial
strength, as it enables efficient early learning without altering the fi-
nal policy landscape. Second, the complementary nature of the two
approaches (task-space structuring via curricula in TA-Explore and
learning-signal shaping via priors in pseudo-label guidance) offers a gen-
eralizable blueprint for sample-efficient RL: guide the agent early and
then let it learn independently.

However, both approaches rely on careful design choices: TA-Explore
requires an auxiliary reward that is sufficiently aligned with the target,
and the prior-guided method depends on reasonably informative heuris-
tics. In practice, crafting such guidance may be task-specific. Future
work could explore how to automate auxiliary goal generation or how to
meta-learn useful priors.

These contributions collectively show that the cold-start problem
in RL can be mitigated through structured, light-touch interventions.
They offer promising directions for domains like robotics, healthcare, and
constrained control, where every interaction carries cost or risk.

5.1.2 Communication-Efficient Federated Methods (Aim 2)

Aim 2 focused on achieving communication efficiency in FL and FedRL
settings, where communication bottlenecks are a practical constraint.
The theoretical analysis in Paper III showed that biased gradient es-
timators, arising from compression or clipping, can be tamed using
momentum-based updates, and the subsequent development of CompFe-
dRL in Paper IV instantiated these ideas in a functional algorithm.
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This body of work highlighted an important insight: bias and mo-
mentum, often considered problematic when combined, can coexist under
principled analysis. Moreover, error-feedback and aggregation schemes
can substantially mitigate the downsides of lossy compression. This aligns
well with a broader trend in distributed learning that favors trade-offs
over perfect fidelity.

On the empirical side, CompFedRL validated that significant reduc-
tions in communication cost are possible without sacrificing convergence
or policy performance. Still, there are limitations. The theoretical analy-
sis assumes access to generative models, which may not always be realistic.
Additionally, the experiments were conducted in controlled environments;
future work could explore more complex settings like vision-based RL or
real-time robotics.

Overall, the findings in Aim 2 strengthen the case for sample-efficient,
scalable, bandwidth-aware FedRL, grounded in both theoretical robust-
ness and empirical viability.

5.1.3 Federated Methods Under Heterogeneity (Aim 3)

The contributions under Aim 3 tackle the foundational challenge of
heterogeneity across agents, whether in data distributions or transi-
tion dynamics. This is perhaps the most practically relevant yet least
theoretically understood challenge in FL and FedRL.

Paper V introduced a general convergence framework that decouples
step-size selection from data similarity assumptions, offering robust guar-
antees under a variety of step-size schedules. This framework represents
a significant step forward for federated optimization, particularly in edge
settings where heterogeneity is intrinsic and unobservable.

Paper VI extended this to the RL setting by considering transition
model mismatch. The key finding, that even with perturbed environ-
ments, value estimation can converge through periodic sharing, offers a
powerful argument for collaboration in decentralized systems.

These results illustrate that it is possible to design FL algorithms
whose performance scales gracefully with heterogeneity. Nonetheless,
some assumptions, such as bounded mixing or structured perturbations,
may be optimistic in real-world deployments. Extending the analysis
to settings with partial observability, delayed updates, or asynchronous
communication remains an open challenge.

Taken together, the work under Aim 3 establishes the theoretical
bedrock for robust FedRL and opens promising directions for heteroge-
neous multi-agent learning under limited coordination.
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5.2 Conclusion
This thesis set out to answer a central question at the intersection of RL,
distributed optimization, and scalable algorithm design:

RQ. How can reinforcement learning agents achieve high
sample efficiency and, when scaled to federated deployments,
do so with minimal communication overhead and provable
robustness to biased compression and cross-agent heterogene-
ity?

To address this question, the thesis pursued three progressive aims,
each paired with an SQ that dissects the research challenge from a
different angle. Together, these aims covered a trajectory from the
challenges of learning in isolation to those of learning in collaborative,
resource-constrained, and heterogeneous multi-agent environments. This
concluding section revisits the contributions and synthesizes how the
thesis as a whole answers the overarching RQ.

5.2.1 Answering SQ 1 and Aim 1: Learning with Fewer Interac-
tions

The first aim focused on improving sample efficiency for a single RL
agent. This is arguably the most pressing bottleneck for applying RL in
the real world, where interactions are costly, risky, or constrained. The
central hypothesis here was that structured guidance, whether in the
form of auxiliary tasks or soft prior knowledge, can reduce interaction
counts while preserving the flexibility and asymptotic performance of
modern RL algorithms.

Paper I introduced the TA-Explore framework, which automatically
generates a goal-based curriculum by annealing an auxiliary reward
signal. This mechanism accelerates early learning in environments where
feedback is either sparse or rooted in a complex mix of reward factors,
guiding the agent toward rewarding trajectories sooner. The method
achieved dramatic speedups across both tabular and real-world control
tasks.

Paper II addressed the same problem from a different direction by
incorporating imperfect prior knowledge directly into the actor’s loss
via pseudo-labels. This soft guidance accelerates learning in continuous-
control domains without needing expert demonstrations or pre-training.

Together, these papers demonstrate that the cold-start problem can
be substantially mitigated by principled, lightweight interventions. The
contributions fulfill Aim 1 and provide a clear, empirically validated
answer to SQ 1: single-agent sample efficiency can be greatly improved
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through structured guidance, via curricula or prior injection, without
compromising the long-term learning capability of the agent.

5.2.2 Answering SQ 2 and Aim 2: Learning with Less Communi-
cation

The second aim extended the efficiency lens to multi-agent FedRL, where
communication becomes the new bottleneck. Here, the challenge lies in
enabling agents to share knowledge efficiently, without transmitting high-
dimensional updates in full. The core hypothesis was that communication-
efficient FedRL is achievable using lossy compression schemes, provided
their bias is explicitly accounted for in the algorithm design.

Paper III laid the theoretical foundation by proving convergence
guarantees for momentum methods under biased gradients, exactly the
kind of gradients produced by practical compressors like top-K or clipped
updates. The analysis was general and included various realistic noise
models, offering a rate-optimal framework for understanding bias-resilient
distributed optimization.

Building on this, Paper IV introduced CompFedRL, a federated
Q-learning algorithm that incorporates both unbiased and biased com-
pression, and supports error-feedback mechanisms. The method achieved
significant reductions in communication cost while retaining convergence
and accuracy. Theoretical guarantees and empirical validations confirmed
the predicted trade-offs between compression, accuracy, and convergence.

Taken together, these contributions fully realize Aim 2 and answer
SQ 2 by showing that communication-aware algorithm design, grounded
in rigorous analysis, enables scalable FedRL that is both sample efficient
and practical, even in bandwidth-constrained deployments.

5.2.3 Answering SQ 3 and Aim 3: Learning Despite Heterogeneity

The third and final aim tackled one of the most persistent challenges in
FL and FedRL: heterogeneity across agents. In practical deployments,
agents may have access to different data distributions or experience
different transition dynamics. The central hypothesis was that robust
convergence remains possible under such heterogeneity, without relying
on unrealistic data similarity assumptions, if algorithms are explicitly
designed to tolerate and even exploit divergence.

Paper V provided a powerful and general convergence framework for
federated optimization under arbitrary heterogeneity. By decoupling con-
vergence from similarity metrics, it showed that common FL algorithms
like FedAvg and FedProx can still converge under realistic, data-diverse
conditions, especially when paired with appropriate step-size schedules
and error feedback.
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Paper VI extended this robustness to the domain of RL, analyzing
TD(0) learning under model mismatch. We showed that the proposed
FedTD(0) algorithm retains linear convergence and achieves collaborative
bias reduction even when each agent interacts with a different envi-
ronment. Both theory and experiments confirmed that communication
between agents can mitigate heterogeneity-induced bias.

These results deliver on Aim 3 and provide a comprehensive answer
to SQ 3. They establish that federated optimization and collaborative
RL remain viable even when agents do not share identical environments
or data distributions, so long as the algorithms are analytically grounded
and tuned for robustness.

5.2.4 Synthesis: Toward Scalable, Robust, and Efficient RL

The three aims, improving sample efficiency (Aim 1), reducing com-
munication cost (Aim 2), and ensuring robustness under heterogeneity
(Aim 3), represent a coherent and cumulative approach to answering
the overarching RQ.

The thesis began with the most isolated setting: a single agent
learning with a sparse or compositionally complex reward. It progressed
toward federated systems where agents must collaborate efficiently despite
practical constraints on communication and varying local conditions.
Along the way, it introduced new algorithmic frameworks, generalized
convergence analyses, and validated these contributions through rigorous
empirical studies.

Crucially, the three aims are not siloed. The tools developed in one
aim inform and support the others. For example, the momentum-based
analysis of biased gradients in Aim 2 is relevant to heterogeneity-tolerant
federated optimization in Aim 3. Similarly, the pseudo-label framework
from Aim 1 can be integrated into federated setups to enhance local
learning.

In conclusion, the thesis presents a holistic blueprint for making RL
more scalable, robust, and efficient. It offers concrete methods, general
theories, and empirical validations that move the field toward real-world
applicability, where interactions are expensive, networks are limited, and
agents experience different worlds.

5.3 Limitations and Scope
While the work presented in this thesis has advanced several aspects of
RL, from sample efficiency in single-agent settings to communication-
aware and heterogeneity-robust methods in federated contexts, it remains
subject to several limitations that define the scope of its applicability.
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Reflecting on these boundaries helps to position the contributions re-
alistically and to indicate where further research is needed before full
deployment in complex, real-world environments.

A first limitation concerns scalability and environmental realism. The
empirical studies for Aim 1, which focus on sample-efficient explo-
ration and curriculum design, were conducted in simulated benchmark
environments with well-defined dynamics and limited stochasticity. Al-
though these settings are standard and allow controlled comparison, they
under-represent the partial observability and safety constraints typical of
embodied agents. Extending the curriculum-based exploration methods
(Paper I and Paper II) to high-dimensional or safety-critical domains,
such as robotics or autonomous driving, would require additional mecha-
nisms for risk-aware exploration and adaptive goal abstraction.

A second limitation relates to communication assumptions in the
FedRL framework. In Aim 2 and Aim 3, the analyses presuppose
synchronous or periodically synchronized agents with stable network
conditions. In practice, edge devices may communicate over unreliable or
delayed links, leading to asynchronous updates and partial participation.
Although the algorithms introduced in Paper III and Paper IV mitigate
communication overhead through compression, they do not fully capture
the interplay between non-stationarity, device drop-outs, and policy
drift. Future extensions could integrate event-triggered or adaptive
communication schedules and examine their theoretical guarantees.

A third boundary concerns heterogeneity and fairness. The theo-
retical results in Aim 3 quantify the bias introduced by non-IID data
and perturbed dynamics, yet they do not explicitly address fairness
among agents or robustness under adversarial heterogeneity. In realistic
federated systems, certain participants may consistently experience lower
rewards or slower convergence due to divergent environments or limited
compute capacity. Addressing such disparities may require federated
aggregation rules that balance performance across clients, possibly in-
formed by principles from multi-objective optimization or cooperative
game theory.

Another important limitation involves computational and energy
considerations. Although the communication-efficient methods proposed
here substantially reduce the transmitted bits per iteration, the thesis
does not perform a full life-cycle energy or carbon-cost analysis. The
environmental discussion in Section 3.6 highlights compute-aware design
choices; however, more detailed profiling, including covering training,
inference, and networking energy, would be necessary to substantiate
sustainability claims, particularly for large-scale deployments.

Finally, the scope of validation remains bounded by the research
setting. The experimental studies emphasize algorithmic insights and
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theoretical soundness rather than production-grade benchmarking. The
open-source implementations corresponding to the papers provide re-
producible results within academic standards, but large-scale real-world
evaluations (e.g., in distributed control, healthcare personalization, or
multi-agent simulation) lie beyond the immediate scope. Bridging this
gap between controlled experimentation and field deployment represents
an important next step for translating the thesis contributions into
practical impact.

In summary, the scope of this work is defined by a deliberate trade-off:
achieving analytical clarity and empirical reproducibility within controlled
conditions while deferring full-scale generalization and application to
future research. These limitations do not diminish the contributions;
instead, they delineate the frontier from which subsequent investigations
into scalable, fair, and sustainable RL can proceed.

5.4 Future Directions
While this thesis provides comprehensive answers to the challenges posed
by sample inefficiency, communication overhead, and heterogeneity in
RL, it also opens several complementary avenues for further exploration.
Some of these directions extend naturally from the limitations discussed
in Section 5.3, while others emerge as broader opportunities inspired by
the theoretical and methodological foundations established in this work.
These prospective lines of inquiry span theoretical advances, algorithmic
innovations, and real-world deployments, and they align naturally with
the three core aims of the dissertation.

Building on the insights of Aim 1, there remains substantial room
to advance the sample efficiency of single-agent RL. The TA-Explore
framework, for instance, currently relies on fixed or handcrafted annealing
schedules to modulate the influence of auxiliary goals. A promising next
step is the design of adaptive scheduling strategies that react to the agent’s
learning progress, possibly leveraging uncertainty measures or online
performance indicators. Moreover, the current reliance on manually
selected heuristic priors in pseudo-label-based acceleration invites research
into automated mechanisms for selecting or learning these priors during
training. This could involve meta-learning or search-based approaches
to build a library of imperfect controllers that adaptively guide new
agents. Beyond technical refinements, a key extension is the application
of structured guidance methods to domains outside of continuous control,
such as natural language decision-making, recommendation systems, or
symbolic planning. Finally, while this thesis provided strong empirical
evidence for sample-efficiency gains, future work could focus on deriving
theoretical guarantees, such as probably approximately correct (PAC)-
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style bounds or regret reductions, to formalize the benefit of guided
exploration and prior injection.

The results under Aim 2 demonstrated that FedRL can remain
efficient and effective even under aggressive communication constraints.
Nevertheless, several extensions present themselves. The compression
strategies employed in CompFedRL were static and symmetric across
agents. One fruitful direction is to explore adaptive or heterogeneous
compression rates, where agents dynamically adjust their communication
strategies based on the network conditions, learning stage, or available
resources. Furthermore, while this thesis focused on Q-learning un-
der the generative model assumption, future efforts could explore how
communication-efficient ideas transfer to policy-gradient and actor–critic
frameworks in general. This would broaden the impact of communication-
aware learning to more expressive policy classes and richer state-action
spaces. Another important area concerns federated settings with highly
heterogeneous devices. In real-world applications, such as autonomous
vehicles or embedded IoT systems, devices differ in computational capabil-
ity and energy availability. Developing device-aware FedRL frameworks
that account for such heterogeneity, perhaps by learning participation
schedules or communication roles, is an open challenge. In addition, there
is growing interest in offline or batch-mode RL, where agents train from
previously collected logs. Adapting communication-efficient methods to
this setting, while maintaining sample efficiency and safety, presents a
rich and timely opportunity.

The findings in Aim 3 opened new avenues for FL in the presence
of heterogeneity. In supervised optimization, we showed that similarity
assumptions can be relaxed without compromising convergence. In value-
based RL, we demonstrated that collaborative learning remains viable
even when agents face different transition models. These insights call for
further exploration. First, while Paper VI focused on policy evaluation,
extending the analysis to control settings, where agents must learn
and improve policies under dynamic mismatch, remains a crucial open
problem. Developing federated actor-critic algorithms that remain stable
and convergent under heterogeneous dynamics would mark a significant
advance. Moreover, rather than simply tolerating heterogeneity, future
methods could seek to exploit it. For example, one could cluster agents
with similar local dynamics or employ meta-learning techniques to learn
shared representations across diverse environments. There is also an
opportunity to examine generalization guarantees: under what conditions
does a federated model trained on heterogeneous agents perform reliably
in unseen or evolving environments? Lastly, the intersection of FedRL
with continual and transfer learning is largely unexplored. Future systems
may need to accommodate agents joining or leaving the federation, or
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adapting to non-stationary distributions over time, demanding new
theoretical tools and adaptive mechanisms.

Beyond these aim-specific pathways, the thesis suggests several
broader directions. An important goal is to integrate the three strands
(sample efficiency, communication compression, and heterogeneity ro-
bustness) into a unified RL framework. Such a framework would enable
scalable learning in realistic systems composed of multiple agents, each
operating under distinct constraints and learning objectives. Realizing
this vision would require modular algorithm design and possibly the
co-optimization of policy learning and system-level scheduling. Equally
important are ethical and societal considerations. As FedRL systems
grow in scale and capability, issues of fairness, privacy, and accountability
become increasingly relevant. Developing methods that embed safety and
fairness constraints into the learning process, particularly in heteroge-
neous multi-agent systems, will be critical. Finally, deploying these ideas
on real-world platforms remains a compelling direction. While the thesis
validated its contributions on synthetic and simulated environments,
the ultimate test lies in deploying these algorithms in domains such as
collaborative robotics, smart infrastructure, or decentralized healthcare.

In closing, this thesis not only addresses foundational challenges in
sample-efficient and communication-aware RL but also opens a wide
and vibrant landscape for future research. By continuing to build on
its insights, through adaptive guidance, scalable federation, and robust
heterogeneity handling, future work can bring RL closer to safe, efficient,
and impactful real-world deployment.
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